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Researchers in the social sciences have become increasingly more cognizant of many of the machine learning models 
now available for analytical purposes. Of particular note is the advent of generative models—such as generative 
adversarial networks and variational autoencoders—that allow for the representation, reconstruction, and creation of 
novel data closely resembling a source dataset. Alongside this development is the consideration of “black box” methods, 
such as neural networks that allow for highly accurate predictions without concomitantly interpretable outputs. This paper 
examines one such example of the use of such complex models and the potential benefits they have to offer to the social 
sciences. Through this example and a discussion of historical ethical issues in statistical practice, the issue of ethical 
practice is considered with a solution proposed in the form of interpretable model characteristics (e.g., bias) through 
Shapley values and Local Interpretable Model-Agnostic Explanations. Several recommendations are offered for 
maintaining an ethical practice of data analysis and machine learning in the social sciences. 
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The advent of generative modeling has allowed researchers of all 
philosophical and theoretical perspectives the computational power 
and mathematical rigor to create. While simulation and Monte 
Carlo experimentation techniques are, and have been, commonly 
used in various quantitatively-oriented domains for better 
understanding the behavior of statistical methods (Sanchez, 2005), 
it is only within the recent decade that techniques such as 
autoencoders (AEs; Baldi, 2012) and generative adversarial 
networks (GANs; Goodfellow et al., 2014) have allowed for the 
precise reconstruction of source data and generation of novel data. 
GANs, in particular, have demonstrated efficacy in generating new 
images (Salimans et al., 2016) and medical records (Choi et al., 
2017) closely mimicking the source data given to the model with 
the former yielding results in higher fidelity than the source images. 
More recently, GANs have been employed to dramatically improve 
predictions of individuals at risk of attempting suicide in the CDC’s 

(2018) Youth Risk Behavior Survey (YRBS) data (Mangino et al., 
2021). 

With data instantiated by these complex generative models yielding 
such appreciably improved results above and beyond more 
traditional statistical methodologies—not to mention the 
concomitantly augmented repertoire of analytical tools—the 
question turns inexorably to the ethical implications of employing 
them so readily within the context of the social sciences. This same 
question arises with respect to the very use of such complex 
machine learning techniques, and their concomitant questionable 
interpretability. The practice of statistics has often been viewed as 
relatively divorced from the study of “content,” itself carrying 
inherent or readily apparent ethical implications. As such, the onus 
of responsible practice has been placed upon domain-specific 
practitioners and researchers rather than methodologists. However, 
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the question of ethical practice is as much one of methodological 
practice as it is of theory. 

At the heart of statistics and machine learning are the metrics that 
measure success of a model (accuracy, precision, recall, mean 
squared error, etc.). Previous work (Mangino et al., 2021) has 
shown that training data supplemented with generated/synthetic 
data via methods such as GAN (Goodfellow et al., 2014) and 
SMOTE (Chawla et al., 2002) can increase classification metrics 
when compared to training data alone. However, with the 
instantiation of regulations, such as General Data Protection 
Regulation (GDPR, 2019), it soon will not only be important that 
models perform well with regard to traditional measures of success, 
but are also able to be readily interpreted. Despite ethical and 
responsible use of complex statistical and machine learning models 
being a multifaceted pursuit, model interpretability may serve a 
prominent role in moving toward this ethical and responsible use. 
Examining the historical responsible use of statistical methods, an 
exemplar from recent literature, and some of the novel methods 
within the machine learning canon, this paper examines the ethical 
implications of the utilization of more complex and efficacious 
models—including generative models—and recommendations for 
their responsible use within the social sciences and beyond. 

Integrity of Statistical Practice 
In a 2003 article, Vardeman and Morris implore their “Gentle 
Reader” to see the practice of statistics not as an exercise in clever 
or fanciful techniques, but rather a noble practice guided by honesty 
and integrity. The article continues to state that “Real data are not 
‘context-free.’” (Vardeman & Morris, 2003, p. 25), appealing to a 
sensibility that statisticians must also be cognizant of the sources 
and implications of data when involved in the task of analysis. 
Despite their Kohlbergian appeal to an ethical, principled practice 
of statistics, Vardeman and Morris’ article predated the origination 
and widespread promulgation of generative modeling techniques 
by a decade. Their beseeching of both graduate students and 
practitioners of statistics to consider ethical practice, however, 
remains ever more salient and necessary in the age of “big data”. 

Appeals to an “ethical statistical practice” have rung consistently 
throughout the halls of psychology and education departments, 
with many methodologists recognizing that the outcome of 
effective, ethical, and honest practice could benevolently alter the 
lives of students and clients; the converse could be devastating. 
Gorard (2014) expands upon this notion through an assertion of two 
critical misinterpretations in statistical methodology in the social 
sciences: The misrepresentation of ‘random’ sampling, and the 
misuse or improper interpretation of significance tests and 
confidence intervals. These issues have long plagued the social 
sciences and undoubtedly have resulted in faulty conceptual 
interpretations by researchers (the latter to such an extent that  Basic 
and Applied Social Psychology banned the use of p-values 
[Trafimow & Marks, 2015]). Gorard (2014) concludes by 

articulating that researchers “should take numbers more seriously” 
due to the consequences of our efforts affecting individuals’ lives. 

Despite these long-debated issues of statistical practice in the social 
sciences, a new wave of both inferential and generative techniques 
makes necessary the continued discussion, and one that requires the 
careful consideration by both methodologists and researchers of 
“content”. 

The Capacity to Create 
Within the new machine learning canon now exists the capacity for 
data generation and augmentation; the novelty and broad potential 
utility of this capacity lends itself to specific focus. When referring 
to the very concept of generative learning—a fundamental set of 
processes and their concomitant results in a psychoeducational 
sense—one can consider that individuals are not only actively 
seeking meaning, but creating something above and beyond that 
with which they are presented in order to construct their interpreted 
meaning (Wittrock, 1992). So, too, can generative learning be 
interpreted in a statistical sense. Generative models allow 
researchers to create data representing and behaving in a manner 
akin to a given source, but without the necessity of de-
identification, variable selection, or data management/wrangling. 
Rather—if given the proper architecture—a model such as a 
variational autoencoder (VAE; Kingma & Welling, 2019) or a 
GAN could effectively replicate the data given it with some 
measure of stochastic variability differentiating it from its source. 

Consider, for example, the case of the GAN: By creating two neural 
networks—one designed to generate data resembling its source 
(generator), and one to discriminate between the generated data and 
original source data (discriminator; Goodfellow et al., 2014)—an 
entirely synthetic dataset can be created with such striking 
resemblance to a source dataset that even the most astute 
statisticians may be unable to determine the difference. 
Autoencoder models, specifically VAEs, can accomplish a similar 
goal through the learning and manipulation of a latent 
representation of the dataset to generate similar novel examples 
(Kingma & Welling, 2019). While models such as those described 
above are yet to be commonplace in the social sciences, they carry 
with them immense potential for use in many such domains. 

Exemplar 
A study conducted by Mangino et al. (2021) utilized the CDC’s 
YRBS dataset in order to assess the efficacy of several 
classification models to predict whether an individual had or had 
not attempted suicide. The outcome was notoriously unbalanced—
far more individuals did not attempt suicide than those who did—
and made necessary the use and comparison of balancing methods. 
Several of these methods, including the synthetic minority 
oversampling (SMOTE; Chawla et al., 2002) and random 
oversampling (ROSE; Menardi & Torelli, 2014) techniques, 
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utilized a k-nearest neighbor algorithm to generate synthetic cases 
to balance the dataset (equate the number of cases in the group that 
did attempt suicide and the group that did not). These methods, 
however, have been used quite routinely in the classification 
literature and statistical practice for precisely this purpose. 

Mangino et al. (2021) sought to compare the predictive accuracy 
facilitated by  these, and other, methods against a GAN utilized for 
the same purpose, both by generating new data and adding it to the 
training set and by using the generated data solely as the training 
set. When comparing numerous classification models, all balancing 
methods resulted in substantially improved rates of correct 
identification of individuals at risk of attempting suicide 
(sensitivity increased from approximately 10% to >90% in many 
cases). However, perhaps the most remarkable finding was the 
efficacy of the models trained exclusively on the GAN-generated 
dataset: Sensitivity rates for all models—sans logistic regression—
were >90%, peaking at 92.4% for both boosting and random forest 
algorithms (specificity = 95.4% and 95.5%, respectively). 

This study demonstrated that GAN-generated data alone was 
sufficiently similar to the sample drawn from the source YRBS 
dataset such that it facilitated dramatically improved classifier 
accuracy in making predictions. 

Debrief 
Following the results of this study, it is apparent that generative 
modeling, like many methods of data interpolation (e.g., data 
balancing, imputation), carries with it a substantive capability that 
could prove to be a boon to social science researchers as well as the 
practitioners and interventionists benefiting from that research. In 
their study, Mangino et al. (2021) noted that while the study was 
but one exemplar suggesting the GAN’s potential for use in the 
social sciences, generalizability in both the methodological and 
contextual senses should be carefully considered. 

The novelty alone makes difficult and unfamiliar the task of 
determining when and how to responsibly use such a complex and 
powerful inductive tool. The task of generating images in higher 
fidelity than their source repository is a radically different context 
with generally much lower stakes than is the task of predicting 
adolescents at risk of attempting suicide. In the latter setting—
which is much akin to the intervention studies conducted by social 
science researchers using experimental interventions to reduce self-
injurious or otherwise maladaptive behaviors in children with 
autism spectrum disorder, such as those used in the field of applied 
behavior analysis (ABA; Dillenburger et al., 2012; Roane et al., 
2016), or interventions for students with learning disabilities (Lee 
Swanson & Sachse-Lee, 2000)—the larger benefits to the field and 
the individual must be carefully weighed. 

On this note, the question of appropriate and ethical practice must 
be considered. Just as any intervention has the potential to yield 
deleterious outcomes or be misused, so too do the increasingly 

more complex machine learning methods.  This premise and 
consideration could be extended to other such novel machine 
learning techniques, including those generative in nature. The 
question may be proffered as to how a generative model, like a 
GAN, may be utilized effectively and responsibly to yield 
beneficial outcomes for a population represented in a given dataset. 
A likely powerful effort to mitigate this potential for misuse is the 
push for an increasingly more interpretable machine learning 
practice. 

Toward an Interpretable Machine Learning 
As the arsenal of analytical tools grows progressively more robust, 
so too must practitioners’ knowledge base of how to use them. 
While it is the responsibility of all researchers to understand—
independently and as a team—the purpose, questions, methods, and 
results of a particular study or analytical framework, 
methodologists carry a particular onus to consider the implications 
and interpretations of novel statistical models. It is in this 
interpretability that generative models and other machine learning 
techniques may be used responsibly to ensure their fair and ethical 
use. Most practitioners within a social science context are familiar 
with the interpretations that methods such as Linear Regression, 
Logistic Regression, and Classification and Regression Trees offer. 
With the advent of deep learning there has been an increase in the 
use of multi-layered neural networks for the use of prediction in 
both classification and regression tasks. Neural networks have been 
traditionally known as “black box” models since they do not have 
readily interpretable outputs like various regression methods. More 
recently, tools for model interpretability have sought to provide 
methods that can interpret these deep learning “black boxes” as 
well as model-agnostic methods for interpreting predictions of any 
machine learning model. It is in these methods that models—
including generative models—may be better understood such that 
the question as to whether they are fair may be more effectively 
answered. The following sections aim to familiarize practitioners 
with two such model-agnostic methods for interpretation. 
Practitioners interested in taking a closer look into the mechanisms 
behind each method, as well as pros and cons of each, should refer 
to Christoph Molnar’s book on interpretable machine learning 
(Molnar, 2019).  

Local Interpretable Model-Agnostic Explanations 
LIME aims to provide practitioners with a model-agnostic method 
for analyzing and interpreting the predictions of machine learning 
classifiers, including traditional black box methods like Neural 
Networks. LIME obtains the explanation of a machine learning 
model, j(x), for a given prediction by training an interpretable 
model, G(x). G(x) is trained on a dataset of cases similar to the case 
of interest as well as predictions from f(x). How LIME determines 
similar cases depends on the type of data that constitutes a case 
(tabular, image, or text data). LIME trains a model given by 
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where: loss, L, is the difference between the prediction of the 
original model, f(x), and prediction of the locally interpretable 
model, G(x), trained by LIME. The model also minimizes the 
equation with respect to model complexity and a proximity 
measure (Ribeiro et al., 2016). It is up to the practitioner to 
determine both model complexity (how many features or predictors 
the interpretable model can use) and a proximity measure which 
determines how similar a case needs to be in order to be considered 
for explanation. Figure 1 (below) provides a high-level view of 
LIME that takes the features and prediction of a given case and 
returns an explanation in the form of important features in the 
prediction of that case.  

KernelSHAP 
Another model agnostic method for interpreting the predictions of 
a machine learning models is KernelSHAP (Lundberg & Lee, 
2017). KernelSHAP is a part of the larger SHAP package which 
provides various methods to analyze the predictions of, but not 
limited to, Neural Network and Emsemble-based models. 
KernelSHAP will be the focus of this section as it not only is a 
model agnostic method, but also builds on the ideas and 
mathematics behind locally interpretable models proposed in 
LIME. SHAP builds upon LIME by incorporating the idea of 
Shapley values (Shapley, 1953). Derived from Shapley’s work on 
Game Theory in the 1950’s, Shapley values can be simply 
interpreted as a vector of unique payoffs for a given set of games. 
Thus, when considering the interpretation of Shapley values in 
machine learning, they can be viewed as the unique contributions 
of given variables in a model compared to one another. The goal of 
KernelSHAP is to explain the difference between the base value of 
a locally interpretable model, also known as the expected value, and 
the prediction of a case given from the locally interpretable model. 
As it builds on the ideas of LIME, the math of KernelSHAP will 
not be discussed in depth. Readers are encouraged to review the 
source materials (Lundberg & Lee, 2017; Ribeiro et al., 2016) if 
they are interested in the differences between LIME and SHAP. 

Interpreting LIME and SHAP 
Interpreting the weights of the LIME explainer mirrors the 
interpretation of a regression model. For example, Figure 1 (below) 
demonstrates that an individual with no suicidal ideation, on 
average, has a model prediction that is 0.06 greater than that of 
someone with suicidal ideation. 
 
Figure 1. Output from LIME. 

 
In the below example (Figure 2), the base value assigned to the 0-
class, no suicide attempt, is 0.9789. SHAP explains the difference 
between this base value and the predicted value of this instance, 

0.88, using features Bullied, Suicidal Ideation, and Hopeless. 
Positive values for suicidal ideation and hopeless lower the 
probability of no suicide attempt and negative values for bullied 
increase the probability of no suicide attempt. 
 
Figure 2. Output from SHAP. 

 

Recommendations for Practice 
As has been discussed throughout this paper, it is apparent that not 
only is the necessity for an interpretable machine learning practice 
increasingly more present, but so too are the methods of doing so. 
Considering the potential importance of complex machine 
learning—including generative modeling—in the social sciences, 
researchers of content and methodology alike are implored to make 
use of these tools for interpretation such that these models could 
become not only strikingly effective, but also eminently 
appropriate and ethical to employ. Several recommendations are 
offered here to guide an ethical methodological practice within the 
social sciences. 
 
    • Consider the purpose. In utilizing a more complex model, its 
purpose must be fully understood by all individuals involved in a 
project or study. This will ensure that the research 
questions/hypotheses may be most effectively answered with the 
optimal methods for the types of questions being asked and 
problems encountered. There exists a myriad of analytical 
frameworks that can be used for similar purposes, each of which 
carrying their own benefits and drawbacks. As is colloquially noted 
in the machine learning/data analytics practice: One must know 
when and why to use a regression model instead of a neural 
network. 
 
    • Results should be interpretable. Similar to Vardeman and 
Morris’ (2003) plea to young statisticians to ensure the nobility of 
the profession and trust between methodologists, content 
researchers, and audiences are all maintained, an opportunity for 
building this sentiment is now ever-present. That is, in constructing 
models that allow for interpretation—and concomitantly moving 
away from the notion that some models are “black boxes”—the 
nobility of the practice of statistics may be maintained and trust 
between all within and without the research community may be 
furthered. If every researcher involved in a project can, minimally, 
interpret model output, all researchers can take part in ensuring that 
results and implications are sensible. 
 
    • Be transparent. Just as it is considered good practice in the 
social sciences to ensure and report that model assumptions are 
checked, reported, and their conditions corrected as necessary, so 
too is this the case when using complex machine learning models. 
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Noting the model architecture, the accuracy metrics and predictors 
used, the size of the dataset, the nature of the predictors 
(continuous, categorical, dichotomous), and the rationale for using 
such a model (aligning with the first recommendation) allow for 
replication. With the noted “replication crisis” in research (e.g., 
McBee et al., 2021), researchers must be ever more cognizant of 
the replicability of their findings, which includes other researchers 
being capable of constructing and interpreting models regardless of 
complexity. 
 
    • Moving from a space of metrics to interpretability. Raw metrics 
have long been viewed as the hallmark of a successful model. With 
the increased use of generative and deep learning architectures, 
machine learning models have the capability to achieve high scores 
on most metrics either in isolation  (e.g., neural networks) or in 
conjunction with other models (e.g., the GAN exemplar detailed 
above). With that, practitioners must move from a space of only 
looking at metrics. Utilizing the methods mentioned in this piece, 
practitioners can begin to look for model characteristics that go 
beyond metric scores. One such example would be model bias 
(towards or against a protected class variable). 
 
Functionally, researchers are bound, ethically, by the Belmont 
Report principles of respect for person, beneficence, and justice 
(National Commission for the Protection of Human Subjects of 
Biomedical and Behavioral Research, 1978). However, whether a 
model can be determined “ethical” carries more cause for 
discussion and debate. While the decision of model ethics may 
differ by the individual’s position in the research process, purpose 
for constructing the model, and practical results following from 
model results, the undergirding principle to aid in this 
determination is interpretability. An interpretable model is not 
inherently an ethical model, but it does afford researchers following 
the mandate of the Belmont Report (or other such ethical 
frameworks) the ability to call into question the consequential 
impact of model results, including any potential bias it may possess. 

Concluding Remarks 
It is important to note that while the recommendations provided 
presently may be readily considered during research design and 
data analysis phases, they are not comprehensive. In particular, 
while interpretability provides a fundamentally valuable 
foundation upon which statistical and machine learning practice 
may rest, it is not the sole arbiter of ethical practice. Rather, 
interpretability simply augments the existing modeling 
considerations. That is, deeply understanding the purpose, inputs, 
outputs, mechanisms, and consequences of a model is key and 
requires that researchers be cognizant of both methodological and 
theoretical implications. 
 
 
Ethical principles such as those described in the Belmont Report 
are continually called into question in the sociopolitical discourse, 
and increasingly more in academic settings. While it has been made 

apparent that models themselves may be ostensibly agnostic—
largely beholden to mechanical and mathematical biases introduced 
by data—researchers must be ever aware of these limitations and 
biases. It is in this pursuit of the Belmont Principles that require 
researchers to be cognizant of how more complex and less 
interpretable models may be affected by the data with which they 
are provided and, concomitantly, the results (or novel generated 
data) to be derived from them. Improper or careless use may lead 
to as deleterious of outcomes as some poorly-constructed in vivo 
interventions. The determination as to whether a specific model is 
ethical falls to all parties involved in the conceptualization and 
implementation of a particular model, and enactment of its 
concomitant results. A model may be useful or even proper (i.e., 
reasonable, given the data and questions to be answered), but if its 
implications lead to deleterious outcomes, the question of ethics 
becomes prominent. The burden of ethical practice then falls to the 
researcher to ensure their results are not misused. 
 
While many methodologists and content researchers alike may 
think of the above recommendations as common “good statistical 
practice,” it is important to note that these practices have grown 
ever more salient as both the complexity of model architecture and 
variety of purposes for which models may be used increases. 
Therefore, it is paramount that great care be given to to the purposes 
and types of models being used. Generative modeling has provided 
researchers with an indispensable tool for creating novel data and—
as was shown in the illustration from Mangino et al.’s (2021) 
study—data augmentation and model accuracy improvement. 
However, these models should not be used indiscriminately, but 
rather should allow for improved insight into the phenomena being 
studied for the purposes of beneficence. Through this, the machine 
learning practice will long be useful and insightful within and 
without the social sciences. 
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