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Arturo Araujo, Albert Rübben, Peter J Bentley and David Basanta

Making sense of nonsense: Evolutionary Emergence of Perceptual Assimilation of
Environment in Agent Based System . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 428

Igor Balaz and Eugene Schneider-Kitamura

Evolution of Cooperation through Genetic Collective Learning and Imitation in
Multiagent Societies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 436

Honglin Bao, Qiqige Wuyun and Wolfgang Banzhaf

A Fast and Reliable Hybrid Approach for Inferring L-systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . 444

Jason Bernard and Ian McQuillan

An evolutionary analysis of Artificial Life publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 452

Hugues Bersini and Michael Waumans

Adaptive Properties of the Amino Acid Alphabet and its Subsets . . . . . . . . . . . . . . . . . . . . . . . . . 459

Rudrarup Bose, Markus Meringer, Melissa Ilardo and Henderson Cleaves

Embodied Embeddings for Hyperneat . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 461

Collin Cappelle and Josh Bongard

The effect of periodic changes in the fitness landscape on brain structure and function . . . . 469

Nitash Cg, Barbara Lundrigan, Laura Smale and Arend Hintze

vi



On the Role of Mobility and Interaction Topologies in Social Dilemmas . . . . . . . . . . . . . . . . . . . 477

Joe Collenette, Katie Atkinson, Daan Bloembergen and Karl Tuyls

Multilevel Selection Can Lead to Cooperation in a Public Goods Game . . . . . . . . . . . . . . . . . . . 485

Simon Demartini and Chris Marriott

Endogenous and Exogenous Bursts in a Honey Bee Hive. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 493

Itsuki Doi and Takashi Ikegami

Synthesizing Research on the Generation and Maintenance of Population Diversity . . . . . . . 500

Emily Dolson and Charles Ofria

A Large-Scale 3D Simulation of Continuous Social Dynamics using Social Particle
Swarm Model on Parallel Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 502

Zineb Elhamer, Reiji Suzuki and Takaya Arita

Addressing the Soft Impacts of Weak AI-Technologies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 504

Katleen Gabriels

Self-Organization and Artificial Life: A Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 510

Carlos Gershenson, Vito Trianni, Justin Werfel and Hiroki Sayama

Being curious about the answers to questions: novelty search with learned attention . . . . . . 518

Nicholas Guttenberg, Martin Biehl, Nathaniel Virgo and Ryota Kanai

Evolutionary Emergence of Path Formation with Autonomous Specialization in a
Robotic Swarm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 526

Motoaki Hiraga and Kazuhiro Ohkura

Oscillating population dynamics and evolution of host and parasitic RNAs in an
artificial cell . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 528

Norikazu Ichihashi

How the integration of group and individual level selection affects the evolution of
cooperation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 530

James Jahns and Arend Hintze

Evolving Robust, Deliberate Motion Planning With a Shallow Convolutional Neural
Network . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 536

Ben Jolley and Alastair Channon

Decentralized Control Scheme for Swarm Robots with Self-Sacrifice. . . . . . . . . . . . . . . . . . . . . . . 544

Takeshi Kano, Munehiro Asally and Akio Ishiguro

Robustness and Evolvability of Multilayer Gene Regulatory Networks . . . . . . . . . . . . . . . . . . . . 546

Hyobin Kim and Hiroki Sayama

Architectural Design by Cellular Growth Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 548

Christoph Klemmt and Satoru Sugihara

Information processing using a single Izhikevich neuron. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 550

Tomoyuki Kubota, Kohei Nakajima and Hirokazu Takahashi

On the Potential Benefits of Knowing Everything. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 558

Joel Lehman and Kenneth Stanley

vii



Coping with Uncertainty: Modelling Personality when Collaborating on Noisy Problems . . 566

Soo Ling Lim and Peter Bentley

Better red than dead: On the influence of Oil Red O dye on complexity of evolution of a
camphor-paraffin droplet on the water surface . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 574
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Preface

This volume presents the proceedings of ALIFE 2018, the 2018 Conference on Artificial Life,
held July 23rd-27th. It took place in Tokyo, Japan (http://2018.alife.org). The ALIFE and
ECAL conferences have been the major meeting of the artificial life (ALife) research community
since 1987 and 1991, respectively. As a Hybrid of the European Conference on Artificial Life
(ECAL) and the International Conference on the Synthesis and Simulation of Living Systems
(ALIFE), the 2018 Conference on Artificial Life (ALIFE 2018) will take place outside both
Europe and the US, in Tokyo, Japan.

The ALIFE 2018 proceedings clearly show the transition from the 90’s ALife studies to 2020’s
New ALife studies. Much of this transition is contingent on the emergence of new technologies,
which have deeply affected the research ecosystem of ALife, as for the rest of the academic
landscape. But as technology advances, ALife’s importance becomes particularly key, given its
unique generative approach in addressing the emergence of life, self-organization phenomena in
the data revolution, and the future evolution of machine intelligence.

The field has remarkably also been expanding to arts, design and many more disciplines.
Nowadays, beyond C. P. Snow’s cultural divide between science and the arts, Artificial Life
truly attempts to span all fields of study. The university is not anymore the unique place where
a serious study of ALife can be pursued. There are rich resources of new ideas outside the
academic domain.

Our hope is this conference reinvents the spirit of ALife and spreads it across all fields and
disciplines. As an attempt in this direction, we have organized an art session parallel to the main
track. A few months ahead of the main conference, Ryuta Aoki and his team have organized
an art hackathon called ”ArtHackDay 2018”. A total number of 237 people have participated
in the hackathon, and three best art works were selected, which will be exhibited at the main
conference. We hope that those art works will contribute to promote the broadening field of
artificial life.

The ALIFE 2018 Program

We received in total 212 submissions, out of which 64 were accepted as oral presentations and
48 were accepted as poster presentations, both of which are included in these proceedings. This
year, there are two types of oral presentations, i.e. lightning and general talks. 15 talks were
selected as lightning because they have good quality and a broad audience can be expected.
There are three special sessions for discussing more specific targets. The papers submitted
to the special sessions were evaluated in the same criterion with the other submitted papers.
All papers accepted in the special sessions including lightning and poster papers were listed
in the special session in the proceedings. We accepted 27 late breaking abstracts for poster
presentations and are available at the conference website http://2018.alife.org.

The conference program of this year included:

• Seven keynote presentations of internationally renowned speakers within a wide variety
of topics:

– Elena Antonova (King’s College London, UK),

– Rodney Brooks (MIT, USA),

– Inman Harvey (University of Sussex, UK),

– Hiroshi Ishiguro (Osaka University, Japan),
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– David OReilly (Film Maker, Ireland),

– Kenneth O. Stanley (University of Central Florida, USA), and

– Hyejin Youn (Northwestern University, USA).

• General sessions on:

– Agency Studies

– Artificial Chemistry

– Biology

– Evolution and Networks

– Evolutionary Dynamics

– Evolutionary Robotics

– Information Theory / Information Flow

– Neural Controllers

– Neurons

– Social Dynamics

• Special sessions on:

– ALife and Society
(Organisers: Alex Penn and J. Mario Siqueiros)

– Hybrid Life
(Organisers: Manuel Baltieri, Keisuke Suzuki and Hiroyuki Iizuka)

– Morphogenetic Engineering
(Organisers: Rene Doursat, Hiroki Sayama)

• A poster presentation session

• Seven workshops:

– ALife Roadmap Workshop
(Organizers: Olaf Witkowski, Julien Hubert).

– Third Workshop on Open-Ended Evolution (OEE3): Hallmarks, Mechanisms and
Empirical Demonstrations
(Organizers: Mark Bedau, Alastair Channon, Tim Taylor, Norman Packard, Steen
Rasmussen and Takashi Ikegami).

– Cognitive Development, Learning and Representation Co-construction in Human-
Robots Systems and Ambient Intelligence Systems
(Organizers: Amélie Cordier, Stéphane Doncieux, Amal El Fallah Seghrouchni,
Frank Guérin, Salima Hassas, Bipin Indurkhya, Leonardo Lana De Carvalho, Math-
ieu Lefort, Georgi Stojanov).

– EVOSLACE: Workshop on the Emergence and Evolution of Social Learning, Com-
munication, Language and Culture in Natural and Artificial Agents
(Organizers: Reiji Suzuki, Michael Spranger, Julien Hubert, James Borg, Hiroto
Yonenoh, Jacqueline Heinerman, Chris Marriott, Peter Andras, Kazutoshi Sasahara,
Takaya Arita, Takashi Hashimoto, Takayuki Nagai, Yoshinobu Hagiwara, Tadahiro
Taniguchi).
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– Developing Software Standards for the Artificial Life community
(Organizers: Clifford Bohm, Emily Dolson, Alexander Lalejini, Nitash CG, Charles
Ofria).

– PROTOCOGNITION Workshop
(Organizers: Andrew Adamatzky, Yukio Gunji, Jordi Valverdú).

– The Synthetic Approach to Biology and the Cognitive Sciences (SA-BCS 2018):
Developing an Epistemology for the Synthetic Sciences of Life and Cognition
(Organizers: Luisa Damiano, Pasquale Stano).

• One special workshop sponsored by ELSI:

– Earth, Life and Artificial Life
(Organizers: Nathaniel Virgo, Alexandra Penn, Matthew Egbert, Stuart Bartlett).

• Four tutorials:

– Avida-ED: A Tool for Artificial Life in the Classroom
(Organizers: Michael Wiser, Robbert Penock)

– Creative Prediction with Neural Networks
(Organizers: Charles P. Martin, Kyrre Glette, Jim Tørresen)

– Introduction to Artificial Gene Regulatory Networks
(Organizers: Sylvain Cussat-Blanc, Wolfgang Banzhaf)

– Simulating Complex Systems with FLAME GPU
(Organizers: Paul Richmond, Mozhgan Kabiri Chimeh)

• The ISAL Summer School

• An art exhibition

Special Session Themes

In addition to the main track, ALIFE 2018 had several special sessions, organized by members
of the community. Submissions to each session were peer reviewed and accepted submissions
appear in this volume.

ALife and Society: Transcending the artificial-natural divide organized by Alex
Penn and J. Mario Siqueiros

As part of an ALife conference with Beyond AI as its central theme, this session focuses on
how technology in general, and AI in particular, is creating new, complex adaptive, possibly
living or cognitive, systems, new modes of being and interaction, and new contexts for evolu-
tion and evolutionary dynamics as well as modifying existing ones. All of these “transcending
the natural-artificial divide”. Contributions to this session can be divided into three general
themes. Firstly, critical historical analyses of the evolution of technology and its impact on so-
ciety. This theme is not limited to developing a better understanding of our socio-technological
past, but, more importantly, encompasses historically-based deep reflection on the possible fu-
tures ahead with ALife, AI and hybrid technologies leading the way. The second theme concerns
contemporary societal and governance issues related to AI. It is very clear that Artificial Intelli-
gence is having a large impact on society’s organization, values and beliefs, with more profound
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changes expected to come. As with other technologies, AI is not neutral regarding social issues,
e.g., from the implications and results of human systems monitoring to racism enforced by
machine learning algorithms. It is thus important to understand how human-AI systems are
being created, evolving and in some cases governed. Contributions focus on the governance of
socio-technical systems from the perspective of Ostrom’s governance of the commons. As ALife
and AI are increasingly present in our lives, it is important to create cooperative interactions
between humans and machines. However this interaction can be significantly improved if the
general public not only has a better understanding of these technologies, but can take part in
shaping this future. Work on creative participatory engagement with emerging A-Life tech-
nology is also highlighted. Finally the role of affective engagements between human-machine
and human-machine-human interactions are discussed. As one of the contributions reminds us,
hybrid human-machine systems are becoming more common, for example in prosthetics. Tra-
ditionally, the machine part of the system is very simple in its behavior and more complex and
dynamics capacities would be desirable. However, understanding and designing coupled hybrid
human-technologies with such properties is no small feat. Experimental as well as theoretical
work on adaptive control of human-machine systems is needed.

Hybrid life: Approaches to integrate biological, artificial and cognitive systems
organized by Manuel Baltieri, Keisuke Suzuki and Hiroyuki Iizuka

Starting from well-established Alife methodologies for the study of life, cognition and artificial
systems, we suggest that hybrid systems, which sit at the interfaces of such topics, constitute
perhaps the most interesting subject of investigation for the understanding of life, its processes
and properties. In our session we aim to discuss and develop three complementary perspectives:

• a unified mathematical language that can be used for the study of different classes of
systems while maintaining a common framework of reference,

• the exploration of biological organisms enhanced by artificial systems (or artificial systems
augmented with organic parts) in order to investigate the boundaries between living and
non-living organisms in hybrid setups, and

• the study of coupled biological-artificial systems highlighting the importance of interac-
tions among systems for the study of living and cognitive organisms, explaining what
interactions constitute a biological and/or cognitive creature.

Morphogenetic Engineering organized by Rene Doursat, Hiroki Sayama

This special session aims to promote Morphogenetic Engineering, a field of research exploring
the artificial design and implementation of autonomous systems capable of developing complex,
heterogeneous morphologies. Particular emphasis is set on the programmability and computing
abilities of self-organization, properties that are often underappreciated in complex systems
science—while, conversely, the benefits of self-organization are often underappreciated in en-
gineering methodologies. Four papers have been selected for this special session through peer
reviews (three for oral presentations and one for a poster) and included here in the proceedings.
A wide variety of topics is covered, including: hierarchical, adaptive “holonic” cellular automata
(Diaconescu, Tomforde and Müller-Schloer), cell migration models for regeneration (Ferreira,
Scheutz and Levin), self-organization of neural networks in the brain (Hiesinger), and a hybrid
of cellular automata and artificial neural networks for pattern generation (Moore, Walker and
Levin).
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Big data is trying to provide a new perspective to all the
natural sciences. Deep learning has radically changed the
field of machine learning, and not only scientific experi-
ments, but also scientists work itself can be automated. Sci-
entific thoughts we think are unique to human beings may
soon begin to be replaced by machine intelligence. ALIFE
2018 will take place under such historical context.

As we have seen in recent technological developments,
advanced technology inevitably becomes life-like. Among
other things, excellent technology often exhibits adaptive
and autonomous behaviors like real living systems. Exam-
ples can be found in autonomous robots such as Boston Dy-
namics. Along with the stream of advances, the boundary
between natural and artificial becomes obscure; artificial life
is beginning to exist in the real world. It is urgent for us to
seek for a way to coexist with such artificial life systems.
In order to build a new world which harmoniously enables
the coexistence between human beings and artificial life be-
yond what is called the singularity theory, innovative theo-
ries and methodologies are indispensable. At the same time,
we have to be ready for reconstructing the methodologies of
conventional natural science and the way of answering the
corresponding questions. The gives us a motivation for pro-
moting artificial life studies.

First of all, we would like to put forward the idea that
life emerges in the massive data flow among the compli-
cated and life-becoming technologies. We have to be more
widely interdisciplinary in some academic fields including
physics, chemistry, biology and information sciences. We
need to launch a new research field by elucidating the prin-
ciple of autonomous artificial systems. We need to construct
new kinds of technology enabling harmonious collaboration
of artificial life systems and human beings. The new re-
search field aims at elucidating the essence of life, not based
on atoms and molecules, but renewing our understanding of
life and innovating our society by progressing artificial life
technologies.

Vitality is an essential property of all living systems. The
challenge of exploring and engineering vitality was taken up
by cybernetics in the 1950s and nonlinear sciences and ar-

tificial life in the 1980s. Among other things, artificial life
as a research field is an exercise in “understanding by syn-
thesis.” It aims to understand vitality by using computers,
chemical experiments, mobile robots and so on. Since the
beginning of the Artificial Life conferences in 1987, elabo-
rating philosophy and epistemology has been a major activ-
ity of artificial life, with much of todays work building on
those foundations.

On the other hand, in recent years there have been a huge
technological development of the Internet, smartphones, and
lifelog recordings. The invention of microscopes and tele-
scopes had a profound effect on the development of science
in previous centuries. Perhaps the 21st century will be the
era of a third such visual instrument. Big data from the In-
ternet, sensory data, data mining have become the focus of
attention of new analytical techniques. This third scope op-
erates not at microscopic or astronomical scales, but visu-
alizes information at a human scale. It is still difficult for
us to imagine what kind of information is buried in the data
and how we can utilize it from a top-down (a service cen-
tered) approach. A new kind of bottom-up mining method,
which can be referred to as data driven (or an agent centered)
technology, is necessary to deal with the big data. Albert
Barabási, who was the first to conduct a rich and dynamical
analysis on the small-world network of the web, stated in his
book (Barabási, 2010):

“How our nakedness in the face of increasingly pen-
etrating digital technologies creates an immense re-
search laboratory that, in size, complexity, and detail,
surpasses everything that science has encountered be-
fore.”

The past decade or has seen a revolution in terms of the
amounts of data that can be handled computationally, and
the effects this has on science. This revolution began to
gather speed around 2010 or so, and is ongoing now. One
of the first incidents was found in an investigation of the fa-
mous 3 dimensional puzzle called Rubik’s cube. Until 2009,
people only knew that at least 22 moves are needed in or-
der to align colors in the worst case. This was predicted by
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group theoretical techniques. But in 2009, this bound was
abruptly solved by a non-mathematical way. A researcher at
Google Inc. solved it by making a big table of all the possi-
ble color alignments, running on several thousand computers
that were unused at the time. The size of the table is about
0.01 percent of the Avogadro number, which nowadays is no
longer considered huge. But the optimal solutions found by
the search were awkward; sequences of moves that are rare
sequences (but not super rare), so that it was difficult for hu-
man players to find them. It was named Gods algorithm.
Additionally, this work was only reported on a website and
not published in any academic journals. A similar incident
was the solving of the game checkers, proving that optimal
play always results in a draw (Schaeffer et al., 2007). Every-
thing has started to change around this time.

Multilayered neural networks called deep neural networks
also have played an important role in the ongoing revolution
(Hinton et al., 2006). For example, researchers at Google
Inc. experimented with the hundred millions of images of
YouTube, using an artificial neural network of 16,000 nodes,
and found that there are specific neurons that react to videos
of a cat and to a persons body (Le et al., 2012). The deep-
learning method takes the approach of extracting the struc-
ture that the system self-organizes when a large amount of
data are involved and shares some common features.

New neural network architectures have been developed
called Generative Adversarial Network (GAN). In particu-
lar, DC (Deep Convolutional) GAN was proposed by Rad-
ford et al. (2015). DCGAN is a generation model expanded
in the form of Bengio et al., which specializes Generative
Adversarial Network (GAN) proposed in 2014 for moving
image generation. In the GAN, we do not give the distri-
bution of the training data set in advance, let the learning
machine called Discriminator and Generator learn the shape
of the distribution itself, thereby acquiring a Generator that
generates data that is indistinguishable from the learning
data set. Now, DNN is not a mere image filtering machine,
but it becomes a generator of new complex images.

Another example can be found in a project called Spee-
chome by Deb Roy and his colleagues (Roy, 2009). They
put up many video cameras and audio sensors around his
house and recorded the growth of his own child for over
three years. On the basis of this life-log data of about 25
million hours, Deb Roy captured the entire process of lan-
guage acquisition of the child. There have been previous
studies based on an anecdotal theory about childrens devel-
opmental processes, but none involved a longitudinal study
with systematic recording of a child in daily life. In addition,
the same data can be different when the point of reference
changes or has a different context, which was clearly shown
by the Speechome project and more importantly, a language
acquisition does not only happen in ones brain but is dis-
tributed in the space time dynamics of a baby, care takers
and the house layout. This study also suggests that enor-

mous datasets, including non-typical and those used anec-
dotally, are needed for unraveling complex phenomena.

The EMBL (European Molecular Biology Laboratory)
has developed a new laser monitoring system and visually
recorded the actual developmental process of zebra fish from
the 64 cell stage to the 16,384 cell stage. From the video, we
can see how each cell differentiated from other cells, differ-
entiating by moving around, gradually forming a global 3D
structure so called Gastrulation of an individual. This was in
the year 2008 (Keller et al., 2008).

The idea of the Blockchain was proposed by Nakamoto
(2008) and it was implemented in the following years as a
new digital currency, called Bitcoin. We now have more
than 2,500 different kinds of cryptocurrencies in 2018, but
it the idea was born only in 2008. These current advanced
technologies were all seeded back in 2010 or so.

The impact of the Big Data revolution is spreading
through more and more fields and is gradually changing the
conventional natural sciences. ALife is not exceptional. In
the field of ALife, we had developed several methods for op-
timization, such as ant colony optimization, particle swarm
optimization and evolutionary computation, including ge-
netic algorithms. The data revolution presents new chal-
lenges. We still need to establish a bottom-up approach to
utilize big data. One such idea is a new interpretation of Big
data, called Massive Data Flow (MDF).

MDF focuses not only on its large scale data but also
on autonomous movements possessed by the overwhelm-
ing amount of data. As opposed to big data as a buzz
word, we attempt to find a new pattern or structure generated
by self-organization in the flow of the massive data. Self-
organization of massive data (e.g. massive electric/chemical
signals in a brain), where the organized pattern will feed-
back onto the system dynamics, self-sustaining the system
dynamics and developing door-opening innovations.

If “Big data” systems exhibit volume, velocity and vari-
ety, MDF systems exhibit vitality. We call this approach
Massive Data Flows (MDF). Rather than making use of big
data, we are interested in the new phenomena and theory that
allows us to deal with the data without losing the autonomy,
complexity, dynamics and structure that the data itself has.
The emphasis here is that we should create new methods
and language in order to synthesize and describe the self-
organizing aspect of massive data flows. Here, we extend
the meaning of data to include material, energetics and in-
formation flows in order to capture the kind of complexity
that we are exploring.

The concept of MDF provides a new methodology for un-
derstanding Big data including material, energy and infor-
mation flows. Analogous to the Darwinian evolution and the
organization of an ecological system, MDF patterns grow,
and this growth determines the organization of the systems
own state autonomously, i.e. organization of data by the
data for the data, Furthermore, self-organization of MDF
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is not caused by a closed internal dynamics but it will be
found at the interface between the endogenous and exoge-
nous data flows. MDF is the generic term that explains
the co-evolution of excess flows and the adaptive system in
which self-organizational patterns will successively occur.

The self-organization we see here is related to what
we call open-ended evolution, i.e., formation of innovative
properties due to evolutionary dynamics. In the field of Ar-
tificial Life, finding the prerequisite conditions for having
open-ended evolution has been a long term goal. For ex-
ample, the emergence of populations of patents issued in the
U.S. has been studied by Bedau (2013) to show which patent
leads the subsequent evolution of patents. They examined
the complexity of the evolution of patents and compared to
biological evolution and there they found much faster evo-
lutionary process than biological one. MDF is the generic
term that explains the coevolution of excess flows and the
adaptive system in which self-organizational patterns will
successively occur. By examining the photo-sharing social
tagging service “RoomClip”, we demonstrated that the web
service developed community structures with accelerating
the production of novel tags (Ikegami et al., 2017) beyond a
certain scale of the service (i.e. number of users). These are
examples of potential MDF systems that enable promoting
novelties. MDF is the mother of emergent phenomena. Why
are these important? Because a message from ALIFE is and
has been,

LIFE AS EMERGENT PHENOMENA.

An emergent phenomenon is not just a breakdown of pre-
dictability. It is more about creating meaning; a critical
transition from meaningless chemical entity into meaningful
life-like entities. For example, foreign languages that have
not been understood for a long time suddenly have meaning;
or a stereogram suddenly perceived as a meaningful three di-
mensional image. It is not an issue of self-organization but
of emergence without precursor phenomena. This is an ex-
ample of an emergent phenomena. Life is also an emergent
phenomenon, having ultimately arisen on a world with no
precursor.

In the new future, beyond AI, technologies will become
artificial life, i.e., various technologies, services, and me-
dia are fully automated, and will be able to decide by them-
selves. Machines will no longer be our slaves. AI is criti-
cized as its black boxing the algorithm. As technology be-
comes Artificial Life it becomes even more black-boxed. We
cannot judge its inside mechanism from the outside. But
we don’t pay attention to the internal mechanism of our hu-
man friends. That is because humans and animals are “natu-
ral phenomena.” The inside mechanism is secondary to our
friendship. We hope for the same relationship between hu-
mans and ALife.

Artificial life updates the view of living systems and ex-
pands the category of life beyond traditional biology. Artifi-

cial life is “bigger” than biological life (@alltbl). Artificial
life technology leaves our control and becomes remarkable
in life-like properties such as autonomy, homeostasis and
self-development. Automation of life is different from au-
tomation of technology, where ALife judges by itself and
chooses its own actions. In other words, artificial life is not
just mechanization of what living systems do, but synthe-
sizes new types of mechanization that people have never en-
countered before. As a result, there will be an age when arti-
ficial life changes the way to build relationships with people.
The following is quoted from Morris Berman (“The Reen-
chantment of the World” (1981)):

“The view of nature which predominates in the west
down to the eve of the Scientific Revolution was that of
an enchanted world. Rocks, trees, rivers and clouds
were all seen as wondrous, alive, and being felt at
home in the environment. The cosmos, in short, was
a place of belonging. A member of this cosmos was
not an alienated observer of but a direct participant in
the drama.”

Therefore, ALIFE research is like a rhapsody: people are
running around and seeking for shadows without actual fig-
ures. In “SlapStick”, Kurt Vonnegut’s early novel, an ordi-
nary brother and sister live separately from childhood, but
once they physically touch each other, something happens
and a massive intellectual typhoon emerges. That is a rhap-
sody of two geniuses. Once the typhoon is gone, what is left
is a very generous book on a theory of education. When the
rhapsody of ALIFE was over, there would be left a great the-
ory of life. Until then, dance dance dance!! This message
has been the message from the beginning of ALIFE and it
still is.
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DESCRIBING THE SYSTEMS OF LIFE 

David OReilly

Artist, Ireland 

Keynote Abstract

Games and interactive works have existed for decades but only recently have been viewed in an artistic context. I will describe 
the unique properties of this new medium which make such a shift inevitable.  

I will introduce my interactive works which are based around the ideas of nature simulation, perception and consciousness. I 
will describe the motivations for their creation and the systems at work within them. 

Beyond this I will offer a conception of art as a functional means of both modeling and interpreting the world, which is 
complementary but fundamentally different from the scientific view. Further, I will discuss the validity and necessity of subjective 
truth as it applies to art, and how meaning arises in its perceiver. 

Biograph 

David OReilly (b. Ireland, 1985) is an artist working in design, film and video games currently based in Tokyo. Creator of the 
groundbreaking animated films ‘Please Say Something’ and ‘The External World’, his film work has won numerous awards and 
been the subject of several retrospectives internationally. He has served as writer for the TV shows Adventure Time & South Park, 
and created the fictional video games in Spike Jonze’s Academy Award winning film ‘Her’. In 2014 he released his first 
independent game ‘Mountain’ and followed up with ‘Everything’ in 2017. Everything won grand prizes at A MAZE & Ars 
Electronica and was featured as Game Of The Year by Wired, Polygon, AV Club, The New Yorker and others. Its trailer became 
the first ever interactive project to qualify for an Academy Award.  
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Scaling in Physics, Biology, Cities and Beyond 

Hyejin Youn 

Kellogg School of Management, Northwestern University 

2211 Campus Dr. Evanston, IL 60208 

 

Keynote Abstract 

 
Is there an underlying structure governing all forms of life at all scales? What about social systems, say, cities?  Are there 

commonalities across different cities of different sizes? Even more, is there any commonality between biological organisms and 
social organizations? This talk will provide a quick summary of scaling theory, a mathematical framework which asks those 
questions, and its implications and applications in physics, biology and social science. In particular, I will elaborate scaling law in 
urban systems its relation to the universality and self-similarity lurking in the urban systems. The universality and self-similarity of 
various urban phenomena seem both trivial and non-trivial. On one hand, the dynamics of cities are so 
complex that it seems unthinkable to explain them in a simple way, and even a well-designed plan often results in unintended 
consequences. Every city, traditionally regarded, has a unique historical path built on geographic factors and contingent policies that 
are so entangled.  And yet, we observe regularities in almost every property of cities (population distribution, crime rate, 
productivity and even economic diversity), which seems to contradict the high level of complexity because they imply the 
underlying dynamics are reducible to a simple form. On the other hand, universality is a natural, and even trivial, consequence 
derived from a common set of functionalities of cities. People share reasons to move to cities: more interaction, greater opportunity, 
higher productivity and better infrastructure. These common micro foundations have to be manifested as universality and self-
similarity under a single scaling law. Science of Cities is the scientific attempt to understand these empirical observations and 
theoretical results. 
 

6



Invited Keynote: Answering the Call of Open-Endedness 

Kenneth O. Stanley1,2 

1Uber AI Labs, San Francisco, CA 94105 
2Department of Computer Science, University of Central Florida, Orlando, FL 32816  

kennethostanley@gmail.com 

Keynote Abstract 

 
Of all the fascinating properties of life on Earth, among the most incredible is that it is open-ended.  Life has continued its 
evolution into virtually endless diverse and often increasingly-complex forms for more than a billion years.  Photosynthesis, flight, 
and human intelligence are but a tiny sampling of the boundless feats of evolution, often far exceeding anything yet built through 
human engineering. In short, evolution on Earth is as close as we have seen to a never-ending algorithm – a prolific generator that 
continues to invent and diverge over eons without ceasing.  The field of artificial life, which dares to explore beyond the confines 
of conventional optimization, is the natural home for the study of open-endedness.  Indeed, open-ended evolution is an active field 
of research within our community.  Yet why has the field not caught fire despite its profound potential to transform our 
understanding of search algorithms and even ourselves?  The argument can even be made that open-endedness may be one of the 
few, if not the only, viable path to brain-level complexity, and hence a vital link in the pursuit of AI and machine learning.  It 
therefore deserves the status of a grand challenge, and all the mind-share and talent such a status entails.  This talk argues for why 
the field is now poised to be elevated, and how the alife community sits front and center of this new frontier. 
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The Philosophical Underpinnings of Work in Artificial Life 

Rodney Brooks 

Panasonic Professor of Robotics (emeritus), 

 MIT, Computer Science and Artificial Intelligence Lab, 

Founder, Chairman and CTO of Rethink Robotics 

Keynote Abstract 

 
There are, of course, a wide variety of research questions examined by the Artificial Life community. However at their core there 

are some common philosophical assumptions that span the field. Almost all Artificial Life research, as with almost all Artificial 
Intelligence research, assumes a materialist reductionistic understanding of the Universe. Some philosophers believe that material 
reductionism can neither explain how order arises from disorder, and thus can not explain evolution, nor can it explain states of 
mind, and thus can not explain sentience, or more comprehensively it can not explain consciousness. Some therefore argue for 
fundamentally new types in the Universe. These positions are fatally flawed as the same arguments can be used to show that 
computation on physical machines can not be explained by material reductionism.  However we have managed to build physical 
computation machines without having to resort to any new types, so our mathematical models of computation are certainly 
sufficient to fill that gap. Many Artificial Life and Artificial Intelligence researchers thus put a layer of computational metaphor on 
top of material reductionism as argue that that is all there is. Turing and Church brought us this metaphor--originally as two separate 
metaphors which were later shown ot be equivalent.  But is it possible that there is some further metaphor, beyond a computational 
metaphor that is necessary to make real progress in Artificial Life. And is there yet another metaphor that is necessary to make real 
progress in Artificial Intelligence.  In each case, something beyond the Church Turing thesis, but in each case something that does 
not contradict material reductionism. And then, another question is that if these new metaphors are needed, could they be the same 
one for both Artificial Life and Artificial Intelligence. 
 

8



Varela’s Legacy for ALIFE: from Enactive to Enlightened AI 

Elena Antonova1,2 

1Department of Psychology, Institute of Psychiatry, Psychology and Neuroscience, King's College London 
2Adaptive Systems Research Group and Royal Society Wolfson Biocomputation Research Laboratory 

Centre for Computer Science and Informatics Research, University of Hertfordshire      
elena.antonova@kcl.ac.uk 

Keynote Abstract  
Francisco Varela started his scientific pursuits in the field of biology migrating to cognitive neuroscience later in his research 

career. To understand Varela’s legacy, we need to trace the evolution of his thought and the influences upon it. His reading appears 
wildly eclectic, ranging from second-order cybernetics, constructivism, analytical and phenomenological philosophy to Sufism and 
Buddhism. The contribution of his thought has an outstanding outreach: biology, immunology, autonomous systems, cognitive 
science, first-person methodologies, and consciousness studies, amongst others. This might appear as a hodgepodge of interests that 
captured his great mind. However, a deeper look reveals a common theme which expressed itself in a multiplicity of manifestations. 
The main question that preoccupied him throughout was What is Life?  

  In his search for the answer, Varela moved from the evident to the hidden, making the hidden evident in the process. His 
starting point was theoretical reflection on the natural systems, and so autopoiesis was born (Varela, Maturana, and Uribe, 1974, 
Biosystems, 5(4), 187-196). Autopoiesis [from Greek αὐτo- (auto-), meaning 'self', and ποίησις (poiesis), meaning 'creation’] does 
not simply mean a system that reproduces and maintains itself in its physical form (boundary). Autopoiesis entails emergence of the 
self and, with it, the world through the process of ‘sense-making’ driven by the re-actions of attraction and repulsion to the aspects 
of the environment that have valence (meaning) in terms of organism’s function (Thompson, 2004, Phenomenology and Cognitive 
Sciences, 3(4), 381-398). The perceptual and behavioural (sensorimotor) ‘sense-making’ habits are shaped and constrained by the 
biological/neural processes, which are in turn reinforced by the ‘sense-making’ habits.   Like the Ouroboros that continually 
consumes itself, a living system continuously creates and re-creates its ‘reality’, for better or worse. In the language of Buddhism, 
autopoiesis is a biological description of the creation of the species-specific and individual karmic patterns that structure one’s view 
of ‘reality’, with the strongest habit of all: a perceptual structure of self and other, subject and object, which in the case of humans 
becomes a pervasive cognitive habit. The perceptual habit which serves a useful functional purpose of biological survival becomes 
reified into ‘I’/‘me’ and the ‘world’, at which point we are not just enacting our world, but we are ‘eveiling’ it (notice what happens 
if the second ‘e’ is dropped). According to Buddhism, this process of reification (grasping) or fixation on the aspects of our 
experience is the root of all ‘evil’ (ignorance of how things really are).  

 We do not know what happens for a simple organism, like a bacterium or a single cell, but we know for us humans this strong 
perceptual habit and reification of subject and object results in naïve realism: there is a world out there with the objects that obey the 
laws of physics and retain their properties whether we are there to perceive them or not, and that our senses provide us with 
perception of the objects as they really are. With some education, we can revise it to a representationalist view, where we 
understand that our experience of objects is our internal representation of them. But, in this view, there are still objects out there 
‘hitting’ our senses in different ways according to the laws of physics. 

 The shortcomings of representationalism are tackled in detail in The Tree of Knowledge: The Biological Roots of Human 
Understanding (Maturana and Varela, 1987, Shambala Publications). In short, the so called ‘objects’ experienced by the ‘subject’ 
are not representations of some features of the environment, but the patterns of neural firing - the perturbations of the organism 
itself. On the surface of things, this sounds like a materialist statement reducing subjective experience to neural processes. However, 
Varela in his later work turns the tables completely with the aid of continental phenomenology and Buddhist philosophy of the 
Middle Way (Madhyamika).   

The hidden is brought into the evident in one of his most influential books The Embodied Mind (TEM) co-authored with Evan 
Thompson and Eleonor Rosch (1991, MIT Press). A paradigm of enaction formulated in TEM as an alternative to 
representationalism was well received and is being gradually assimilated by the field of AI and robotics. However, its more subtle 
but most potent message often gets missed or misinterpreted in the post-TEM formulations of ‘enactivist’ approach, rendering it flat 
and innocuous from shaking us out of naïve realism, which continues to haunt us perceptually throughout life and shapes our 
science as an expression of this dualistic perception despite conceptual education to the contrary. (For an articulation of the 
differences between enaction and ‘enactivism’ see Vörös and Bitbol, 2017, Constructivist Foundations, 13(1), 31-40). 

This subtle and potent message gets reiterated again in a new form in Varela’s paper Neurophenomenology: A methodological 
remedy for the hard problem (1996, Journal of Consciousness Studies, 3(4), 330-349). The ‘hard problem’ as formulated by 
Chalmers is how and why subjective experience arises from the brain (body) processes. Chalmer’s argues that experience is “not an 
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explanatory posit, but an explanandum in its own right, and so it is not a candidate for [reductive] elimination”. Some ‘extra 
ingredient’ is necessary to account for how (and why) experience arises from the workings of the brain. What is needed is a non-
reductive explanation. Varela agrees, but he proposes a “remedy”, rather than an ontological ‘solution’. His special ingredient is not 
something ‘extra’ that Chalmers calls for.  

This special ingredient is not just methodological. Varela’s statement: “Instead of finding ‘extra ingredients’ to account for how 
consciousness emerges from matter and brain, my proposal reframes the question to that of finding meaningful bridges between two 
irreducible phenomenal domains.” [italics mine] is often interpreted as simply a pragmatic and paradigmatic proposal of using first-
person data alongside third-person (e.g. neuroimaging) data in cognitive neuroscience. The key, however, is that the third-person 
data, whether brain’s neural dynamic or body’s physiological process, is framed here as another phenomenal domain. In other 
words, the true problem with the ‘hard problem’ is a lack of recognition that the brains and bodies are yet another aspect of our 
phenomenal experience, in the same way that our thoughts, emotions and the sense of self are. We will do well to use our 
methodological tools afforded by technological progress for the empirical study of the relationships between different aspects of our 
experience, but we err when we reify (objectify) the ‘objects’ of our scientific investigation. A methodological reduction as an 
empirical strategy is necessary and productive. In Varela’s words (1976, Coevolution Quarterly, p. 64): “…for every system there is 
an environment which can (if we so decide) be looked at as a larger whole where the initial system participates. Since it would be 
impractical to do this at all times, we often chop out our system of interest, and put all the rest in the background as 
“environment”… To do this on purpose is quite useful; to forget that we did so is quite dangerous”.   

However, what is even more dangerous, and is the root of the hard problem, is an ontological reduction, either materialist or 
idealist, or any other form of ontological monism or dualism for that matter, born out of reification of a particular aspect of our 
experience that we have become fixated upon for the purpose and in the process of analytical or empirical investigation.  Varela’s 
remedy for the hard problem echoes Wittgenstein’s “treatment” of “philosophical illness” – a shift in perspective that reveals the 
incorrectness of assumptions giving rise to a perceived “problem” (Bitbol, 2012, Constructivist Foundations, 7(3), 165-173). Seeing 
through our presuppositions born out of reification dissolves (rather than solves) the hard problem and reveals what is hidden by 
always being in plain view – the primacy of experience or awareness. “Lived experience is where we start from and where we all 
must link back to, like a guiding thread” (Varela 1996, Journal of Consciousness Studies, 3(4), p. 334). 

 This radicality of Neurophenomenology is often overlooked (Bitbol and Antonova, 2016, Constructivist Foundations, 11(2), 
354-356). It is not enough to understand the point conceptually.  The true potency of the remedy is only achieved through the 
personal ‘mutation’.  To swallow Varela’s pill sincerely and wholeheartedly requires deep personal commitment to the 
transformation of one’s conscious experience and its application to all life, including our scientific pursuits.  

Why a commitment? Because of our deeply engrained habit of reification that required repeated ‘treatment’, over and over 
again, every time it surfaces.  Why is it difficult to apply? Because of our tendency for “Cartesian Anxiety” – our need for a fixed 
foundation for knowledge, and absolute stable ground, without which we fall into chaos due to our low tolerance of uncertainty. We 
have low capacity for sitting with the unknown. Instead of staying with the question, we fall for an answer, however problematic. 
The middle way between absolutism and nihilism is the stance of “groundlessness” (Varela, Thompson, and Rosch, 1991). In TEM, 
“groundlessness” is argued from the Madhyamika’s point of view. It is not only a conceptual doctrine, but an experiential stance, a 
way of being, free of reification of any kind.   

 The growing field of Contemplative Neuroscience is starting to provide us with glimpses as to what happens to the neural 
dynamics of meditation practitioners who are able to rest in “groundlessness” for periods of time. Experienced mindfulness 
practitioners show a weaker formation of perceptual habits as demonstrated by reduced habituation to repeated auditory startles 
(Antonova et al., 2015, PLoS One, 10(5):e0123512); less predictability of neural dynamics (Nehaniv and Antonova, 2017, IEEE 
Symposium Series on Computational Intelligence, 1753-1761); greater speed and fluidity of neural dynamics during semantic 
processing (Pagnoni et al., 2008, PloS One, 3(9):e3083), and decoupling of sensory experience of pain from its affective component 
(Grant et al., 2011, Pain, 152(1), 150-156) supporting the dictum: “Pain is inevitable. Suffering is optional.” (Haruki Murakami).  
Relaxing the reification of the ‘self’ as ‘I’ or ‘me’ in the state of mindfulness attenuates the activity of the Default Mode Network 
(DMN) (for more details on ‘self’ and the DMN with the implication for AI/robotics see Antonova and Nehaniv in this volume). 

In conclusion, I would like to propose a new circularity – that between the fields of AI/robotics and Contemplative 
Neuroscience (CN). CN could and should become a new source for AI/robotics in informing on cognitive and neural dynamics of 
enaction that do not lead to ‘eveiling’. AI/robotics and computational neuroscience could become a testing ground for neural (or 
other) models of “groundless” cognition, assisting humans in achieving de-reification through brain-computer interfaces or 
immersive experiences such as created in a fascinating exhibition Artist and Robots in Paris exploring Artificial Imagination of AI 
(https://www.grandpalais.fr/en/event/artists-robots).  

And finally, my challenge as a contemplative neuroscientist to my AI/robotics colleagues: can we build an Artificial Buddha 
that functions out of wisdom and compassion for the benefit of all beings? Who experiences and cognizes Life as an eternal dance of 
polarities rather than a perpetual war of dualistic opposites brought about by reification of basic structures of experience; ALife 
being that at all times follows three basic Buddhist instructions for Life free of suffering: non-grasping, non-grasping, non-grasping. 
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Studies on Interactive Humanoids 

Hiroshi Ishiguro 

Department of Systems Innovation, Osaka University (Distinguished Professor) 

ATR Hiroshi Ishiguro Laboratories (Visiting Director)  

Keynote Abstract 

We, humans, have innate brain function to recognize humans. Therefore, very humanlike robots, androids, can be ideal information 
media for human-robot/computer interaction. The speaker has developed various types of interactive robots and androids. 

Geminoid that is a teleoperated android of an existing person can transmit the presence of the operator to the distant place. The 
operator recognizes the android body as his/her own body after talking with someone through the geminoid and has virtual feeling 
to be touched when someone touches to the geminoid.  

However, the geminoid is not the ideal medium for everybody. For example, elderly people often hesitate to talk with adult 
humans and the adult androids. A question is what the ideal medium for everybody is. In order to investigate it, the speaker 
proposes the minimum design of interactive humanoids. It is called Telenoid. The geminoid is the perfect copy of an existing person 
and it is the maximum design of interactive humanoids. On the other hand, the minimum design looks like a human but we cannot 
judge the age and gender. Elderly people like to talk with the Telenoid very much. In this talk, the speaker discusses the design 
principles for the robots and their effects to conversations with humans. 

Biograph 

Hiroshi Ishiguro (M’) received a D.Eng. in systems engineering from Osaka University, Japan in 1991. He is currently Professor of 

Department of Systems Innovation in the Graduate School of Engineering Science at Osaka University (2009-), Distinguished 

Professor of Osaka University (2013-) and visiting Director (2014-) of Hiroshi Ishiguro Laboratories at the Advanced 

Telecommunications Research Institute and an ATR fellow. 
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Keynote Abstract 

 
In my talk I give a broad-brush overview of 4 billion years of Real Life, and 2000 years of Artificial Life. The role of AI, as a 
subtopic of ALife, is discussed in the context of the early (1950s on) AI distinction between Neats and Scruffies. Roughly, the 
Neats believed that our reasoning abilities depend on reasoning ‘all-the-way-down’, they saw computers as the model for the brain, 
and this led to the dead-end of GOFAI. Scruffies believed humans and animals were more ad hoc machines crafted by evolution; 
the ability to reason is an explanandum (to be explained), not an explanans (taken for granted). 

 I give my updated version of this distinction: when trying to explain (or re-create) some high-level regularities in biological 
phenomena, the Neat approach is to assume these echo somewhat similar low-level mechanisms; whereas the Scruffy approach sees 
no need for such rule-bound assumptions. 

 Holograms are introduced as a powerful metaphor for the Scruffy approach, showing how high level labels for cognitive 
phenomena can have zero direct low-level correlates in the underlying machinery. Attractors and invariants in physical and social 
dynamics are key to understanding life and cognition. I give a historical connection between such holographic principles and Deep 
Learning, a resounding triumph for Scruffy AI -- though still not Scruffy enough. Further connections are drawn between 
holograms and recently proposed explanations for Micronesian wave navigation. 

 ALife is much broader than AI, and needs to go deeper still; depth in space and time is discussed. There are boundless 
opportunities for innovative ALife research, provided one follows the Scruffy approach of challenging unsupported assumptions. 

 The so-called Singularity is characterised as a fantasy of the Neat approach taken to its absurd limits, that misdirects attention 
from the very real political and social dangers of AI. In contrast, the awe-inspiring Monarch butterfly illustrates the spectacular 
range of biological phenomena that ALifers should be celebrating. 
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Abstract 
In cell system, dynamic behaviors of nanometer- and 

micrometer-sized living tissues are induced through various 
chemical reaction networks accompanied with molecular 
conversions of key molecules. However, such hierarchy 
between macroscopic dynamics of cells and molecular 
conversions is very complicated. Here, as a tool for 
understanding the essence of the dynamic behavior found in 
cell system, two chemical systems for droplets exhibiting cell-
mimicry behaviors have been described: transformation of 
molecular aggregates and locomotion mode of oil droplets. 

Introduction 
In cell system, dynamic behaviors of nanometer- and 
micrometer-sized living tissues are induced through various 
chemical reaction networks accompanied with molecular 
conversions of key molecules. However, such hierarchy 
between macroscopic dynamics of cells and molecular 
conversions is very complicated. To understand the essence of 
the dynamic behavior found in cell system, more simple 
artificial system, where cell-mimicry behaviors can be 
observed, has been recently constructed by using self-
propelled droplets [1]. The mechanism of the self-propelled 
motion in aqueous solution is based on the difference in 
interfacial tension around the droplet and mass transfer as a 
result of the Marangoni effect [2]. Some self-propelled 
droplets have exhibited the controlled behavior in response to 
gradient field of chemical compounds [3] and light irradiation 
[4]. Our group has investigated the cell-mimicry locomotion 
of oil droplets observed in an oil-in-water emulsion containing 
surfactants through the molecular designs of system 
components [5]. Among them, two cell-mimicry behaviors, 
which are induced by chemical conversions of key molecules, 
are here described. 

Cell-Mimicry Behaviors of Oil Droplets 

Time-evolutional dynamics 

The dynamics in emulsion system where oil and surfactant 
components were generated from an imine-containing oil 
component was observed (Figure 1). When the imine-

containing oil was dispersed in an aqueous cationic surfactant 
solution containing hydrochloric acid, oil droplets started 
their motion as they transformed from flocculate components 
to spherical oil droplets, and their motion was sustained for 
around 30 min [6]. Thereafter, micrometer-sized giant 
vesicles spontaneously generated around the stationary 
droplet. 

Figure 1: Time-evolutional dynamics from flocculate 
components to giant vesicles via self-propelled oil droplets. 
Black arrows indicate the generation of giant vesicles. 
Reprinted with permission from ref. 6. Copyright (2016) 
American Chemical Society. 

13



without hydrochloric acid at a certain concentration. 
Hydrolysis of the imine-containing oil compound produces 
‘easy-to-move’ heptyloxybenzaldehyde (HBA) as an oil 
component and a fatty amine, and the latter is neutralized to 
generate a surfactant component in the presence of 
hydrochloric acid. Due to the hydrochloric acid 
concentration-dependent generation of oil and surfactant 
components, when the hydrochloric acid concentration is too 
low or too high, a series of deformation, self-propelled 
motion of spherical oil droplets, and generation of giant 
vesicles was not observed. Namely, it is thought that such 
dynamics were induced along with the compositional change 
of the constituent components of the system in response to a 
specific environment. Considering that the relevance of the 
imine bond to the origins of life was proposed [7], it is also 
interesting to relate that to a chemical system that embodies 
self-organized movement and transformation of molecular 
aggregates. 

Phototactic Behaviors 
Dynamics of HBA droplets was observed in aqueous solution 
composed of gemini surfactants having an azobenzene group 
in the linker moiety (Azo) and non-reactive cationic 
surfactants (Figure 2). The moving direction of the oil 
droplets was changed so as to escape by UV light (λ = 365 
nm) irradiation from the side, i.e. negative phototaxis [8]. It 
was found that the self-propelling oil droplets respond 
sensitively (within 0.5 s) to UV light irradiation. Under the 
subsequent UV irradiation, oil droplets ceased, and after 130 s 
the stationary droplets then moved toward the light source (i.e. 
positive phototaxis). Thus the locomotion mode of the oil 

droplets transferred from negative to positive against the UV 

Figure 2: Sequential micrographs of oil droplet locomotion in 
response to UV irradiation. The wavy-lined and block white 
arrows indicate random and directional motion, respectively. 
The red arrows represent the direction of UV irradiation. The 
dotted white circles in the micrographs represent the previous 
positions of mobile oil droplets. Reproduced/Adapted from ref. 

8 with permission from The Royal Society of Chemistry. 
irradiation. The negative phototaxis is due to the slight but 
instantaneous increase in the interfacial tension of the oil 
droplet surface caused by the photoisomerization of Azo, 
which sensitively responds to UV irradiation. Since the HBA 
oil droplet does not transmit UV light, the interfacial tension 
of the light-irradiated area on the droplet changes along with 
photoisomerization. Then, the Marangoni convection occurs 
from a region of low interfacial tension to that of high 
interfacial tension, inducing the negative phototaxis of self-
propelled oil droplets. In addition, under UV irradiation, HBA 
was slowly but steadily oxidized at the minute timescale. Even 
though the precise mechanism is not completely understood, 
the positive phototaxis is thought to be associated with HBA-
derived oxidized products mainly at the droplet side facing the 
UV irradiation. The molecular conversion induces lowering 
the interfacial tension around the droplets, thus gradually 
forming the flow fields that cause the positive phototaxis of 
the droplets. The transformation of locomotion mode may 
provide living-organism-mimetic properties, such as the 
adaptation to an external stimulus, in this case irradiation. 

Conclusion 
Chemical systems, where transformations of molecular 
aggregates and locomotion mode of oil droplets occur, have 
been demonstrated by the synthetic approach. Because these 
systems are similar to the hierarchical cell system from 
molecular interactions and chemical conversions at the 
nanometer scale to macroscopic behaviors at the micrometer 
scale, our synthetic approach could be a powerful tool for 
understanding the mechanism of the complicated cell system. 
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Abstract

We explore artificial spin ice (ASI) as a substrate for mate-
rial computation. ASI consists of large numbers of nanomag-
nets arranged in a 2D lattice. Local interactions between the
magnets gives rise to a range of complex collective behavior.
The ferromagnets form large networks of nonlinear nodes,
which in many ways resemble artificial neural networks. In
this work, we investigate key computational properties of ASI
through micromagnetic simulations. Our nanomagnetic sys-
tem exhibits a large number of reachable stable states and
a wide range of available dynamics when perturbed by an
external magnetic field. Furthermore, we find that the sys-
tem is able to store and process temporal input patterns. The
emergent behavior is highly tunable by varying the param-
eters of the external field. Our findings highlight ASI as a
very promising substrate for in-materio computation at the
nanoscale.

Introduction
Intelligent systems in nature are closely coupled to physics.
Through bottom-up exploration and exploitation of phys-
ical processes, evolution has found ways to achieve self-
organized computation. Such natural computation ulti-
mately results in intelligent behavior (Mainzer, 2007). Fur-
thermore, natural computation is extremely efficient: Our
brain contains billions of processing elements (neurons) but
consumes only 20W.

Artificial intelligent systems, e.g. artificial neural net-
works, are abstracted far away from the physical and chemi-
cal domain. As such, physical properties are not exploitable
for computation. Consequently, running these abstract mod-
els is inherently inefficient and requires massive server farms
consuming megawatts of power.

Material computation places physics back in the front seat
and views computation as an inherently physical process.
Within a physical system (the material) lies an inherent ca-
pacity for computation. The goal is to find ways to exploit
this inherent computing power. If accomplished, we can
build extremely efficient computing devices based on prin-
ciples found in biological systems: vast parallelism, self-
organization, robustness and adaptation (Stepney, 2008).

The key principles of material computation date back to
the early days of cybernetics (Ashby, 1960; Pask, 1959) and
artificial life (Langton, 1990): a large number of nodes, non-
linearity, local interactions and rich dynamics. More re-
cently the field of reservoir computing (Jaeger, 2001) has
proven that complex physical systems with such properties
can be readily exploited, by training a readout layer to map
system output to the target problem (Dale et al., 2017; Jensen
and Tufte, 2017; Sillin et al., 2013).

Hopfield (1982) was early to establish links between neu-
ral network models and physics. Hopfield networks are de-
fined in terms of an energy function whose many local min-
ima represent memorized states. Recently there has been
an increased interest in energy-based neural network mod-
els since they are physically plausible learning architec-
tures (Scellier and Bengio, 2017).

Hopfield energy provides a direct link between neuronal
computation and ferromagnetic systems. The energy func-
tion is isomorphic with an Ising model where atomic spins
take the place of neurons, while exchange coupling be-
tween spins is analogous to synaptic connections. Hopfield
showed that important properties for computation sponta-
neously arise in such systems with many nonlinear nodes.

Artificial spin ice (ASI) is a class of ferromagnetic meta-
material which consists of large arrays of coupled nano-
magnets. ASI exhibits key properties for material compu-
tation: a large number of nonlinear elements whose local
interaction gives rise to complex collective behavior. Fur-
thermore, the physical fabrication of ASI systems has been
well-established over the last decade. It is thus an intriguing
substrate for neuronal material computation.

In this work we investigate key properties for material
computation in an ASI substrate. Through detailed micro-
magnetic simulations, we explore the range of dynamics
available and the number of reachable states when ASI is
subject to an oscillating magnetic field. Finally we demon-
strate how the system can be exploited for temporal pattern
classification.

This paper is organized as follows: we begin with a short
introduction to the field of artificial spin ice. Next, we dis-
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Figure 1: Square artificial spin ice consists of horizontal and vertical nanomagnets arranged in a ’square’ pattern. For this work
we study the 4x4 square spin ice which consists of 40 nanomagnets (a). Since the nanomagnets are single-domain, the internal
magnetization will align left/right for horizontal magnets and up/down for vertical magnets (b). Colors indicate the direction of
magnetization as shown in the color map. We perturb the array with an external magnetic field B at an angle of 45◦ as shown.
Microscopic imaging of our fabricated spin ice (c) enables a view of the geometry (top) and magnetization (bottom) of each
individual nanomagnet. The size of each magnet is 220x80 nm.

cuss how ASI relates to established models of computation.
We introduce our methods and simulation experiments, fol-
lowed by results and discussion. Finally we conclude our
findings and discuss future work.

Artificial spin ice
Artificial spin ice is a class of metamaterial which consists
of nanoscale ferromagnetic islands (nanomagnets) arranged
in a 2D lattice. Figure 1a shows the spin ice system used in
this study, which consists of 40 nanomagnets arranged in a
4x4 square lattice.

For nanomagnets smaller than some critical dimension,
the individual spin moments will tend to align in the same
direction, i.e. a single-domain state. When the magnets are
elongated, the ground state magnetization will be oriented
homogeneously in either of the two directions defined by the
long-axis of the magnet. Figure 1b shows how the internal
magnetization of each nanomagnet is oriented in a single-
domain ground state. Magnetization reversal, or switching
in such nanoscale magnets is an inherently nonlinear pro-
cess (Stoner and Wohlfarth, 1948).

Nanomagnets in the lattice will interact through local
dipolar coupling. The interactions depend on the geomet-
rical arrangement of the lattice. This makes it possible to
create a geometrically frustrated system, i.e. a system in
which all competing interactions cannot be satisfied at the
same time. Many geometric patterns giving rise to geomet-
rical frustration have been demonstrated. In this work we
focus on the ’square’ lattice as shown in Figure 1.

Originally, the field of ASI was developed to build nan-

otechnological model systems for fundamental studies of ge-
ometrical frustration (Wang et al., 2006). It has since grown
to encompass a wide variety of phenomena ranging from
effects of quenched disorder, thermally activated dynamics,
microwave frequency responses, magnetotransport proper-
ties, and magnetic phase transitions (Marrows, 2016).

Owing to the semiconductor industry, the fabrication
routes for artificial spin ice devices are already highly de-
veloped. With electron beam lithography, extended arrays
consisting of millions of elements can readily be fabricated.
The variety of geometrical arrangements that can be real-
ized is only limited by the creativity of the designer and a
plethora of different lattices have been created and explored
in existing literature (Heyderman and Stamps, 2013).

The development of microscopy techniques with lateral
resolution at the nanoscale and magnetic contrast enables di-
rect imaging of the magnetization of individual nanomagnet
elements (Figure 1c). At the macroscale, the collective state
of the array can be observed using well-established magne-
tometry techniques. Reading techniques beyond the lab in-
clude magnetic tunnel junction based approaches similar to
those found in Magnetic RAM and conventional hard drives.

There are many ways to manipulate the nanomagnet el-
ements within an ASI. External magnetic fields is a well-
established approach, applied either globally to the entire
array or locally to specific areas, e.g. via current-carrying
electrical wires. Other possibilities include current-induced
torques (Brataas et al., 2012), optically induced switch-
ing (Le Guyader et al., 2015) and using a scanning probe to
manipulate individual nanomagnets (Gartside et al., 2018).
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Recent developments of GPU accelerated simulation
frameworks combined with increased computational re-
sources have opened for simulation studies of extended
nanomagnet ensembles, which greatly aids the exploration
of novel artificial spin ice configurations.

Computation in artificial spin ice
ASI exhibits key properties for material computation, i.e. a
large number of nodes, nonlinearity and local interactions.
However, the question of how ASI relates to models of com-
putation needs to be answered. Here we discuss the relation
between ASI and one model of computation: artificial neural
networks (ANNs).

ASI has a range of properties which are analogous to
ANNs. Like neural networks, ASI consists of a large num-
ber of nonlinear nodes (nanomagnets) which are connected
together in a network (dipolar coupling). Magnets are non-
volatile devices, so each node exhibits long term memory.
As with neural networks, computation in ASI is thus closely
coupled with memory.

Network dynamics is the result of local interactions be-
tween neighboring magnets, much like recurrent neural net-
works. Geometry imposes certain limitations on the network
topology, e.g. fully connected networks are not realizable in
ASI. In this aspect ASI shares similarities with cellular neu-
ral networks (Chua and Yang, 1988).

A major difference between ASI and ANNs is the absence
of intrinsic synaptic plasticity: the coupling between mag-
nets is determined by their geometrical arrangement which
is fixed. ASI is thus analogous to a network with fixed
weights. The coupling strength can however be modified ex-
ternally, e.g. through local magnetic fields. Reservoir com-
puting has proven that even random fixed-weight networks
can be exploited to solve many useful problems (Jaeger,
2001).

Microstates and macrostates
The state of a physical system can be understood in terms of
hierarchies, i.e. the level of observation. We can distinguish
between the microstate and the macrostate. The microstate
is the state at the most detailed level, i.e. down to the small-
est particle. Usually we do not have access to the microstate.
Typically we only have access to the macrostate: the state of
the system observed at some higher level. As observers, we
are free to choose how and at what level we measure the
macrostate.

In the case of ASI, the microstate is defined by the mag-
netic moments of the atoms within a nanomagnet. In sim-
ulation we can directly observe the microstate, something
which is not possible in the real physical system. Figure 1b
shows the microstate of our simulated 4x4 square spin ice.

Regarding the macrostate of ASI, a natural choice is to de-
fine a macrostate based on the average magnetization within
a nanomagnet. For the single domain magnets used here,

the magnetization will align in one of two directions, i.e. a
binary macrostate. The macrostate of the entire array can
thus be represented with N bits, where N is the number of
nanomagnets. Figure 1a shows the macrostate derived from
the corresponding microstate in Figure 1b. The macrostate
as can be observed in the real physical system can be seen in
the bottom of Figure 1c.

Macrostates are in general degenerate, i.e. there are many
microstates which map to the same macrostate. Information
about the true state of the system is therefore hidden. States
that look identical at the macro level may in reality be dif-
ferent at the micro level.

Energy-based computation
Energy-based models such as Hopfield networks define
computation as movement through an energy landscape.
Each valley is a local energy minimum and represent sta-
ble ground states of the system. Given an arbitrary initial
state, the system will settle into the nearest valley. If there
are many such valleys, the system has a large number of sta-
ble states.

If we perturb the system with sufficient force (input), the
system may escape the valley and transition to a nearby state.
This movement through state space is a form of intrinsic
physical computation. Computation is thus closely linked to
dynamics, i.e. complex dynamics results in complex com-
putations (Langton, 1990).

When ASI is subject to a cyclic external magnetic field,
complex switching behavior can occur. The behavior will
depend critically on the strength of the magnetic field. If
the field is too weak, there is not enough energy to leave the
local energy minimum so no switching occurs. If the field is
too strong, all the magnets will simply follow the field and
we get trivial switching behavior. However, when the field
strength is at some critical value, the local magnetic fields
around each magnet will affect the switching of neighboring
magnets. At this critical field strength we may find complex
dynamics. Gilbert et al. (2015) demonstrated experimentally
that for slowly varying fields whose strength is just above
the array coercivity, an ASI will go through several transient
states before settling in a stable ground state.

Little is however known about the switching dynamics of
ASI at high frequencies. It seems likely that increasingly
complex dynamics occur at higher frequencies where phe-
nomena such as spin waves come into play. Indeed, studies
of magnetic resonance has revealed complex frequency de-
pendence of spin ice systems in the GHz range (Jungfleisch
et al., 2016, 2017). Furthermore, a system of two interacting
dipoles exhibits chaotic dynamics when subject to a time-
dependent external magnetic field (Urzagasti et al., 2015).

Methods
We have argued that artificial spin ice exhibits key properties
for material computation. Several properties are fulfilled by
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Figure 2: Number of unique states S visited as a function of the external field strength A, for four different frequencies.

definition: a large number of nodes, nonlinearity and local
interactions. However, the availability of complex dynamics
within ASI is still largely unexplored. We need a reliable
way to excite and control such complex dynamics.

Here we investigate magnetization dynamics when ASI is
perturbed by an external magnetic field of high frequency.
Next we demonstrate how such complex dynamics can be
exploited for computation.

As subject of study we use the 4x4 square spin ice de-
picted in Figure 1 consisting of 40 permalloy nanomagnets.
The size and spacing of the magnets is similar to previous
studies (Wang et al., 2006): each magnet is 220x80 nm with
a thickness of 25 nm, and the lattice spacing between each
magnet is 320 nm.

We start with an initially polarized array such that all hor-
izontal magnets point to the right and vertical magnets point
up. The initial state is easily obtained by first saturating the
array with a strong magnetic field at 45◦ which is then re-
duced to zero.

We perturb the array with a time-varying external mag-
netic field B(t) = A sin(ωt) with amplitude A and fre-
quency ω. The field is applied at a constant angle of 45◦

as shown in Figure 1.
The magnets in our experiments are single domain, so we

adopt a binary macrostate based on the average magnetiza-
tion. For horizontal magnets, let the state be 1 if the mag-
netization points to the right and 0 if it points to the left.
Similarly for vertical magnets, the state is 1 if the magne-
tization points up and 0 if it points down. Since the array
consists of 40 magnets, the macrostate of the entire array
can be represented as a 40 bit vector. Hence the system has
a state space of 240 unique states.

All experiments were conducted using the MuMax3 mi-
cromagnetic simulator (Vansteenkiste et al., 2014). Key
material parameters used are Msat = 860 × 103 A/m,
Aex = 13 × 10−12 J/m and α = 0.01. A lateral cell size
of 5x5 nm2 was used throughout, which is less than the ex-
change length (Lex = 5.3 nm).

Experiment 1: Complex dynamics
First we investigate the dynamics of the array when the sinu-
soidal external field has constant amplitude and frequency.
In the following, we investigate the impact of field ampli-
tude A and frequency ω on the dynamics of the system.

We perturb the array with 100 periods of the external field
and sample the state of the system at the end of each pe-
riod. We then count the number of unique states S visited
during this time (1 ≤ S ≤ 100). A large number of unique
states indicates complex dynamics while a low number in-
dicates stability. A hallmark of chaos is aperiodic long-term
behavior where state space trajectories never repeat, hence
a large number of unique states is an indication of chaotic
dynamics.

For weak fields, we expect S = 1 since none of the mag-
nets will switch. For strong fields, we also expect S = 1 as
all magnets will switch in unison with the field, and return
back to the same polarized state after one period. Only for
intermediate field strengths close to the array coercivity Hc

can we hope to find complex switching dynamics and con-
sequently S � 1. For our system we estimate Hc ≈ 75 mT
measured at 45◦.

We vary the field amplitude A around Hc and count the
number of states for each A. This sweep is repeated for a set
of frequencies.
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Figure 3: Snapshots of the microstates for 200 MHz (a) and
100 MHz (b). The color map is identical to Figure 1.

Results and discussion
Figure 2 shows the number of unique states S as a function
of the external field strengthA. We plot the number of states
for four different frequencies: 10 MHz, 50 MHz, 100 MHz
and 200 MHz.

At 10 MHz we see at most 6 unique states which is in
agreement with Gilbert et al. (2015). When the frequency is
increased to 50 MHz, the number of states reaches a maxi-
mum of 29 for A = 75 mT. At 100 MHz there is a signifi-
cant increase in number of states with a maximum of 87 for
A = 76 mT. As we increase frequency further to 200 MHz,
we observe a saturation in the number of states (S = 100)
for A = 79 mT.

As expected, the bell-like curves are all centered around
the array coercivity Hc ≈ 75 mT. A general trend is that
the number of unique states increases with frequency. The
curves also become wider with increased frequency.

The large number of unique states seen at frequencies
100 MHz and above is the product of long transients. It
is thus likely that dynamics are chaotic in these cases. The
results also indicate that the dynamics get more chaotic as
frequency is increased. Videos of the dynamics are avail-
able on our website1.

These results demonstrate that ASI has a large number
of reachable macrostates. Furthermore, the states can be
reached by the straightforward application of a cyclic mag-
netic field, as long as the field strength is close to a critical
value and the frequency is sufficiently high.

We get a better understanding of these results by exam-
ining the microstate. Figure 3 shows snapshots of the mi-
crostate taken at the end of the field cycle, i.e. at zero am-
plitude. Figure 3a shows the microstate at 200 MHz, where
we can see that spin wave dynamics have not yet settled.
These micro level dynamics become very turbulent if fre-
quency is increased further to 1 GHz (not pictured). Hence
at high frequencies, the spins within the nanomagnet have
not yet aligned in one direction. In other words, the system

1https://www.ntnu.edu/socrates/magnets

(a) (b)

Figure 4: Example state transition graphs for 10 MHz (a)
and 50 MHz (b).

has not reached a stable equilibrium and consequently the
macrostate will be in flux. Figure 3b shows the microstate at
100 MHz, where we see that the spin waves have mostly
settled at the end of the field cycle, resulting in a stable
macrostate.

What effect do micro level dynamics such as spin waves
have on dynamics at the macro level? An interesting
question is whether macro level dynamics are memoryless,
i.e. does the next macrostate depend only on the current
macrostate? We answer this with an analysis of the state
transition graphs derived from the observed macro level dy-
namics (Figure 4). Here nodes represent macrostates and
edges are the transitions between them.

At low frequencies (10 MHz) we find that all nodes have
at most one outgoing edge, i.e. the dynamics are memory-
less. An example is shown in Figure 4a where the system
settles in a stable state after a transition through an interme-
diate state.

At higher frequencies (50 MHz and above) most graphs
contain nodes with more than one outgoing edge, as shown
in Figure 4b. Here the next macrostate can not be deter-
mined without knowing the history of previous macrostates.
This is information which is hidden in the microstate.

This suggests that the microstate provides a means of in-
formation storage, which is indirectly observed in the his-
tory dependent dynamics at the macro level. Indeed it has
been shown that chaos both generates and stores informa-
tion (James et al., 2014).

In summary, these results demonstrate that rich micro
level dynamics are available in the ASI system. Dynam-
ics at the micro level give rise to phenomena at the macro
level, i.e. a large number of distinct macrostates and com-
plex state transition patterns. Crucially, the dynamics appear
to be highly tunable, e.g. by varying the amplitude and/or
frequency of an external magnetic field.
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Figure 5: Bit strings are encoded into the external magnetic
field with amplitude modulation. Each bit corresponds to
one cycle of the external field, where 1 maps to an amplitude
Ahi while 0 maps to an amplitude Alo. The figure shows
how the bit string 0101 is encoded.

Experiment 2: Temporal pattern classification
Results from the first experiment show that information
about state history is embedded in the microstate, which
suggests that the system may be able to store and process
temporal input.

Let us assume that transitions between macrostates is sen-
sitive not only to the history of past states, but also to the
history of the external field. We can exploit this property for
computation by encoding input as part of the time-varying
external field.

For each input, does the system end up in a unique
macrostate? If so, the system essentially acts as memory,
transforming a temporal input to a unique spatial state. The
function is that of maximum discrimination: each input is
mapped to a unique output state. Hence, information in the
input is preserved by the system.

On the other hand, if the system ends up in only a hand-
ful of states, the functionality is some form of classification.
The input-output relations are many to one, i.e. many inputs
map to the same output state. This mapping may be arbitrar-
ily complex, but information about the input is always lost
in the mapping process.

What about the case in-between these two extremes? Here
the functionality is a mixture of memory and classification
where some information is retained and some information is
lost in the mapping.

Can we find these different modes of computation in
square artificial spin ice? To test this, we consider as input
bit strings of length N = 1 to N = 8. For each N we apply
all possible 2N inputs and record the final macrostate of the
array. We then count the number of unique such states to de-
termine what mode of computation is performed: memory,
classification or a mixture of the two.

To encode the bit strings we employ amplitude modula-

tion of the external magnetic field as shown in Figure 5.
Each bit corresponds to one cycle of the external field, where
1 maps to an amplitude Ahi while 0 maps to an amplitude
Alo.

We set the frequency of the external field to 100 MHz
in order to obtain both complex dynamics and a stable
macrostate at the end of each period. For the current study
we fix Alo = 70 mT and vary Ahi in the range where com-
plex switching dynamics was found in the previous experi-
ment, i.e. 70 mT < Ahi ≤ 84 mT.

Results and discussion
Figure 6 shows the number of unique final states S as a func-
tion of the number of bitsN in the input string. For compari-
son we plot the function 2N which is the number of different
input values and thus the theoretical maximum. We plot the
number of unique states for a selection of Ahi values which
resulted in distinct behavior, namely 76 mT, 79 mT, 81 mT
and 84 mT.

A general trend for all the values ofAhi is that the number
of states increases with the number of input bits. The rate
of increase is however quite different for distinct values of
Ahi. Another observation is that the number of states do not
appear to saturate.

Recall from the first experiment that A = 76 mT was the
amplitude which produced the highest number of states at
100 MHz. Here we see that this particular value forAhi also
results in the highest number of unique final states, closely
tracking the theoretical maximum 2N . In this regime the
system acts primarily as memory, mapping almost all tem-
poral input patterns to unique macrostates. At the maximum
N = 8 the system maps the 256 different input patterns to
226 different states.

On the other extreme we haveAhi = 84 mT which results
in only a handful of unique states. In this regime the system
acts as a form of classifier. When the number of input bits
is 8, the system maps the 256 different input patterns to 13
distinct states.

Interestingly, we find that certain values of Ahi result in
functionality somewhere in between memory and classifi-
cation. For Ahi = 79 mT we can see that the number
of states follows roughly in the middle of the previous ex-
tremes, while for Ahi = 81 mT the state count is somewhat
lower.

We may understand these modes of intrinsic computa-
tion in terms of dynamical systems theory. Classification
is equivalent to entering an attractor, where the number of
attractors is equal to the number of classes. Memory can
be explained by chaos where sensitivity to initial conditions
means that every distinct input will result in a unique trajec-
tory through state space (Crook, 2007; Shaw, 1981).

The sensitivity of the system will determine how quickly
nearby trajectories diverge and consequently whether simi-
lar input patterns will end up in the same macrostate after all
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Figure 6: Number of unique final states S as a function of number of bits N in the input string (100 MHz input frequency).

the bits have been applied. By adjusting the field amplitude
Ahi we are essentially tuning the sensitivity of the system,
resulting in different modes of computation.

These results demonstrate only one way to exploit ASI
for computation with a temporal input encoding. Here we
are exploiting the rich repertoire of dynamics available in the
system. Combined with the large number of stable states, the
system is able to effectively distinguish between temporal
patterns. Furthermore, we show that the sensitivity of dis-
crimination is highly tunable which yields different modes
of computation.

Conclusion and future work
In this work we have explored artificial spin ice (ASI) as a
highly promising substrate for material computation. The
ferromagnetic material exhibits key intrinsic properties for
computation: a large number of nodes, nonlinearity, local
interactions and rich dynamics. Fabrication methods for ASI
are already highly developed, making such computational
properties readily available in-materio.

Through micromagnetic simulations of square ASI, we
have found a large number of reachable stable states and
a wide range of available dynamics when ASI is perturbed
by an oscillating magnetic field. Furthermore, the dynamics
are highly tunable by varying the amplitude and frequency
of the magnetic field.

We have also demonstrated how the complex dynamics
and many stable states in ASI can be exploited for temporal
pattern classification. By tuning the sensitivity of the sys-
tem, different modes of computation can be obtained: mem-
ory, classification or a mixture of the two.

The results in this work have been derived from micro-

magnetic simulations. A natural next step is to replicate
these results experimentally with physical realizations of the
spin ice. As shown in Figure 1c, the physical parameters of
the ASI are all well within limits of what can be fabricated
and measured in our lab today.

Our experiments so far have been purely deterministic
without noise. A key question is how the system behaves
in the presence of noise, e.g. thermal noise at room temper-
ature or electrical noise from measurement equipment. Re-
sults indicate that the system may be very sensitive to small
changes, i.e. chaotic dynamics will be susceptible to noise.
Hence, it is critical to obtain a measure of this sensitivity.

The ASI system used in this study has been rather small,
consisting of only 40 magnets. However, scaling up to mil-
lions of magnets can easily be achieved in physical realiza-
tions. A key question is then how scale affects the behavior
of larger arrays. Micromagnetic simulations of such large
systems is not computationally feasible, hence it is crucial to
establish simulation models at higher levels of abstraction.

The focus of this work has been on the basic computa-
tional properties of ASI. As such, we have not focused on
any specific application in our experiments. Future work
will include the application of techniques such as reservoir
computing to exploit ASI for useful tasks. Reservoir com-
puting in spin ice could enable robust, massively parallel
magnetic processing at the nanoscale.

The work presented herein only scratches the surface of
what is possible with ASI systems. There is a wealth of pa-
rameters worth exploring, e.g. magnet size, shape, spacing
and geometry, together with methods for perturbation and
observation of dynamics. Furthermore, developing ways to
efficiently exploit the intrinsic computing power in such sys-
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tems is critically important. The field of ASI computation is
ripe for exploration, towards vastly parallel and energy effi-
cient computing substrates.
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Abstract 

Susceptibility to common human diseases such as cancer is 
influenced by many genetic and environmental factors that 
work together in a complex manner. The state-of-the-art is to 
perform a genome-wide association study (GWAS) that 
measures millions of single-nucleotide polymorphisms (SNPs) 
throughout the genome followed by a one-SNP-at-a-time 
statistical analysis to detect univariate associations. This 
approach has identified thousands of genetic risk factors for 
hundreds of diseases. However, the genetic risk factors detected 
have very small effect sizes and collectively explain very little 
of the overall heritability of the disease. Nonetheless, it is 
assumed that the genetic component of risk is due to many 
independent risk factors that contribute additively. The fact that 
many genetic risk factors with small effects can be detected is 
taken as evidence to support this notion. It is our working 
hypothesis that the genetic architecture of common diseases is 
partly driven by non-additive interactions. To test this 
hypothesis, we developed a heuristic simulation-based method 
for conducting thought experiments about the complexity of 
genetic architecture. We show that a genetic architecture driven 
by complex interactions is highly consistent with the magnitude 
and distribution of univariate effects seen in real data. We 
compare our results with measures of univariate and 
interactions effects from two large-scale GWAS studies of 
sporadic breast cancer and find evidence to support our 
hypothesis that is consistent with the results of our thought 
experiment. 

Introduction 

Genetic architecture has been defined as the number of DNA 
sequence variations (i.e. genetic variants) that influence a 
phenotype such as presence or absence of disease, the 
frequency of the alleles and genotypes at those variants in the 
population, and the role that those variants play in 
determining the phenotype (Weiss 1995). There are many 
different ways in which a particular genetic variant can 
influence phenotypic variability (Thornton-Wells et al. 2004). 
The variant can have an effect that is independent of all other 
factors and thus additive. The variant can have an effect in 
some subjects but not others (i.e. genetic heterogeneity). The 
variant effect can be dependent on one or more environmental 
factors such as diet or smoking (i.e. gene-environment 
interaction). The variant effect can also be dependent on one 
or more other genetic factors (i.e. gene-gene interaction). We 
focus here on gene-gene interaction or epistasis as an 
important component of genetic architecture. 

 The word epistasis was coined by Bateson in the early 
1900s to describe observed deviations from Mendelian 
segregation ratios (Bateson 1909). The literal translation is 
one gene standing upon another gene to influence a 
phenotype. There is widespread evidence of epistasis in model 
systems including bacteria (Remold and Lenski 2004), yeast 
(Yadav and Sinha 2018), worms (Gaertner et al. 2012), and 
flies (Mackay 2014). Epistasis is expected to be a ubiquitous 
component of genetic architecture in humans (Moore 2003) 
but has been more difficult to study because of the increase in 
complexity and the limited ability to experiments in controlled 
environments and with controlled genetic backgrounds 
(Jansen 2003). Despite these challenges, epistasis has been 
detected in population-based studies of human disease with 
evidence of replication. For example, epistatic effects on lipid 
variability have been detected and replicated in human 
populations (De et al. 2017; Holzinger et al. 2017). Verma 
detected and replicated epistatic effects on susceptibility to 
glaucoma (Verma et al. 2016). These studies are becoming 
more numerous as the computational and statistical methods 
required to detect epistasis improve.  
 Despite the importance of epistasis, the prevailing approach 
is to measure genetic variants on a genome-wide scale and 
then assess them individually as independent risk factors for 
common human diseases. This genome-wide association study 
(GWAS) approach has been successful at identifying a 
number of genetic risk factors but most have very small effect 
sizes. For example, Michailidou identified 65 new genetic 
variants for sporadic breast cancer using the GWAS approach 
in a sample of more than 200,000 women (Michailidou et al. 
2017). However, these new variants have effect sizes with 
odds ratios on the order of 1.1 or less and thus individually do 
not account for much of the risk of breast cancer. What has 
been observed for GWAS is that the effect sizes trail off in an 
exponential fashion such that only a few variants have a 
moderate effect on risk while most have a very small effect.  
The success of GWAS has emboldened the idea of the 
infinitesimal model that assumes that phenotypic variation is 
the result of many variants each with a small additive effect 
(Barton et al. 2017). This model discounts complexities such 
as epistasis and gene-environment interaction.  

There were two primary objectives of the present study. 
Our first goal was to carry out a computational thought 
experiment to determine whether the distribution of effect 
sizes seen in GWAS could be consistent with a complex 
genetic architecture driven by epistasis. We used a novel 
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computational discovery engine driven by genetic 
programming to evolve simulation models that produce data 
and analytical results consistent with the stated objective. Our 
second goal was to carry out an analysis of real GWAS data 
from population-based studies of sporadic breast cancer to 
determine whether types of complex patterns observed in the 
simulation studies were also found in real data. 

Methods 

Computational thought experiments  

The primary goal of our study is to test the assumption that 
the observed exponential decay of GWAS effect sizes implies 
that genetic architecture for common human diseases is 
simply a sum of independent genetic risk factors (i.e. the 
infinitesimal model). To test this hypothesis, we modified the 
recently developed Heuristic Identification of Biological 
Architectures for simulating Complex Hierarchical 
Interactions (HIBACHI) method to generate simulation 
models and data that match the univariate effects observed in 
GWAS as closely as possible while maximizing gene-gene 
interactions. 

 There are five components to our HIBACHI simulation 

method. The first is the metaphor for the hierarchical 

biological framework that transmits information from 

genotype at the DNA sequence level through biomolecular 

interactions at the gene, cell, and pathway levels to a clinical 

endpoint. The second is the mathematical framework that 

generates the genotype to phenotype relationship or pattern. 

The third is the liability threshold model that is used to define 

disease status. The fourth is the genetic programming (GP) 

methods for the discovery of high-order models. The final 

component is a modification of the fitness function to carry 

out the thought experiments described here. We describe each 

of these in turn. The first three components are descriptions 

included in previous work on HIBACHI (Moore et al. 2015). 

The fourth component is included recent work on 

incorporating genetic programming into HIBACHI (Moore et 

al. 2018). Both sets of descriptions are included here for 

completeness. The last component is new and describes the 

additions for the present study. We present each of these in 

turn below. All simulated data and models are available upon 

request. 

 

A biology-based framework for simulation of complex 

biological systems. The goal of this component is to provide 

a biological framework or scaffold to serve as a metaphor for 

genetic variants and their phenotypic relationships propagated 

through a hierarchical set of mathematical functions. The 

prototype for HIBACHI was developed previously and used a 

fixed architecture that was based on genetic effects at the gene 

level (Moore et al. 2015). We describe this framework first 

and then discuss how this relates to the new approach that 

uses GP to discover both the wiring diagram and the 

mathematical functions. The initial HIBACHI framework 

started with protein-coding gene (i.e. mRNA gene) with a 

single non-synonymous genetic variant that is assumed to 

change an amino acid. Upstream of the mRNA gene are a 

promoter region with a single regulatory variant and an 

enhancer region with a single regulatory variant. Also 

included in our initial framework are two genes that code for 

transcription factors that bind to the regulatory region. We 

included a protein-coding variant in the gene that codes for 

each transcription factor. We also included a single variant in 

a microRNA gene that participates in post-translational 

regulation. In total, this structure allowed for six genetic 

variants (coded 0, 1, 2) all influencing a protein product as a 

quantitative trait. In addition, we included an environmental 

factor (coded -2, -1, 0, 1, 2) to allow for non-genetic variation 

in the phenotypic values. It is important to note that this 

particular biological framework was a preliminary proof of 

concept. The goal of the present study is to allow this 

framework to vary as part of the search for models meeting 

certain objectives using GP. The metaphor still holds but the 

new GP-based systems allows for much greater flexibility in 

the size and shape of the models being generated. Other 

metaphors such as electronic health record (EHR) data could 

also be used here. 

 

A mathematical framework for simulation of complex 

patterns. The goal of this component is to provide a flexible 

mathematical framework for combining features to produce 

an endpoint. Using the genetics metaphor, genotypic and non-

genotypic values to produce phenotypic values. Each biology-

based locus feeds into a mathematical function whose result is 

carried forward to the next function. For example, one 

transcription factor locus combines with the enhancer locus 

through a function whose result then combines with the 

second transcription factor. The result of this operation 

combines with the locus at the promoter. This result combines 

with the coding variant in the gene. This result combines with 

the microRNA locus. This result combines with the 

environmental factor to produce a protein product. Thus, the 

protein expression value is dependent on mathematical 

functions of the six loci and the environmental factor. This 

produces a distribution with several to millions of possible 

phenotypic values for most combinations of functions that can 

then be used with the liability threshold model described 

below to generate disease status. Cases and controls can then 

be sampled from this distribution or the continuous output can 

be used directly as a quantitative trait. 

For each run the user can specify a set of mathematical 

function to use to build the models. Examples of basic 

functions include addition, subtraction, multiplication, 

division, modulus, and modulus-2. Logical functions include 

greater than, less than, AND, OR, and XOR. Bitwise 

functions include bitwise AND, bitwise OR, and bitwise 

XOR. Unary functions include absolute value, NOT, factorial, 

left and right. Large functions include power, log, permute, 

and choose. Miscellaneous functions include minimum and 

maximum. Functions such as XOR are known to produce 

patterns of epistasis (Li and Reich 2000; Moore and Williams 

2009). 

 

A liability threshold model for biology-based simulation. 

We use a liability threshold model to simulate disease from 
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the distribution of phenotypic values generated from the 

genotypic values and mathematical functions as described 

above. The user can select the liability threshold to achieve a 

particular disease prevalence. More details about the liability 

model have been provided previously (Moore et al. 2015). 

 

Genetic programming for model representation and 

stochastic search. We selected genetic programming (GP) as 

our stochastic search engine for several reasons. First, GP 

uses binary expression trees that are a convenient data 

structure for representing HIBACHI models. This makes the 

models very easy to manipulate and evaluate computationally. 

Flexible representation is a known advantage of GP (Ashlock 

2005). Second, GP uses a recombination operator that 

explicitly swaps subcomponents of expression trees to 

generate variability in the solutions as part of its iterative 

search process. This is appealing because HIBACHI models 

are hierarchical in nature with modular subcomponents 

representing different biological processes such as 

transcription factor binding, miRNA regulation of 

transcription, etc. The ability to mix and match these genomic 

modules facilitates the development of new models that meet 

a simulation objective. An introduction to GP has been 

previously provided in an open-access book for those seeking 

additional details of the method (Poli et al. 2008). Our initial 

implementation of the GP approach was for generating 

HIBACHI models to evaluate and compare machine learning 

methods (Moore et al. 2018). Our GP implementation used 

the Distributed Evolutionary Algorithms in Python framework 

(Fortin et al. 2012) available on GitHub at 

https://github.com/deap. We describe below our modification 

of the fitness function to carry out the thought experiments. 

This new version of HIBACHI is available on GitHub at 

https://github.com/EpistasisLab/hibachi. 

 

A fitness function for genetic architecture thought 

experiments. A key to GP search is the fitness function that 

specifies the value or quality of a set of mathematical 

functions and their wiring (i.e. the model) represented as an 

expression tree. We had three fitness objectives. Our first 

objective was to generate simulated data such that the 

univariate genetic effects matched as closely as possible a set 

of targets with odds ratios similar to those observed in real 

data. This fitness component was computed as a sum of 

absolute differences between the target odds ratios and the 

odds ratios measured from the solution being evaluated. The 

odds ratio is a common epidemiologic measure of association 

between some exposure (e.g. genotype) and presence of 

disease in a sample of subjects derived from a population-

based study. Our second objective was to maximize the three-

way gene-gene interactions measured on the entropy scale. 

This component was computed as a sum of all three-way 

information gain values. Our third objective was to minimize 

the complexity of the mathematical models. This component 

was computed as the number of operators in the mathematical 

function being evaluated. We balanced these different 

objectives using multi-objective Pareto optimization. 

Specifically, we used the Non-dominated Sorting Genetic 

Algorithm II (NSGA-II) algorithm (Deb et al. 2002). 

 

Experimental design. We first simulated 10 features (i.e. 

genetic variants) each with three genotypes of equal frequency 

for 1000 virtual human subjects. This data set was used as the 

input for HIBACHI and used to generate the class labels given 

a generated mathematical function. We used a liability 

threshold model such that the subjects with values generated 

by the function that were above the third quartile (i.e. 25%) 

were labeled as class 1 and those below as class 0. These 

resulting data sets were then used to determine the three 

fitness values that are used in the Pareto optimization to select 

best models for consideration in the next generation of the 

genetic program. For the first fitness objective, we used target 

odds ratios of 1.5, 1.3, 1.2, 1.15, 1.1, 1.09, 1.08, 1.07, 1.06, 

and 1.05 for each of the 10 features in the input data. These 

were chosen to be similar to what has been observed in a 

recent large GWAS study of sporadic breast cancer 

(Michailidou et al., 2017) and many other common diseases. 

 We ran the genetic program with a population size of 1000 

for 10 and 50 generations. These runs were repeated 50 times 

with 50 different random seeds. We returned the best models 

from the final Pareto front and limited the results to those 

models that contained all 10 genetic variants. The goal of the 

thought experiment was to first identify mathematical models 

that minimized the difference between the odds ratios (i.e. 

univariate effects) of the features from the simulated data and 

those of the target values representing realistic values 

observed in large-scale genetic studies. The second goal was 

to determine whether models consistent with target odds 

ratios could also have two-way and three-way synergistic 

interactions that have effect sizes as large or larger than the 

specified univariate effects. The resulting networks of genetic 

effects were then compared with networks from real data (see 

below) from genetic studies of sporadic breast cancer. The 

conventional wisdom is that the genetic architecture of 

common diseases is purely due to genetic variants with 

independent and additive effects. The goal of this thought 

experiment was to show that additive effects observed in real 

data are consistent with a complex genetic architecture driven 

by synergistic interactions.   

 

Real data analysis. The goal of the real data analysis was to 

examine genome-wide association study (GWAS) data 

available from population-based studies of a common human 

disease for evidence of the types of patterns that are observed 

from the simulations. We selected sporadic breast cancer as 

the disease of interest because numerous GWAS studies have 

been conducted resulting in dozens of published genetic risk 

factors (e.g. Michailidou et al., 2017). 

We used two publicly available GWAS data sets from the 

database of Genotypes and Phenotypes or dbGaP that is 

maintained by the National Institutes of Health, USA (Tryka 

et al. 2014). The first is from the Cancer Genetic Markers of 

Susceptibility (CGEMS) Breast Cancer GWAS study with 

dbGaP accession phs000147.v3.p1. We merged the two 

available genotype call data sets that each had more than 
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500,000 measured genetic variants with a total sample size of 

2,576 subjects. The second is from the Breast and Prostate 

Cancer Cohort Consortium (BPC3) GWAS of Aggressive 

Prostate Cancer and ER- Breast Cancer with dbGaP accession 

phs000812.v1.p1. We merged the breast cancer data across 

four consent groups that each had more than 500,000 

measured genetic variants with a total sample size of 4,915 

subjects. Each of these data sets were from studies of 

primarily European-derived subjects. 

We used PLINK v1.9 (Purcell et al. 2007), bcftools and 

vcftools (Danecek et al. 2011) to manipulate and filter our 

data sets, after mapping coordinates to human genome 

assembly 19 (hg19). We followed the guidelines in (Anderson 

et al. 2010) for Quality Control (QC), applying the following 

filters in the listed order: 

 

i. Individuals failing the PLINK ‘--check-sex’ were 

removed.  

ii. Markers with missing-call rate exceeding 0.01 were 

removed. 

iii. Individuals with missing-call rate exceeding 0.01 

were removed. 

iv. Markers with Minor Allele Frequency (MAF) 

below 0.05 were removed. 

v. Markers with Hardy-Weinberg equilibrium exact 

test p-value below 0.00001 were removed. 

vi. Individuals were filtered based on relatedness 

(Identity By State>0.125). Then steps (ii)-(v) 

were repeated. 

vii. Markers with significantly different genotype call 

rates between cases and controls were removed. 

 

For both data sets the first 10 Principal Components (PCs) 

were then obtained using the PLINK –pca command after 

Linkage Disequilibrium (LD) pruning (–indep-pairwise 50 5 

0.2). Upon using logistic regression to assess association of 

these PCs with case/control status and evaluating inflation 

with and without correction for PCs, we established that for 

the BPC3 data set it was necessary to adjust for the first 6 PCs 

in downstream analyses. We analyzed the data with 

Visualization of Statistical Epistasis Analysis (ViSEN) 

software version 1.0_beta_02 (Hu, Chen, Kiralis, and Moore 

2013), using default parameters. ViSEN estimates two-way 

and three-way interactions using measures from information 

theory (Hu, Chen, Kiralis, Collins, et al. 2013; Hu et al. 2011; 

Moore and Hu 2015). Since VISEN does not have a built-in 

covariate adjustment, we first applied a local case-control 

subsampling approach (Fithian and Hastie 2014) to data set 2. 

The main idea is to take a subsample of the original collection 

of individuals, consisting of the most ‘surprising’ individuals, 

essentially those for which the prediction based on the 

covariates alone does not explain their case-control status 

well, and use only these individuals in the analyses. After 

applying this to the BPC3 data, we were left with 2336 

subsampled individuals, a size comparable to that the CGEMS 

data set (2504 after QC). VISEN was run using these 

individuals and focusing on the 29 SNPs obtained by 

considering the SNPs with a combined p-value < 5x10-8 from 

Supplementary Table 2 of (Michailidou et al., 2017) which 

were common to our two data sets, after QC. 

Results 

Computational thought experiments  

 

The primary goal of our computational thought experiments 

using HIBACHI was to determine whether independent and 

additive effects observed for a complex disease such as 

sporadic breast cancer are consistent with a complex genetic 

architecture driven by synergistic interactions or epistasis. We 

ran HIBACHI 50 times with 50 different random seeds for 10 

and 50 generations of the genetic programming algorithm. Of 

the final Pareto optimal models we kept the ones that used all 

10 features in the model. The results show that we can 

routinely generate models that match the target univariate 

odds ratios but that also have synergistic interactions with 

effect sizes as big or bigger than single feature effects. In fact, 

every Pareto model exhibited synergistic interactions in the 

presence of independent additive effects. Models generated 

with 50 generations of the genetic program had stronger 

interactions (mean information gain = 1.08) than those 

generated using only 10 generations (mean information gain = 

0.97). This difference was highly significant base on a two-

sample t-test (p=0.000048) and a nonparametric Mann-

Whitney U test (p=0.0001). Further, the models generated 

using 50 generations had univariate effects closer to the target 

(mean difference = 0.52) than those generated using only 10 

generations (mean difference = 0.74). This difference was 

also highly significant base on a two-sample t-test 

(p=0.000389) and a nonparametric Mann-Whitney U test 

(p=0.0001). 

 Figure 1 shows a network diagram of the genetic variants 

for one of the results generated by HIBACHI from the 50-

generation runs. The circular nodes in the network represent 

the 10 genetic variants or features. Edges between the nodes 

represent the two-way interaction information (Hu et al., 

2011) that is estimated by subtracting out the independent 

effects. The triangular nodes represent information gain due to 

pure three-way interactions after subtracting out the two-way 

and one-way effects (Hu et al., 2013b) and are connected by 

dashed lines to the three participating genetic variants. The 

magnitude of the one-way, two-way, and three-way genetic 

effects are color coded with darker red indicating a bigger 

effect size. The color of the nodes is a good reference point 

since these are by design close to the magnitude of the 

independent and additive effects seen in real data from genetic 

studies of sporadic breast cancer. Note that many of the 

synergistic interactions are of greater magnitude. For example, 

the largest univariate effect has an information gain of 

0.019480 while the largest two-way interaction has an 

information gain of 0.055524 and the largest three-way 

interaction has an information gain of 0.067746. In fact, there 

are three two-way interactions and three three-way 

interactions that exceed the effect size of the genetic variant 

with the largest univariate effect. This pattern was consistent 

for every result generated suggesting that HIBACHI could 
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routinely generate models that satisfied the objectives of the 

thought experiment. The mathematical function that generated 

this pattern of interactions is shown in Figure 2. 

 
Figure 1. Network diagram summarizing the univariate (circles), two-

way interaction (edges), and three-way interaction (triangles) effects from 

the computational thought experiment. Darker shading indicates higher 

information gain. 

 

Application to sporadic breast cancer  

 

Figure 3 shows the one-way, two-way, and three-way genetic 

effects from real GWAS data measured in two different 

population-based studies of sporadic breast cancer. The first 

network diagram is from the CGEMS study (Figure 3A) while 

the second is from the BPC3 study (Figure 3B). Note that both 

studies exhibit synergistic interactions (edges and triangles) 

that are as strong or stronger than the independent effects 

(circular nodes) as indicated by the darker color. This is 

consistent with what we observed in the thought experiments. 

It is important to note that the 29 genetic variants shown here 

were all significant at a genome-wide level (p < 5x10-8) that 

corrects for one million independent statistical tests in the 

parent study with sample sizes exceeding 200,000 women 

(Michailidou et al., 2017). Thus, these variants are considered 

highly likely to be real genetic risk factor signals. The 

question is not whether these genetic effects are real but rather 

whether the effects are independent from one another.  

 
 
Figure 2. Mathematical model for simulating the data that generated the 

results shown in Figure 1. Each numbered node that starts with X is a 

genetic variant. 

Discussion 

Genome-wide association studies (GWAS) were enabled 

more than 15 years ago by DNA chip technology that allowed 

hundreds of thousands of common genetic variants to be 

measured across the genome in a cost-effective manner (Bush 

and Moore 2012; Hirschhorn and Daly 2005; Wang et al. 

2005). By taking advantage of the correlation structure (i.e. 

linkage disequilibrium) of genetic variation, these studies are 

able to capture most of the relevant common variants. Over 

the past 10 years there have been hundreds of published 

GWAS studies reporting replicable genetic associations for 

hundreds of phenotypes including many common human 

diseases (Visscher et al. 2017). Some of these are being 

functionally validated in experimental studies and may lead to 

new drugs. Despite these successes, there is growing 

recognition that GWAS has not delivered on its promises to 

uncover the genetic basis of common diseases. For example, 

the vast majority of genetic risk factors identified with this 

approach have very small effect sizes with odds ratios of 1.1 

or less. This is certainly true for sporadic breast cancer that is 

the focus of this study (Michailidou et al., 2017). Further, 

when added together these variants don’t explain much of the 

overall heritability of the disease. Even with much of the 

common genetic variation being measured, and with sample 

sizes in the hundreds of thousands, the variants found to date 

explain less than half of the risk due to inherited genetic 

variation. This means that much of the heritability of sporadic 

breast cancer and other common diseases remains a mystery.  

 Despite the limited success of the GWAS approach there is 

still a fundamental assumption that genetic variation 

contributes to disease risk in an additive manner. That is, the 
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effect of each genetic variant on risk in independent of all the 

other variants in the genome and all environmental exposures. 

  
Figure 3. Network diagram summarizing the univariate (circles), two-

way interaction (edges), and three-way interaction (triangles) effects from 

the CGEMS (A) and BPC3 (B) breast cancer GWAS data. Darker 

shading indicates higher information gain. Node labels indicate the RS 

number of the genetic variant. 

 

This assumption is statistically convenient because it suggests 

that simple univariate statistics and large sample sizes are all 

that is needed to identify the remaining missing heritability. A 

major problem with the independence assumption is that it is 

not consistent with how biology works (Moore 2003). 

Molecular and cellular systems are driven by complex 

biomolecular interactions. This raises the question as to what 

degree complex interactions at the cellular level translate to 

complex statistical patterns of interaction among genetic 

variants at the population level (Moore and Williams 2005). 

We certainly see widespread evidence of complex genetic 

interactions in model systems. Humans are many times more 

complex. Do we really expect them to be simpler with respect 

to genetic architecture?  

 The goal of this study was to use computational thought 

experiments to test the hypothesis that observed independent 

and additive effects seen in GWAS exclude the possibility 

that genetic architecture is complex and largely due to 

synergistic interactions that are more consistent with the 

complexity of biomolecular interactions seen at the cellular 

level in individuals. An additional goal was to interrogate 

GWAS data from two publicly available studies of sporadic 

breast cancer to explicitly test for pattern of genetic 

interaction among replicable genetic risk factors. The results 

of the computational thought experiments show that a 

simulation approach based on genetic programming can 

routinely generate mathematical models that specify genetic 

effects with both independent effects and complex 

interactions that are of a larger magnitude. These results 

demonstrate that it is possible to have a complex genetic 

architecture with GWAS results that match what is observed 

in the literature. Furthermore, the real data analysis shows 

evidence of the same kind of genetic interactions from two 

large GWAS studies of sporadic breast cancer.  

 We have previously presented the working hypothesis that 

epistasis is a ubiquitous component of the genetic architecture 

of common diseases (Moore 2003). This is based on the idea 

that epistasis has been studied for more than 100 years 

(Bateson 1909), that many univariate effects don’t replicate 

suggesting their actions are context-dependent, that epistasis 

is commonly found when investigated using proper 

computational methods, and that biological and biomedical 

phenomena are driven by complex biomolecular interactions 

at the cellular level. This last point is important because we 

now know a lot about the complexity of processes such as 

eukaryotic gene regulation that is governed by large numbers 

of protein-protein, protein-DNA, protein-RNA, DNA-DNA, 

and RNA-RNA interactions. These biomolecular interactions 

also connect genes and other non-coding RNA regions to each 

other forming extensive gene networks. Intra- and inter-genic 

interactions among biomolecules provide a framework for 

epistasis observed at the population level through robustness 

due to stabilizing selection (Cowper-Sal lari et al. 2011). 

Connecting cellular and population-level epistasis will be 

important if we are to use genetic and genomic information to 

improve health (Moore and Williams 2005). 

 Artificial life and digital biology have an important role to 

play in helping us understand the genetic architecture of 

complex traits such as susceptibility to common human 

diseases. This can include simulation methods such as 

GAMETES that uses probability to generate patterns of 

interactions that are associated with a discrete outcome 

(Urbanowicz, Kiralis, Fisher, et al. 2012; Urbanowicz, Kiralis, 

Sinnott-Armstrong, et al. 2012). It can also include methods 

such as AVIDA that evolve digital organisms under natural 

selection that exhibit epistasis (Lenski et al. 1999). At a 

minimum, these are good starting points as we develop the 

computational, statistical, and experimental tools that will 
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allow us to document epistasis in human populations and at 

the molecular and cellular levels. Future directions for the 

current study include allowing for more complex models and 

exploring additional GWAS data for similar patterns.  
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Abstract

In this paper, we apply the Polymerase-Exonuclease-Nickase
Dynamic Network Assembly (PEN DNA) toolbox, a modular
framework for molecular computing, to reservoir computing.
While reservoir computing is traditionally implemented with
recurrent neural networks, any system with similar recurrent
properties, here chemical reaction networks (CRNs), can be
used as a reservoir.

We compared our approach to a previous CRN implementa-
tion of reservoir computing by Goudarzi et al. Our imple-
mentation yielded similar performance with respect to their
benchmark tasks.

We then took advantage of the modularity of the PEN DNA
toolbox to investigate the impact of the CRN size on perfor-
mance, both by hand and with an automated optimization pro-
cess. In both cases, we were able to find systems with excel-
lent performance while also being realistic with respect to in
vitro implementation.

Finally, we investigated the impact of constraining the
weights of the output layer to be positive. This constraint
guarantees that the system will remain relatively small, and
thus makes it easier to implement in vitro. While this con-
straint led to an expected degradation in performance, we
were still able to find good implementations of the reservoir.

Introduction
Ever since the seminal work of Adleman (Adleman, 1994),
molecular computing has proven to be a powerful and flex-
ible approach to programming systems in vitro. DNA
molecules have been used extensively for designing CRN
because they undergo reasonably predictable reactions, in-
cluding hybridization and denaturation (see, for instance, the
review by Padirac et al. (2013)).

Though the focus of the original studies was limited
to problem-specific implementations (Hagiya, 2004), many
general frameworks have been proposed since then (Seelig
et al., 2006; Qian et al., 2010; Montagne et al., 2011; Weitz
and Simmel, 2012).

In contrast to classical, ”digital” computers, we must use
analog programming when working with molecular comput-
ers. The non-linear nature of this process raises the question

of how to design and implement complex systems by chem-
ical reactions, which is one of the central research topics in
this field. This is even more difficult when designing tempo-
ral systems that are expected to react continuously to time-
series inputs, such controllers for molecular robots, rather
than systems that perform a single computation.

Current efforts have focused on either computer-assisted
design approaches (Lakin et al., 2011; Aubert et al.,
2014), or black-box optimization strategies (Kawamata and
Hagiya, 2016; Dinh et al., 2015). Computer-assisted design
approaches provide easy interfaces for describing molecular
systems that can then be simulated or even verified. This
process allows researchers to quickly iterate between dif-
ferent versions of a system, thus enabling them to design
by trial and error. On the other hand, black-box optimiza-
tion strategies aim to solve the inverse problem: given a tar-
get behavior, they search for systems that implements it. In
this case, the user only defines the way to evaluate the per-
formance of the system, and then the algorithm generates
candidate solutions until it finds a good match. The term
”black-box optimization” refers to the fact that knowledge
of the inner workings of candidate solutions is unnecessary
from the algorithm’s point of view. Thus, the solutions are
considered black boxes.

In this paper, we investigate a different strategy called
reservoir computing, which is an implementation of recur-
rent neural networks where most of the network is held fixed
(the reservoir) and the learning approach is constrained to
one layer (the read-out) (Lukoševičius and Jaeger, 2009;
Maass et al., 2002; Jaeger, 2002). Our approach is moti-
vated by the recent findings that chemical systems can be
used as reservoirs (Goudarzi et al., 2013; Jones et al., 2007).

In this paper, we first evaluate the performance of a PEN
DNA toolbox oscillator with the same structure as that of
Goudarzi et al. We also add a new constraint, namely that the
output layer is positively weighted. DNA computing-based
implementations of addition and multiplication are relatively
easy to realize (Kobayashi et al., 2014), but subtraction is
very difficult. Therefore, output layers consisting only of
positive weights is desirable because they are easier to im-
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plement in vitro.
While Goudarzi et al. studied an oscillator limited to three

gates, we took advantage of the modularity of the PEN DNA
toolbox by implementing oscillators with different sizes and
structures and investigating their performance as reservoirs.

Finally, we applied ERNe (Evolving Reaction Network,
Dinh et al. (2015)), a framework for evolving PEN DNA
toolbox systems, to search for reservoirs with high perfor-
mance. We used that performance as fitness in the evolu-
tionary optimization.

Related Work
Reservoir Computing
Reservoir computing is one of several approaches to design-
ing and training recurrent neural networks (Lukoševičius
and Jaeger, 2009). Recurrent neural networks contain loop
structures, which help with the handling of time-series data.
The concept of reservoir computing is based on the idea that
dynamical systems that exhibit sufficiently complex behav-
ior should have the capacity for memory and computation.

The reservoir of a reservoir computing system is imple-
mented in the intermediate layer, which is a complex recur-
rent neural network. The output layer, which is known as the
readout, is the only component of the whole network to be
updated during the learning phase. The speed of the process
is increased significantly by fixing the weights of the input
and intermediate layers, thus limiting the number of weights
to be trained. Note that otherwise, the learning process pro-
ceeds according to standard neural network approaches.

Though reservoir are usually implemented as (recurrent)
neural networks, their fixed nature means that they can be
considered black boxes. Hence, this component can be re-
placed by any system that has the properties of a reservoir,
including physical systems (see, for instance, the ”exotic”
reservoirs in Lukoševičius and Jaeger (2009)). As such,
reservoir computing is also relevant to the fields of natural
and unconventional computing.

Deoxyribozyme Oscillator as a Reservoir Goudarzi, et
al. analyzed a reservoir implemented by a DNA reaction
system called a deoxyribozyme oscillator (Goudarzi et al.,
2013). A deoxyribozyme oscillator consists of three NOT
gates, each of which is implemented by a deoxyribozyme
gate (Stojanovic and Stefanovic, 2003). The connections be-
tween the gates are arranged such that they deactivate each
other in a rock-paper-scissors fashion. Goudarzi et al. used
the open flow reactor proposed by Morgan et al. (Morgan
et al., 2004) to provide a continuous supply of fuel, which is
necessary to sustain the operation of the system while pre-
venting the accumulation of chemical waste.

They used one of the molecular influxes as the time-series
input of the whole system, varying it over time. The result-
ing unbalance affected the behavior of the oscillator. The
concentrations of chemical wastes produced by each gate

(and the concentrations of unused gates) were taken as the
outputs of the reservoir. They then multiplied these outputs
by the output weights matrix W out to obtain the output Y (t)
of the entire system.

They analyzed their model by assessing its performance
with respect to two tasks, which we also use as benchmarks,
testing (A) the short term memory storage and (B) the long
term memory storage. The target output Ŷ (t) of both tasks
was defined as a function of time, which was calculated from
the time-series input to the entire system.

They then minimized the difference between Y (t) and
Ŷ (t) by linear regression with respect to Wout. Finally, they
evaluated their results in terms of the normalized root-mean-
square error (NRMSE).

While their results were promising, it is difficult to ex-
tend the design of the deoxyribozyme oscillator, which
limits their system in terms of its potential application to
more complex functions. Additionally, Goudarzi et al. al-
lowed their output weights matrix to contain negative com-
ponents. We believe that negative output weightings should
be avoided to keep the system as simple as possible because
it is difficult to implement subtraction with molecular reac-
tions. (Kobayashi et al., 2014).

Gene Regulation Network as a Reservoir Jones, et al.
reported that it may be possible to use a cell’s gene regula-
tion network as a reservoir (Jones et al., 2007). They used
a rough model of the E. coli gene regulation network, tak-
ing the concentrations of mRNA and proteins as the outputs
from the reservoir and implementing the readout layer as
multiple perceptrons. The concentrations of two inhibitor
proteins were used as time-series inputs.

Although the reservoir performed well at simple tasks,
such as performing a XOR, they reported that the dimen-
sionality of the gene regulatory network reservoir was rel-
atively low, and it exhibited limited recurrence. This sug-
gests that more complex networks may be required. The
PEN DNA toolbox makes it possible to implement such net-
works as reaction networks.

PEN DNA Toolbox
The PEN DNA toolbox (Montagne et al., 2011; Padirac
et al., 2012) is a molecular programming framework that can
be used to implement reaction networks with arbitrary sizes.
Moreover, it is relatively easy and inexpensive to implement
those systems in vitro (Baccouche et al., 2014).

The PEN DNA toolbox offers three base modules: acti-
vation, inhibition and autocatalysis. These modules can be
combined to build complex networks. Moreover, chemical
species produced are continuously degraded through enzy-
matic activity, which prevents accumulation. Those modules
are implemented by DNA species called templates, which
are chemically protected against degradation. This ensures
that their concentrations remain stable over time.
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It is easy to represent each of the modules of the PEN
DNA toolbox graphically, so the reaction networks obtained
have straightforward graphical representations (Fig. 1).

Figure 1: The graphical representation of (A) activation, (B)
autocatalysis and (C) inhibition. The nodes represent sig-
nal species, dynamically produced and degraded by the sys-
tem. The arrows represent chemical species called templates
which produce a output when the corresponding input is
present. The bar-headed arrows represent inhibition, which
temporarily disables activation until the inhibiting sequence
is degraded.

Methods
Formulation of Reservoir Computing
The reservoir computing model consists of three layers: in-
put, intermediate (reservoir) and output (read-out). Let I and
O denote the number of inputs and outputs respectively, and
assume that the reservoir is a directed graph with N nodes.
Additionally, edges connect the input layer to the reservoir,
which in turn is connected to the output layer. The weights
of these edges are defined in two matrices. Let W in = [win

ij ]

be theN×I matrix of input weights, wherewin
ij is the weight

of the connection between input node i and reservoir node
j. The weights of the connections inside the reservoir are
given by the N ×N matrix W res = [wres

jk ], where wres
jk is the

weight from node j to node k. Finally, let W out = [wout
kl ] be

the O × N output weight matrix, where wout
kl is the weight

of the connection between reservoir node k and output node
l. The I-dimensional vector U(t) = [ui(t)] represents the
time-series input; the state of the reservoir is specified by
the N -dimensional vector X(t) = [xj(t)]; and the output of
the system is the O-dimensional vector Y (t) = [yk(t)].

At each time-step, the internal state of the reservoir is up-
dated by:

X(t+ 1) = f(W res ·X(t) +W in · U(t)) (1)

where f is a nonlinear function. The output of the reservoir
is calculated by taking the linear combination of the state
vector:

Y (t) =W out ·X(t) + wb (2)

where wb is an inductive bias.
The matrices W in and W res are fixed because the reser-

voir is treated as a black box. For a given output Ŷ (t), we
train the output weight matrix W out to minimize the error

||Y (t) − Ŷ (t)||2. This is a simple linear regression prob-
lem that can be solved by the Moore-Penrose pseudo-inverse
method (Penrose, 1955):

W out′ = (X ′T ·X ′)−1 ·X ′T · Ŷ ′ (3)

where W out′ is the trained output matrix extended with in-
ductive biases, andX ′ is the observation matrix of reservoir,
each row of which is obtained by adding a constant term,
1, to the state vector of the reservoir at each time point. Ŷ ′

is the target output matrix, which rows represent the target
output at each time point.

Non-negative constraint
We take the final goal of molecular robotics into account by
imposing the constraint that molecular weights must be pos-
itive. This makes the computation of linear combinations of
molecular concentrations easily feasible in vitro (Kobayashi
et al., 2014).

Specifically, this constraint forces all the weights in
the trained read-out layer to be positive. Learning
becomes a linear regression problem, which we solve
by the active set method (Bro and De Jong, 1997).
We implemented this approach using the scipy function
scipy.optimize.nnls.

Tasks
We evaluated the performance of our reservoirs using the
same tasks, Task A and Task B, as used in (Goudarzi et al.,
2013).

Our goal was for the concentrations of the species at each
time to approximate the values of the target functions Ŷ (t).
The value of the output Y (t) is defined by Equation 2. The
target function, Ŷ (t), of Task A (short term memory) is de-
fined as follows:

Ŷ (t) = Sm
1 (t− 1) + 2Sm

1 (t− 2) (4)

which is calculated based on the inputs from 1 and 2 minutes
before. We defined the target function for Task B, Ŷ (t) (long
term memory) as:

Ŷ (t) = Sm
1 (t− τ) + 1

2
Sm
1 (t− 3

2
τ) (5)

Thus, the system is required to output the inputs from τ [min]
and 3

2τ [min] ago to successfully complete the task.

Input
Like Goudarzi et al., we encoded the input as an influx of
one of the molecular species (indicated as S1 in the chemical
reaction networks). We defined the input as Sm

1 (t) = SR,
where S is the maximum possible value for the input and R
is a random real between 0 to 1. The input function varies
randomly at discrete intervals of length τ . We gave the sys-
tem time to reach its stable oscillatory regime by delaying
the input until t = 1, 000[min].
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Performance evaluation of the system
We evaluated the performance of the system by calculating
the error between the output Y (t) generated by the trained
weights and the target function Ŷ (t). We evaluated the error
by calculating the value of the NRMSE, defined as follows:

NRMSE =
1

Ymax − Ymin

√∑tn
t=t1

(Ŷ (t)− Y (t))2

n
(6)

where Ymax and Ymin are, respectively, the maximum and
minimum output values Y (t). Note that the output Y (t)
matches Ŷ (t) perfectly when NRMSE = 0.

Molecular reservoirs
Basic designs First, we considered two simple fixed pat-
terns with variable sizes: oscillators and lines.

An n-oscillator is composed of n signal-inhibitor pairs,
so that its size is 2n with respect to the number of species
(Figure 2, left). Note that n needs to be odd for the system
to actually oscillate.

An n-line consists of n signals, chained by templates
(Figure 2, left). While this does not define a recurrent net-
work per se, the transcription delay between nodes provides
the system with a transient memory.

Figure 2: Structure of a 3-oscillator (left) and a 4-line (right).

Simulation We employed and extended an existing sim-
ulator for PEN DNA toolbox systems called DACCAD
(Aubert et al., 2014) to carry out the numerical work in this
study. We used DACCAD as a library for generating and
solving the differential equations needed to simulate a given
PEN DNA toolbox reaction system.

Reservoir evolution Since the behavior of reaction net-
works is highly non-linear (Genot et al., 2016) and thus un-
intuitive, it is difficult to design reaction networks that are
suitable for specific purposes.

We automated the discovery of good reservoirs using an-
other framework for evolving reaction networks on PEN
DNA toolbox systems (Dinh et al., 2015; Aubert-Kato
et al., 2017), called Evolving Reaction Network (ERNe, also
known as bioNEAT), which is an implementation of an evo-
lutionary algorithm for optimizing both the topology and the
parameters of PEN toolbox networks. ERNe is based on

NEAT (Stanley and Miikkulainen, 2002), an algorithm de-
signed to evolve neural networks, with extensions to deal
with chemical properties such as sequence stability and PEN
DNA toolbox inhibition.

Candidate solutions (graphs) generated by the ERNe
framework are evaluated by a fitness function, and those
with higher fitness scores are kept (with mutations) in the
next evaluation round. Here, the fitness is the inverse of the
RMSE:

fitness =
1

RMSE
=

√
n∑tn

t=t1
(Ŷ (t)− Y (t))2

(7)

We fixed the input parameters to S = 0.25 [nM/min] and
τ = 50 [min]. We ran 10 runs of 50 generations, with 50
candidate solutions per generation, under both normal and
non-negative conditions.

Results
Performance Analysis of 3-Oscillator
For our first step, we compared the deoxyribozyme oscilla-
tor experimental setting (Goudarzi et al., 2013) to a similar
network implemented with the PEN DNA toolbox (Figure
2, left). Oscillations follow the following process: when a
large amount of a given autocatalyst is present, it produces
enough inhibitor to kill the next autocatalyst in the cycle,
stopping the inhibition of the third autocatalyst. That au-
tocatalyst then increases in concentration, eventually killing
the first autocatalyst and completing the cycle.

Figure 3: The average and standard deviation of the NRMSE
of a 3-oscillator for Task A (top) and Task B (bottom).
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We ran 10 simulations for each pair of delays τ = 10, 25,
50 and 100 [min], and maximum influx S = 0.1, 0.25, 0.5,
1.0 and 2.0 [nM/min]. We then calculated the average and
standard deviation of the NRMSE after training. The results
are shown in Figure 3.

The performance at Task A (Figure 3, top) clearly im-
proved as the input range S increased. This was probably
because the entire system was more affected by the current
input when the input was larger. On the other hand, the per-
formance should have improved as the interval τ increased
because the target function Ŷ fluctuated less. Although we
did observe this tendency, its influence did not seem to be as
large as that of S.

No clear trend was observed for Task B (Figure 3, bot-
tom), even though, in theory, the parameters should have had
a similar impact as observed in Task A. The system needed
to store more information as the length of the interval τ in-
creased, thus making the task harder. The performance of
the system with the shortest interval τ = 10 [min]. im-
proved with increasing S. In other cases, when τ = 25 and
50 [min], the best performance was obtained when S = 1.0
[nM/min]. In the case of τ = 100 [min], the NRMSE was
unexpectedly large when S = 0.5 or 2.0 [nM/min] while it
was minimized when S = 1.0 [nM/min]. This means that
S has an optimal input range for a target amount of memory.

The best performance at Task B was obtained when S =
0.5 [nM/min] and τ = 25 [min]. Figure 4 shows the con-
centrations of species over time.

Figure 4: The concentrations of species in the system with
error minimizing parameters. Note that those parameters
keep the system near the oscillatory regime, a type of be-
havior called ’excitatory’.

The values of the NRMSE for Task A and Task B were
0.17±0.034 and 0.13±0.036, respectively. Figure 5 shows
the target and output for both tasks. The NRMSEs of the
deoxyribozyme oscillator Goudarzi et al. (2013) were 0.23
and 0.11, respectively, for Task A and Task B. As such, the
performance of the PEN toolbox 3-oscillator was similar to
that of the deoxyribozyme oscillator.

The behavior of the entire system depended on the range

Figure 5: Target (green) and output (purple) values of Task
A (top) and Task B (bottom)

of the input S. When S = 0.1 [nM/min], the input was
too weak to affect the behavior of the system. On the other
hand, when S = 2.0 [nM/min], the concentrations of out-
put species are very similar to that of the input, meaning they
were directly controlled by the input. Thus, the system could
not read information when the input was too weak, and the
state of the entire system was overwritten by the input when
it was too strong. Thus, both cases yielded bad reservoirs.

This implies that the range of valid inputs may be limited
in practice, even when we use a good network topology. In
particular, we need to find a system with a valid input con-
centration range that is large enough to allow for noise.

Analysis of the Performance under the
Non-negative Constraint

We used the same range of parameters and settings in this
case as in the standard case, the results of which are shown
in Figure 6.

The performance for both tasks with respect to S and τ
varied in a similar manner to that of the standard case. How-
ever, the performance was degraded. This is a natural conse-
quence of the fact that restricting the elements of the weights
matrix to take only non-negative values limits the scope for
optimization.
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Figure 6: The average and standard deviation of the NRMSE
of a 3-oscillator under the non-negative constraint for Task
A (top) and Task B (bottom).

Impact of graph size

A simple way to increase the complexity of a reservoir is to
scale up the size of its network. Doing so also increases the
size of the output layer, giving more leeway for training.

We investigated the impact of size on the performance of
PEN toolbox reservoirs for both basic types of graph: oscil-
lators and lines. We tested Task B (long term memory) for
graph sizes ranging from n = 2 to 14. The parameters were
fixed to S = 0.25 [nM/min] and τ = 50 [min] We ran the
simulation and calculated the mean and standard deviation
of the NRMSE over 10 trials for each graph.

The results obtained by training the weight vector via lin-
ear regression, under both normal and non-negative con-
straints, are shown in Figure 7. Note that the scales of the
vertical axes differ significantly between the two cases.

Figure 7, top, shows the results for oscillators and lines
when trained under normal learning conditions. Increasing
the number of nodes in the oscillator did not lead to any
significant improvement, and the NRMSE fell between 0.2
and 0.4 in most cases.

The performance of the line graphs increased significantly
between n = 5 and 6. This may either be because the system
became large enough to store the input information or long
enough for transduction to induce a natural delay. Note that
those two phenomena can be considered equivalent from the
perspective of reservoir computing. More sustain is avail-
able to longer graphs, thus making it easier to maintain the

Standard reservoir

Non-negative constraint

Figure 7: The relationships between graph size, graph type,
and performance.

memory. The NRMSE was 0.090± 0.0067 when n = 14.

Figure 7, bottom, shows the clear trend in the results un-
der the non-negative constraint. The NRMSE was relatively
small, between 0.4 to 0.7, when n = 3, 5, 7 (number of
nodes are 6, 10 and 14), in the case of the oscillator. The
NRMSE was extremely large (8.8 ± 9.8, 37.0 ± 53.8 and
19.6 ± 20.2) when n = 2, 4 and 6 (corresponding to 4,
8 and 12 nodes in total). These data points were thus ex-
cluded from the Figure. The difference is clearly related
to the fact that systems containing cycles with even n are
multi-stable. These would, in general, be considered as sys-
tems with memory (Padirac et al., 2012); however, in our
case, the input biased the system towards being in a state
producing S1, so the output did not change noticeably.

The performance of the line graphs increased exponen-
tially until n = 5, then improved linearly as the graphs in-
creased further in size, with an NRMSE of 0.37 ± 0.030
when n = 14. This is comparable to the NRMSE of the
3-oscillator obtained by normal linear regression training
(NRMSE = 0.34± 0.070).

These results show that the reservoir should be large
enough to memorize information about the input. However,
a large size is not enough because the specific dynamics of
the graph, such as multi-stability, can greatly affect the per-
formance.
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Evolving reservoirs
We applied evolutionary optimization to improve the perfor-
mance beyond the plateau reached by the basic graphs. As
before, we performed training under both normal and non-
negative linear regression conditions. We focused on Task B
(long term memory) because it was the harder of the two.

The performance of every individual with respect to its
size is plotted in Figure 8. We can see that the perfor-
mance increased quickly for small graphs, then plateaued
before a final increase around 15 nodes for standard regres-
sion and 10 nodes for non-negative regression. We can also
see that the performance actually tended to decrease beyond
that point, possibly owing to the increase in the number of
parameters to fit for the larger graphs. Simpler networks are
both easier to implement in vitro and less subject to the real-
ity gap. Hence, a multi-objective optimization between size
and performance may yield even better results in the future.

Figure 8: Distribution of individuals in the standard (std)
and non-negative (nn) cases. The Pareto front is indicated
with filled circles.

Figure 9: Best stable individual when using normal (left)
and non-negative linear regression (right).

Figure 9 shows the best individuals among those in the
last generation of each runs evolved under normal (left) and
non-negative (right) constraints. While better performing

systems were found, they were not maintained in the pop-
ulation. This indicates their lack of robustness to parame-
ter modification, and means their in vitro would be difficult.
Also note that these graphs are at the edge of the plateau in
the Pareto front shown in Figure 8. The high fitness of sys-
tems beyond this front may be due to over-fitting. Their re-
spective performances were 44.1 (NRMSE = 0.06) and 23.4
(NRMSE = 0.14), both of which are better than those of the
rationally designed systems presented so far.

Figure 10: Good individuals with simple structures, evolved
under normal (left) and non-negative constraints.

Systems at the beginning of the Pareto front are also in-
teresting, as they performed reasonably while being simple
enough to avoid the reality gap (Figure 10). The 2-line even
achieved good performance with the right parameters.

Conclusion
In this paper, we proposed a reservoir computing imple-
mentation based on the PEN DNA toolbox. We found that
approach effective, since non-linearities in toolbox systems
cause them to behave like black boxes. First, we compared
the performance obtained by systems constructed according
to our approach to that of the molecular reservoir proposed
by Goudarzi et al., with similar performance.

Being modular, the PEN DNA toolbox allowed us to in-
vestigate the performance of two classes of network with
respect to their size: cycle oscillators and line graphs. As
expected, larger networks achieved better performance, as
the system could store more memory.

However, reaction networks may not be affected by their
input if their internal dynamics are too strong. In particular,
the system should not produce the input species to the point
of saturation. Conversely, even some small networks with
complex behaviors may perform much better as reservoirs.

We then searched for such reservoirs by applying an evo-
lutionary method called ERNe. Multiple candidate solutions
were found, including some composed of small networks,
which were less likely to exhibit the reality gap.

We constrained the weights on the output layer to non-
negative values, with the intention of improving the feasibil-
ity of implementing these systems in vitro. This constraint
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means that the whole system has a straightforward chemi-
cal implementation. We found that imposing this constraint
degraded the performance of the system with respect to the
general case, but it remained acceptable for the purpose of
molecular robotics.

Finally, the approach presented in this paper is relevant
to the implementation of complex tasks, such as chemo-
taxis. While systems that perform these tasks can be ob-
tained directly by designing reaction networks manually
(Hagiya et al., 2016), the sheer size of the resulting networks
makes the corresponding systems unrealistic and unrespon-
sive. Smaller system should be able to compute changes in
input concentration more quickly.
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Abstract

We present a method for using neural networks to model evo-
lutionary population dynamics, and draw parallels to recent
deep learning advancements in which adversarially-trained
neural networks engage in coevolutionary interactions. We
conduct experiments which demonstrate that models from
evolutionary game theory are capable of describing the be-
havior of these neural population systems.

Introduction
Recent works in the field of deep learning have developed
algorithms which train neural networks through interaction,
rather than through optimization of a static loss function.
These algorithms display dynamics which are similar to
those observed in evolutionary simulations and those de-
scribed by evolutionary game theory. One such algorithm,
Generative Adversarial Networks (GANs) by (Goodfellow
et al., 2014), seeks to train a network to generate realistic
images based on a training set. It uses a pair of networks
trained against one another to simultaneously develop a net-
work capable of generating images and a discriminator net-
work capable of evaluating images for realism. Of particular
interest to this work is the design of the generator network,
which takes as input vectors sampled from a random distri-
bution, and transforms them into output images. Through
the lens of evolutionary simulation, the output distribution
induced by the generator can be viewed as a population of
candidate images which are evaluated for fitness by the dis-
criminator. The members of this population compete with
each other to occupy niches of realistic image types, and co-
operate to collectively match the distribution in the training
set.

We will investigate the following questions: Does embed-
ding evolutionary population dynamics in the substrate of a
neural network trained by stochastic gradient descent fun-
damentally alter the behavior of the system? Can existing
analysis tools from the fields of evolutionary computation
and artificial life predict the behavior of such systems, or ex-
plain divergence from the standard predictions? To this end,
we first present a neural model to simulate a coevolution-
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Figure 1: The layout of a standard GAN (top) and our model
(bottom). In the GAN, G and D are the generator and dis-
criminator networks, T is the set of training examples, Z is
the latent input of G. In our model, Z is the latent input, F
is our neural network, and M is a game matrix.

ary population over time. We then conduct experiments us-
ing this model in which we simulate well-understood matrix
games, and compare the resulting behavior to that obtained
from traditional simulation techniques. We thereby lay the
groundwork for future investigations into the application of
evolutionary game theory to more complex adversarially-
trained neural networks (such as GAN models), as well as
the use of such models as a testbed for artificial life simula-
tions.

Background
There have been many intersections between the fields of
evolutionary computation and neural networks. Neuro-
evolution algorithms such as GNARL (Angeline et al.,
1994), NEAT (Stanley and Miikkulainen, 2002) and Hyper-
NEAT (Stanley et al., 2009) employ evolutionary algorithms
to evolve the structure and weights of neural networks. (Mi-
ikkulainen et al., 2017) proposes a hybrid approach in which
network structure is evolved while weights are trained via
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back-propagation.
Neural networks have also been used as controllers for

artificial agents in evolutionary simulations, as proposed in
(Harvey et al., 1992) and (Sims, 1994). Recurrent Neural
Networks are evolved to control physically embodied robots
in (Lipson and Pollack, 2000).

Deep reinforcement learning has applied neural models
to multi-agent systems. (Bloembergen et al., 2015) gives
an overview of the applicability of evolutionary models to
reinforcement learning in general. In (Such et al., 2017),
genetic algorithms are proposed as a method to evolve deep
neural networks in reinforcement learning settings.

Generative Adversarial Networks
We present here a brief overview of the design of GAN sys-
tems as described in (Goodfellow et al., 2014). Figure 1
shows the basic layout of a GAN model (top) and our pro-
posed model (bottom). Two neural networks, G (the genera-
tor) and D (the discriminator) are trained adversarially, with
the goal of training G to produce novel realistic images. G
takes as input a random vector drawn from a random distri-
bution, Z. It transforms that vector into an output image,
which is then passed to D. D takes as input images either
drawn from a training set of real images, T , or the output
of G, and attempts to classify them as either real (0) or fake
(1). D is trained by minimizing the error of its classifications
through gradient descent. G, on the other hand, is trained by
maximizing the error of D on G’s outputs.

We are particularly concerned with the architecture of G,
as it will form the basis for our neural population model. G
transforms a simple distribution, Z into a complex distribu-
tion (an approximation of the manifold of realistic images
from which the samples in T are drawn). In order for G to
successfully fool D, it must not only produce realistic sam-
ples, it must produce them with the proper frequencies.

Matrix Games and Evolutionary Game Theory
Matrix games have been used as a testbed for analyzing
evolutionary dynamics in computer models as presented in
(Maynard Smith and Price, 1973). This analysis is often
focused on the discovery of evolutionarily stable strategies
(ESS) (Maynard Smith, 1972), and the dynamics leading to-
wards them. (Fogel et al., 1998) and (Ficici and Pollack,
2000) examine the ability of evolutionary models to discover
and maintain an ESS using the Hawk-Dove game.

Neural Population Models
Our model is concerned with the class of matrix games de-
fined by a fixed set of strategies S and a payoff matrix M
of dimension |S| × |S| which defines the payoff received
by each strategy when played against each other strategy.
We will use the notation M(s1, s2) to indicate the payoff
received by strategy s1 against s2, where s1 and s2 may

be pure or mixed strategies. If they are mixed strategies,
M(s1, s2) is the weighted average of payoffs received.

The goal of our model is to represent the distribution of
the set of strategies in a population, which we represent as
P . Instead of explicitly representing that distribution, we
will construct a function Fθ (in the form of a neural network
with weights θ) which transforms a simple input distribution
Z to P . In this work, we let Z be a uniform distribution over
[0, 1]n for small n.

Given a sample z drawn from Z, we can compute Fθ(z)
to determine the strategy associated with z. For example, in
a game with three possible strategies,A,B, andC, we might
have Fθ(z) = [0.3, 0.5, 0.2], indicating a mixed strategy
composed of 30%A, 50%B and 20%C. To determine the
overall composition of the population, we repeatedly sam-
ple from Z and apply Fθ to retrieve a representative sample
of P .

Figure 1 shows an overview of our system, in which two
sets of samples are drawn from Z, each set is passed through
F , and the resulting populations interact according to payoff
matrix M , resulting in a loss (or fitness) value.

Model Architecture

We represent Fθ(z) as a feed-forward neural network in
which the input is passed through a fully-connected layer
containing ten hidden units with sigmoid activations, fol-
lowed by a second fully-connected layer with |S| output
units and a softmax activation. The softmax operation in the
output layer has the effect of normalizing the output values
to sum to one, so as to represent a valid mixed strategy in the
game. The number of hidden units as well as the depth of the
network are effectively hyperparameters of the model. More
complex games with many strategies may require more com-
plex networks to successfully model.

Training

To model the evolutionary trajectory of the population,
we use stochastic gradient descent (SGD) to optimize the
weights θ to maximize the payoffs individual samples from
the population receive when matched against opponents also
drawn from the population. At each step of training, we
draw two sets of random samples from Z, called z1 and
z2, which will serve as mini-batches for the SGD algorithm.
z1 and z2 will have dimension b × n, where b is the mini-
batch size and n is the dimension of Z. We then compute
p1 = Fθ(z1) and p2 = Fθ(z2), which have dimension b× s
where s is the number of strategies in the game. We then
compute fitness values M(p1, p2) for each row of p1 by
competing it against the corresponding entry of p2 using the
game matrix.

We now have M(Fθ(z1), Fθ(z2)), which is a differen-
tiable function parameterized by θ. We can therefore com-
pute gradients for θ, and apply gradient ascent to maximize
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the payoff received. Critically, we do not treat the computa-
tion of Fθ(z2) as a differentiable component of the system.
Instead, the values of Fθ(z2) are treated as constants. This
is done to prevent the system from improving the payoff of
Fθ(z1) by moving Fθ(z2) towards a worse strategy.

Algorithm 1 Training Procedure
Require: b, the batch size, n, the dimension of Z

for number of training iterations do
Draw samples z1 and z2 ∈ [0, 1]b×n from Z
Compute Fθ(z1) and Fθ(z2)
Compute M(Fθ(z1), Fθ(z2))
Compute ∇θ 1

b

∑
M(Fθ(z1), Fθ(z2)), treating Fθ(z2)

as a constant
Update θ by ascending∇θ

end for

Initialization
In most neural network applications, the parameters of the
network are initialized to small random values. This means
that the initial outputs of the network are unpredictable.
However, in many evolutionary applications it is desirable
to be able to initialize the model at a variety of starting con-
figurations to observe the different trajectories that result.
For example, in the Hawk-Dove-Retaliator game, Maynard
Smith found two attractors, such that the fate of the popula-
tion depends on the initial proportions of the three strategies.

We propose an optional period of non-adversarial training
to initialize the network to output a desired starting configu-
ration. Note that this process is only necessary if we wish to
run experiments with a particular initial population in mind;
it is also possible to use a random initialization, in which
case no initial training is needed. Given a target distribu-
tion D, which is an n-element vector representing the de-
sired frequencies of each of the n strategies in a game, and
whose elements sum to 1, we compute the Jensen-Shannon
(JS) divergence, between D and the distribution resulting
from Fθ(z):

JS(D,Fθ(z)) =
1

2
KLD(D||M) +

1

2
KLD(M ||Fθ(z))

whereM = 1
2 (D+Fθ(z)) is the average of the two distri-

butions, and KLD is the discrete KullbackLeibler divergence
calculated as:

KLD(P,Q) =
∑

s∈strategies
P (s)log

P (s)

Q(s)

The important property of the JS divergence for our pur-
poses is that it will be minimized whenD = Fθ(z). Further-
more, JSD(D,Fθ(z)) is a differentiable function param-
eterized by θ, so we can compute gradients and use SGD

Figure 2: Pureε(v1) with ε = 0.1 and maxv = 0.5. Note
that regardless of the value of maxv , Pureε(v1) is within ε
of 0 or 1.

to find values of θ which minimize it. We construct mini-
batches for SGD by samplying from z, and apply the train-
ing procedure until approximate convergence. The result is
a network which outputs a distribution very close to D.

Algorithm 2 Initialization Procedure
Require: b, the batch size, n, the dimension of Z and D,

the desired output distribution
while network has not converged do

Draw samples z ∈ [0, 1]b×n from Z
Compute Fθ(z)
Compute JSD(D,Fθ(z))
Compute ∇θJSD(D,Fθ(z))
Update θ by descending ∇θ

end while

Simulating Quasi-Pure Strategies
To this point, the model as described has been free to map an
individual sample z to an arbitrary mixed strategy. However,
it is sometimes desirable to examine models in which an in-
dividual must adopt a single pure strategy. This presents
a potential difficulty, as our training and initialization al-
gorithms require that network outputs be differentiable and
present meaningful gradients. Simply clamping the results
to 0 or 1 to enforce pure strategies would violate these con-
straints. The standard softmax operator is also insufficient,
as it does not restrict the outputs from falling anywhere
along the [0,1] range. A sigmoid or softmax operation with
a high exponent can force the outputs towards 0 or 1, but
will present near-zero gradients as they approximate a step
function.

To address this, we introduce a soft clamp operator, which
we term Pureε(·). This operator takes as input a vector rep-
resenting a mixed strategy, and maps the largest strategy to a
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value close to one, and the other strategies to values close to
zero. It does so in a way which preserves the property that
the strategy values sum to one, and which presents consis-
tent, meaningful gradients for training. The operator is pa-
rameterized by ε, a small value which determines how close
to 0 to 1 the outputs must be. Given a mixed strategy vector
v, with elements v0 through vn, this operator is defined as:

Pureε(vi) =

{
(1− ε) + ε ∗ vi if argmaxv = i

ε ∗ vi otherwise

This operator maps the largest strategy to the range [1 −
ε, 1], and all other strategies to the range [0, ε], creating an
output which is very close to a pure strategy. Further, the
derivative of this function is a constant ε, allowing the train-
ing procedure to direct the network towards improvement.
Figure 2 shows the behavior of the Pureε(·) operator.

Experiments
We present two experiments to demonstrate the ability of a
neural population model to capture the dynamics predicted
by standard methods such as the replicator equation. First,
we will analyze its behavior on the Hawk-Dove game (May-
nard Smith, 1988). This game has been used in the past as
a benchmark to analyze the ability of a proposed simulation
model to discover and maintain an evolutionary stable state
(ESS) (Ficici and Pollack, 2000). The Hawk-Dove game
has a single ESS, and the dynamics leading towards it are
straightforward. We should expect to see smooth conver-
gence. The second experiment will focus on the ability of
the neural model to capture non-convergent dynamics. We
will use the noisy iterated prisoner’s dilemma game, as de-
scribed in (Lindgren, 1992). We will restrict ourselves to the
dynamics of the four strategies of history length one: All-C,
Tit-for-Tat, Anti-Tit-for-Tat, and All-D. The replicator dy-
namics of this game result in a continuously changing pop-
ulation distribution, which does not fall into a stable ESS or
a simple cycle.

We will compare the behavior of these systems to the be-
havior shown under the time-discrete replicator equation:

xi(t) = xi(t− 1) + α[fi(x(t))− φ(x(t))]

Where xi(t) is the frequency of strategy i at time t, fi(·)
is the fitness of strategy i given a population, and φ(·) is
the average fitness of a population and α is a (small) step
size. We elect to use the time-discrete equation to match the
discrete nature of SGD training for the neural model.

Model Hyperparameters
Neural network models are often sensitive to the settings of
various hyperparameters. The details of these parameters
and their values are somewhat tangential to the motivation
of this work, so we will give only a brief overview of our
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Figure 3: Payoff matrices for the hawk-dove game (a) and
noisy iterated prisoners’ dilemma (b).

settings. The hyperparameters of our model are: the di-
mension of the latent space, Z, the optimizer, batch size,
and learning rate used for training, and the value of ε in the
Pureε(·) layer. For our experiments, we use the following
values. Z is of dimension 10, networks are trained using
the Adam optimizer (Kingma and Ba, 2014)1 with a learn-
ing rate of 0.0002 and a batch size of 2048, and ε = 0.1. In
general, these parameters have been chosen through experi-
mentation.

Hawks and Doves
There are a variety of formulations of the Hawk Dove game
in the literature which vary the relative payoffs received by
the strategies. The fundamental dynamic is that when a
hawk faces a dove, the hawk receives the highest payoff
while the dove receives a small payoff (because the hawk
forces the dove away), when two hawks face each other,
both receive the lowest payoff (because they fight over the
reward, resulting in injury), and when two doves face each
other they receive a moderate payoff (because they split the
reward without fighting). We will use the payoffs defined in
(Ficici and Pollack, 2000)2, shown in Figure 3. This game
has a single ESS in which the population is 7

12 Hawks. Any
initial mix of Hawks and Doves will converge to this ESS.

We will test the neural model after initialization to a range
of starting population ratios. We will present results for
the 10-dimensional Z space, as well as results with a 2-
dimensional Z space to allow visualization of how the net-
work maps inputs to strategies. In order to calculate popu-
lation frequencies in the neural model, we will draw 10,000
samples from Z.

Figure 4 shows the trajectory for the game under the repli-
cator equation and the neural population model with both
quasi-pure strategies and mixed strategies. Note that the

1The Adam optimizer is chosen because it is the standard opti-
mizer used in GAN training (Chintala et al., 2016).

2Ficici et al. scale payoffs upward by 26 to make them all pos-
itive
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Figure 4: Trajectories of the Hawk-Dove game under the replicator equation (left) and neural population model with quasi-pure
strategies (center) and mixed strategies (right). Each graph shows the portion of hawks in the population over time for five
different initial population mixes.

Figure 5: Mapping of a 2-dimensional Z to strategies for
the Hawk-Dove game. The top row shows a simulation with
quasi-pure strategies, while the bottom row shows a sim-
ulation with mixed strategies. Red represents hawks, and
green represents doves. Intermediate colors represent mixed
strategies.

time axes have been scaled to show similar slopes because
the choice of step size is somewhat arbitrary for both mod-
els. The dynamics of the neural model are noisier, due to
randomness in batch sampling and the indirect nature of the
relationship between fitness values and model updates. De-
spite this, the model is able to converge to the ESS, and re-
mains near it with only minor fluctuations. The choice of
pure or mixed strategies does not affect the overall dynam-
ics of the model.

Figure 5 presents church-window plots (Warde-Farley
and Goodfellow, 2016) which show the way the network
transforms input vectors into strategies. To enable easy vi-
sualization, we restrict the network to a 2-dimensional Z
space. Because the Hawk and Dove game presents simple
dynamics, this has little effect on the behavior of the model.
In these plots, the x and y coordinates correspond to the val-
ues of a sampled z vector, and the color indicates which
strategy the network transforms that vector to, with the red

channel representing Hawks, and the green channel repre-
senting Doves. We can see that the mixed strategy network
tends to produce a relatively homogeneous population, with
only minor spatial variation in strategy (at convergence, the
upper left, z = (0.0, 1.0), gives about 53% Hawks, while the
lower right, z = (1.0, 0.0) gives about 68% Hawk). On the
other hand, the quasi-pure network creates a strongly differ-
entiated population with a simple boundary.

Iterated Prisoner’s Dilemma
We will use the payoffs for the noisy iterated prisoner’s
dilemma as defined by (Lindgren, 1992), as shown in Fig-
ure 3(c). The matrix reflects the average payoffs for a
game between four strategies, all-C, which always coop-
erates, TFT (tit-for-tat), which copies the opponent’s last
move, ATFT (anti-tit-for-tat), which plays the opposite of
the opponent’s last move, and all-D, which always defects.
We imagine the players playing an infinitely iterated game
using the standard prisoner’s dilemma payoffs, as in (Axel-
rod et al., 1987), with the addition of stochastic noise, which
will randomly alter a player’s move in a small fraction (0.01)
of rounds. The derivation of the payoff values is given in
(Lindgren, 1992).

Figure 6 shows the dynamics of this game as predicted by
the time-discrete replicator equation given an initial popu-
lation which is an equal mix of all strategies. We see that,
unlike the hawk-dove game, the system is non-convergent3,
with strategies rising and falling in frequency in a non-
cyclical manner.

As shown in Figure 7, we find that the neural model with
quasi-pure strategies is able to approximate these dynamics,
in that the strategies rise and fall in the same order, but the
magnitudes and durations of the peaks are often amplified.
As we see in the replicator dynamics, a population consist-

3Although the frequencies appear to level off near the end of
the simulation, this is actually a transient period of slow change,
not a final stable state.

43



Time0.0

0.2

0.4

0.6

0.8

1.0
Fr

eq
ue

nc
y

Time

All-C TFT ATFT ALL-D

Figure 6: Dynamics of the noisy iterated prisoner’s dilemma game under the time-discrete replicator equation (left) and the
neural model with mixed strategies (right).

0.0

0.2

0.4

0.6

0.8

1.0

Fr
eq

ue
nc

y

Time0.0

0.2

0.4

0.6

0.8

1.0

Fr
eq

ue
nc

y

Time

All-C TFT ATFT ALL-D

Figure 7: Dynamics of the noisy iterated prisoner’s dilemma game under the neural population model with quasi-pure strategies.
Four runs are shown, selected to highlight varying degrees of success.
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Figure 8: Mapping of a 2-dimensional Z to strategies for
the noisy iterated prisoner’s dilemma . The top row shows a
simulation with quasi-pure strategies, while the bottom row
shows a simulation with mixed strategies.

ing almost entirely of TFT and ATFT is semi-stable, and the
magnified fluctuations in the neural model sometimes allow
it to enter such a state earlier in the simulation, leading to
long periods of minimal change.

Unlike in the Hawk-Dove game, we observe a wide va-
riety of outcomes in the noisy iterated prisoner’s dilemma,
even from identical initial strategy frequencies4. In some
sense, this behavior is expected - the game does not have a
simple attractor, and so deviations from the predicted repli-
cator dynamics can be compounded, and steer the system
towards a different outcome.

On the other hand, the mixed strategy model is unable to
capture these dynamics, as seen on the right side of Figure 7.
The population converges steadily towards all-D, with only
a slight rise in ATFT in the early phases.

Figure 8 shows the mapping of a 2-dimensional Z space
to strategies for both the quasi-pure and mixed models. As
in the Hawk-Dove game, the mixed model produces a rel-
atively uniform population which smoothly converges to-
wards its final outcome. By contrast, the quasi-pure model
divides the Z space into discrete regions for each strategy,
which grow and shrink and as the population distribution
changes.

Discussion
Our motivation is not to present these neural models as a
practical way to investigate games as simple as Hawks and
Doves, but rather to demonstrate the applicability of lessons
from evolutionary game theory and coevolution to under-
standing the dynamics of neural network systems in which
loss is calculated through interaction. Ultimately, the goal of

4Note that identical initial frequencies does not mean an iden-
tical initialization. A homogeneous population of mixed strategies
may have the same total frequencies as a heterogeneous population
of pure strategies, and even two homogeneous populations may
have different network weights.

systems like GANs is to discover a Nash equilibrium using
optimization tools designed for finding static minima. Our
neural population models allow us to examine the suitability
of these tools to this new application in a setting where we
have a firm theoretical understanding of the target dynamics.

For example, even in the more successful runs, the neu-
ral model struggles to maintain the dynamics of the noisy
iterated prisoner’s dilemma game. As time progresses, the
model swings more and more wildly towards extremes, until
it enters long periods of stability in which the activations of
the neural network are saturated (which in turn causes van-
ishingly small gradients, contributing to the stability). As
we see in some of the less successful runs, this dynamic
threatens to derail the simulation by prematurely removing
diversity from the population (in particular by reducing the
population to contain only TFT and ATFT). These problems
seem to mirror problems observed in GAN training, called
“mode collapse” - the generator often prematurely collapses
to produce only a few types of outputs, failing to capture the
diversity of the target distribution.

The very fact that there are successful and unsuccessful
runs is itself a cause for concern, the only difference be-
tween these runs is the random initialization of the network
and the randomly sampled z values used during training.
GAN training is similarly sensitive to initial conditions (Lu-
cic et al., 2017) (as is back-propagation in general (Kolen
and Pollack, 1991)), but the problem space of image gen-
eration is far too high dimensional to allow careful analysis
of the effect of parameter initialization. We propose that the
low-dimensionality of neural population models makes them
more amenable to detailed understanding of the effects of
different initialization procedures and hyperparameter set-
tings.

The failure of the mixed strategy model to capture com-
plex dynamics is somewhat surprising - why is the Pureε(·)
operator so critical to the system? Our analysis indicates
that this occurs because the network in the mixed strategy
model has a tendency to couple the frequencies of different
values by using the same internal weights to control mul-
tiple outputs. In particular, in the replicator dynamics and
the quasi-pure neural dynamics, we see a strong differentia-
tion between the initial trajectories of All-C and TFT. All-C
drops precipitously, while TFT has only a brief initial de-
cline. By contrast, in the mixed neural dynamics, we see All-
C and TFT decline at the same rate, never diverging from
each other by more than a fraction of a percentage point.

The initial separation of All-C and TFT is critical to the
long-term dynamics of the system. TFT is able to outper-
form All-D only when the All-C strategies which All-D
preys upon have been eliminated, but sufficient TFT strate-
gies remain (because TFT performs well against itself com-
pared to the performance of All-D against TFT). If by the
time All-C is nearly eliminated, TFT is also nearly elimi-
nated, the TFT players cannot gain enough fitness to outpace
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the All-D players, and All-D remains the dominant strategy.
To verify that this is indeed what’s happening, we exam-

ined the gradients of our loss function with respect to the
four strategy outputs. As expected, we observed that the ini-
tial gradients for All-C and TFT are different - they suggest
that All-C should fall much faster than TFT. However, when
these gradients are propagated back to the internal weights
of the network, the actual impact of the updates is to make
both fall at a similar rate.

We conjecture that maintaining a diverse population, as
is forced by the Pureε(·) operator, is critical to prevent-
ing the degenerate behavior observed in the mixed neural
model. The importance of maintaining population diversity
in evolutionary algorithms is well-studied (Ursem, 2002),
and Goodfellow et al. report the occasional occurrence of
catastrophic loss of diversity in GAN training.

Conclusion & Future Work
We have presented a model which combines elements from
the fields of deep learning and artificial life to demonstrate
the potential for intellectual cross-pollination between these
disciplines. Our model demonstrates the ability of neural
networks to simulate population dynamics, and the applica-
bility of evolutionary game theory results to the behavior of
these networks.

Our future work will focus on extending this model with
the goal of providing a unifying bridge between the two
fields, in the manner of (Farmer, 1990). We will seek to ana-
lyze obstacles facing GAN training through the lens of evo-
lutionary game theory, and seek to demonstrate the power of
an individual neural network to compactly model an entire
population of complex agents, as a step towards open-ended
evolution.
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Abstract

Criticality is thought to be crucial for complex systems to
adapt, at the boundary between regimes with different dy-
namics, where the system may transition from one phase to
another. Numerous systems, from sandpiles to gene regula-
tory networks, to swarms and human brains, seem to work
towards preserving a precarious balance right at their criti-
cal point. Understanding criticality therefore seems strongly
related to a broad, fundamental theory for the physics of
life as it could be, which still lacks a clear description of
how it can arise and maintain itself in complex systems. In
order to investigate this crucial question, we combine crit-
ical learning with evolutionary simulation for a population
of Ising-embodied neural networks, striving to find resources
distributed over a 2D environment. The results show com-
pelling dynamics in the combination of critical learning with
evolutionary computation, highlighting the exploratory na-
ture of critical systems and the pragmatism of evolutionary
algorithms. We also analyze the genotypic exploration strat-
egy, exhibiting a tension between local and global scale adap-
tation.

Introduction
Critical systems are poised on the cusp between order and
disorder and occur ubiquitously in nature (Bak, 2013), par-
ticularly in biological systems (Mora and Bialek, 2011). A
growing body of research has shown that critical systems of-
fer a plethora of desirable properties for complex, interact-
ing and self-organizing systems which allow for long-range
interactions juxtaposed by modular and scale-free organi-
zation (Hidalgo et al., 2014). The phase transition can be
sharp, as for the liquid-vapor transition for water, or grad-
ual, as for superconductivity. Many properties are asso-
ciated with criticality, including power-law divergences of
some quantities such as magnetic susceptibility, described
by critical exponents, ergodicity breaking and fractal behav-
ior (Salinas, 2001).

Criticality has been studied in numerous systems, from
sandpiles (Bak et al., 1987), to gene networks (Balleza et al.,
2008; Torres-Sosa et al., 2012; Krotov et al., 2014), to neural

cultures (Schneidman et al., 2006), to swarms, either natu-
ral (Attanasi et al., 2014; Chaté and Muñoz, 2014) or arti-
ficial (Lovbjerg and Krink, 2002; Witkowski and Ikegami,
2016), and even the human brain (Chialvo, 2012; Van Or-
den et al., 2012). How such a wide range of systems across
many levels of organization can self-organize towards criti-
cality remains an unresolved question however new numeri-
cal methods allow researchers to simulate this process.

The 2D Ising model is notorious for being an analyti-
cally solved model of criticality, however understanding the
properties of criticality for more generalized systems is not
well understood. Recent work by Aguilera and Bedia (2017)
demonstrated how arbitrary systems can be taught to be crit-
ical through the use of inverse-Ising algorithms. Criticality
is learned by teaching the arbitrary model to generate the
same distribution of correlations that a critical Ising model
would. The critical correlation distribution is treated as an
organizational invariant which any arbitrary system can be
taught to replicate.

In this paper, we explore the utility of critical learning
by contextualizing our model within an artificial-life style
evolutionary simulation. Our arbitrary model is an Ising-
embodied community of binary neural networks which re-
act and compete for resources in a shared environment. By
combining critical learning with evolutionary selection, we
explore the interaction between the exploratory nature of
critical systems and the pragmatic, solution-finding nature
of evolutionary selection.

In contrast to sub or super critical systems which are ei-
ther too orderly to be perturbed or too noisy to be able to
propagate information, critical systems are maximally sus-
ceptible to perturbations and explore a broad dynamic range
of behaviors. While it is not clear what the cost of main-
taining a critical system may be, it seems advantageous for
living systems to be able to maintain such an integrated, in-
formational complex in order to maximally explore their be-
havioral state space. In the face of evolutionary selection
pressures, critical systems may allow for more efficient and
exploratory navigation of the solution state space. In this
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Figure 1: A sample frame from the simulation is shown.
50 organisms (green circles) traverse a shared 2 dimensional
space and eat food (purple circles) by moving on top of the
food parcels. Model visualization were inspired by the tuto-
rial shared by Rooy (2017).

project, we seek to understand the interaction between crit-
ical systems and the selection pressures of life by simulat-
ing organisms that can learn but are also competing for re-
sources.

Model
Our model is an extension of the model proposed by Aguil-
era and Bedia (2017). A community of 50 Ising-embodied
organisms are simulated via Glauber transitions (Glauber,
1963) in a simple shared space environment where the com-
munity can interact with ever-spawning resources (food) and
each other. Each Ising-embodied organism is composed of a
network of neurons containing 3 sensory neurons, 3 hidden
neurons, and 4 motor neurons for a total of 10 neurons. The
sensory neurons are sensitive to the distance to the closest
food element, the angle to food, and a custom-made direc-
tional proximity sensor which is sensitive to the presence
of other organisms in front of the individual. The motor
neurons control the linear and angular accelerations dv, dω.
The hidden neurons bridge the sensory and motor neurons
and are also inter-connected with other hidden neurons (with
forced sparsity, shaped by the connectivity/genotype of the
organism).

Two classes of algorithms govern the adaptation of these
organisms; a critical learning algorithm which incremen-

tally updates the weights of the individual organisms to tune
them to criticality and an evolution algorithm which selects
for organisms that were able to gather the most resources.

Learning algorithm
For the critical learning algorithm, each edge in the organ-
isms’ neural network is assigned a ‘desired’ correlation co-
efficient which is randomly sampled from a distribution of
correlation coefficients obtained from a known critical Ising
model. The critical learning algorithm is not dependent on
the resource-gathering abilities of the organisms and is only
seeking to bring the system towards criticality by fitting its
correlation distribution to the correlations distribution of a
known critical system (see Figure 2). The critical learning
algorithm is an attempt to endow arbitrary systems with crit-
icality simply by learning the right distribution of correla-
tions. The connectivity weights and local ‘magnetic’ fields
for the neurons are updated using a gradient descent rule:

hi ← hi + µ(m∗
i −mm

i )

Jij ← Jij + µ(c∗ij − cmij )
(1)

where Jij is the connectivity weight between nodes i and j,
hi is the local applied ‘magnetic’ field, µ = 0.01 is a con-
stant learning rate, m∗

i and J∗
ij are the reference mean and

correlations sampled from the critical Ising model, and mm
i

and cmij are the mean and correlations of the model before hi
and Jij are updated.

Evolutionary algorithm
The evolutionary algorithm instead is only concerned with
the resource-gathering abilities of the organisms. At the end
of each generation, the bottom 30 organisms that acquired
the least resources are culled, where the top 20 are selected
for and processed through a GA that uses a combination of
elitist selection and mating. The genotypes of the organisms
are defined completely by their connectivity matrices which
have the ability to be passed on and mutated through dupli-
cation and/or mating.

Simulations
Each individual in the community is initialized with ran-
domly generated, sparse connectivity matrices uniformly
distributed between [−1, 1] in a random binary configura-
tion. In each time step, all neurons in all organisms are
updated just once governed by stochastic Glauber transi-
tions where the probability of a spin flip is given by pi =
1/1+e∆E/kBT where ∆E is the change in energy if the flip
were to occur, E = −

∑
i hisi−

∑
i<j Jijsisj is the energy

of the of the system, and si is the state of the binary node
i which can take the values [−1, 1]. The order in which the
neurons and organisms are updated are chosen randomly for
each time step. After a large number of time steps (103−105

time steps, a semester), the critical learning algorithm is ap-
plied and the connectivity weights of all the organisms are
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Figure 2: A connectivity matrix of N = 83 nodes (left) inspired by the connectivity of the human brain is simulated in an Ising
model and the critical temperature is found at Tc ≈ 2.1. The correlation distribution (right) generated by this critical system is
then used to teach an arbitrary model to be critical.

updated. The evolutionary algorithm can be applied after a
single learning event or in the case of our experiments, once
every 6 learning events (a generation). Changing the ratio
of semesters to generations can have dramatic effects on the
long-term adaptations expressed by the community.

The heat capacity C(β) = β2(〈E2〉 − 〈E〉2) for each
organism in the community is calculated for a range of β
values to see at what inverse temperature (β) the model is
critical, where the divergence of the heat capacity roughly
demarcates the onset of the critical point. During the learn-
ing process, all organisms are set to β = 1 and so the critical
learning algorithm will work to bring the critical tempera-
ture close to β = 1.

The motor response of each organism is calculated by
fixing one of three the sensory neurons to a state, running the
Monte Carlo simulation for T = 5000 time points, and cal-
culating the average activation of the motor neurons dv, dω
which control the linear and angular acceleration of the or-
ganism.

Results
Three different adaptive paradigms were simulated to un-
derstand the interaction and utility of the learning and evo-
lution algorithms: an evolution only, GA paradigm, a learn-
ing only, critical learning paradigm, and a combined GA
& critical learning paradigm. The GA & critical learning

paradigm allowed for 6 ‘semesters’ per generation to allow
the opportunity for organisms to learn towards criticality be-
fore they were culled. The specific heat and motor response
(heat capacity normalized by system size) of all organisms
in the different communities were measured. The specific
heat and motor response of the final generations of these
simulations are plotted in Figures 4 and 6. The evolution
of the connectivities of these communities are visualized us-
ing a t-SNE clustering algorithm which projects the high-
dimensional connectivity space onto the 2D plane in Figure
5.

Heat Capacity: 0th generation specific heat curves tend
to peak between 1 ≤ β ≤ 2. The specific heat (heat capac-
ity normalized by system size) of the GA paradigm peaks at
an inverse temperature just below β = 1 indicating that the
community is operating at a sub-critical phase. The sporadic
fluctuations of the specific heat as β → ∞ results from the
frustrated connectivity of the system which has both pos-
itive and negative weights. The frustration allows meta-
stability in the system which presents itself as large fluc-
tuations in specific heat measurements. Conversely, in the
critical learning paradigm, β = 1 lies on the super-critical
side of the curve, indicating the learning algorithm may be
slightly missing the mark in aligning itself with its specific
heat peaks. However, the divergence towards the specific
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Figure 3: Average fitness (food consumed per generation) as a function of generation. The GA was most successful in evolving
fit organisms, followed by the sporadic GA & critical learning paradigm, followed by the critical learning paradigm.

heat peaks are steepest in the critical learning paradigm.
The GA & critical learning paradigm the specific heat peaks
don’t change considerably with respect to the 0th generation
and peak values stay near 1 ≤ β ≤ 2.

Motor Response: The rotational motor response (dω)
of the GA paradigm learned a sigmoidal motor response
function that was able to span the full state space between
[−1, 1]. In contrast, the critical learning and GA & critical
learning paradigms gave rise to only linear responses that
do not span the full state space. The GA & critical learn-
ing paradigm was more successful than the critical learning
paradigm in learning a useful response function, however
neither were able to compete with the GA paradigm. Mo-
tor response susceptibilities further describe how the motor
response functions were tuned more or less sensitively to
different regimes. Only the GA paradigm demonstrated the
ability to discriminate susceptibility across the range of sen-
sory activations.

t-SNE Projection: In Figure 5 the evolution of the com-
munities are plotted at incremental generations to visualize
how each algorithm explores its connectivity space. In the
GA paradigm the community exhibits a punctuated trajec-
tory through its connectivity space. In the critical learning
paradigm the organisms never really constitute an “evolving
community” and instead adapt locally and independently. In
the GA & critical learning paradigm the evolution a strong

sense of community-wide evolution is demonstrated, how-
ever there is a lack of punctuated genes that dominate the
genetic landscape compared to the GA case.

Discussion
Our simulation results contrast the difference and interaction
between the forces a critical learning algorithm and an evo-
lutionary algorithm impart on a community. In terms of raw
fitness, the evolutionary algorithm was the most successful
technique (Figure 3), which is best explained by the mo-
tor response figures (Figure 6 and 7). Particularly, the mo-
tor response and susceptibility of the GA paradigm spanned
the full state space of the motor neurons between [-1, 1].
This capability contextualized within the Ising model may
be a result of the frustrated connections that persist in the
GA paradigm and is notably missing in the critical learning
paradigm due to the fact that the critical correlation distribu-
tions (Figure 2) that the community is learning from come
from an Ising simulation with only positive weights and al-
most entirely positive correlations. The result of the criti-
cal learning process ensures that any frustrated connections
that the community originally started with would quickly
be undone as positive weights were learned. To allow for
inhibition, which is most likely a necessary quality to give
rise to selectivity and structure (Buzsáki and Chrobak, 1995;
Watts and Thomson, 2005), it is likely that critical correla-
tion distributions that include negative correlations will be
necessary to endow criticality unto artificial organisms sub-
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Figure 4: The specific heat (C/N) of 3 communities in different adapting paradigms are plotted as a function of the inverse
temperature β. Only in the GA & critical learning paradigm do we see the specific heat peak near β = 1 indicating that the
community is operating near criticality. In the GA paradigm β = 1 lies on the sub-critical side of the curve whereas in the
critical learning paradigm β = 1 lies on the super-critical side. Furthermore, the community seems to exhibit frustration as the
specific heat fluctuations imply the existence of meta-stable states as β →∞. The transition of the curves from earlier to later
generations indicates the forces the different algorithms impart on the communities.

Figure 5: t-SNE projections of the connectivity networks for the 3 adaptive paradigms are plotted. The high-dimensional
connectivity of each organism in the community is clustered and projected on the 2D plane where the different families of
organisms can be seen. Colour code from dark purple to bright yellow visualizes the age of the generation. Marker sizes
visualize the fitness of each individual organism with larger sizes indicating organisms that have foraged more food.
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Figure 6: The motor response (dr, dω) of the 3 communities are plotted as a function of the sensory activation of ‘angle to
food’. Only in the GA paradigm does the dω motor response seem to be adapting to foraging behaviors by rotating towards
food. The critical learning and GA & critical learning paradigms do not exhibit a motor response that spans the full state space
between [−1, 1] and behave linearly.

Figure 7: The motor response susceptibility (dr, dω) of the 3 communities are plotted as a function of the sensory activation
of ‘angle to food’. Only in the GA paradigm does the dω motor response demonstrate peaks in its susceptibility spanning a
range of behaviours. The critical learning and GA & critical learning paradigms exhibit motor responses that are more or less
equally susceptible across sensory activation.

52



ject to evolutionary selection pressures. Finally, in the GA
& critical learning paradigm the motor response is some-
where in between the two extremes of precise tuning and
randomness and visualized by both motor response and sus-
ceptibility plots.

Our results further indicate that our evolutionary algo-
rithm tends to push the community towards sub-criticality
(ordered phase) whereas the critical learning algorithm
pushed the system into super-criticality (disordered phase,
see Figure 4). This may be indicative of the failure of our
learning algorithm to approach criticality, considering the
original usage by Aguilera and Bedia (2017) was intended
for individual and independent agents over longer learning
periods. Furthermore, the tendency for the GA to approach
sub-criticality may ultimately be a result of the simple, non-
critical environment the organisms reside in. Future works
should experiment with dynamic environmental parameters
and measure genetic transience in response to these changes
to better allow the hypothesized utility of criticality to ex-
press itself.

Nonetheless, the exact balance of these opposing ten-
dencies is an interesting point of research as there seems
to be an energetic cost of maintaining criticality (though
we ignore energetic costs in our simulation parameters, if
these parameters were not ignored there would certainly
be a cost to move from a sub-critical regime to a critical
one). In this project this question of balance manifested it-
self when the ratio of semesters per generation. If there are
too few semesters per generation, the critical learning algo-
rithm does not have enough time to update the connectiv-
ity weights. If there are too many semesters per generation,
the system will ‘forget’ what it has learned evolutionarily
and disassociate from the selection pressures of the foraging
game resulting in ‘max entropy’ motor responses that are
not tuned to its environment. Studying both extremes (and
the transitions between them) will be an important detail to
understand the role criticality plays in biological systems.
Future experiments may want to disassociate these two al-
gorithms in other creative way such that what is learned
through the GA is not forgotten via critical learning updates.
Perhaps layering these two algorithms may allow the best of
both applications.

Finally, the genotypic exploration strategy exhibited by
the different adaptation paradigms show notable distinct
structures as can be visualized in Figure 5 of the t-SNE plots.
These plots emphasize the tension between local versus
global scale adaptation, and exploratory versus utility based
modes of adaptation. With the critical learning algorithm,
a local adaptation trend is observed whereas with the evo-
lutionary algorithm, individual evolution/success quickly
translates into community evolution/success as is evidenced
by the punctuation of successful genes that tend to dominate
the gene pool for hundreds of generations at a time. The
combination of these two algorithms creates its own unique

pattern of evolutionary exploration that tends to fill the gaps
between the punctuated GA evolution. Future experiments
can use these mechanisms of punctuated evolution and crit-
ical exploration to bridge evolutionary milestones that may
otherwise take too long to discover through the GA alone.
Quantifying the trends in genetic exploration and diversity
may give crucial insight into the utility of these different al-
gorithms and help guide evolution strategy/policy in future
experiments.

Conclusion
Understanding the utility of criticality in artificial life sys-
tems is important for understanding how complexity can
self-organize into predictable but adaptive systems. This
project applied the methods of critical learning to a com-
munity of Ising-embodied organisms subject to evolutionary
selection pressures in order to understand how criticality af-
fects the behavior and genotypes of the organisms and how
these changes in turn affect the fitness and adaptability of
the community.

Our results demonstrate the contrasting forces these dif-
ferent processes impart on the community by comparing the
learning and evolving algorithms separately and together.
We observe the tendency for evolution to push the system
towards sub-criticality and giving rise to finely tuned mo-
tor responses. Conversely, the learning algorithm tends to
push the system towards super-criticality and gives rise to
untuned motor responses that only weakly span their state
space. These results highlight how different adaptive mech-
anisms can result in opposing genetic forces/phases.

t-SNE plots further emphasized this tension by visualiz-
ing the local scales of adaptation demonstrated by critical
learning versus the global scales of adaptation demonstrated
by the evolutionary algorithm. When the two algorithms
were combined a combination of both strategies could be
observed indicating the potential for new modalities of adap-
tation when these opposing strategies interact.

Future work on the interaction of criticality and evolu-
tion are suggested through the exploration of critical, inhib-
ited systems which were not employed in this study but are
deemed crucial in nature. Further experiments allowing for
the separation between learning and evolution may be of in-
terest as well such that what is learned by one algorithm
is not undone by the other. Finding concise measurements
that quantify (instead of just visualizing with t-SNE plots)
the punctuated and community-wide evolutionary process
of the GA versus the continuous and independent learning
process can allow for evolution/learning control parameters
that can exhibit their own phase transition in simulation pa-
rameter space. Finally, the interaction and collective be-
haviours of the organisms in this project were avoided for
simplicity, however future experiments should quantify the
degree of these interactions and consider ‘subsidizing’ such
behaviours in an effort to study them along-side criticality.
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Parameter Value

Population size 50

Organisms to kill per generation 30

Food units 100

Food radius 0.03

Organism size 0.05

Time steps per iteration 4000

Iterations per generation 6

Iterations per simulation 2000

Simulation time step 0.2

Max rotational velocity 720

Max rotational acceleration 90

Max linear velocity 0.5

Max linear acceleration 0.05

Total number of neurons 10

Sensor neurons 3

Motor neurons 4

Gradient descent learning rate 0.01

Sparsity of hidden neuron interconnectivity 0

Duplication ratio and mating reproduction 0.5

Table 1: Parameter list
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Abstract 
Natural evolution and complex adaptations often surprise 
scientists. However, the creativity of evolution is not limited to 
the natural world, transcending any particular substrate.  In the 
context of digital evolution, artificial organisms evolving in 
computational environments are also able to elicit surprise and 
wonder. Indeed, most digital evolution researchers can relate 
anecdotes highlighting how common it is for their algorithms to 
creatively subvert their expectations or intentions, expose 
unrecognized bugs in their code, produce unexpectedly potent 
adaptations, or engage in behaviors and outcomes uncannily 
convergent with ones found in nature. Such stories routinely 
reveal the surprise and creativity of evolution in these digital 
worlds, but they rarely fit into the standard scientific narrative 
and are treated as obstacles to be overcome rather than 
interesting results. Bugs are fixed, experiments are refocused, 
and one-off surprises become stories traded among researchers 
through lossy, inefficient and error-prone oral tradition. 
Moreover, to our knowledge, no collection of such anecdotes 
has been published before and many natural scientists do not 
recognize how lifelike digital organisms are and how natural 
their evolution can be. We have crowd-sourced the writing of a 
paper and collected first-hand reports from artificial life and 
evolutionary computation researchers, creating a written, fact-
checked collection of entertaining and important stories. It 
serves to show that evolutionary surprise generalizes beyond 
the natural world, and may indeed be a universal property of all 
complex evolving systems.  

 
Evolution provides countless examples of creative, surprising, 
and amazingly complex solutions to life’s challenges, from 
flowers acting as acoustic beacons to parasites reprogramming 
host brains, constantly surprising even the seasoned field 
biologists. But the creativity of evolution, inventing 
something both original and effective (Runco, 2012), need not 
be constrained to the organic world. Independent of medium, 
evolution happens wherever replication, variation, and 
selection intersect. Thus, evolution can be instantiated 
digitally either to study evolutionary dynamics experimentally 
or to solve engineering challenges through directed digital 
breeding. Evolution as a whole can be considered creative, at 
least in the sense that it produces surprising and complex 
solutions that would be deemed as creative if produced by a 
human. We make a case that digital evolution experiments 
often produce strange, surprising, and creative results.  

Most anecdotes about unexpected but singular results 
spread only through oral tradition, providing laughs and 

discussion at professional conferences or comic relief during 
public talks. But they fail to inform the field as a whole in a 
lasting and stable way. To compile a comprehensive archive, 
we sent out a call for anecdotes to prominent digital evolution 
mailing lists and succeeded in reaching founders of the field 
as well as young, upcoming researchers. We then curated over 
90 submissions to create a “greatest hits” collection, currently 
available as a pre-print (Lehman, 2018). In this extended 
abstract we summarize the full paper and include a small 
selection of its anecdotes. Besides an exercise in humility this 
provides insight and knowledge for practitioners, by showing 
the pervasiveness of obstacles and ways to overcome them.  

We define surprise broadly as observing an outcome that 
significantly differs from expectations, whether those 
expectations arise from intuitions, predictions from past 
experiences, or from theoretical models. And at first, it may 
seem counter-intuitive that a class of algorithms can 
consistently surprise the researchers who designed them. 
From theoretical computer science we know that the outcome 
of a program often cannot be predicted without actually 
running it (Turing, 1936) and that simple programs can yield 
complex and surprising results (Runco, 2012). While we offer 
no formal proof of digital evolution’s ability to generate 
surprise, the diversity of anecdotes highlights how common 
and widespread such surprising results are in practice. 

The anecdotes collected roughly cluster into four 
representative categories: selection gone wild, in which digital 
evolution reveals the divergence between what an 
experimenter is asking of evolution and what they think they 
are asking; unintended debugging, in which digital evolution 
reveals and exploits previously unknown software or 
hardware bugs; exceeded expectations, in which digital 
evolution discovers solutions that exceed the expectations of 
the experimenter; and convergence with biology, in which 
digital evolution discovers solutions surprisingly convergent 
with those found in nature, despite vast divergence in medium 
and conditions. Here we briefly highlight representative 
anecdotes from each of these categories.  

Why Walk When You Can Somersault? In a seminal 
work from 1994, Karl Sims evolved 3D virtual creatures that 
could discover walking, swimming, and jumping behaviors in 
simulated physical environments (Sims, 1994). However, 
when Sims initially attempted to evolve locomotion 
behaviors, things did not go smoothly. Instead of inventing 
clever limbs or snake-like motions that could push them along 
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(as was hoped for), the creatures evolved to become tall and 
rigid, so they would fall over, harnessing their initial potential 
energy and even performed somersaults to extend their 
horizontal velocity. Building on Sims’ work, but using a 
different simulation platform, Krcah also discovered 
somersaulting without jumping at all (Krcah, 2008). 
Individuals with a few large blocks reminiscent of a “head” 
supported by a long thin vertical pole would “kick” the foot of 
the pole, falling head-first, somersaulting its foot, and scoring 
high on a jumping metric that measured a gap between the 
ground and the “lowest point” of the creature.  

Floating Point Overflow Lands an Airplane. In 1997, 
Feldt applied digital evolution to mechanical simulations to 
evolve mechanisms that safely, but rapidly, decelerate aircraft 
as they land on an aircraft carrier (Feld, 1997). Instead of 
slowly converging, evolution quickly produced nearly perfect 
solutions that were very efficiently braking the aircraft, even 
when simulating heavy bomber aircraft coming in to land. 
Indeed, the results were too good to be true: evolution 
discovered a loophole in the force calculation for when the 
aircraft’s hook attaches, estimating force as zero when it is a 
number too large to store in memory and thus leading to a 
perfect score. Interestingly, insights from this experiment led 
to theories about using evolution in software testing (to find 
bugs and explore unusual behavior) and engineering (to help 
refine knowledge about requirements) (Feldt, 2002).  

Parasites, Muscles and Bones. Maybe the most famous 
example of unintended biological convergence comes from 
the very first time Tierra system ran without crashing (Ray, 
1992). It produced fascinating, complex ecologies, including 
parasitism, obligate sociality, and primitive forms of sexual 
recombination. More recently, in Cheney et al.’s virtual 
creatures (Cheney 2012), evolution generated locomotion 
strategies unexpectedly convergent with biological ones, by 
discovering scratch the benefit of complementary (opposing) 
muscle groups, similar to such muscle pairs in humans (biceps 
and triceps), combining them with stiff, bone-like material, 
resulting in a gait reminiscent of a horse’s gallop.  

Towards Complex Behavior via Temporary Setbacks. 
In a pioneering study Lenski et al. used the Avida platform to 
test Darwin’s hypotheses about the evolution of complex 
features (Lenski, 2003). The researchers specifically focused 
on whether and how Avidians might evolve to perform the 
most complex logical function they were rewarded for. The 
most surprising outcome of all was that the pathway that 
evolution followed was not always an upward climb to greater 
fitness, but included some significantly deleterious mutations 
that reduced fitness up to two fold! These mutations set up a 
condition that allowed a subsequent beneficial mutation to 
complete the complex trait, just like traversing rugged fitness 
landscapes with deceptive fitness may happen during 
evolution in biological systems.  

A persistent misunderstanding is that digital evolution 
cannot meaningfully inform biological knowledge because “it 
is only a simulation.” By collecting and validating the true 
stories from the original scientists we directly show that these 
algorithms indeed unleash the creativity of the Darwinian 
process. Beyond biology, the ubiquity of surprising and 
creative outcomes connects to the nascent field of artificial 
intelligence safety: Many researchers therein are concerned 
with the potential for perverse outcomes from optimizing 

reward functions that appear sensible on their surface. The list 
compiled here provides additional concrete examples of how 
difficult it is to anticipate the optimal behavior created and 
encouraged by a particular incentive scheme. Additionally, 
digital evolution may provide an interesting training ground 
for developing intuitions about incentives and optimization, to 
better ground theories about how to craft safer reward 
functions for AI agents.  

Across a compendium of examples we have reviewed, there 
are many ways in which digital evolution produces surprising 
and creative solutions. The diversity and abundance of the 
collected examples suggest that surprise in digital evolution is 
a rule, rather than an exception. For every story we received 
or heard, there are many more that have been already 
forgotten as researchers retire. The ubiquity of anecdotes also 
suggests that creativity is not confined to evolution in nature, 
but may be a pervasive feature of evolutionary processes in 
general. While each case is surprising, these surprises are so 
frequent they can be considered routine. These anecdotes thus 
serve as evidence that evolution—whether biological or 
computational—is inherently creative, and should routinely be 
expected to surprise, delight, and even outwit us.  

Note: Due to limited space here, we are unable to include 
over 50 co-authors and their affiliations and we refer the 
readers to the pre-print (Lehman, 2018) for this information.  
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Abstract

Computational scientists studying cognition, robotics, and
Artificial Intelligence have discovered that variation is benefi-
cial for many applications of problem-solving. With the addi-
tion of variation to a simple algorithm, local attractors may be
avoided (breaking out of poor behaviors), generalizations dis-
covered (leading to robustness), and exploration of new state
spaces made. But exactly how much variation and where it
should be applied is still difficult to generalize between im-
plementations and problems as there is no guiding theory or
broad understanding for why variation should help cognitive
systems and in what contexts. Historically, computational
scientists could look to biology for insights, in this case to
understand variation and its effect on cognition. However,
neuroscientists also struggle with explaining the variation ob-
served in neural circuitry (neuronal variation) so cannot offer
strong insights whether it originates externally, internally, or
is merely the result of an incomplete neural model. Here,
we show preliminary data suggesting that a small amount of
internal variation is preferentially selected through evolution
for problem domains where a balance of cognitive strategies
must be used. This finding suggests an evolutionary expla-
nation for the existence of and reason for internal neuronal
variation, and lays the groundwork for understanding when
and why to apply variation in Artificial Intelligences.

Introduction
Neuroscientists often struggle with the removal of neuronal
variation in multi-neuron recordings, highlighted in Macke-
vicius et al. (2018). Toward this end, many scientists seek
to understand where this variation comes from, as it is hy-
pothesized to originate from any number of sources: ion
channels, within cells, within dendrites, between synapses,
unobserved portions of the network, or as a result of the a
chaotic network behavior. There is some evidence for these
hypotheses. Matzner (2017) showed that evolution preferen-
tially selects networks that exhibit behavior on the edge of
chaos, suggesting that the bits of noise from dipping into the
chaotic regime enhance evolvability. Nolte (2018) showed
that dendritic noise is likely the dominant source of noise
explaining neuronal variation. Jegminat (2018) showed a
stochastic (variational) synapse model outperforms a deter-
ministic synapse model for supervised learning. We explore

a subset of hypotheses where computational units have a
controllable amount of probabilistic variation, thereby test-
ing cell, channel, dendrite, and synapse hypotheses in an
evolutionary context. Milano and Nolfi (2016) showed
that component noise improves evolvability of logic gate
circuits, independently confirming our preliminary results;
however, their study used only static networks and did not
test the conditions under which noise accelerates adaptation.
We investigate additional variation sources for input, inter-
nal, and output states.

Methods
To perform our experiments, we used the Modular Agent-
Based Evolver (MABE) framework with probabilistic
Markov Gates. These gates are arbitrary logic gates whose
logic and networking are determined by evolution. For a full
description of how MABE works, see (Bohm et al. (2017)).
To allow controllable variation we created a new gate type
called an Epsilon Gate with a parameter Epsilon from 0.0 to
1.0. Epsilon represents the probability for any logic opera-
tion of the gate to result in any of the outputs from the same
logic table with equal probability.

In this preliminary work we surveyed a sweep of Ep-
silon values for evolving populations of networks across 3
previously published problems: Block Discrimination and
Maze-Solving Edlund et al. (2011), and memory association
Grabowski et al. (2010) (see 1). In the Block Discrimina-
tion task the agent could move only side to side and ide-
ally decided if different shaped blocks falling toward it from
above should be caught or avoided and proceed to do so. The
Maze-Solving task was a binary maze with only one correct
series of passages, and each passage was marked with a bi-
nary signal indicating direction of the next passage, which
would ideally be seen and remembered to quickly solve the
maze. The Memory Association task was a path-following
task where the agent could not see ahead, except through en-
vironmental signals of upcoming turns. The difficulty was
that the meaning of the signals changed for each new agent,
disallowing evolution to genetically encode this information
(Grabowski et al. (2010) proposed this as future work).
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Figure 1: Comparison of Epsilon Gate effect for 3 different tasks. A) Score over evolutionary time in the Block Discrimination
task. Epsilon Gates with ε = 0 (deterministic) shown in Red. Average of 32 replicates. Epsilon Gates produce no enhancing
effect for this task. B) Average end-of-evolution fitness in the Maze-Solving task after 50, 000 generations taken from 50
generations from the end of the line of descent across 48 replicates. Deterministic Gates shown in Red, Epsilon Gates shown
in Black with ε equal to the x-axis, noise applied to input states shown in Cyan, noise applied to output states shown in Green,
noise applied to hidden states shown in Blue. ε between 5% and 10% Epsilon Gates outperform deterministic and hidden
state variation, resulting in increased efficiency of adaptation and final performance. C) Average end-of-evolution fitness in
the Associative Memory task after 50, 000 generations take from 50 generations from the end of the line of descent across 48
replicates. Epsilon Gates produce no enhancing effect for this task. Same color legend as in panel B. Error bars on all panels
are bootstrapped 95% confidence intervals of the mean.

Results
Agents evolved despite different types of noise (e.g., on in-
puts, outputs, hidden states, and component-level) show that
the rate of adaptation – the speed of evolution – and final
attained fitness depend greatly on the type of noise and the
environment (cognitive-behavioral task) in which the agents
evolve. Using component noise between 5% and 10% in
the Maze-Solving environment has two distinctly different
advantages: accelerating adaptation and improving perfor-
mance of the final evolved solutions.

For Block Discrimination, variation is very detrimental.
In the associative learning environment, at best the applied
variation has no effect, and no form of noise allows for
agents to evolve better performance at the end of evolution.
At best, applied noise yields performance similar to adapta-
tion without noise. This finding highlights the key problem
we are beginning to investigate: Under which conditions do
neural variation aid adaptation?

Conclusion
These preliminary results support our hypotheses that in-
ternal component-level variation can be beneficial and thus
could be a product of evolution of cognitive structures and
that this effect depends on the environment and the type and
degree of variation. Whether or not this variation is truly
noise or merely the product of another part of cognition is
outside the scope of this investigation. There may exist a
speed-accuracy trade-off between fast evolution and better
final performance which would yield different possible ap-
plications. In future and ongoing work we will explore this

phenomenon more systematically using a greater number of
environments and other neurocomputational model systems,
as well as investigate possible speed-accuracy trade-offs.
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Abstract

We studied the long-term dynamics of evolutionary Swarm
Chemistry by extending the simulation length ten-fold com-
pared to earlier work and by developing and using a new auto-
mated object harvesting method. Both macroscopic dynam-
ics and microscopic object features were characterized and
tracked using several measures. Results showed that the evo-
lutionary dynamics tended to settle down into a stable state
after the initial transient period, and that the extent of envi-
ronmental perturbations also affected the evolutionary trends
substantially. In the meantime, the automated harvesting
method successfully produced a huge collection of sponta-
neously evolved objects, revealing the system’s autonomous
creativity at an unprecedented scale.

Introduction
Open-ended evolution (OEE) has been one of the major is-
sues discussed in Artificial Life (ALife) research (Bedau and
Packard, 1992; Bedau et al., 1998; Bedau and Brown, 1999;
Bedau et al., 2000), which is recently regaining significant
attention from the ALife community and beyond (Soros and
Stanley, 2014; Taylor et al., 2016; Stanley et al., 2017).
In the literature, OEE is often characterized by measuring
the ongoing activity level of producing novel adaptations in
evolving individuals (e.g., genotypes) (Bedau and Packard,
1992; Bedau et al., 1998; Bedau and Brown, 1999). Such
characterization implicitly assumes that there are clearly
identifiable “individuals” as evolving entities, and that the
mechanisms that drive evolution, such as variation and se-
lection, are already in place within the evolutionary system
under investigation.

Those assumptions mentioned above are not readily ap-
plicable, however, to more implicit, emergent evolution-
ary systems in which “individuals,” “variation,” and “selec-
tion” are all observed phenomenologically as higher-level
emergent properties that arise from interactions among dis-
tributed lower-level components, such as in Artificial Chem-
istry (AChem) models (Dittrich et al., 2001; Banzhaf and
Yamamoto, 2015; Schmickl et al., 2016). Studying OEE
in such emergent ALife/AChem models provides ample op-
portunities of novel research programs, potentially merging

OEE with other research on the origins of life and/or self-
organization of complex systems.

To explore the possibility of OEE in highly decentralized
AChem-based systems, we have been developing and eval-
uating evolutionary versions of Swarm Chemistry (Sayama,
2009, 2011; Sayama and Wong, 2011; Sayama, 2012, 2018).
In these models, a fixed number of self-propelled particles
move and stochastically differentiate into one of the kinet-
ically distinct types specified in the behavioral parameter
settings (called “recipes”) they carry. Their physical con-
tacts (collisions) may cause transfer of the recipe informa-
tion from one particle to another, depending on a locally
defined “competition function” that serves as the basic law
of “physics” of this simulated world. Such recipe transmis-
sions occur at a microscopic, individual particle level, while
there is no explicit fitness function that determines selection
criteria for self-organizing macroscopic structures. These
models come with no a priori given macroscopic descrip-
tors of evolutionary dynamics, and therefore, what are the
evolving “individuals” and how they are “adapting” in the
simulated world are ultimately up to the observer’s interests
and interpretations.

Evolutionary Swarm Chemistry models have demon-
strated, under certain experimental conditions, continuous
production of novel macroscopic structures for a substan-
tially long period of time (Sayama, 2011; Sayama and
Wong, 2011), especially in two-dimensional space (Sayama,
2012). In the meantime, several important questions remain
unanswered, including (1) whether their dynamics exhibit
true OEE for indefinitely long duration of time, and (2) how
one can detect and extract morphological structures (which
may be considered emergent “individuals” in this system)
automatically from simulation runs.

In this paper, we aim at addressing the aforementioned
two questions by extending the simulation length ten-fold
compared to that used in earlier work, and by developing a
novel, image processing-based method for automated har-
vesting of morphological structures from simulation results.
In what follows, we describe the outline of the simulation
model and the experimental conditions, the newly developed
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automated object harvesting method, and analytical meth-
ods used to characterize the observed evolutionary dynam-
ics. We report results and findings obtained from a dozen of
extended simulation runs, especially on how the evolution-
ary dynamics changed over time and how they were affected
by different forms of environmental perturbations.

Methods
Simulation model and settings
We used the evolutionary Swarm Chemistry model de-
scribed in (Sayama, 2011), which was based on Swarm
Chemistry (Sayama, 2009), a computational model of
collective behaviors of self-propelled particles similar to
Reynolds’ “Boids” Reynolds (1987). In Swarm Chemistry,
multiple types of particles with different kinetic behavioral
parameters are mixed together. Their behavioral parameters
are represented in a “recipe,” a set of sequences of kinetic
parameter values each of which describes the strength of a
specific behavioral rule such as cohesion, alignment, separa-
tion (Reynolds, 1987), etc. Each parameter value sequence
in a recipe represents behaviors of one particle type.

In the evolutionary Swarm Chemistry models, these
recipes evolve through their transmissions (possibly with
stochastic mutations) among colliding particles. The di-
rection of recipe transmission is determined by a competi-
tion function that takes local information about two parti-
cles engaged in a collision and returns which one becomes
the source of the recipe transmission. Examples of compe-
tition functions include: “faster” (the faster particle wins =
becomes the source of recipe transmission), “slower” (the
slower one wins), “majority” (the one that is surrounded by
more particles of the same type wins), and so on. The com-
petition function may be varied temporarily as well as spa-
tially to induce exogenous environmental perturbations to
promote continuous evolutionary activities.

In this study, we adopted the “revised-high” experimental
condition that was identified in (Sayama and Wong, 2011)
to be most successful in producing continuous evolutionary
dynamics of macroscopic nontrivial structures. This con-
dition uses a revised collision detection method described
in (Sayama and Wong, 2011), high mutation rates, and spa-
tially heterogeneous environmental perturbations. Each sim-
ulation was conducted with 10,000 particles moving and in-
teracting within a 5,000×5,000 (in arbitrary unit) continu-
ous two-dimensional space. Boundary conditions were such
that the space was toroidal with regard to particles’ posi-
tions (i.e., they would come out from the opposite edge of
the space when they went out) but it was also a bounded
square with regard to particles’ perception (i.e., they would
not sense other particles’ presence across the boundaries),
following the model settings used in (Sayama, 2011). Out
of the 10,000 particles, 100 were initialized with randomly
generated recipes, while the rest were initially inactive. The
primary competition function used to decide the direction of

recipe transmission was “majority (relative)” (see (Sayama,
2011) for details). The simulator code was written in Java
and is available from the author’s website1.

In the present study, each simulation was run for 300,000
time steps, ten times longer than the typical simulation
length used in earlier work. Snapshots of simulations were
saved in the form of a 4,000×4,000-pixel high-resolution
bitmap image in every 1,000 time steps, which were ana-
lyzed by a separate process described in the next subsection.
In those snapshots, particles’ behavioral properties were
partly visualized in their colors by mapping the strengths of
their cohesion, alignment and separation tendencies to (R,
G, B) values.

Like in (Sayama, 2011; Sayama and Wong, 2011), ex-
ogenous environmental perturbations were periodically in-
troduced in every 2,000 time steps onto either left or right
half of the space (randomly selected each time) by changing
the competition function within the selected half to either
“faster” or “slower” (again, randomly selected each time). In
earlier work, each perturbation lasted only for 50 time steps,
while in the present study we tested two lengths of envi-
ronmental perturbations to evaluate the sensitivity of results
and the adaptability of evolving structures: (i) 50 time steps
(i.e., 1,950 normal steps interjected by 50 steps with per-
turbation), and (ii) 500 time steps (i.e., 1,500 normal steps
interjected by 500 steps with perturbation), which are called
“short” and “long” perturbations, respectively, in the follow-
ing sections.

Automated object harvesting
The bitmap images of simulation snapshots generated above
were processed concurrently by another process for auto-
mated object harvesting. In this work, objects are defined
as spatially contiguous morphological structures in which
particles were clustered to show some kind of organization.
Such objects were detected and extracted in the following
image processing steps (also see Fig. 1):

1. Blur the snapshot image using blurring radius r to gener-
ate a continuous density map.

2. Binarize the blurred image to clearly define the areas of
interest.

3. Dilate each area of interest by radius r to include less
dense peripheral parts of the object.

4. Using the dilated area of interest as a mask, extract each
object from the original snapshot.

We used r = 150, which was half of the maximum interac-
tion range (300) of the Swarm Chemistry model. Note that
this object harvesting method can extract not only small lo-
calized objects, but also large-scale global structures as well
if they are made of spatially contiguous clusters of particles.

1http://bingweb.binghamton.edu/˜sayama/
SwarmChemistry/
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Figure 1: Automated object harvesting from simulation
snapshots. (1) Blurring of the original image. (2) Binariza-
tion. (3) Dilation. (4) Extraction. See text for more details
of the processing steps.

Measurements
The following measurements were calculated on the simula-
tion snapshots and the harvested objects to characterize the
evolutionary dynamics of each simulation run:

• On simulation snapshots (Sayama and Wong, 2011)

– Evolutionary exploration (EE):
Number of new colors that appeared at a specific time
point for the first time within the simulation (roughly
capturing how many novel particle types appeared)

– Macroscopic structuredness (MS):
Kullback-Leibler divergence of an approximated pair-
wise particle distance distribution from that of a hypo-
thetical case where particles were randomly and homo-
geneously spread over the space (capturing the extent
to which particles formed nontrivial macroscopic struc-
tures)

• On harvested objects (these were measured after the ob-
ject was rotated appropriately to minimize the area of the
bounding box; see Fig. 2)

– Position in space
– Bounding box width and height (a longer side was al-

ways taken for width)
– Bounding box height-width ratio
– Bounding box area (= width × height)
– Object volume ratio (= area of binarized object image /

bounding box area)
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Figure 2: Analysis of features of harvested objects. (1) Blur-
ring of the harvested object. (2) Binarization. (3) Extraction.
(4) Rotation. (5) Further measurements. See text for more
details of the measurements.

– Number of colors
– Color entropy

All the image processing tasks involved in the automated
object harvesting and object feature analysis were conducted
using the image processing functions of Wolfram Research
Mathematica 11.3.0.

Results
We ran six independent simulation runs for each of the
“short” and “long” perturbation conditions (i.e, 12 runs to-
tal), each for 300,000 time steps. As a result, 3,600 snap-
shots were generated from these simulations. The automated
object harvesting method was run on those snapshots, ex-
tracting 49,540 objects in total.

Macroscopic trends of evolutionary activity
Figures 3 and 4 show temporal changes of evolutionary ex-
ploration (EE) and macroscopic structuredness (MS) mea-
surements, respectively, in simulations under the two pertur-
bation conditions. It was observed in Fig. 3 that EE dropped
slightly after the initial 30,000–50,000 time steps, although
production of new particle types was sustained at a moderate
level for the entire duration of simulation. Fig. 4 shows a sig-
nificant difference in MS between the short and long pertur-
bation conditions: the former maintained structured particle
distributions while the latter failed to do so. This indicates
that the too harsh environmental perturbation made it diffi-
cult for nontrivial macroscopic structures to be sustained.
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Figure 3: Time series plots showing how the evolutionary
exploration (EE) per snapshot changed over time in each
simulation run. Blue (solid): Simulations with short per-
turbation conditions. Red (dashed): Simulations with long
perturbation conditions.

Figure 5 shows two representative simulation runs, one
from the short perturbation condition and another from the
long perturbation condition. As seen in the figure, a typical
simulation run more or less settled down into an evolutionar-
ily stable state after about 100,000 time steps, beyond which
not much disruptive change occurred even though new par-
ticle types were continuously produced by environmental
perturbations (Fig. 3). It was often observed that simula-
tion runs under the short perturbation condition eventually
ended up with a large-scale homogeneous swarming cloud
(Fig. 5 top-right), while the runs under the long perturbation
condition did not produce any such large-scale structure at
the end (Fig. 5 bottom-right). Note that the earlier work
on evolutionary Swarm Chemistry (Sayama, 2011; Sayama
and Wong, 2011; Sayama, 2012) only looked at evolutionary
dynamics up to 30,000 time steps due to limitations in com-
putational resources, which corresponds to just the first two
frames in Fig. 5. Our new long-term simulations suggest
that the evolutionary dynamics studied in the earlier work
may have been just initial transient behaviors.

Evolutionary trends of harvested objects
Figure 6 shows the temporal changes of the number of har-
vested objects per snapshot in each simulation run. There
was a slight upward trend for most of the runs, and in par-
ticular, the long perturbation condition produced a couple
of extreme cases in which particles eventually evolved into
many scattered tiny clusters. Once the system reached such
a scattered, deserted state, it produced no more objects with
nontrivial macroscopic structures or behaviors.

Figure 7 shows how some of the features of harvested
objects changed over time. In most of the measurements,
there were clear long-term trends that were not fully visi-
ble within the initial 30,000 time steps that were the focus

Figure 4: Time series plots showing how the macroscopic
structuredness (MS) per snapshot changed over time in each
simulation run. Blue (solid): Simulations with short per-
turbation conditions. Red (dashed): Simulations with long
perturbation conditions.

in the earlier work. For example, in the short perturbation
cases (Fig. 7, left), the bounding box width and area went
up while the height-width ratio went down, which indicates
that the particle population gradually became organized into
a large-scale swarm with elongated shapes (see Fig. 5, top).
In the meantime, the number of colors and the color entropy
did not show any significant changes, implying that the com-
plexity of recipes regarding the number of kinetic types did
not show long-term increase. Another important finding is
the difference between the short and long perturbation con-
ditions, most notably the much smaller size of objects (as
seen in the bounding box width and area in Fig. 7, right) that
evolved under the long perturbation conditions. This quanti-
tatively reflects the observation that particles tended to form
much tinier clusters under such harsh environmental condi-
tions (see Fig. 5, bottom). It was also observed that the long
perturbation conditions resulted in higher numbers of colors
and higher color entropy than the short one (Fig. 7, bottom
two rows).

Objects that evolved
The results obtained so far may appear to collectively imply
that the long-term evolutionary dynamics of the evolution-
ary Swarm Chemistry model would be rather limited in in-
novation and creativity. While this may be the case, the au-
tomated harvesting method, nonetheless, successfully cap-
tured a number of highly creative objects in the simulation
runs. Figure 8 showcases some examples that were arbi-
trarily selected by the author based on subjective aesthetic
criteria. Most of the objects shown in this figure were gen-
erated in the middle or later stages of long-term simulations,
demonstrating the continuous autonomous creativity of evo-
lutionary Swarm Chemistry.

Figure 8 also shows that the objects generated under the
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Figure 5: Representative simulation runs that show typical evolutionary trends. Top: Under short perturbation conditions.
Bottom: Under long perturbation conditions. Time flows from left to right (t = 10000, 30000, 50000, 100000, 150000,
200000, 250000, 300000).

Figure 6: Time series plots showing how the number of har-
vested objects per snapshot changed over time in each sim-
ulation run. Blue (solid): Simulations with short perturba-
tion conditions. Red (dashed): Simulations with long pertur-
bation conditions. Curves are smoothed by averaging over
10,000-step moving windows.

short perturbation conditions tended to have well-defined,
clearly identifiable structures, whereas those generated un-
der the long perturbation conditions tended to have more
scattered, fuzzy, noisy structures, often with a “multi-
cellular” look. Such consistent differences of evolved ob-
jects between the two perturbation conditions imply that
those differences should be understood as adaptive traits that
helped objects survive different forms of perturbations.

Evidence of evolutionary adaptation can also be found
in the final states of the simulations, which are visualized
altogether in Fig. 9. Even though those simulation runs
were completely independent of each other, the runs un-
der the same perturbation condition generally evolved simi-
lar macroscopic outcomes, suggesting evolutionary conver-
gence toward stable strategies that were effective in handling

a particular type of environmental perturbations. Specifi-
cally, the runs under the short perturbation condition mostly
produced large-sized homogeneous swarms (Fig. 9, top).
In this condition, the perturbation (random change of local
competition function) would last only 50 time steps, which
would not allow for mutated recipes to spread too much
(such a spread was actually captured in the second-to-right
frame in Fig. 9, top). Given the large size of the swarm,
such mutated recipes that might appear during a short pe-
riod of perturbation would still be effectively contained and
“recruited back” to the swarm.

On the other hand, the same strategy did not evolve un-
der the long perturbation condition where the perturbation
would last as long as 500 time steps. In this harsh environ-
ment, some particles spontaneously “figured out” that one
of the effective strategies would be to stay near the borders
between left and right halves of the space without moving
much so that, when a long tough time hits one half of the
space, some of their peers can successfully maintain their
recipes in the other half of the space nearby. This “sit still at
the border” strategy can be seen as elongated clusters near
the center and at the edges of the space in some of the results
in Fig. 9, bottom. This is, in some sense, an artifact arising
from a specific model assumption made in how environmen-
tal perturbations are induced, but it is still remarkable that
evolution spontaneously discovered how to exploit it.

Conclusions
In this paper, we investigated the long-term dynamics of
evolutionary Swarm Chemistry by conducting simulations
that were ten times longer than in previous studies, under
two different levels of environmental perturbations. Both
macroscopic and microscopic structures were characterized;
the latter was enabled by the newly developed automatic ob-
ject harvesting method. The results indicated that, whereas
certain evolutionary activities were sustained over an indef-
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Under short perturbation conditions Under long perturbation conditions

Figure 7: Temporal changes of features of harvested objects. Black solid lines and gray shaded areas represent means and
standard deviations, respectively. Curves are smoothed by averaging over 10,000-step moving windows. Blue dots show actual
values coming from individual harvested objects. Left: Results under short perturbation conditions. Right: Results under long
perturbation conditions.
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Figure 8: Some fun examples subjectively selected from automatically harvested objects. Top: Objects generated under short
perturbation conditions. Bottom: Objects generated under long perturbation conditions.

Figure 9: Final states of simulations. Top: Final states under short perturbation conditions. Bottom: Final states under long
perturbation conditions.
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initely long period of time, the evolutionary dynamics typi-
cally settled down after an initial transient period (to which
the scope of earlier investigations was limited), and the evo-
lutionary trends depended substantially on the extent of en-
vironmental perturbations. In most simulation runs, the sys-
tem eventually fell into a seemingly evolutionarily stable
state, and once this was reached there were little to no more
disruptive evolutionary changes taking place. In this sense,
it is still questionable whether evolutionary Swarm Chem-
istry has accomplished OEE. This observation, of course,
depends on how one defines OEE (Taylor et al., 2016), as
well as on the spatio-temporal scales of the analysis and
many other model parameters. It is still possible that, if
simulations were run within a much larger spatial domain
for a much longer period of time, continuous evolutionary
changes might be observed more significantly than the cur-
rent study implies.

One thing that became empirically apparent in this study
is the great difficulty of promoting continuous disruptive in-
novation in highly decentralized AChem-based evolutionary
systems. We used the environmental perturbations to dis-
rupt the status quo established within the system, but nat-
ural selection was so powerful in finding sustainable stable
strategies that could adapt to a “meta-level” environmental
condition that subsumed those periodic perturbations. This
observation leads us to the view that such convergence to
a stable attractor state may be a general outcome of evolu-
tionary systems, including real biological ones (Taylor et al.,
2016). If we take this stance, evolutionary Swarm Chemistry
can be considered biologically quite realistic.

Despite the difficulty of maintaining global-level evo-
lutionary changes, the microscopic details of evolved ob-
jects, which were excavated at an unprecedented scale by
the new automated harvesting method, successfully demon-
strated the amazing autonomous creativity of evolutionary
Swarm Chemistry. The current harvesting method simply
processes saved bitmap images asynchronously, and there-
fore, it lacks the ability to pull out actual recipe information
directly from the simulation. Our future plan includes imple-
menting synchronous, online object harvesting that allows
direct extraction of recipe information, which will greatly
facilitate more detailed analysis of evolutionary dynamics as
well as the application of evolutionary Swarm Chemistry as
an autonomous creative engine. Such online recipe extrac-
tion may also allow for providing certain real-time feedback
to the evolutionary process itself.
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Abstract 
Using a glider in the Game of Life cellular automaton as a toy 
model, we explore how questions of origins might be approached 
from the perspective of autopoiesis. Specifically, we examine 
how the density of gliders evolves over time from random initial 
conditions and then develop a statistical mechanics of gliders 
that explains this time evolution in terms of the processes of 
glider creation, persistence and destruction that underlie it. 

Introduction 
 The origin of life remains one of the most fascinating and 
frustrating puzzles in science (Luisi, 2006; Smith & Morowitz, 
2016; Walker et al., 2018). Not only is it a singular event in our 
own history, but it engages some of the most fundamental and 
potentially universal questions in biology. For example, any 
discussion of the origins of life necessarily involves taking a 
stance, either explicitly or implicitly, on the difficult problem 
of what life is in the first place. If one equates a living system 
with its molecular components, then the question of origins 
becomes one of biochemistry: What reactions gave rise to the 
particular set of biomolecules that underlie terrestrial life? In 
contrast, if one identifies life with its potential for evolution, 
then concern shifts to the origin of replication. From an 
energetic perspective, the problem is how metabolic cycles 
arose to harness energy flows. If one conceives of the essence 
of living systems as informational, then the origin of the genetic 
code becomes a central focus. And so on. 
 One conception of life that has played little direct role in 
investigations into its origins is Maturana and Varela’s notion 
of autopoiesis (Maturana & Varela, 1973/1980; Varela, 1979). 
Autopoiesis attempts to characterize living systems in a way 
that abstracts away the specific biochemical details of 
terrestrial life and the many secondary features it exhibits that 
are often taken as definitional. Instead, Maturana and Varela 
sought to highlight only universal principles, which they 
conceived as fundamentally organizational in nature. 
Specifically, an autopoietic (lit. self-creating) system is a 
network of processes which have the dual properties of self-
production and self-individuation. Self-production means that 
the network of processes produces components whose 
interactions generate and maintain the very same network of 
processes that produced them. Self-individuation means that 
the system constructs and maintains its own boundary as an 
essential part of its operation. In Maturana and Varela’s terms, 
a living system is an autopioetic system operating in the 
physical world (i.e., a molecular autopoietic system). 

 What might the origin of life look like from the perspective 
of autopoiesis? Given its abstract character, autopoiesis 
obviously has nothing specific to say about the energetic 
favorability of one biochemical pathway over another. 
Likewise, given its focus on individuality and its rejection of 
reproduction as a defining feature of living systems, the origin 
of replication would presumably have no essential role to play 
in an autopoietic account. Instead, it would seem that an 
investigation into the origins of autopoiesis should involve an 
analysis of the dynamics of organizations, that is, how sets of 
interacting processes spontaneously organize into closed 
networks with a self-generated boundary. Unfortunately, the 
tools available for analyzing the dynamics of organizations are 
quite limited at present. As a preliminary alternative, one could 
adopt a statistical treatment instead. Since a given autopoietic 
organization defines a set of possible structural instantiations, 
we can examine the statistical mechanics of those 
configurations by coarse-graining over individual components 
and processes. Of particular interest are the processes that 
create, preserve and destroy those configurations. This is the 
approach taken in this paper.  
 Previous work has utilized Conway’s Game of Life (GoL) 
cellular automaton as a simple model within which to carry out 
a systematic theoretical exploration of the concept of 
autopoiesis and its consequences (Beer, 2004). Toy models 

 
 

Figure 1: The 16 possible configurations of a glider in the 
Game of Life. The horizontal black line separates the “wedge” 
(top) and “rocket” (bottom) forms. The dashed vertical gray line 
separates the left- and right-handed configurations. Each 
quadrant contains the four possible orientations of a 
configuration with a given form and chirality.  
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such as this can help to hone our intuitions and develop the 
conceptual, mathematical and computational tools necessary to 
move forward. The basic idea is to treat GoL as a kind of 
physics from which we can derive an artificial chemistry. 
Bounded persistent spatiotemporal entities such as gliders are 
then analyzed in terms of the network of reactions that underlie 
them and these networks are shown to satisfy an interpretation 
of the self-production and self-individuation conditions (Beer, 
2015). The interaction between such individuals and their 
environments is also characterized (Beer, 2014). Space does 
not permit a review of this work here. Fortunately, the only 
specific result we need for the present paper is that the resulting 
glider organization admits, at each grid location, the 16 
structural instantiations shown in Figure 1 (2 forms ×  2 
chiralities ×  4 orientations). Our investigation will be 
formulated entirely in terms of the statistical mechanics of sets 
of these configurations. 
 The goal of this paper is to extend this research program to 
begin an exploration of questions in the origin of life from an 
autopoietic perspective, using a glider in the Game of Life as a 
toy model. Specifically, we develop a statistical mechanics of 
gliders and use it to study their origin, proliferation and 
extinction. We begin with a brief review of the statistical 
characteristics of GoL. This is followed by a large simulation 
experiment examining how the density of gliders evolves over 
time from random initial conditions parameterized by initial 1-
density. We then develop a theoretical framework for studying 
the statistical mechanics of gliders and the processes of 
creation, persistence and destruction that underlie their time 
evolution. This framework is then used to explain the main 
features of the simulation experiment. After showing how the 
basic theoretical framework can be extended to calculate more 
refined properties, the paper concludes with a brief discussion 
of some possible implications for thinking about the origin of 
biological life and directions for future work. 

Some Facts of Life 
The general statistical evolution of the GoL universe provides 
the background against which the emergence, proliferation and 
extinction of gliders occurs. Gliders both contribute to and are 
influenced by that evolution. Accordingly, we begin with a 
brief review of the mean density evolution of GoL from random 
initial conditions (Schulman & Seiden, 1978; Bagnoli et al., 
1991). 
 Consider a 100 × 100  grid with periodic boundary 
conditions. At time 𝑡 = 0, we randomly initialize the grid by 
setting each site to 1 with a probability 𝑝 (0 with a probability 
1 − 𝑝). The initial 1-density 𝜌)(𝑝) in a grid whose states are 
chosen in this way will be binomially distributed, with a mean 
of 𝑝 and a variance of 𝑝(1 − 𝑝). We then evolve the grid 
forward in time using GoL physics, and track its density. 
Repeating this experiment many times gives an estimate of the 
mean density evolution of GoL 𝜌,(𝑝). 
 There is a strong general tendency for the 1-density to decay 
toward 0 over time regardless of its initial value. For a wide 
range of initial densities 0.15 ≤ 𝑝 ≤ 0.6, this decay exhibits a 
universal form divided into 3 epochs (Figure 2, top). First, there 
is an initial transient whose shape and duration depend on 𝑝. 
Second, there is a power law decay with a scaling exponent of 
𝛽 ≈ −0.36 (dotted line). Finally, the power law decay flattens 

out to a common asymptotic density of 𝜌4 ≈ 0.029 (dashed 
horizontal line). 
 The general long-term behavior of GoL is perhaps best 
illustrated by plotting an estimate of its asymptotic 1-density as 
a function of 𝑝 (Figure 2, bottom). In this plot, the behavior 
described above shows up as a large flat region of nonzero 𝜌4. 
Sufficiently far outside of this range, we observe very different 
behavior, with the 1-density falling all the way to 0. Between 
these two regions of distinct 𝜌4 values are transition regions 
in which 𝜌4 varies smoothly with 𝑝. Thus, gliders exist in a 
universe in which the 1-density is generally falling over time 
and whose long-term fate depends only weakly on 𝑝 except 
for two transition regions centered around 𝑝 ≈ 0.065  and 
𝑝 ≈ 0.757. 

Glider Density Evolution 
We now turn our attention to the time evolution of glider 
density. Let us begin with some data. We duplicate the 
experiment described in the previous section, except now we 
track glider density rather than 1-density. Repeating this 
experiment many times over a fine grid of 1-probabilities gives 
us a map of the time evolution of mean glider density as a 
function of 𝑝 (Figure 3, left). 

 
 

Figure 2: The time evolution of mean density in GoL. (Top) 
A log-log plot of the time evolution of mean 1-density 𝜌,(𝑝) 
for different initial 1-probabilities 𝑝 = 0.15, 0.2, 0.3, 0.4, 
0.5, 0.6. (Bottom) The asymptotic mean 1-density 𝜌4(𝑝) as 
a function of 1-probability 𝑝, with transition regions marked 
in gray. All curves represent the mean of 10: samples. 
 

ρ t ≈ 0.029

ρ t ∼ t β

1 10 100 1000 104
0.02

0.05

0.10

0.20

0.50

t

ρ t
0.0 0.2 0.4 0.6 0.8 1.0

0.00

0.02

0.04

0.06

0.08

p

ρ ∞

68



 This map reveals several interesting features. Gliders 
generally exist over only a limited range of initial 1-
probabilities and time which we might call the glider era. For 
0.2 ≤ 𝑝 ≤ 0.6, mean glider density rises very quickly to a peak 
at 𝑡 ≈ 60 and then begins a slow fall toward 0. However, as 
we approach the lower value of 𝑝 ≈ 0.04 or the upper value 
of 𝑝 ≈ 0.85, the pattern changes. Now there is a delay before 
the increase begins and a much slower rise toward a lower peak. 
Interestingly, near these transition regions, the population of 
gliders never quite decays to 0 (dim horizontal bands in Figure 
3). At still more extreme values of 𝑝, gliders never arise.  
 Some of this structure can be seen more clearly in high 
resolution slices at constant 𝑝 or 𝑡 (Figure 3, right). At 𝑡 =
0, the glider density has a single peak at 𝑝 ≈ 0.23. By 𝑡 = 5, 
a burst of glider creation at larger 𝑝 values has produced a 
second peak at 𝑝 ≈ 0.64 . Subsequent glider creation at 
intermediate 𝑝 values then lifts the valley between these two 
peaks until, by 𝑡 = 60, a broad mesa appears. This mesa then 
begins to slowly decrease in height over the next several 
thousand time steps until its center collapses by 𝑡 = 5000, 
leaving behind two small peaks at its edges corresponding to 
the two faint bands of glider persistence mentioned earlier.  
 Thus, gliders arise quite robustly from random initial 
conditions and proliferate for hundreds of time steps before 
slowly falling to extinction (except for two small ranges of 𝑝, 
for which gliders persist indefinitely). These results set an 
agenda for the analysis to be performed in the rest of this paper. 
What are the processes by which gliders are created and 
destroyed? Can we quantify them? How does the balance 
between these processes change over time? How does it vary 

with 𝑝 ? How does the interplay between creation and 
destruction give rise to all of the features described above? In 
order to answer such questions, we will first need to develop 
the necessary theoretical tools.  
 

A Statistical Mechanics of Gliders 
 Let 𝑔,(𝑝) be the density of gliders in the grid at time 𝑡 
given a random initial state characterized by a 1-probability 𝑝. 
When advancing in time, existing gliders can either persist or 
be destroyed and new gliders can be created. Let 𝐆,>(𝑝) , 
𝐆,)(𝑝)  and 𝐆,?(𝑝)  denote the corresponding glider density 
creation, persistence and destruction operators, respectively. 
Then the glider density at time 𝑡 can be expressed as 
 

𝑔,(𝑝) = 𝑔,?@(𝑝) + 𝐆,?@> (𝑝) − 𝐆,?@? (𝑝)	

= 𝐆,?@) (𝑝) + 𝐆,?@> (𝑝). 

  
 Calculating these operators is an exercise in combinatorics. 
Let 𝒢:×: and 𝒢D×D respectively denote the sets of 5 × 5 and  
7 × 7 configurations that contain a glider. Let ℬ@ be the 1-
basin of a glider, that is, the set of 7 × 7 configurations that 
evolve into 5 × 5 configurations containing a glider in one 
step. In addition, let ℬ@\𝒢D×D  be the set of 7 × 7 
configurations that are 1-precursors of gliders but that do not 
themselves contain a glider and denote its cardinality by 
|ℬ@\𝒢D×D| . Finally, let |ℬ@\𝒢D×D|H  denote the Hamming 

 
 

Figure 3: An experimental study of the time evolution of gliders. Mean glider density as a function of time 𝑡 and initial 1-probability 
𝑝 is shown at left. For each value of 𝑝 (resolution ∆𝑝 = 0.01), the corresponding strip of time (resolution ∆𝑡 = 1) represents the 
time evolution of mean glider density for 10J random initial conditions on a 100 × 100 grid with periodic boundary conditions. 
The portion of the plot for which 𝑡 > 4000 has been scaled by a factor of 5 in order to bring out two faint bands of asymptotic glider 
persistence. Shown at right are selected larger sample size (10: samples) slices at constant 𝑡 (top) and constant 𝑝 (bottom). 
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weight decomposition of |ℬ@\𝒢D×D|, that is, the number of 
configurations in ℬ@\𝒢D×D that contain exactly 𝑘 1s. 
 With these definitions in place, the creation operator 𝐆)>(𝑝), 
can be expressed as just the expected increase in glider density 
due to glider precursors in the 1-basin evolving into gliders in 
the next step. Since setting each site to 1 with probability 𝑝 in 
a 7 × 7 = 49 site grid induces a binomial distribution over 
the number of 1s in the grid, we have 
 

𝐆)>(𝑝) =M𝔼O
|ℬ@\𝒢D×D|H

PJQH R
S

JQ

HT)

,						𝑘~𝐵(49, 𝑝). 

 
Expanding this expectation using the probability mass function 
of the binomial distribution PWHR𝑝

H(1 − 𝑝)W?H and cancelling 
the normalization factor, we obtain 
 

𝐆)>(𝑝) =M|ℬ@\𝒢D×D|H

JQ

HT)

𝑝H(1 − 𝑝)JQ?H. 

 
 A similar approach can be taken with the persistence 
operator 𝐆))(𝑝), except that now our concern is with the subset 
of ℬ@ that contains pre-existing gliders. If we denote by 𝒢D̅×D 
the set of 7 × 7 configurations that do not contain a glider, 
then 
 

𝐆))(𝑝) =M|ℬ@\𝒢D̅×D|H

JQ

HT)

𝑝H(1 − 𝑝)JQ?H. 

 
 Finally, the destruction operator 𝐆)?(𝑝) concerns the subset 
of glider-containing 7 × 7  configurations that evolve into 
5 × 5  configurations without gliders. This is most easily 
computed from the persistence operator as 
 

𝐆)?(𝑝) = 𝑔)(𝑝) − 𝐆))(𝑝). 
 
 If we generalize the glider 1-basin ℬ@  to the 𝑡 -basin 
ℬ,(𝒢) (the set of configurations that evolve to 𝒢 in 𝑡 steps), 
then it is straightforward to express the glider density operators 
for arbitrary time: 
 

𝐆,>(𝑝) = M |ℬ,>@(𝒢:×:)\ℬ,(𝒢D×D)|H

(Y,>:)Z

HT)

𝑝H(1 − 𝑝)(Y,>:)Z?H	

𝐆,)(𝑝) = M |ℬ,>@(𝒢:×:)\ℬ[,(𝒢D×D)|H

(Y,>:)Z

HT)

𝑝H(1 − 𝑝)(Y,>:)Z?H	

𝐆,?(𝑝) = 𝑔,(𝑝) − 𝐆,)(𝑝) 
 
For example, the basic idea of the generalized creation density 
operator expression is to remove from the (𝑡 + 1)-basin of a 
glider those configurations that would evolve to a glider 
precursor in 𝑡 steps. Note that these expressions assume that 
the size of the grid is large relative to (2𝑡 + 5) × (2𝑡 + 5). 
Once the two sizes become comparable, the boundary 
conditions of the grid must be taken into account. 

 At least three different methods for computing the 
coefficients in these expressions are possible. Consider the 
creation operator coefficients |ℬ@\𝒢D×D|H . In the forward 
algorithm, we scan each possible 7 × 7 configuration, filter 
out those in 𝒢D×D, and then evolve it one step forward in time 
and truncate to 5 × 5. If the resulting configuration contains a 
glider, then we increment the coefficient corresponding to the 
number of 1s in the original 7 × 7 precursor. In the backward 
algorithm, we work backward from each 5 × 5  glider 
configuration, doing a depth-first search through possible 
inversions of the constituent cells and then filtering and 
counting as before. Finally, the incremental aggregation 
algorithm, which avoids individually visiting each possible 
precursor, can be used to calculate glider density operator 
coefficients in a way similar to its use for calculating GoL mean 
field theory coefficients (Beer, 2017).  
 Plots of the 𝑡 = 1 coefficients are shown in Figure 4. Note 
that the creation, persistence and destruction coefficients have 
very different magnitudes and peak at different values of 𝑘. 
Unfortunately, the density operator coefficients quickly 
become very expensive to compute exactly. Indeed, the total 
glider 1-basin ℬ@  already contains over 40 billion 
configurations. Thus, we will resort to Monte Carlo estimates 
of glider density and density operators for larger 𝑡. 

Glider Origin and Proliferation 
Using the above theory, we will analyze the time evolution of 
gliders in two stages (Figure 5). During stage 1, which will be 
the focus of this section, the glider density quickly rises to its 
peak. The following section will study stage 2, during which 
the glider density slowly falls to its asymptotic value. The 
boundary between the two stages is somewhat 𝑝-dependent, 
but occurs at roughly 𝑡 ≈ 60 . The analysis in these two 
sections decomposes and explains the family of plots in the 
upper right panel of Figure 3. 
 The following relations are all trivial consequences of the 
definitions above, but can be useful for interpreting the 
correspondingly colored plots in Figure 5. 

 
 
Figure 4: Glider creation 𝐆)>(𝑝) (green), persistence 𝐆))(𝑝) 
(blue) and destruction 𝐆)?(𝑝) (red) operator coefficients. Note 
that each set of coefficients has a different scale (indicated on 
the left). 
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𝑔,(𝑝) = 𝐆,?@) (𝑝) + 𝐆,?@> (𝑝)	

𝑔,?@(𝑝) = 𝐆,?@) (𝑝) + 𝐆,?@? (𝑝)	

𝑔,(𝑝) − 𝑔,?@(𝑝) = 𝐆,?@> (𝑝) − 𝐆,?@? (𝑝) 
  
 Our story begins on a random grid with 1-probability 𝑝. 
What is the density of gliders occurring completely by chance 
in a such a grid, before any time evolution has taken place? This 

density is given by 𝑔)(𝑝). Since there are 16 possible glider 
configurations and each glider contains five 1-cells and 
seventeen 0-cells, we have 𝑔)(𝑝) = 16𝑝:(1 − 𝑝)@D (Figure 
5, 𝑡 = 0 ). This function has a single maximum at 𝑝∗ =
5 22⁄ ≈ 0.23, where the density of the grid coincides with that 
of a glider and the probability of gliders occurring randomly is 
thus maximized. As we move away from this value, the chances 
of randomly creating a glider fall smoothly to zero. 
 Advancing one time step, the processes of glider creation, 
persistence and destruction begin. The glider density at 𝑡 = 1, 

 
 

Figure 5: A decomposition of mean glider density over 𝑝 at selected times. In each plot, current glider density 𝑔,(𝑝) is black, 
previous glider density 𝑔,?@(𝑝) is gray, and creation 𝐆,?@> (𝑝), persistence 𝐆,?@) (𝑝), and destruction 𝐆,?@? (𝑝) density are green, 
blue and red, respectively. The inset of the 𝑡 = 200 plot shows an expanded view of the boxed area. The gray boxes in the 𝑡 =
5000 plot mark the GoL asympototic 1-density transition regions shown in Figure 2. The 𝑡 = 0 and 𝑡 = 1 plots were calculated 
exactly, whereas the remaining plots were based on Monte Carlo estimates (10: samples per value of 𝑝). 
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𝑔@(𝑝) (black curve in Figure 5, 𝑡 = 1), now has two peaks. 
What causes these peaks? One might suspect that the left one is 
a holdover from the previous peak in 𝑔)(𝑝), but this turns out 
to be incorrect. Almost all random initial gliders are 
immediately destroyed by undergoing destructive interactions 
with their environment (red curve). Only a small fraction of 
them persist (blue curve), and they do so at a smaller value of 
𝑝 than the earlier peak. In fact, almost all of the glider density 
observed at 𝑡 = 1 is due to the creation of new gliders (green 
curve). 
 Comparing the green creation density plot for 𝑡 = 1  in 
Figure 5 to the green creation coefficient plot in Figure 4 from 
which it is derived, we note an apparent discrepancy. Although 
𝐆)>(𝑝) has two peaks, |ℬ@\𝒢D×D|H appears to have only one. 
Where does the second peak come from? Given the scale of the 
coefficient plot, it may seem as if the creation coefficients are 
zero below about 𝑘 = 15, but in fact they are nonzero until 
𝑘 = 4. For example, the 𝑘 = 10 creation coefficient is 509 
208. These coefficients are differentially multiplied by the 
polynomial terms from the probability mass function of the 
binomial distribution, resulting in nonlinear amplification or 
attenuation at different values of 𝑝. Thus, the overall shape of 
operator density curves can only be understood in terms of the 
interaction between the coefficient and polynomial factors. 
 As time continues to advance, the interplay between creation 
and destruction becomes more complicated before eventually 
settling down to a simpler pattern that carries glider density to 
its maximum around 𝑡 ≈ 60. At 𝑡 = 2, the balance between 
creation and destruction at smaller 𝑝  holds the left peak 
relatively constant, but the dominance of destruction at larger 
𝑝 pulls the right peak down and moves it to the right. Over the 
next several time steps, this balance shifts back and forth, 
alternately raising each peak until, by 𝑡 = 6, both have reached 
their maximum height. Then the two peaks drop slightly and 
stabilize. Simultaneously, the valley between the two peaks 
begins to rise. 
 For the remainder of stage 1, changes in glider density occur 
only for values of 𝑝 that fall within the valley between the two 
peaks. The floor of this valley slowly rises to become a mesa 
by the end of stage 1. The rise is fueled by a slight dominance 
of creation over destruction that can be seen clearly in the 𝑡 =
15 plot. As the glider density approaches its maximum around 
𝑡 ≈ 60, the magnitude of this creation bias steadily drops until 
creation and destruction temporarily balance and change in 
glider density pauses. 

Glider Extinction and Asymptotics 
Beyond the maximum glider density at 𝑡 ≈ 60, stage 2 begins. 
This stage is mainly characterized by a long slow collapse of 
the mesa observed at the end of stage 1. The drop in glider 
density is driven by the dominance of destruction over creation 
in stage 2. The fall is slow because the imbalance is very small, 
as can be seen in the zoomed inset at 𝑡 = 200, and it only 
decreases further as time passes.  
 During the collapse of the mesa, there is also quite a bit of 
transient activity around its edges. Initially, the mesa widens. 
Then its edges rise and flatten several times (e.g., Figure 5, 𝑡 =
200 ). As the mesa continues to drop, the earlier valley 
eventually reappears (Figure 5, 𝑡 = 2500). The bottom of the 
valley then slowly falls toward zero density as both creation 

and destruction cease. Asymptotically, only two small peaks of 
glider density at the edges of the former mesa/valley remain 
(Figure 5, 𝑡 = 5000).  
 What is so special about these edges? Why do these narrow 
ranges of 𝑝 values behave so differently, both transiently and 
asymptotically, from all of the others? At least part of the 
answer can be found in the statistical physics of the GoL 
universe. Recall that transition regions separate values of 𝑝 
for which 𝜌4(𝑝) = 0  and 𝜌4(𝑝) = 0.029  (gray boxes in 
Figure 2, bottom). If we superimpose the locations of these 
transition regions in asymptotic 1-density on the plot of 
asymptotic glider density 𝑔4(𝑝) , the connection becomes 
clear (gray boxes in Figure 5, 𝑡 = 5000 ). The transition 
regions in asymptotic 1-density align with the asymptotic glider 
density peaks, and thus the peaks in the early parts of stage 1 
and the mesa edges in stage 2. 
 What appears to be happening is the following. On the one 
hand, like any nontrivial pattern, the only environments in 
which gliders can come into being are those of intermediate 
density; extreme densities quickly decay to the all-0 quiescent 
state. On the other hand, the only environments that gliders can 
survive in the long-term are those that are fairly sparse; denser 
environments quickly lead to destructive interactions. The 
transition regions represent a trade-off between these two 
extremes. Note that the asymptotic glider density peaks are 
shifted toward the outer edges of the 1-density transition 
regions, suggesting that the balance is not a trivial one. 
 Finally, in order to highlight the trends in glider density 
dynamics, it is useful to decompose it over time at a fixed value 
of 𝑝 rather than as a function of 𝑝 at fixed times as in Figure 
5. This amounts to decomposing plots such as the one shown at 
bottom right in Figure 3. Such a decomposition is shown in 
Figure 6 for 𝑝 = 0.4 and 𝑡 ≤ 100. We see that, after a brief 
initial transient, all five curves climb to their peaks before 
slowly falling toward 0. Creation peaks first (green), followed 
quickly by destruction (red) and then later by 𝑔,?@(𝑝) (gray) 
and 𝑔,(𝑝) (black) and finally persistence (blue). Note that, 
although creation dominates destruction at first, they quickly 
become almost perfectly balanced, so that extremely small 
differences between the two processes drive first the 
proliferation and eventually the extinction of gliders. Indeed, 

 
 
Figure 6: A decomposition of mean glider density over time for 
𝑝 = 0.4. Color conventions are the same as in Figure 5. The 
curves represent means of 10: samples. 
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the two curves are almost tangent at their crossing point, so that 
the actual peak of glider density is quite subtle. 

Extensions 
Applying the same general approach described above, we can 
also calculate more refined properties of the time evolution of 
gliders. We briefly consider two examples here. 
 The first refinement we will examine is decomposing 
creation density by glider form. Consider 𝐆)>(𝑝) (green curve 
in the 𝑡 = 1 plot in Figure 5). In order to split this into its 
wedge and rocket components (Figure 1), we need to separate 
the |ℬ@\𝒢D×D|H coefficients into their |ℬ^@ \𝒢D×D|H and |ℬ_@\
𝒢D×D|H contributions. The result is shown at the left of Figure 
7. Interestingly, we find that the rocket form dominates creation 
at lower values of 𝑝 and the wedge form dominates at higher 
values. This is due to the fact that the rocket 1-basin is larger 
around the left peak and the wedge 1-basin is larger around the 
right peak. Decomposition by glider form can easily be applied 
to the other glider density operators to examine how the 
contribution of glider form varies with time. 
 A second possible refinement is to decompose the 
persistence density by perturbation class. Consider 𝐆))(𝑝) 
(blue curve in the 𝑡 = 1 plot in Figure 5). We know from 
previous work that the set of nondestructive glider 
perturbations can be divided into six classes depending on the 
state of the glider after the perturbation occurs (Beer, 2014). 
These classes were assigned the arbitrary color names GRAY, 
BLACK, BLUE, BROWN, ORANGE and GREEN. Of the 
gliders that persist from 𝑡 = 0 to 𝑡 = 1, what fraction arises 
from each class? Splitting the coefficients |ℬ@\𝒢D̅×D|H  by 
perturbation class, we can calculate the contributions from each 
class. The result is shown at the right in Figure 7. We see that 
this persistence is dominated by the so-called null perturbations 
(GRAY and BLACK), which have no effect on the natural 
time-evolution of rockets and wedges, respectively (Beer, 
2014). Although its peak contribution is almost two orders of 
magnitude smaller, BLUE perturbations begin to dominate for 

𝑝 > 0.45. BROWN, ORANGE and GREEN perturbations are 
extremely small for all 𝑝. Once again, this decomposition can 
be extended to later times. 

Discussion 
Employing a glider in the Game of Life as a toy model of 
autopoiesis, this paper has taken some initial steps toward an 
investigation into the origin and proliferation of life from an 
autopoietic perspective. First, we presented the results of a 
large simulation experiment examining how the density of 
gliders evolves over time from random initial conditions 
parameterized by initial 1-density. Then we developed a glider 
statistical mechanics grounded in the dynamics of glider 
configurations and the combinatorics of their basins of 
attraction. This theory was then used to calculate the 
probability of gliders appearing in random grids and to 
decompose the time evolution of glider density into its creation, 
persistence and destruction components. Finally, we showed 
how this theory could be extended to calculate more refined 
properties such as decomposing creation by glider form and 
persistence by perturbation class. 
 What can we conclude about the origin of gliders from our 
analysis? The glider era is certainly a well-delineated region 
in time and initial 1-density, suggesting that statistically robust 
processes are at work. However, our analysis has revealed a 
remarkably rich and, at times, rather delicate interplay between 
the processes of glider creation, persistence and destruction 
underlying this era. Given this extended interplay, is it even 
correct to ask about the origin of gliders, as if it were a unique 
event? Although we can exactly calculate the probability that 
gliders appear in random grids, we saw that almost all such 
gliders are immediately destroyed and it is gliders that are 
subsequently created that fuel the proliferation. Perhaps we 
should focus instead on the overall dynamics of the underlying 
processes, with a particular emphasis on the conditions in 
which glider creation and persistence dominate glider 
destruction. 

 
Figure 7: More refined decompositions of glider density operators. (Left) A decomposition of glider creation 𝐆)>(𝑝) (solid curve) 
into its wedge (dashed) and rocket (dotted) contributions. (Right) A decomposition of glider persistence 𝐆))(𝑝) (upper blue curve) 
into its perturbation class contributions (GRAY, BLACK, BLUE, BROWN, ORANGE and GREEN). The inset shows a vertical 
expansion of the plot. All of the curves in these plots result from exact calculations. 
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 Because these processes are highly density-dependent, it is 
difficult to separate their dynamics from the broader statistical 
evolution of the GoL universe itself. This has an interesting 
resonance with the perspective put forward in a recent book by 
Smith and Morowitz (2016). The authors argue that the origin 
of life involves not some isolated local event, but rather a series 
of planetary phase transitions in which the emergence of 
structure at one stage provides the foundation for the 
emergence of the next. Although highly simplified, GoL might 
be a useful toy model in which to investigate in some detail how 
such a global scenario might play out. For example, the analysis 
carried out for gliders in this paper could easily be repeated for 
the dozen or so most common forms of persistent localized 
entities that typically arise from random initial conditions over 
roughly the same timescale in GoL. It would be interesting to 
study the co-emergence of this “ecosystem” as a collective 
phenomenon in the time-evolution of GoL. 
 In the short term, there are several other avenues for future 
work. There is still much to be done in fully understanding how 
the delicate interplay between the density operators and their 
various decompositions gives rise to all of the observed features 
of glider density evolution. This would be facilitated by 
improved algorithms for computing density operator 
coefficients, as well as better mathematical formulations. 
Finally, how might reproduction fit into this picture? Although 
nothing like a genome is present in a glider, a small number of 
“splitting” perturbations exist that produce two gliders from 
one, with the properties of the new gliders depending in a 
systematic way on the properties of the original one. 
 More broadly, investigations into the origin of life have 
typically focused on specific prebiotic chemical interactions 
that could lead to a form of replication, metabolism or 
compartmentalization. Perhaps the most interesting implication 
of adopting an autopoietic perspective on questions of origins 
is the shift it induces to what might be called an “organization-
first” point of view. The basic idea is to change the focus from 
specific molecular components and reaction pathways to the 
simplest physically possible autopoietic organizations. This 
will require moving beyond the kind of purely statistical 
treatment undertaken in this paper to investigate the dynamics 
of the process dependency networks that underlie these 
configuration statistics. But an analysis of the dynamics of 
organizations has barely begun, both in general (Fontanna & 
Buss, 1994; Dittrich & Speroni di Fenizio, 2007) and for GoL 
specifically (Beer, 2015). 
 Autopoiesis can be thought of as providing a kind of 
organizational backbone for the molecular and energetic 
considerations of operating in the physical world, as every 
living systems must do. Ultimately, of course, it will be 
necessary to take these material constraints into account. This 
can be done either directly, by applying the concept of 
autopoiesis to more realistic protocell models (Agmon et al., 
2016) or incrementally, by endowing simple cellular automata 
models such as GoL with increasingly more physical 
characteristics (Choppard, 2009). For example, reversibility, 
temperature-dependence, driven/nonequilibrium conditions, 
conserved quantities, etc. can all be incorporated into CAs. 
Either way, we need to identify the simplest physical settings 
in which generic features of the origin of life can be explored 
so that we can place the specific historical contingencies 
underlying the emergence of terrestrial life into its proper 

position within the broader space of possible scenarios by 
which life can arise from nonlife. 
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Abstract

Fine-scale evolutionary dynamics can be challenging to tease
out when focused on broad brush strokes of whole popula-
tions over long time spans. We propose a suite of diagnos-
tic metrics that operate on lineages and phylogenies in digi-
tal evolution experiments with the aim of improving our ca-
pacity to quantitatively explore the nuances of evolutionary
histories in digital evolution experiments. We present three
types of lineage measurements: lineage length, mutation ac-
cumulation, and phenotypic volatility. Additionally, we sug-
gest the adoption of four phylogeny measurements from bi-
ology: depth of the most-recent common ancestor, phylo-
genetic richness, phylogenetic divergence, and phylogenetic
regularity. We demonstrate the use of each metric on a set of
two-dimensional, real-valued optimization problems under a
range of mutation rates and selection strengths, confirming
our intuitions about what they can tell us about evolutionary
dynamics.

Introduction
Evolution is a collective effect of many smaller events such
as replication, variation, and competition that occur on a
fine-grained temporal scale. While evolution’s emergent na-
ture can be fascinating, it also presents challenges to study-
ing the short-term mechanisms that, in aggregate, govern
long-term results. In computational evolutionary systems,
we can theoretically collect data to help untangle these
mechanisms. In practice, however, the sheer number of con-
stituent events produce an overwhelming quantity of data.
In response, we have developed a standardized suite of di-
agnostic metrics to summarize short-term evolutionary dy-
namics within a population by measuring lineages and phy-
logenies. Here, we describe these metrics and provide ex-
perimental results to develop an intuition for what they can
tell us about evolution.

A lineage describes a continuous line of descent, linking
parents and offspring in an unbroken chain from an original
ancestor. A complete lineage can provide a post-hoc, step-
by-step guide to the evolution of an extant organism where
each step involves replication and inherited variation. In-
deed, lineage analyses are a powerful tool for disentangling
evolutionary dynamics in both natural and digital systems;

digital systems, however, allow for perfect lineage tracking
at a level of granularity that is impossible in modern wet lab
experiments. These data allow us to replay the tape of life
in precise detail and to tease apart the evolutionary recipe
for any phenomenon we are interested in (McPhee et al.,
2016b). In one notable example, Lenski et al. used the lin-
eage of an evolved digital organism in Avida to tease apart,
step by step, how a complex feature (the capacity to perform
the equals logical operation) emerged (Lenski et al., 2003).

Yet, tracking the full details of a single lineage, much less
a population of lineages, can be computationally expensive
and will inevitably generate an unwieldy amount of data that
can be challenging to visualize or interpret (McPhee et al.,
2016a). Summary statistics can help alleviate these issues
by enabling the user to focus on aggregate trends across a
population rather than needing to examine each individual’s
lineage. The question is how to effectively summarize a path
through fitness space. One useful abstraction is to treat the
path as a sequence of states. Here, we use phenotypes and
genotypes as the states in the sequence, but we could just
as easily use some other descriptor of the lineage’s position
in the fitness landscape at a given point in time. With this
abstraction in hand, a few metrics are easily formalized: the
number of unique states, the number of transitions between
states, and the amount of time spent in each state. Addition-
ally, we may care about how the transitions between states
happened. What mutations led to them? Were those muta-
tions beneficial, deleterious, or neutral at the time? These
mutations are particularly notable because they did not sim-
ply appear briefly, but stood the test of time, leaving descen-
dants in the final population. Here, we explore a subset of
these metrics that we expect will be broadly useful.

Whereas a lineage recounts the evolutionary history of a
single individual, a phylogeny details the evolutionary his-
tory of an entire population. Measurements that summa-
rize phylogenies can provide useful insight into population-
level evolutionary dynamics, such as diversification and co-
existence among different clades. A variety of useful phy-
logeny measurements have already been developed by bi-
ologists (Tucker et al., 2017). These measurements tend to
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treat the phylogeny as a graph and make calculations about
its topology. Tucker et al. group them into three broad cat-
egories: assessments of the quantity of evolutionary history
represented by a population, assessments of the amount of
divergence within that evolutionary history, and assessments
of the topological regularity of the phylogenetic tree. Such
measurements can help quantify the behavior of the popula-
tion as a whole, providing insight into interactions between
its members. Thus, they are useful indicators of the presence
of various types of eco-evolutionary dynamics.

Here, we present three types of lineage measurements
and suggest adopting four phylogeny measurements from
biology; these are lineage length, mutation accumulation,
phenotypic volatility, depth of the most-recent common an-
cestor, phylogenetic richness, phylogenetic divergence, and
phylogenetic regularity. For each metric, we discuss its ap-
plication and our intuition for what it can tell us about evolu-
tion. We evaluate our intuition on a set of two-dimensional,
real-valued optimization problems under a range of mutation
rates and selection strengths. For this work, we restrict our
attention to asexually reproducing populations; however, we
suggest how these metrics can extend to sexual populations.

In addition to demonstrating a range of metrics that are
useful to digital evolution research, we intend for this work
to begin a conversation within the artificial life commu-
nity about how we quantify, interpret, and compare ob-
served evolutionary histories. There have been extensive ef-
forts to improve our ability to represent and visualize both
lineages and phylogenies (Standish and Galloway, 2002;
Burlacu et al., 2013; McPhee et al., 2016b,a; Lalejini and
Ofria, 2016), which are indispensable for building intuitions
and qualitatively understanding the dynamics embedded in
a population’s evolutionary history. However, we are un-
aware of efforts to formalize a suite of quantitative lineage
and phylogeny-based metrics for computational evolution.

Metrics
Code for all of our metrics is open source and avail-
able in the Empirical library (https://github.com/
devosoft/Empirical). Empirical is a C++ library
built to facilitate writing efficient and easily sharable scien-
tific software. Empirical is a header-only library, so adding
these metrics to an existing project has minimal overhead.

Lineage Metrics
Each of the three lineage metrics that we discuss — lineage
length, mutation accumulation, and phenotypic volatility —
reduces a lineage to a linear sequence of states where each
state represents an individual or sequence of individuals that
share a common genotypic or phenotypic characteristic of
interest; Figure 1 is given as a toy example to help guide
our discussion of these metrics. While we limit our focus
to three lineage metrics, this abstraction places lineages in a
form suitable for a wide range of measurements, including

the direct application of many data mining techniques de-
signed to operate over sequences such as sequential pattern
mining, trend analysis, et cetera (Han et al., 2011).

Only asexual lineages where genetic material is exclu-
sively vertically transmitted can be directly abstracted as
a linear sequence of states. Sexual reproduction (and any
form of horizontal gene transfer) complicates matters sig-
nificantly as such lineages are more appropriately repre-
sented by trees rooted at the extant organism, branching for
each contributor of genetic material. One possibility is to
compress sexual lineages into linear sequences of states by
modeling sexual reproduction events as asexual reproduc-
tion events, designating one parent to be a part of the lineage
and considering the genetic contributions of other parents as
sources of genetic variation (mutations). The primary down-
side to this approach is its lossy-ness (i.e., the fact that it dis-
cards potentially important parentage information). Alter-
natively, we can extend our metrics to operate over the more
complex state sequences that constitute the lineages of sexu-
ally reproducing organisms. One such approach would be to
consider all possible ancestor paths for an extant individual,
calculating a given metric for each of them and then averag-
ing the resulting values together. Another approach would
be to divide an organism into its constituent parts that are in-
herited atomically (such as genes or instructions, depending
on the representation); an organism would then be viewed as
a collection of lineages rather than a single one. Assessing
the efficacy of these and potentially other approaches would
be a useful line of research to pursue in the future.

Lineage Length Lineage length describes the number of
states traversed by a lineage. If a state is defined as a single
individual, lineage length is a count of the number of gen-
erations. Generation count is most useful in systems where
generational turnover is not fixed, but instead determined by
the life history strategies of organisms. For lineages that
span equal lengths of time, more generations imply faster
replication rates (e.g., r-selected lineage) while fewer gen-
erations imply slower replication rates (e.g., K-selected lin-
eage).

Lineage length becomes a more flexible and informa-
tive metric if we consider more abstract definitions of states
along a lineage. We might measure lineage length where a
state represents a sequence of individuals that share a partic-
ular phenotypic or genotypic characteristic. In these cases,
lineage length only increases when the characteristic of in-
terest changes from parent to offspring. For example, in an
environment where organisms must perform tasks to be suc-
cessful, we might define state as the set of tasks performed
by an individual. In this scenario, lineage length would only
increase when the set of tasks performed by an ancestor
changes; sequential ancestors that perform the identical sets
of tasks would be compressed into a single state in the se-
quence, even if other traits differ.
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Figure 1: Four methods of representing a lineage. This example lineage has accumulated three mutations (one reverse mutation and two
substitutions) and gone through three distinct phenotypes. In (A), each state along the lineage represents a single individual; lineage length
is the number of generations spanned by the lineage (eight). In (B), states represent the sequence of genotypes along the lineage, reducing
lineage length to four. In (C) states represent the sequence of phenotypes along the lineage; lineage length is the number of times a different
phenotype is expressed (three). In (D), states are a particular phenotypic characteristic; here, lineage length is two.

Mutation Accumulation Mutation accumulation defines
a set of measurements that track mutational changes across
a lineage. These changes can be measured as the magnitude
of the change (for real-valued genomes) or as the total count
of changes (for discrete-valued genomes). Mutation effects
can also be tracked to gain insights about their distribution
along a given lineage. Measures of mutation accumulation
along the lineages of successful individuals can help tease
apart the relative importance of different types of mutational
events when compared to what is expected by chance.

In conjunction with collected fitness information, the
class of a mutation (e.g., beneficial, deleterious, or neutral)
can also be tracked. Different evolutionary conditions are
expected to cause different distributions of mutations along
a lineage (Barrick and Lenski, 2013); deviations revealed
by measures of mutation accumulation can act as a barome-
ter for unexpected evolutionary dynamics. The number and
magnitude of deleterious mutations along a lineage can tell
us both about the ruggedness of the fitness landscape, and
about a lineage’s ability to cross fitness valleys (Covert et al.,
2013). Similarly, an elevated measure of neutral mutations
relative to beneficial or deleterious mutations can suggest
that the fitness landscape has neutral space that the lineage
is spending most of its time drifting around.

Phenotypic Volatility Phenotypic volatility addresses the
rate at which phenotype changes as you move down a lin-

eage (although the same concept can be applied to specific
phenotypic traits or other types of state). In systems with
discrete/categorical phenotypes, this can be measured by
summing the number of times the phenotype changes. A re-
lated but subtly different measurement in such systems is the
number of unique phenotypes on a lineage. In most cases,
these values will be similar; a discrepancy would suggest
that the lineage was cycling through a set of phenotypes.
Such behavior could, for example, be indicative of some
form of evolutionary bet-hedging (Beaumont et al., 2009).

In systems with continuous-valued phenotypes, a subtly
different approach is needed to measure phenotypic volatil-
ity, because there are no discrete state transitions. Instead,
we can measure the overall variance in phenotype along a
lineage. In some cases, it may be desirable to smooth out
the noise inherent in a real-valued phenotype. We can do
so by instead taking the variance of the moving average of
fitness, to more closely approximate the idea of measuring
phase transitions.

Summary statistics Each of these metrics can be calcu-
lated for each member of the population at each time step.
Doing so, however, would produce an amount of data so
large that it would be difficult to make sense of. Instead, we
need to come up with ways to generate useful summaries.
There are two main approaches to doing so: 1) choose a
small number of representative lineages from a given time
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point, or 2) collect summary statistics about the distribution
of metric values across the population.

A single lineage can be chosen by selecting the lineage
of a representative organism (either the most fit or the most
numerous; here we use the most fit). In populations where
diverse strategies coexist, this approach can be uninforma-
tive as any one lineage is unlikely to be representative of all
successful lineages. One alternative is to filter out lineages
that do not have offspring some predetermined number of
generations later as such lineages were likely not represen-
tative of an important subset of the population. Still, any ap-
proach based on measuring only a subset of lineages can be
challenging to interpret when the current dominant lineage
(or lineages) is replaced with a different one; such changes
can introduce a discontinuity if the value is being measured
over time. If graceful responses to changes in which lineage
is dominant are required, it can be advantageous to instead
measure summary statistics (e.g., mean, variance, and range)
across the entire population.

In scenarios with frequent selective sweeps, the dominant
lineage will likely be similar to the average lineage, as most
of the population will be closely related. When the pop-
ulation contains more phylogenetic diversity, however, the
dominant lineage may differ from the mean. Of course, the
nature of such differences is likely informative about the
evolutionary dynamics occurring in the population.

Phylogeny metrics
These metrics operate on entire phylogenies rather than sin-
gle lineages within a population, eliminating the need to
identify a representative organism or lineage. Because they
use data from the entire population, phylogeny metrics can
be more computationally expensive to calculate than single
lineage metrics. On the other hand, because most lineages
tend to share substantial history, phylogeny metrics can usu-
ally be calculated more rapidly than full-population lineage
metrics. Note that phylogenies can be constructed with re-
gard to any taxonomic level of organization, be it individual,
genotype, phenotype, et cetera. Thus, when we refer gener-
ally to items in a phylogeny, we will use the term taxa.

A standard technique for saving memory and time when
working with phylogenies in computational systems is to
“prune” them, removing dead (extinct) branches. Since all
of the phylogeny metrics we discuss here are borrowed from
natural systems (where we do not have information about
taxa without offspring), they all are designed to work on
pruned phylogenies. Thus, for the remainder of this paper,
we will assume we are working with pruned phylogenies.

In populations without ecological forces promoting co-
existence, phylogenies should coalesce periodically, result-
ing in pruned lineages that mostly consist of a single path.
When there is strong selection, this coalescence should hap-
pen even more rapidly. Thus, phylogenies with topologies
that deviate from that expectation are an indication of eco-

logical interactions within the population. The metrics dis-
cussed here can provide insight into the nature of those in-
teractions and their long-term evolutionary effects. As a re-
sult, they are often referred to as phylogenetic diversity met-
rics (Tucker et al., 2017).

An important distinction between phylogenies in natural
versus computational systems is that natural phylogenies are
generally inferred from extant taxa, whereas computational
phylogenies are directly recorded. Inferred phylogenies do
not contain internal nodes except at branch points. They
also do not contain history prior to the most recent common
ancestor (MRCA) of all extant organisms. For consistency,
we exclude pre-MRCA taxa from our analyses. However,
we will not remove non-branching internal nodes, as these
only serve to make our phylogenies more informative.

Here we provide a high-level summary of phylogeny met-
rics that we expect will be particularly useful. For more met-
rics and more detail on all of these metrics, see (Winter et al.,
2013; Tucker et al., 2017).

Depth of Most-Recent Common Ancestor The depth of
the MRCA (i.e., the number of steps it is from the original
ancestor) is an informative metric and is easy to calculate.
A recent MRCA implies frequent selective sweeps and less
long-term stable coexistence between clades. Measuring the
frequency with which the MRCA changes (i.e., the number
of coalescence events) can also be informative, as some con-
ditions can inflate the length of the lineage relative to other
conditions without actually increasing the frequency of se-
lective sweeps. This scenario is particularly likely when the
population size is changing over time. A downside to the
depth of MRCA as a metric is that any population that does
have a stable ecology will likely never change its MRCA af-
ter the very beginning of evolution (which at least allows us
to detect stable coexistence in the population).

Phylogenetic Richness Measurements of phylogenetic
richness quantify the total amount of evolutionary history
contained in a set of taxa. The most traditional metric of
phylogenetic richness is “Phylogenetic Diversity”, which is
calculated as the number of nodes in the minimum spanning
tree from the MRCA to all extant taxa (Faith, 1992). An-
other approach is to calculate the pairwise distances between
all taxa and sum them (Tucker et al., 2017). A third approach
is to sum evolutionary distinctiveness, a measurement of a
taxon’s evolutionary uniqueness (Isaac et al., 2007), across
all extant taxa (Tucker et al., 2017).

Phylogenetic Divergence Measurements of phylogenetic
divergence quantify how distinct the taxa in the population
are from each other and are often averaged across individ-
ual taxa. For example, one option is to average the pair-
wise distances across all taxa in the population (Webb and
Losos, 2000). Similarly, phylogenetic divergence can be cal-
culated by averaging the evolutionary distinctiveness across
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Figure 2: The fitness landscapes used in this experiment:
A) Himmelblau, B) Six-humped Camel Back, C) Shubert,
and D) Composition Function 2. Interactive versions avail-
able at https://emilydolson.github.io/fitness_
landscape_visualizations.

each taxon in the population.

Phylogenetic Regularity Measurements of phylogenetic
regularity quantify how balanced the branches are in a phy-
logeny and are often the variances of values calculated for
individual taxa. Just as the mean of the pairwise distances
between all taxa in the population is a measurement of phy-
logenetic divergence, taking their variance is a measurement
of phylogenetic regularity. The same is true of the variance
of evolutionary distinctiveness across the population.

Test Problems
To understand the metrics defined above, the test problems
used need to be well understood and studied. The bench-
mark functions from the GECCO Competition on Niching
Methods meet both of these requirements and allow us to
visualize the actual fitness landscape, due to the low dimen-
sionality of the problems (Li et al., 2013). For each prob-
lem, the X and Y coordinates offered by a given organism
are translated by the function into a fitness value. We chose
a diverse subset of these functions (Himmelblau, Shubert,
Composition Function 2, and Six-Humped Camel Back) as
our test problems in order to gain a broad understanding of
our metrics. We used the implementations of these problems
at https://github.com/mikeagn/CEC2013 (C++
for fitness calculations during evolution, Python for post-hoc
analysis). Figure 2 shows the fitness landscapes defined by
each of our four chosen test problems.

For each test problem, we evolved populations of 1000
organisms under a range of mutation rates and selection
strengths for 5000 generations. Each organism’s genome
consisted of two floating point numbers that defined its po-
sition in the fitness landscape. We initialized populations
by randomly generating a number of organisms equal to the
population size. To determine which organisms reproduced
each generation, we used tournament selection. We evolved
populations under five different tournament sizes: one, two,
four, eight, and sixteen. Tournament size represents strength
of selection where higher tournament sizes correspond to
strong selection and lower tournament sizes correspond to
weak selection (Blickle and Thiele, 1995). A tournament
size of one is equivalent to no selection pressure (i.e., every
organism in the population has an equal chance of being se-
lected to reproduce). Organisms selected to reproduce did so
asexually. Values in an offspring’s genome were mutated by
adding noise given by a normal distribution with a mean of
0; the ‘mutation rate’ of a treatment defined the standard de-
viation used to define this normal distribution and was given
as a proportion of the test problem’s domain. We prevented
mutations from causing a value to exceed the valid domain
of the given problem. For each problem and tournament
size, we evolved populations at eight mutation rates: 1e-08,
1e-07, 1e-06, 1e-05, 1e-04, 1e-03, 1e-02, and 1e-01.

We also ran a second set of experiments to explore the
impact of ecological dynamics on these metrics. For these
experiments, we generated a stable ecology using the Eco-
EA algorithm as a selection technique (Goings et al., 2012).
Eco-EA is a technique for creating niches that promote sta-
ble diversification in the context of an evolutionary algo-
rithm. In our test problems, we created niches associated
with spatial locations across the fitness landscape. For all
experimental conditions, we ran ten replicates, each with
a unique random number seed. Our experiment is imple-
mented using the Empirical library; our implementation is
included in the supplemental material for this paper (Lale-
jini et al., 2018).

Data Analysis
3D visualizations
In order to make these metrics useful, we must have an
accurate understanding of how various measurements cor-
respond to the actual behavior of lineages. The most di-
rect way to confirm our expectations is to visualize the path
that each lineage takes through the fitness landscape, map-
ping the x, y, and z (fitness) coordinates of each ancestor of
each member of the population (Virgo et al., 2017). Cre-
ating such a visualization entails condensing a large quan-
tity of information into a limited space. When projected
onto two dimensions, lineages can obscure parts of the fit-
ness landscape (and each other). To mitigate this prob-
lem, we used the A-Frame framework (A-Frame authors,
2018) to build a three-dimensional data visualization (see
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Figure 3: A close-up on two adjacent peaks in the Shubert func-
tion fitness landscape. Lineages are depicted as paths fading from
white to black over evolutionary time. The lineages shown here
evolved under a mutation rate of 0.01. A) Was evolved using a
tournament size of 2, whereas B) was evolved using a tournament
size of 16. These figures neatly illustrate how increased tournament
size keeps the lineage near the tops of the peaks.

Figure 3) described in detail in our companion paper (Dol-
son and Ofria, 2018). For the data interpretation in this
paper, we used an Oculus Rift to provide us with fine-
grained control of which part of the visualization we were
looking at. Our full visualization, complete with data, can
be viewed on the web or using a virtual reality headset
at https://emilydolson.github.io/fitness_
landscape_visualizations.

Metric analysis
We analyzed trends in our metrics using the R Statistical
Computing Language (R Core Team, 2017). Specifically,
we used the ggplot2 library for all graphs included in this
paper (Wickham, 2009). All analysis scripts are available
in the supplemental material for this paper (Lalejini et al.,
2018)..

Results and Discussion
Overall, our results were consistent with evolutionary the-
ory. As mutation rate increases, coalescence takes longer,
as evidenced by the fact that the MRCA is farther back in
time at higher mutation rates (see Figure 4). Consequently,
phylogenetic richness (as measured by phylogenetic diver-
sity) is higher at high mutation rates. Phylogenetic diver-
gence, measured here as mean pairwise distance between
taxa, is similarly higher at high mutation rates. Evolution-
ary distinctiveness, being another measurement of phyloge-
netic divergence, behaved almost identically (Lalejini et al.,
2018). Variance of evolutionary distinctiveness and pair-
wise distance between taxa (phylogenetic regularity met-
rics) behaved similarly to the phylogenetic divergence met-
rics. This pattern makes sense, as most phylogenetic diver-
gence on these landscapes will produce unbalanced phylo-
genetic trees. If there were stable coexistence between mul-
tiple clades, we would expect to see a reduced correlation
between the phylogenetic divergence metrics and the phy-
logenetic regularity metrics. Increased mutation rate also

Figure 4: Values of example metrics across different mutation
rates for each of the four problems. All lineage-based metrics are
calculated on the lineage of the fittest organism at the final time
point; population-level means behaved similarly. All experiments
shown here used a tournament size of 4. Circles are medians, ver-
tical lines show inter-quartile range, and shaded area is a boot-
strapped 95% confidence interval around the mean. Note that both
axes are on log scales.

increases the number of deleterious steps taken, a logical
consequence of increasing mutation relative to strength of
selection.

Similarly, increasing tournament size generally increases
the rate of coalescence, as higher tournament sizes corre-
spond to stronger selection (see Figure 5). As a result, all of
the measurements of phylogenetic richness and divergence
decrease as tournament size increases. MRCA depth, on the
other hand, increases, directly reflecting the increased fre-
quency of selective sweeps.

Surprisingly, there is no clear effect of tournament size on
the count of deleterious steps along the dominant lineage (as
evidenced by the fact that the confidence intervals all over-
lap). Values for all selection schemes and tournament sizes
hover near 2500, meaning that a deleterious step is taken in
roughly half of the 5000 generations. This result is partially
an effect of mutation rate; at the lowest mutation rate, there
is a clear trend toward fewer deleterious steps as tournament
sizes increase (Lalejini et al., 2018). However, the effect of
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Figure 5: Values of example metrics across different tournament
sizes for each of the four problems. All experiments shown here
used a mutation rate of 0.001. All lineage-based metrics are calcu-
lated on the lineage of the fittest organism at the final time point;
population-level means behaved similarly. Circles are medians,
vertical lines show inter-quartile range, and shaded area is a boot-
strapped 95% confidence interval around the mean. Note that both
axes are on log scales.

mutation rate on the relationship between tournament size
and dominant deleterious steps is complex, particularly for
Composition Function 2 (Lalejini et al., 2018). These trends
likely share a common cause with the thresholding effect
evident in Figure 4, where the number of deleterious steps
along the dominant lineage abruptly climbs between muta-
tion rates of 10−7 and 10−5 and remains relatively flat over
other mutation rates. Based on an inspection of the 3D fit-
ness landscape visualizations, we can see that this is not an
effect of lineages moving from peak-to-peak; at most muta-
tion rates, they tend to remain on a single peak. Thus, we can
infer that this effect is the result of a drift-like phenomenon
where, at sufficiently high mutation rates, all members of the
population are constantly somewhat displaced from their lo-
cal fitness peak.

Having reinforced our intuition about these metrics in a
simple system, we can now expand them to a slightly more
complex system. A large proportion of interesting short-
term evolutionary dynamics relate to interaction between in-

Figure 6: Values of example metrics across different mutation
rates for each of the four problems under a diversity-preserving
selection regime, Eco-EA. All lineage-based metrics are calcu-
lated on the lineage of the fittest organism at the final time point;
population-level means behaved similarly. All experiments shown
here used a tournament size of 4. Circles are medians, vertical lines
show inter-quartile range, and shaded area is a bootstrapped 95%
confidence interval around the mean. Note that both axes are on
log scales.

dividuals in the population (i.e., ecological dynamics). In
particular, such interactions often promote the stable coex-
istence of clades occupying different niches. As such, it is
important to establish a baseline for how our metrics respond
to ecological coexistence.

Indeed, the presence of stabilizing ecological dynamics
substantially changes the values we observe for most met-
rics (see Figure 6). Perhaps the least surprising of these is
MRCA depth is far lower than it was for tournament selec-
tion, reflecting the rarity of coalescence events under these
conditions. Consequently, phylogenetic diversity is higher,
as the extant population represents a greater amount of evo-
lutionary history. Relatedly, mean pairwise distance among
extant taxa is higher in the presence of ecology, as clades in
different niches continue to diverge. Interestingly, the rela-
tionship of many metrics (e.g., deleterious steps and phylo-
genetic diversity) to mutation rate is reversed in the presence
of ecology. Explaining the underlying mechanisms behind
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these distinctions is beyond the scope of this paper, but the
ease with which the metrics identified their presence clearly
indicates their power.

Conclusions
Our goals for this work are two-fold: 1) to suggest a set
of metrics that will improve our capacity to quantitatively
understand evolutionary histories in digital evolution exper-
iments, and 2) to spark a conversation in the computational
evolution community about how to quantify, interpret, and
compare observed evolutionary histories. With feedback
from the community, we will expand our suite of lineage
and phylogeny metrics, compiling accessible descriptions
and examples of each metric.

We have demonstrated that these metrics behave reason-
ably on a set of toy problems with simple organisms. Hav-
ing established baseline expectations for their responses to
common conditions, our next step is to apply these metrics
to more complex scenarios: populations of digital organisms
that we evolve in a variety of qualitatively different environ-
ments where we would expect to observe a wide range of
evolutionary dynamics. It is under these conditions that we
expect the true value of these metrics to become clear.
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Abstract

In spatial computational models such as cellular automata
(CA), designing mobile objects larger than the CA neighbor-
hood is challenging when the object properties and dynamics
are incompletely specified in advance. This paper introduces
C211, a two-dimensional digital ‘protocell’ with life-like and
potentially useful features, designed for the best-effort asyn-
chronous CA called the Movable Feast Machine (MFM). The
protocell consists of an amorphous variable-density ‘cyto-
plasm’ that uses gossiping to coordinate operations such as
cell movements, surrounded by an asymmetric ‘bilayer mem-
brane’ providing some environmental isolation while adapt-
ing to cytoplasmic dynamics. C211 was engineered in a new
‘little language’ called SPLAT, which adds discrete 2D spa-
tial pattern transforms to the ulam programming language.
SPLAT is expressive enough that minimal code was required,
for example, to enable membrane topology changes such as
cell splitting and fusion. C211’s cytoplasm maintains inter-
nal state but leaves dozens of bits unused per atom, while its
membrane is purely stigmergic and stateless—so vast tracts
of pristine CA state space remain available for future cellular
dynamics, whether engineered, evolved, or both.

Better biology through chemistry
In casual thinking about reality, and in our artificial life de-
signs, we often take ‘agents’ or ‘creatures’ as distinct, given
entities, though we know the fine-grained material world
makes no ultimately crisp distinctions between the ‘stuff’
of a macroscopic object and that of its environment.

Employing such a priori agents can make sense if they
are largely stable over durations of interest, and if we are
prepared to model all relevant stability violations explicitly.
In evolutionary algorithms, and often in ALife models, the
‘agents’ are fixed and static by default, and dynamics like
birth, death, and genetic change—plus any environmental
interactions—are defined as separate, opaque steps.

This approach is simple and direct, but it risks obscur-
ing, or even obliterating, interesting interactions other than
those explicitly modeled. Unexpected interagent or environ-
mental effects may be missed, for example, but also the sup-
posedly opaque steps themselves are inevitably coupled, to
some degree, via their joint implementations within some

single underlying physics. Reproduction and birth use inter-
nal copying but also environmental movements, death takes
time, and for a time the dead take space, and so on.

In part to explore such interactions, ALife investigations
based on artificial chemistry (Banzhaf and Yamamoto, 2015;
Dittrich et al., 2001, are good overviews) begin with the un-
derlying physics. Fixed objects and opaque processing steps
still exist, but now represent ‘atoms’ or ‘molecules’ and
‘reactions’, out of which the ‘biological’ agents are com-
posed or constructed. In such models (e.g. Sayama, 2009;
Schmickl et al., 2016, among many), space and time may
each be discrete or continuous, open-ended or bounded, uni-
form or variable, and the chosen space may be 3, 2, or 1D,
or even ‘0D’, as in Fontana (1992)’s classic stirred reactor.

Mobility in the Movable Feast Machine

For a satisfying artificial chemistry, the artificial physical
laws should be motivated by more than just the creatures
and interactions to be implemented immediately using the
physics. The chemistries reported here are constrained
by their implementation on the two-dimensional ‘Movable
Feast Machine’ (MFM), an active media computational ar-
chitecture providing strict indefinite scalability (Ackley and
Ackley, 2016; Ackley et al., 2013). Given sufficient power,
cooling, space, and money to buy hardware, an arbitrarily
large MFM computing device could be fabricated without
ever encountering any internal engineering limits.

Though employing an active media architecture largely
decouples the artificial chemistry from the real-world ther-
modynamics of power and cooling, it is still significantly
constrained by strict indefinite scalability. The ‘simulated
virtual space’ within the model must be coextensive—
at least above some granularity—with the actual physical
space occupied by the hardware. Strict indefinite scalability
also implies the computation cannot be globally synchro-
nized, and 100% reliable execution cannot be guaranteed.

Under such circumstances, important computational ob-
jects must be prepared to reproduce themselves for robust-
ness, and to move in the virtual and physical spaces of
the machine—to escape failing components, or to colonize
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newly-discovered computational real estate, or simply to
remain comfortable and effective given incremental move-
ments and changes among one’s neighbors and colleagues.

Though the need for such behaviors can be seen as an en-
gineering consequence of indefinite scalability, the behav-
iors themselves, of course, are hallmarks of artificial life,
prompting Ackley and Small (2014) to argue that software-
based ALife research has a foundational role to play in the
development of indefinitely scalable computing systems. As
another basic step in that research and development pro-
gram, this paper presents the C211 ‘digital protocell’, a col-
lection of data structures and processing mechanisms, run-
ning on the MFM, that offer spatial containment, incremen-
tal mobility, room for amorphous data storage and process-
ing, and abilities for such objects to split and merge.

Large-object mobility—where ‘large’ means anything no-
tably bigger than the CA neighborhood size—creates inher-
ently conflicting design pressures on whatever plays the role
of ‘object’ or ‘agent’ (or ‘component’ in the sense of Bedau
et al. 1998) in the system. The very idea of an object usually
implies some spatial cohesion or compactness among the
object’s parts, while mobility implies that one notional ob-
ject will occupy different spatial locations at different times.
But CA sites are fixed in space and discrete in space and
time—so in between being compact and cohesive here, and
compact and cohesive over there, something has to give.

At least three approaches to large object mobility in CA-
like systems are evident in previous ALife and related work:

1. Global determinism: The most widely-known CAs are
both synchronously updated, so bits can move in and out
of a site simultaneously, and globally deterministic, pro-
viding complete open-ended predictability.

The gliders and spaceships of Conway’s ‘Game of
Life’ (Gardner, 1970, 1971; Adamatzky, 2010, and many
others) are icons of mobility using this approach; other ex-
amples range from the ‘reproduces everything’ machine
of Fredkin (1990) to systolic arrays (Kung, 1982).

2. Object-level synchronization: Though synchronization
undeniably eases object cohesion and mobility, global
machine synchronization is neither necessary nor robustly
scalable. Arbib (1966) presented a cellular automata with
mobility wherein primitive machines assemble into larger
mobile objects using “weld points” along their edges.

Although such welded objects conveniently offer both
rigidity and mobility, they depend on scheduling and up-
dating mechanisms that grow increasingly non-local with
the sizes of the welded objects.

3. Asynchronous deformability: To obtain large mobile ob-
jects without global synchronization (unlike 1), while pre-
serving a constant spacetime bound on local updates (un-
like 2), different parts of a large object must move at dif-
ferent moments, so the object’s shape will be deformed, in

some fashion, while it moves. Natural biology, of course,
is rife with deformable structures; instances of extreme
rigidity are rare.

Previous MFM work, as an ALife example, showed how
an object is temporarily distorted while a swapline (Ack-
ley and Ackley, 2016, also see Listing 4 below) moves
through it—but after the swapline has passed, the object’s
shape is restored, except now shifted by one row or col-
umn. Swaplines have been used for both large object mo-
bility and reproduction using a ‘quasirigid’ style, as in the
‘2D printer’ example presented in Ackley (2016).

In a related area, local update rules in the BITPICT sys-
tem often use temporary deformations during large-object
movement (e.g. Furnas and Qu, 2002). Though BITPICT
transitions are serial and typically deterministic, many
such techniques have analogous forms in the MFM.

Here again we follow strategy 3, developing a new mem-
brane to surround protocellular ‘cytoplasm’—which is a
form of the ‘Mob’ elements described in Ackley and Ack-
ley (2016). A mob is naturally diffuse, deformable, and
distributed, making it a good candidate for a mobile sys-
tem. Coordinated decision-making demonstrates how the
distributed cytoplasm can compute in a limited way; in this
paper we leave open the question of how to perform more
complex computations atop mob and membrane.

To make the discussion concrete, Figure 1 captures three
of the C211 protocell’s major behaviors. First, Seed growth
into a membrane-enclosed group of 64 Content atoms, us-
ing the ‘telomere’ mechanism (Ackley and Ackley, 2016)
for distributed growth control. Second, the construction
and maintenance of a flexible but topologically stable in-
terior/exterior distinction even during content configuration
changes, via the InnerMembrane (IM) plus OuterMembrane
(OM) mechanism that is a primary technical contribution
of this paper. Third, coordinated protocell mobility—with
choice of approximate direction and speed—implemented
via a customized ‘mob rule’.

Two more subtle points in Figure 1 will contribute to the
discussion later. First, note that every protocell interior site
is separated from every orthogonal or diagonal exterior site
by IM followed by OM, but the professed ‘bilayer’ membrane
is sometimes thicker than two atoms. Second, note how
there are empty interior sites even when the protocell is ‘sta-
tionary’ (e.g., 150–293 AEPS), but it appears that the proto-
cell’s density decreases when it is moving (1000 AEPS).

Outline of the paper
The next two sections introduce the SPLAT programming
language with a few motivating examples, then introduce
the new membrane itself. Next there is some early data on
mobility-induced deformations, plus some anecdotal obser-
vations of protocells reacting to environmental stresses, and
finally the paper concludes with brief remarks.
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Initial condition 1 AEPS 10 AEPS 25 AEPS

100 AEPS 293 AEPS150 AEPS 1000 AEPS

Figure 1: Dynamics of protocell growth and mobility, from an initial condition of one Seed atom. By 1 AEPS (Average Events
Per Site, pronounced ‘eps’), the Seed has ‘sprouted’ into the minimal C211 configuration, consisting of one immature Content
atom (Co, in state-dependent shades of green), plus a layer of InnerMembrane (IM, lighter blue) and OuterMembrane (OM, darker
blue). The membrane begins to retreat from the high-density content (10 AEPS), creating open sites into which Co atoms divide
(25–100 AEPS) until maturing at 64 atoms (150 AEPS). At 293 AEPS the experimenter introduces a Commander (CM, pink)
atom which induces a persistent weak bias in the Co motions, and by 1,000 AEPS the protocell is well on its way elsewhere.

SPLAT the language
SPLAT, an acronym for ‘Spatial Programming Language,
ASCII Text’, was designed with three primary goals:

1. Define plain-text notations for discrete 2D neighborhood
transitions, that are constructible and viewable without
special software, and are understandable, at least in sim-
ple cases, with minimal training; such that

2. The represented neighborhood transitions can be automat-
ically compiled into executable code for an indefinitely
scalable computer architecture; and

3. Expressing simple transitions should be simple, and ex-
pressing arbitrary transitions should be possible.

To achieve executability, SPLAT source code is processed
by a translator—called ‘splattr’—that generates ulam
code (Ackley and Ackley, 2016), which in turn is compiled
for the indefinitely scalable Movable Feast Machine (MFM)
computer architecture (Ackley et al., 2013).1

1This presentation regretfully presumes the reader has some fa-
miliarity with ulam and the MFM.

SPLAT defines an execution model and a variety of pattern
matching and transformation mechanisms—many of which
are touched on below—but it also provides a ‘ripcord’ for ar-
bitrary ulam code injection, allowing the programmer to im-
plement transitions that may prove hard in pure SPLAT. Such
code injection is inelegant but powerful, and while we hope
future SPLAT development will reduce the ripcord pulling
frequency, ulam is good at what it does, and spatial pro-
gramming is not always the right tool for the job.

To represent spatial patterns in a directly viewable textual
form, SPLAT begins by assigning a unique two-dimensional
integer coordinate to each byte of a source program text,
starting from (0,0) for the first byte of the file with increas-
ing x running to the right and increasing y running down the
lines of code. A SPLAT file is interpreted as a quarter plane,
with ‘virtual whitespace’ supplied as needed below the last
source line and to the right of each.

To ensure that coordinate mapping is unambiguous and
visually obvious, the legal character set for SPLAT is a sub-
set of 7-bit ASCII. splattr rejects not only modern multi-
byte character encodings, but also all ASCII whitespace
other than space and newline—including that ancient evil,
the TAB byte.
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1: function SPLATEVENT(a) . An event on class a
2: for t ∈ a.rulesets do
3: for r ∈ t.rules do
4: ur ← ∅ . Set of keys in LHS
5: for s ∈ r.left do . Sites s in LHS
6: k ← s.key, ur ← ur ∪ k
7: k.GIVENt(s) or next r . Failed given
8: k.VOTEt(s) . Pick winning site per k
9: end for

10: for k ∈ ur do
11: k.CHECKt( ) or next r . Failed check
12: end for
13: for s ∈ r.right do
14: k ← s.key
15: k.CHANGEt(s)
16: end for
17: return success . Some rule succeeded
18: end for
19: end for
20: return failure . All rule sets failed
21: end function

Figure 2: SPLAT event processing pseudocode. See text.

Spatial and sentential forms
At the lexical level, a SPLAT program consists of a sequence
of forms, each of which is either ‘spatial’ or ‘sentential’. A
spatial form is any consecutive sequence of lines that all be-
gin with a space in column 0. Each spatial form is parsed as
a 2D grid containing pattern rules and optional comments.

A sentential form, by contrast, is introduced by a non-
space byte in column 0 of a line, and is parsed as a one-
dimensional linear sequence of text, similar to many tra-
ditional programming languages. A single sentential form
may be continued across multiple source lines by beginning
each additional line with a ‘.’ byte in column 0. Senten-
tial forms are used for source code organization and decla-
rations, and to inject (more or less raw) ulam code.

The SPLAT execution cycle
SPLAT’s signature feature is its syntax and semantics for spa-
tial pattern transitions. A transition rule is expressed inside
a spatial form, and consists of a left-hand side (LHS) and a
right-hand side (RHS). Each side is a single connected com-
ponent based on Moore neighborhoods, delimited in 2D by
whitespace or a spatial form edge, and joined into a rule by
the ‘->’ operator appearing anywhere between them. The
non-blank locations in an LHS or RHS are called sites, while
the ASCII character appearing in a site is called a key.

The processing both within and between transition rules
is controlled by the SPLAT event execution model (see Fig-
ure 2), which is far more structured than the arbitrary object-
oriented procedural code used for event processing in ulam.

A SPLAT program modifies that execution model by supply-
ing code sections that provide class metadata, sets of transi-
tion rules, and optional ulam data members and methods.

A rule set can contain both spatial pattern transition rules,
and sentential overrides to modify the default behaviors of
the four key methods used in Figure 2:

1. The GIVEN method can force a rule to be abandoned be-
cause of inappropriate site content. By default, any site
that actually exists in the grid is acceptable.

2. The VOTE method biases a random ‘winning’ site selec-
tion for a given key. By default one vote is cast per site.

3. The CHECK method, run after all voting results are avail-
able, can also force a rule to be abandoned. By default the
rule is abandoned if no votes were cast on the given key.

4. The CHANGE method updates sites based on all available
information. By default the key winner is copied.

Some examples
A few small examples can help make all this more intuitive.
Consider this complete SPLAT source code for an element
called WestGoer, which heads west through empty sites:

Listing 1: WestGoer, a simple SPLAT element
1 = element WestGoer
2 == Rules
3 _@ -> @_ # Swap to west with empty
4
5 @ -> . # Else hold

Lines 1 and 2 are sectioning commands—the former a sec-
tion, the latter a subsection—while lines 3–5 specify a spa-
tial form containing two transition rules. When a WestGoer
atom executes an event, those patterns are tested in order, the
first matching rule is performed, and then that event ends.

The LHS of each rule must contain exactly one instance of
the special ‘@’ key, which denotes and matches the specific
atom that is having the event. Table 1 summarizes the SPLAT
special keys.

Key Match on the LHS Change on the RHS
@ The unique active atom Copy active atom to site
. Anything Change nothing
? Any non-empty Change nothing

Only empty Set site empty

Table 1: SPLAT special keys for spatial rules.

To associate input and output sites, the LHS and RHS of
each rule must have exactly the same shape. For example,
in line 3 above the LHS and RHS are each a 2x1 rectangle.
Also, an LHS cannot sensibly extend more than Manhattan
distance four from the @ key, reflecting the size of the under-
lying MFM event window.
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Of course, the horizontal WestGoer patterns can be ex-
pressed in single-line linear flows like traditional code, but
in NorthGoer a single pattern stretches across lines 3–4:

Listing 2: A pattern with height
1 = element NorthGoer
2 \color #ccf
3 == Rules
4 _ @ # If empty above ,
5 @ -> _ # swap up
6
7 @ -> .

For more customization, the SPLAT programmer can de-
fine ‘overrides’ to alter what a key matches and what hap-
pens then. Consider the Spread element, for example:

Listing 3: A custom GIVEN

1 = element Spread
2 \symmetries all
3 == Rules
4 given s isa Spread
5 _@s -> @_.
6
7 @ -> .

which will move away to an empty site rather than remain
next to another Spread. The ‘\symmetries all’ metadata
on line 2 causes an orthogonal coordinate transform to be
chosen at random before each event, so the line 5 rule can
potentially match in any of four directions.

Two last examples show other SPLAT language features:

Listing 4: SwapLine
1 = element SwapLine
2 \color #222 \symbol SL
3 == Rules
4 vote s isa SwapLine
5
6 s@ -> _. # Thin out
7
8 s .
9 @ -> . # Catch up

10 s .
11
12 @x -> x@ # Swap on

Listing 5: Zombie
1 = element Zombie
2 \color #666
3 \symmetries all
4 == Rules
5 given r isa Res
6 given d isa DReg
7
8 let x = ˜(r|d|_)
9

10 x@ -> @@
11
12 @ -> .

The SwapLine rule at lines 8–10 seems to do nothing,
but just by succeeding—when either adjacent SL has fallen
behind—it blocks the line 12 swap. Note how here VOTE
implements an ‘or’ over sites, where GIVEN yields an ‘and’.
(See Ackley and Ackley 2016 for more on SwapLine). Fi-
nally, the ‘let’ at Zombie line 8 defines key ‘x’ via a boolean
expression over other keys: Zombie converts everything it
touches—except Res, DReg, and Empty—into more Zombie.

Membrane design
Those small examples suggest how SPLAT tries to ‘make
the simple simple’. C211—the twelfth protocell version co-
developed with SPLAT—is much more complex, but in the
end its essence is fairly intuitive.

Over the years this author has explored a variety of
‘membrane-like’ structures—in the MFM and other CA-
style architectures—typically coded directly in traditional
linear-sentential programming languages. Design and im-
plementation was often difficult and unpleasant, geometric
concerns and regularities were often missed or obscured, and
even if it worked it often lacked coherence and elegance.

The desire for a better membrane was the proximal impe-
tus for developing SPLAT, and it was designed and evolved in
tandem with the C-series membranes. So although it is sat-
isfying that the resulting code is relatively compact and ob-
vious, using only spatial patterns and no internal state, such
touches of elegance may or may not occur in other tasks.

The bilayer membrane uses two types, InnerMembrane
and OuterMembrane, but their interwined dynamics are
lifted into a common base class called QMembrane, leaving
only minimal code in their individual definitions:
= element InnerMembrane isa QMembrane
\symbol IM
\color #6789ab
\symmetries all

= element OuterMembrane isa QMembrane
\symbol OM
\color #456789
\symmetries all

In C211, QMembrane.splat runs some 154 lines of code,
so we omit parts of it here, but see Ackley (2018) for full
open-source code, included with the SPLAT translator and
its runtime system. QMembrane defines four rule sets—one
centered on OuterMembrane and focused on membrane ex-
pansion, two centered on InnerMembrane and focused on
contraction, and the typical backstop ‘otherwise hold’ rule.

As potential QMembrane designs were explored, symme-
tries between OM and IM rules emerged, and although the per-
fect such duality remains elusive, Figure 3 excerpts some of
the deeply complementary aspects of the OM and IM code.

A crucial enabler of the membrane design is SPLAT’s vot-
ing mechanism, which, among other things, allows estimat-
ing local densities by counting sites in complex, rule-specific
ways. For example, the ‘run out’ growth rule at lines 33–35
makes configuration changes as in this example:2

->

which moves an existing OM ‘bend’ to increase interior
space—but the line 14 check fails unless the external ‘e’
sites are at least 2/3rds empty, while the line 17 check might
fail unless sufficient Co are counted in the interior ‘f’ sites.
It seems unlikely that these exact rule constraints are abso-
lutely either critical or optimal—but the larger language de-

2Although complex SPLAT rules do become more directly read-
able as one gets used to a program’s chosen overrides, here we
cheat and offer sample transitions that a given rule could produce.
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5 == Rules: OM management (mostly growing)
6 given @ isa OuterMembrane
7 given i isa InnerMembrane
8 given o isa OuterMembrane
9 given q isa QMembrane

. . .

12 given e : true // Allow dead sites
13 vote e isa Empty // Count empty sites
14 check e : $nvotes *3u>= $nsites *2u
15
16 vote f isa QContent // Count up content
17 check f : random.oddsOf($nvotes ,3)

. . .

32 # Growth rules
33 ee_oqff ..@....
34 eeo@iff -> ...i... # Run out
35 eeoiiff .......
36
37 eo ..
38 _oif o...
39 _@if -> @i.. # Break out
40 _oif o...
41 eo ..
42
43 ff ..
44 qiif ....
45 o@if -> .i.. # Punch out
46 qiif ....
47 ff ..
48
49 vote r : $curatom is Empty
50 . || $curatom is OuterMembrane
51
52 roqf o...
53 o@if -> .i.. # Cave out
54 qiif ....
55 ffff ....

79== Rules: IM management (shrink and die)
80given @ isa InnerMembrane
81given i isa InnerMembrane
82given o isa OuterMembrane
83given q isa QMembrane

. . .

86vote e isa QContent
87check e : $nvotes == 0u // Say no QContent
88
89given f : true // Allow dead sites
90vote f : !( $curatom is Empty)
91check f : random.oddsOf (3u*$nvotes +1u,10u)

. . .

118# Shrink rules
119ee_iqff ..@....
120eei@off -> ...o... # Run in
121eeiooff .......
122
123ei ..
124_iof i...
125_@of -> @o.. # Break in
126_iof i...
127ei ..
128
129ff ..
130qoof ....
131i@of -> .o.. # Punch in
132qoof ....
133ff ..
134
135vote r : $curatom is Empty
136. || $curatom is InnerMembrane
137
138riqf i...
139i@of -> .o.. # Cave in
140qoof ....
141ffff ....

Figure 3: A comparison of OuterMembrane and InnerMembrane processing code, excerpted from QMembrane.splat. See text.

sign issue is that expressing such computations using a pure
boolean algebra over sites would be cumbersome at best,
as would the ‘predicates on neighborhood counts’ notations
sometimes used for Game of Life generalizations.

The ‘break out’ rule at lines 37–41 creates two new OM
bends, which can then run out if conditions are favorable;
the ‘punch out’ rule at lines 43–47 reduces excess OM:

->

Break out

->

Punch out

A non-membrane site is defined to be an interior site if
it is adjacent to an IM or another interior site, and likewise
for exterior sites and OM. A collection of sites is called mem-
brane consistent if every non-membrane site is uniquely la-
beled as interior or exterior. All the rules in Figure 3 (includ-

ing ‘cave out’, not exemplified here) are membrane invari-
ant, giving membrane-consistent outputs from membrane-
consistent inputs. Disjoint sets of interior sites define dis-
tinct protocells, but with the membrane invariant, global pro-
tocell identities can be changed locally. One IM-centered
rule does membrane-invariant fission, making two from one:

145_____ .....
146ooooooo .......
147iiii@iiii -> ....o.... # Fission
148ooooooo .......
149_____ .....

while an analogous OM-centered rule implements fusion:
59fffff .....
60iiiiiii .......
61oooo@oooo -> ....i.... # Fusion
62iiiiiii .......
63fffff .....

(See Figure 5 for examples of these rules in action.)
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If global deterministic execution was absolutely guaran-
teed, we could simply require a membrane-consistent initial
condition and declare job well done, but in an indefinitely-
scalable computational architecture, it is necessary to ask
the hard question: What should we do if, despite every-
thing, the membrane is inconsistent? Most of the QMembrane
code omitted above is concerned with self stabilizing the
membrane—attempting to repair it safely if plausible, or
to destroy it cleanly if not, when facing a membrane-
inconsistent state. More work is needed, and many interest-
ing challenges arise, but they run too far afield for us here.

Cytoplasm design

As noted earlier, the C211 cytoplasm is similar to the ulam
Mob element presented in Ackley and Ackley (2016), except
it’s a reimplementation in SPLAT—and less than a lovely one
at that—so we offer only brief comments here.

Putting a membrane around mob Content had at least two
design consequences. First, although the membrane retreats
from high-density Content, its presence does help ‘corral’
the mob, so the ‘statistical gravity’ used in Ackley and Ack-
ley (2016) is less needed. Second, the original mob cared
only about its heading direction, empty sites, and mob sites;
anything else encountered was, in effect, an obstacle. Within
a membrane, though, that caused a race between the desired
effect: the membrane leading edge advancing away from on-
coming Content, and an undesired effect: the mob rule in-
creasingly swapping with empty sites laterally or behind as
the density ahead increased. Fitful attempts to adjust rate
constants proved futile, but a new Content rule encouraging
adjacency to IM in the heading direction was effective.

Asynchronous deformability quantified

Though these protocells consist primarily of OM, IM, and Co
atoms (plus empty sites), additional elements exist as well.
For example, if a Co encounters a ‘Commander’ atom, as af-
ter 293 AEPS in Figure 1, it consumes it, then adopts a ran-
dom heading direction and speed, which it gossips to neigh-
boring Co. A StopCommander atom ends movement sim-
ilarly. Content atoms use stochastic timers to emit such
signaling atoms spontaneously, generating random protocell
movements and pauses somewhat akin to the ‘run and tum-
ble’ dynamics of natural bacteria such as E. coli (Airola et al.
2013, e.g., details its signaling and switching mechanisms).

As discussed in the introduction, in this architecture, ob-
ject motion requires object deformation, so one might hy-
pothesize that faster motion might imply more deformation.
We conducted a small experiment to evaluate that, running
the ‘Run and Tumble’ dynamics and computing protocell
volume and distance traveled every 500 AEPS. As seen in
Figure 4, the results are noisy, but a moderately strong posi-
tive correlation between volume and speed is evident.

Figure 4: Observed velocities and volumes of a protocell un-
der ‘Run-And-Tumble’ dynamics. Velocities based on Eu-
clidean distance between the cell’s area centroids, sampled
every 500AEPS for 500kAEPS, starting from one Seed atom
in a single size ‘G’ (128× 128 active sites) tile. See text.

Topology changing observed
We saw SPLAT code defining rules for protocell fission and
fusion, but we have not yet seen those transitions occurring
here. That is partly by design—both rules are big and spe-
cific, to discourage accidental occurrences, and partly for
exposition, because so much else is going on within a sin-
gle protocell. But it is also partly because of the perspective
shift from a priori agents to artificial chemistry: Splitting
and merging are less just opaque things that agents do, and
more things that just happen when conditions are right.

Figure 5 illustrates some of those conditions.

Soft living technology for society
The fundamental goal of the research program behind the
present work is to develop computational systems that are
living technology in the sense of Bedau et al. (2010)—
hardware-software artificial chemistries in digital machinery
that will perform useful work for society.

To some, the reach from software-based artificial chem-
istry to real-world utility may seem hopelessly long, and in-
deed this author is aware of only scattered examples—with
Ziegler and Banzhaf (2001) offering one clear example.

But there is increasing reason for optimism. Technology
suited for indefinitely-scalable computing continues to be-
come cheaper and more widely available. By emphasizing
programming language and software engineering issues as
well as CA model simplicity and locality, increasingly so-
phisticated chemical, biological and evolutionary operations
become implementable. If the C211 protocell is currently
soft, sloppy, slow, and single, that can be changed with noth-
ing more than a computer, a text editor, and the will to do so.

It is an exciting beginning.

89



+0 AEPS +3,000 AEPS +4,000 AEPS +6,000 AEPS +8,000 AEPS

+0 AEPS +2,000 AEPS +2,505 AEPS +2,840 AEPS +3,000 AEPS

+0 AEPS +2,000 AEPS +2,130 AEPS +2,140 AEPS +2,500 AEPS

Cell heading west
speed=6, 3x3 Wall

Cell heading west
speed=1, 3x3 Wall

East cell heading west
North cell heading south,

West cell stationary

Figure 5: Context-induced protocell topology changes, extracted from three runs and displayed using relative AEPS. (Top row)
A protocell rushing west hits an obstacle. At +2,505 the stretched lower membrane has fissioned and the parts are shrinking
back, but too late: A second fission at +2,840 leaves this run with three stories going forward. (Middle row) By contrast, this far
slower westbound protocell, though also bent by the wall, eventually takes a northerly route and remains intact. (Bottom row)
The green-Content protocell, motionless on an edge, is squeezed by the protocell from the east, and by +2,000 they are sharing
a vertical segment of OM. At +2,130 the two membranes fuse, and a double-sized yellow-green protocell rapidly consolidates.
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Abstract

The influence of Artificial Intelligence (AI) and Artificial Life
(ALife) technologies upon society, and their potential to fun-
damentally shape the future evolution of humankind, are top-
ics very much at the forefront of current scientific, govern-
mental and public debate. While these might seem like very
modern concerns, they have a long history that is often dis-
regarded in contemporary discourse. Insofar as current de-
bates do acknowledge the history of these ideas, they rarely
look back further than the origin of the modern digital com-
puter age in the 1940s–50s. In this paper we explore the ear-
lier history of these concepts. We focus in particular on the
idea of self-reproducing and evolving machines, and poten-
tial implications for our own species. We show that discus-
sion of these topics arose in the 1860s, within a decade of the
publication of Darwin’s The Origin of Species, and attracted
increasing interest from scientists, novelists and the general
public in the early 1900s. After introducing the relevant work
from this period, we categorise the various visions presented
by these authors of the future implications of evolving ma-
chines for humanity. We suggest that current debates on the
co-evolution of society and technology can be enriched by a
proper appreciation of the long history of the ideas involved.

Introduction
“And why should one say that the machine does not

live? It breathes . . . It moves . . . And has it not a voice?
. . . And yet the mystery of mysteries is to view ma-
chines making machines; a spectacle that fills the mind
with curious, and even awful, speculation.”

Coningsby (Disraeli, 1844, p. 154)

By the climax of the British Industrial Revolution in the
early 1800s, the widespread introduction of increasingly
sophisticated manufacturing machines had raised anxiety
about the potential long-term consequences of mechanisa-
tion. Areas of unease included not just the impact of tech-
nology on the labour conditions of working people—a driv-
ing concern of the Luddite movement (Archer, 2000), but
also the growing appreciation of the self-amplifying poten-
tial of the new machines. In 1844, the British author and fu-
ture prime minister Benjamin Disraeli wrote the novel Con-
ingsby. In a section describing the industrial landscape of

Manchester, the narrator raises the idea of machines mak-
ing machines and alludes to the profound potential of such a
development (see quote above).

During the same period, the scientific understanding of
the complexity of biological life was undergoing a revo-
lution, in the theories being developed by Charles Darwin
and Alfred Russell Wallace. Both theories were first pre-
sented at the Linnean Society of London in 1858 (Darwin
and Wallace, 1858), with a greatly extended presentation of
Darwin’s theory appearing a year later with the publication
of The Origin of Species (Darwin, 1859).

At this time, the intellectual elite of England were a richly
connected web of thinkers, among whom ideas of science,
philosophy, technology, literature and the arts freely flowed.
It did not take long for the contemporaneous ideas of ma-
chines making machines, and of the evolution of biological
organisms, to be connected—the result was the development
of the idea of self-reproducing and evolving machines.

In this paper we explore the work of prominent authors of
the nineteenth and early twentieth centuries who addressed
this topic.1 We then identify common themes in their work
in terms of the implications of these ideas for the future of
human society and evolution, and conclude with brief com-
ments about the relevance of this work to current debates.

Early writing on self-reproducing and evolving
machines

Late Nineteenth Century (1860s–1890s)

Almost as soon as The Origin of Species was published,
some authors began exploring the applicability of Darwin’s
ideas to human technology, and the potential consequences
that this might entail.

1The history of the idea of self-reproducing machines dates
back even earlier (Taylor and Dorin, 2018), but here we focus on
machines that can both self-reproduce and evolve. We acknowl-
edge that our literature search has been conducted primarily in En-
glish, and there may be relevant sources in other languages that
we are unaware of. The review section of this paper draws upon
material presented in our new book (Taylor and Dorin, 2018).
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Samuel Butler: Darwin Among The Machines (1863)
and later works As a young man, the English author
Samuel Butler (1835–1902) spent five years working in New
Zealand. Shortly after his arrival in 1859 he read—and
was greatly influenced by—the recently published Origin of
Species. During his stay he published a number of letters
relating to Darwin’s theory in the local Christchurch news-
paper, The Press. The second of these, which appeared in
the 13 June 1863 edition under the pseudonym Cellarius,
was entitled Darwin Among the Machines (Butler, 1863).

Butler began the letter by noting the rapid pace of de-
velopment of machinery from the earliest mechanisms to
the most sophisticated examples of the day. He commented
that this had far outstripped the pace of development in the
animal and vegetable kingdoms, and asked what might be
the ultimate outcome of this trend. Observing the increas-
ingly sophisticated “self-regulating, self-acting power” with
which machines were being conferred, Butler suggested that
humans “are ourselves creating our own successors.” He fur-
ther speculated that, freed from the constraints of feelings
and emotion, machines will ultimately become “the acme of
all that the best and wisest man can ever dare to aim at,” at
which point “man will have become to the machine what the
horse and the dog are to man” (Butler, 1863).

At that stage, Butler reasoned, the machines would still
be reliant upon humans for feeding them, repairing them,
and producing their offspring, and hence they would likely
treat us kindly. “[Man] will continue to exist, nay even to
improve, and will be probably better off in his state of do-
mestication under the beneficent rule of the machines than
he is in his present wild state.” However, he then introduced
the possibility of a time when “the reproductive organs of
the machines have been developed in a manner which we
are hardly yet able to conceive,” noting that “it is true that
machinery is even at this present time employed in begetting
machinery, in becoming the parent of machines often after
its own kind” (Butler, 1863).

Throughout his subsequent career, Butler wrestled with
his views on the application of Darwin’s theory to machines,
and the implications for humanity. In a subsequent letter
to The Press entitled Lucubratio Ebria (Butler, 1865), pub-
lished on 29 July 1865, he presented a vision whereby ma-
chines are seen not as a competing species, but rather as ex-
tensions to the human body. From this perspective, Butler
emphasised the capacity of machines to exert positive evo-
lutionary influences on the evolution of humankind, not only
by increasing our physical and mental capabilities, but also
by changing the environment in which we develop as indi-
viduals and evolve as a species.

Upon his return to England in 1864, Butler continued to
explore these ideas. They appear in their most developed
form in The Book of the Machines, which constituted chap-
ters 23–25 of his novel Erewhon (Butler, 1872). Here he ex-
plored the collective reproduction of heterogeneous groups

of machines, rather than the reproduction of individuals.
Butler likened a complicated machine to “a city or society”
(Butler, 1872, p. 212), and asked “how few of the machines
are there which have not been produced systematically by
other machines?” (Butler, 1872, p. 210). He invoked a num-
ber of biological analogies, such as bee pollination and spe-
cialisation of reproductive function in ant colonies, to argue
that collective machine reproduction is no less like-like than
the self-reproduction of individual machines.

In Erewhon Butler further explored the idea, first ad-
dressed in Lucubratio Ebria, that humans and machines are
co-evolving, in a process driven by market economics. How-
ever, in contrast to his earlier writing, he now feared that this
might be detrimental to humankind, with machines evolving
by acting parasitically upon their designers: “[the machines]
have preyed upon man’s grovelling preference for his mate-
rial over his spiritual interests” (Butler, 1872, p. 207). Hu-
mans, he argued, are economically invested in producing
machines with ever more “intelligibly organised” mechan-
ical reproductive systems (Butler, 1872, p. 212):

“For man at present believes that his interest lies
in that direction; he spends an incalculable amount of
labour and time and thought in making machines breed
better and better . . . and there seem no limits to the re-
sults of accumulated improvements if they are allowed
to descend with modification from generation to gener-
ation.”

Erewhon (Butler, 1872, p. 212)

As machines evolved to become ever more complex, But-
ler was concerned that they might “so equalise men’s pow-
ers” that evolutionary selection pressure on human physical
capabilities would be reduced to a level that precipitated “a
degeneracy of the human race, and indeed that the whole
body might become purely rudimentary” (Butler, 1872, p.
224). This concern about the consequences for the human
race of entering a long-term co-evolutionary relationship
with machines is taken up by a number of later authors, most
notably J. D. Bernal, whose work we discuss later.

Alfred Marshall: Ye Machine (c. 1867) Contemporane-
ous with Butler, in 1867 the young Alfred Marshall (1842–
1924) wrote a series of four papers that formed the basis of
talks at “The Grote Club”—an intellectual debating society
at the University of Cambridge. His theme was the extent to
which the activities of the human mind could be accounted
for in physical terms. In the third paper, Ye Machine, Mar-
shall proposed a model for the objective study of mecha-
nisms capable of learning and intelligent action (Raffaelli,
1994). Inspired by recent scientific work in psychology,
he described a mechanical device (a robot in today’s terms)
equipped with sensors, effectors and circuitry that would al-
low it to develop progressively more sophisticated ideas and
reasoning about its interactions with the world.
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The brain of Marshall’s robot consisted of “an indef-
inite number of wheels of various sizes” connected by
bands which would be automatically tightened whenever
two wheels moved at the same time (Raffaelli, 1994, p. 116).
The design therefore implements what would now be classi-
fied as a kind of associative learning. He goes on to describe
how such a machine might also learn through receiving pos-
itive or negative feedback about its actions, and how it might
develop instincts to allow it to maintain desired states. Al-
though such instincts could arise from the robot’s associative
learning mechanisms, Marshall also speculated:

“Nay, further, the Machine . . . might make others
like itself. We thus get hereditary and accumulated in-
stinct. For these descendants, as they may be called,
may vary slightly, owing to accidental circumstances,
from the parent. Those which were most suited to the
environment would supply themselves most easily with
fuel, etc. and have the greatest chance of prolonged ac-
tivity. The principle of natural selection, which indeed
involves only purely mechanical agencies, would thus
be in full operation.”

Alfred Marshall, Ye Machine, c. 1867
(Raffaelli, 1994, p. 119)

Ye Machine and the other papers presented by Marshall at
The Grote Club in the late 1860s had a limited audience at
the time, and they were not published in the scientific liter-
ature until 1994 (courtesy of the efforts of the late Tiziano
Raffaelli). However, the ideas Marshall developed in these
papers are clear antecedents of themes in his later work.2

George Eliot: Impressions of Theophrastus Such (1879)
In the following decade, George Eliot (Mary Ann Evans)
published her final work, a series of short essays by an imag-
inary scholar (Eliot, 1879). The chapter Shadows of The
Coming Race is a dialogue covering themes first raised by
Butler regarding the possibility of machines developing the
capacity for self-reproduction and evolution by natural se-
lection. It also touches upon the potential consequences for
humans, including mass unemployment and an evolutionary
degeneration of the mind and body. Asked where these ideas
had come from, the narrator explains that “[t]hey seem to be
flying around in the air with other germs.” By the late 1800s
these topics were indeed very much in the air.3

Early Twentieth Century (1900s–1950s)
By the turn of the twentieth century, the pace of techno-
logical development had created a more pressing need for

2Marshall changed focus in his subsequent career, becoming
one of the founding fathers of neoclassical economics. In his in-
fluential book The Principles of Economics he drew analogies be-
tween economics and biology, arguing that “[t]he Mecca of the
economist lies in economic biology” (Marshall, 1890, p. xiv).

3Butler thought that Eliot had “cribbed” Erewhon in her work,
but the reality is more complicated (Taylor and Dorin, 2018).

considering where such progress might ultimately lead us.
During this period, the exploration of potential futures of
humanity in a world shared with self-reproducing, evolving
machines was attracting a wider audience. Where Samuel
Butler had led, other authors soon followed. Here we high-
light some of the first examples of novels and other literature
exploring self-reproducing machines from the early twen-
tieth century, and also discuss speculative scientific work
from this period.

E. M. Forster: The Machine Stops (1909) E. M. Forster’s
short story The Machine Stops (Forster, 1909) was his only
work of science fiction. It is now regarded as a classic of
dystopian literature (Evans et al., 2010, p. 50).

The story depicts a future in which humans live under-
ground in personal accommodation where corporeal needs
are entirely satisfied by technology (the global, all-nurturing
“Machine”). This leaves them free to concentrate on intel-
lectual development, although it also renders them physi-
cally degenerate. Forster describes the Machine’s “mend-
ing apparatus” that fixes problems and performs self-repair
functions, evoking an early image of a machine with a self-
maintaining organisation. It is the collapse of this function-
ality, brought about by the mending apparatus itself falling
into disrepair, that brings the story to an apocalyptic end.
Forster refers in passing to the Machine evolving new “food-
tubes”, “medicine-tubes”, “music-tubes” and even “nerve-
centres”, but these ideas are not further explored.

Forster acknowledged the influence of Samuel Butler
in his work (Forster, 1951)—the vision in The Machine
Stops of a future where an increasing dependency upon ma-
chines leads to the degeneracy of the human body certainly
echoes some of Butler’s concerns. Forster’s image of self-
maintaining machines sustaining human life was further de-
veloped 20 years later by J. D. Bernal (see below).

Karel Čapek: R.U.R.: Rossum’s Universal Robots (1920)
Themes of machine (collective) self-reproduction are further
developed in Karel Čapek’s play R.U.R.: Rossum’s Univer-
sal Robots (Čapek, 1920). Published in 1920 and first per-
formed in 1921, the play introduced the word “robot” into
the English language. The robots were constructed from
biochemical components and designed to resemble humans,
but lacked “superfluous” capacities such as feelings or the
capacity to reproduce. They were mass-produced in a fac-
tory to replace human workers with a cheaper, more produc-
tive alternative. Most of the production at the factory was
carried out by robots themselves, with only the most senior
positions filled by humans. However, the complex formula
for manufacturing the key “living material” was a closely-
guarded secret, recorded by the factory’s founder (Rossum)
before his death and kept in a safe to prevent it from falling
into the hands of competitors or the robots themselves.

One of the scientists in the factory experiments in mak-
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ing robots with more human-like feelings such as pain and
irritability, but this results in unintended and ultimately dis-
astrous consequences when the robots come to despise their
human masters and rise up against them. This eventually
leads to a stand-off where the robots surround the factory
and the people within it. The humans realise that their only
bargaining chip is the document that explains Rossum’s for-
mula, without which the robots would be unable to produce
more of themselves and would therefore die out as a race
when the current models fail.

The climax of the play thus revolves around a struggle
for the ownership of the written instructions that would al-
low the robots to collectively produce more of themselves—
a struggle for the ownership of the robot’s DNA, as it were.
This idea of the collective reproduction of a society of robots
reflects some of Butler’s earlier ideas in Erewhon.

Early American Science Fiction (1920s-1950s) The ap-
pearance of American pulp science fiction magazines in the
1920s, and their growing popularity over the decades that
followed, provided a medium in which many writers ex-
plored the idea of self-reproducing robots and evolving ma-
chines. Perhaps the first example in this genre was the
British writer S. Fowler Wright’s story Automata, published
in the American magazine Weird Tales (Wright, 1929). With
echoes of Samuel Butler, the story extrapolates the observed
accelerating pace of technological development of the time
into the far future, to a point when machines no longer rely
on humans to service them. The machines become not only
self-reproducing, but also able to design their own offspring.
The story views the takeover by machines as the inevitable
next stage of evolution, and serves as a warning of the un-
predictable long-term consequences of machine evolution:

“Even in the early days of the Twentieth Century
man had stood in silent adoration around the machines
that had self-produced a newspaper or a needle . . . And
at that time they could no more have conceived what
was to follow than the first ape that drew the sheltering
branches together could foresee the dim magnificence
of a cathedral dome.”

Automata (Wright, 1929, p. 344)

Three years later, in 1932, the influential American sci-fi
writer and editor John W. Campbell published The Last Evo-
lution (Campbell, 1932), which also anticipated the eventual
replacement of the human race by self-reproducing and self-
designing machines. However, Campbell’s story is more op-
timistic than Wright’s, foreseeing a period where humans
live in peaceful and co-operative coexistence with intelli-
gent machines, with human creativity complementing ma-
chine logic and infallibility. The end of the human race
comes not at the hands of the intelligent machines, but when
a species from another solar system invades Earth. The inva-
sion prompts the machines to design a new super-intelligent

machine to thwart the attack, and this itself spawns further
rounds of creation of more sophisticated machines—the fi-
nal instantiation of which succeeds in repelling the invaders
but is ultimately the only surviving species on Earth. Earlier
in the story, the last two surviving humans console them-
selves while contemplating their fate:

“I think . . . that this is the end . . . of man . . . But not
the end of evolution. The children of men still live—the
machines will go on. Not of man’s flesh, but of a better
flesh, a flesh that knows no sickness, and no decay, a
flesh that spends no thousands of years in advancing a
step in its full evolution, but overnight leaps ahead to
new heights.”

The Last Evolution (Campbell, 1932, p. 419)

Campbell’s vision of a complementary coexistence of hu-
mans and intelligent machines is replaced by a less posi-
tive image in his 1935 story The Machine (written under the
pseudonym Don A. Stuart) (Campbell, 1935). In the story
a human-like race on a distant planet design a thinking ma-
chine that is set the task of making better versions of itself.
The outcome is a machine that takes care of all of the race’s
basic needs. However, this ultimately leads to the degen-
eration of the race’s intelligence, civility, and its ability to
look after itself—a similar fate to those described by But-
ler in Erewhon and Forster in The Machine Stops. The ma-
chine decides that its presence has become detrimental to
the planet’s inhabitants, for they are not engaging with it ap-
propriately, but instead treating it like a god. The machine
resolves to leave the planet so that they can learn to live in-
dependently once more.

Laurence Manning’s The Call of the Mech-Men (Man-
ning, 1933) also mirrors ideas first aired by Butler 60 years
earlier. Two explorers discover a group of extraterrestrial
robots who have been living in underground caverns on
Earth since their spaceship was damaged many tens of thou-
sands of years earlier. The robots are amused when they
hear of humankind’s view of itself as master of its technol-
ogy, remarking (in their stilted English): “Machine gets fed
and tended under that belief! Human even builds new ma-
chines and improves year by year. Machines evolving with
humans doing all work!” (Manning, 1933, p. 381).

Recurring themes of machine evolution and self-
reproduction are seen in stories over the following years.
An example is Joseph E. Kelleam’s Rust, set on a post-
apocalyptic Earth where human-designed robots have sur-
vived after humankind has been wiped out (Kelleam, 1939).
The robots try to design and build more of their kind before
they succumb to erosion, but ultimately fail in their attempts.
In Robert Moore Williams’ Robots Return (Williams, 1938),
three robots from a faraway planet travel to Earth in search
of information about their origins many thousands of years
earlier. To their surprise, they discover that they were orig-
inally designed by humans, and had been sent into space to
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accompany their creators in escaping a dying Earth. The hu-
mans did not survive the mission, but the robots did, settling
upon a distant world; there, they reproduced and ultimately
evolved into their current state. One further example is A. E.
van Vogt’s M 33 in Andromeda, in which a spaceship of hu-
man explorers overcome an extraterrestrial intelligence the
size of a galaxy by constructing a self-reproducing torpedo-
manufacturing machine (van Vogt, 1943).

The most explicit exploration of machine self-
reproduction and evolution in early science fiction is
found in Philip K. Dick’s Second Variety (Dick, 1953).
The story is set on Earth at the end of a long-running war
between East and West, in which Western forces are driven
to design killer robots to turn the tide on the battlefield.
The robots are highly autonomous, with each generation of
design becoming more sophisticated, including powers of
self-repair and self-manufacture. They eventually become
too dangerous for the human designers to be anywhere near,
and they are left to reproduce by themselves. Similar to
Wright’s Automata and Campbell’s The Last Evolution, the
robots in Second Variety eventually develop the ability to
design their own offspring, and increasingly sophisticated
and human-like species of killer robots begin to emerge.
Echoes of these earlier stories are also seen when one of the
human characters remarks “It makes me wonder if we’re
not seeing the beginning of a new species. The new species.
Evolution. The race to come after man” (Dick, 1953).

Themes of machine self-repair, self-reproduction and evo-
lution were central to various subsequent works by Dick.
Another notable example is Autofac (Dick, 1955), which
ends with a vision of the seeds of self-reproducing manu-
facturing plants being launched into space.

J. D. Bernal: The World, The Flesh and the Devil (1929)
In addition to the fictional explorations of machine self-
reproduction and evolution described above, we also see
continued interest in these topics from scientists in the early
1900s. John Desmond Bernal (1901–1971) was an influen-
tial researcher who conducted pioneering work on structural
crystallography. Later in his career he also became inter-
ested in the origins of life (Bernal, 1951). In addition to
his experimental work, he wrote many works on science and
society; his first monograph, and yet perhaps his most fu-
turistic writing, was entitled “The World, the Flesh and the
Devil: An Enquiry into the Future of the Three Enemies of
the Rational Soul” (Bernal, 1929).4

In this work, Bernal discusses how one might examine the
future of humanity in a scientifically defensible way. After
sign-posting the methodological and intellectual dangers to
be avoided, and discussing the unavoidable limitations, he
proceeds to explore what might be said of the three major
kinds of struggle facing humanity: against the forces of na-

4Arthur C. Clarke later described it as “the most brilliant at-
tempt at scientific prediction ever made” (Clarke, 1999, p. 410).

ture and the laws of physics in general (“the world”); against
biological factors including ecology, food, health and dis-
ease (“the flesh”); and against psychological factors includ-
ing desires and fears (“the devil”).

Writing before the advent of space travel, atomic energy
or computers, Bernal first tackles how humankind might
overcome the challenges that arise from the material world.
He argues that limitations of land and energy in the world
will eventually compel us to colonise space: “On earth, even
if we should use all the solar energy which we received, we
should still be wasting all but one two-billionths of the en-
ergy that the sun gives out. Consequently, when we have
learnt to live on this solar energy and also to emancipate our-
selves from the earth’s surface, the possibilities of the spread
of humanity will be multiplied accordingly” (Bernal, 1929,
p. 22). After discussing plausible technologies for power-
ing a spaceship (both to escape the earth’s gravitational field
and also when in outer space), he goes on to imagine how
humans might set up permanent space colonies.

Bernal proposes a “spherical shell ten miles or so in diam-
eter” (Bernal, 1929, p. 23) which could provide a habitable
environment for twenty or thirty thousand inhabitants. After
discussing how the construction of a sphere might be boot-
strapped from a basic design built largely of materials mined
from an asteroid, Bernal continues with a description of the
organisation of a mature sphere. It is imagined as “an enor-
mously complicated single-celled plant” (Bernal, 1929, p.
23) with a protective “epidermis”, complete with regenera-
tive mechanisms to protect against meteorites, mechanisms
for the capture of meteoric matter to be used as raw mate-
rial for the growth and propulsion of the sphere, systems for
energy production from solar energy, stores for basic goods
such as solid oxygen, ice and hydro-carbons, and mecha-
nisms for the production and distribution of food and me-
chanical energy. The sphere would also have mechanisms
for recycling all waste matters, “for it must be remembered
that the globe takes the place of the whole earth and not of
any part of it, and in the earth nothing can afford to be per-
manently wasted” (Bernal, 1929, p. 25).

The inhabitants of these globes in space would not be iso-
lated, but would be in wireless communication with other
globes and with the earth. In addition, there would be a con-
stant interchange of people between the globes and the earth
via interplanetary transport vessels. Having set out how the
globes might function to sustain life as “mini-earths”, Bernal
imagines a yet more ambitious scenario:

“However, the essential positive activity of the
globe or colony would be in the development, growth
and reproduction of the globe. A globe which was
merely a satisfactory way of continuing life indefinitely
would barely be more than a reproduction of terrestrial
conditions in a more restricted sphere.”

The World, The Flesh and the Devil
(Bernal, 1929, p. 27)
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Hence, the globe is conceived of as a fully self-maintaining
and self-reproducing unit—what might now be described as
an autopoietic organisation (Maturana and Varela, 1972).
Bernal discusses methods by which a globe might construct
another globe, and then envisages how an evolutionary pres-
sure to explore might arise among a population of globes:

“As the globes multiplied they would undoubtedly
develop very differently according to their construction
and to the tendencies of their colonists, and at the same
time they would compete increasingly both for the sun-
light which kept them alive and for the asteroidal and
meteoric matter which enabled them to grow. Sooner
or later this pressure . . . would force some more ad-
venturous colony to set out beyond the bounds of the
solar system.”

The World, The Flesh and the Devil
(Bernal, 1929, p. 29)

The enormous challenges of travelling interstellar distances
are addressed, but Bernal argues that such a vision is never-
theless reasonable to consider: “once acclimatized to space
living, it is unlikely that man will stop until he has roamed
over and colonized most of the sidereal universe, or that even
this will be the end. Man will not ultimately be content to be
parasitic on the stars but will invade them and organize them
for his own purposes” (Bernal, 1929, p. 30).

Moving next to the possibilities of how our own bodies
might develop in the distant future, Bernal imagines that we
will increasingly replace and augment body parts with syn-
thetic alternatives. Turning to the activities such advanced
beings might pursue, Bernal suggests that, among other im-
portant scientific questions, there would surely be intensive
further study of life processes, and the creation of synthetic
life. However, “the mere making of life would only be im-
portant if we intended to allow it to evolve of itself anew
. . . [however] artificial life would undoubtedly be used as
ancillary to human activity and not allowed to evolve freely
except for experimental purposes” (Bernal, 1929, p. 45).

Bernal’s vision of the relationship between the future evo-
lution of humans and machines is more symbiotic than the
futures imagined by Forster and Čapek: “Normal man is an
evolutionary dead end; mechanical man, apparently a break
in organic evolution, is actually more in the true tradition
of a further evolution” (Bernal, 1929, p. 42). This perspec-
tive is more in line with the ideas expressed by Butler in
Lucubratio Ebria, and with those of sci-fi authors such as
John W. Campbell. Bernal sees the main barriers towards
progress in these areas arising from human psychology—
in addition to having the desire for progress, we must also
“overcome the quite real distaste and hatred which mecha-
nization has already brought into being” (Bernal, 1929, p.
55). Various ways of overcoming such barriers are sug-
gested, but Bernal does not discount the alternative possi-
bility that we ultimately find ways of living a simpler yet

more satisfying life that is not occupied by science or art but
more at one with nature.5 He also considers a third possibil-
ity, “the most unexpected, but not necessarily the most im-
probable” (Bernal, 1929, p. 56), that human evolution might
diverge, with one race following the natural path and another
race following the intellectual and technological path.

More Recent Work (1950s–present)
The 1940s and, in particular, the 1950s saw the emergence
both of the first rigorous theoretical work on the design
of self-reproducing machines, and of the first implementa-
tions of artificial self-reproducing systems in software and
in hardware (Taylor and Dorin, 2018). This has been accom-
panied by continued public debate about the implications of
the technology for the long-term future of our species. The
history of these ideas from this period is more widely ac-
knowledged in current discussions, so we end our review of
the early development of these ideas here. Details of work
in the 1950s and early 1960s, and pointers to more recent
developments, can be found in (Taylor and Dorin, 2018).

Discussion
As demonstrated in the preceding sections, the early history
of thought about self-reproducing and evolving machines
unveils a diverse array of hopes and fears. These contribu-
tions demonstrate that current debates about the implications
of AI and ALife for the future development of humankind
are actually a continuation of a conversation that has been
in progress for at least a hundred and fifty years. In this fi-
nal section, we consider the main recurring themes that have
emerged in our review.

Takeover by intelligent machines The most prominent
theme apparent in this work is the fear that machines might
evolve to a level where they displace humankind as the dom-
inant intelligent species. While some writers proposed more
positive, co-operative alliances between humans and ma-
chines (e.g. Butler, Marshall, Wright, Campbell, Bernal),
none was fully convinced by this outcome, and all discussed
less desirable possibilities elsewhere in their work.6

The idea that we ourselves are creating our own succes-
sors can be seen in the work of Butler, Eliot, Čapek, Wright
and Campbell. Some saw this not as a development to be
feared, but rather as a way in which the reach of humankind
might be extended beyond the extinction of our species (e.g.
Čapek, Campbell [The Last Evolution], and Williams).

Most saw the evolution of increasingly intelligent ma-
chines as an inevitable process. In the work reviewed, only

5In contrast to Butler in Darwin Among The Machines, who
thought that mankind was already past the point of no return in
technology to allow such a reversal.

6Marshall is a possible exception, although his goal was to pro-
pose a model of biological learning and intelligent behaviour rather
than to predict the future of humankind.
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Čapek engages significantly with the idea that humans might
exert some control over the robots’ reproduction. Butler and
Bernal thought this could likely only be achieved by humans
forsaking the development of technology altogether.

The idea of self-repairing machines is present in the work
of Eliot, Forster, Campbell [The Machine] and Bernal, and
this is indeed a theme in current evolutionary robotics re-
search, e.g. (Bongard et al., 2006), (Cully et al., 2015). In
contrast, we are unaware of any serious scientific investiga-
tion of the idea of self-designing machines, which appears
in the work of Wright, Campbell and Dick. These authors
portray self-design as a route by which the pace of machine
evolution can accelerate—these works, and Butler’s before,
strongly foreshadow current interest in the idea of the tech-
nological singularity. The concept has attracted increasing
interest and speculation since the birth of the digital com-
puter age, particularly in recent years through authors such
as Moravec (1988), Kurzweil (2005) and Bostrom (2014).
However, such speculations date back at least two hundred
years; for a good discussion of the history of these ideas, see
(Eden et al., 2013).

Implications for human evolution Beyond the idea that
machines might become the dominant intelligent species,
the reviewed works have explored a number of potential im-
plications of self-reproducing machines for the future direc-
tion of human evolution.

In Erewhon Butler envisaged that humans might become
weaker and physically degenerate due to reduced evolution-
ary selection pressure brought about by all-caring machines.
Eliot and Forster foresaw a similar outcome. In contrast, an
alternative outcome explored by Butler [Lucubratio Ebria]
and Bernal is that human abilities might become signifi-
cantly enhanced by the incorporation of increasingly sophis-
ticated cyborg technology.

Several authors emphasised that humans and machines
are engaged in a co-evolutionary process. In Lucubratio
Ebria Butler suggests that this closely coupled evolution of
humans and machines might increase our physical and men-
tal capabilities. In particular, he suggests that intelligent ma-
chines change the environment in which humans develop
and evolve—foreshadowing the modern idea of biological
niche construction (Odling-Smee et al., 2003). In The Last
Evolution Campbell envisaged a positive outcome of this co-
evolution, with human creativity working in harmony with
machine logic and infallibility. Butler in Erewhon, however,
was more dubious of the process, conjuring an image of ma-
chines as parasites benefiting from the unwitting assistance
of humans in driving their evolution.

The significance of self-reproducing machines as a tech-
nology to allow humankind to explore and colonise other
planets is a theme covered in various works. The prop-
erties of self-repair and multiplication by self-reproduction
are seen as essential for attempts to traverse the immense

distances of inter-stellar—or even inter-galactic—missions.
Bernal’s vision is of self-repairing and self-reproducing liv-
ing environments to allow multiple generations of humans to
survive such journeys. Williams, and Dick [Autofac], have
our robot successors making the journey in place of us.

Implications for human society In addition to imagining
consequences for human evolution, these authors also envis-
aged how human society and the lives of individuals might
be affected by the existence of super-intelligent machines.

The prospect of humans becoming mere servants to ma-
chines was raised by Butler [Darwin Among The Machines],
Wright and Manning. However, Butler suggests that this
might not necessarily be a detrimental development—the
machines would likely take good care of us, at least for as
long as they still rely upon humans for performing functions
relating to their maintenance and reproduction.

Many of the works explore how humans might spend their
time in a world where all of their basic needs are taken care
of by beneficent machines. In Forster’s work, humans en-
gage in the exchange of ideas and academic learning (mostly
about the history of the world before the Machine existed).
Similarly, Bernal suggests that we would be free to pursue
science, but also other areas of uniquely human activity in-
cluding art and religion. Individuals in Campbell’s The Ma-
chine are chiefly occupied with playing physical games and
pursuing matters of the heart. They also develop an un-
healthy reverence to the Machine as a god, to the extent that
the Machine ultimately decides to leave that planet so that
the humans can learn to live independently again.

Likewise, Butler [Erewhon] and Bernal discuss the pos-
sibility that humans might separate from machines at some
point in the future, although in their works, in contrast to
Campbell’s, this is a decision made by the humans rather
than the machines. Bernal also considers the possibility that
the human species might ultimately diverge into two, with
one group pursuing the path of technological co-evolution,
and the other rejecting technology and searching for a sim-
pler and more satisfying existence more at one with nature.

Conclusion Concern about the impact of self-reproducing
and evolving machines on human society and our future evo-
lution has a surprisingly long history. As we have shown,
this dates back at least as early as the Industrial Revolution
in Britain, and gains momentum with the publication of The
Origin of Species. Modern debates about the implications of
AI and ALife technology are the continuation of a conversa-
tion that has been in progress for over 150 years.

There is a possible dystopian bias in the works reviewed,
which were predominantly written by young, white men
(Roberts, 2018). It is indeed true that the large-scale me-
chanical self-reproducing machines envisaged by these au-
thors have not yet been realised. Nevertheless, technological
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advances in recent years have made possible various alterna-
tive manifestations of their ideas. Computer viruses, nano-
machines, manufactured bacteria and other self-reproducing
wetware: all testify to the continued and increasing need for
careful thought in this area. The spectre of self-reproducing
and evolving machines is still very much with us.
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Introduction
Are we evolving into a new Post-Industrial epoch driven
by the emerging living and intelligent technologies, spear-
headed by the digital revolution? Or are we just entering
a new period in the Industrial epoch, where we don’t need
to radically update our institutions, the market and our cul-
tural narratives? Using an evolutionary perspective and time
series analysis we seek to investigate these questions.

We report a study of the long term dynamics of the econ-
omy across 28 countries and across different socio-technical
epochs, some dating back to 1270, while others starting at
the onset of the Industrial Revolution. Using standard time
series analysis methods we report overall growth dynamics
as well as rhythmic phenomena in the growth patterns af-
ter the onset of the Industrial Revolution. Our main data
sources include the Maddison Project [4], Edvinson [1], Our
Wold in Data [7] and updated data references in the cited
literature. Assuming these evolutionary changes of our so-
cieties are driven by fundamental inventions that are capital-
ized through innovation when the socio-economic climate is
appropriate (Mensch) [5], we can use a simple mathemati-
cal model (Mosekilde et al.) [6] to interpret and to better
understand the underlying dynamics for the empirical data
as well as provide informed, tentative forcasts for the future
(Rosenlyst et al.) [9].

The Agricultural and the Industrial epochs
It is easy to detect the difference between the aggregated
economic dynamics for the agricultural and the industrial
epochs. In Figure 1 the gross domestic product per capita
(GDP/cap) for England (UK£) fE(t) and Sweden (SEK)
fS(t) are shown partially detrended as log(fE(t)) and
log(fS(t)). These two epochs are characterized by both dif-
ferent technologies and different societal organizations. The
result is that the pre-industrial epoch is characterized by eco-
nomic stagnation while the industrial epoch is charcterized
by sustained economic expansion. During the Agricultural
epoch there is no significant difference between the lives of
successive generations. Since the socio-economic system is
close to steady state, the economy can be viewed as a zero-

Figure 1: Left panel: Log-linear GDP/cap for England 1270-
2016 in 2013 British Pounds [7]. The blue data points indicates
industrialisation. Right panel: Log-linear GDP/cap for Sweden
1620-2016 in 2000 Swedish Krona [1]. The blue (green) data
points are after (before) industrialisation.

sum game, which is e.g. clearly seen in the English data for
the period after the Black Death swept through the country,
where almost half of the population died. As a result the
survivors became more prosperous. In the industrial epoch
the economy is no longer in steady state.

Growth rhythms in the Industrial epoch
To investigate the more subtle dynamics in the evolution of
the economy since the onset of the Industrial Revolution, the
time series have to be detrended further for this period. From
Figure 1 we can see that removing a linear trend from the
logarithmically transformed data is not sufficient to obtain
a stationary time series. Subtracting a second order poly-
nomial trend from logX f(t) provides stationary series for
all 28 countries, of course with different polynomial coeffi-
cients. These stationary time series are now further investi-
gated for possible dominating periodicities through Fourier
analysis.

Based on the analysis of the 28 Industrial economies all
countries can roughly be divided into two groups. One group
(Group 1) includes most countries in Europe, North Amer-
ica, Australia, New Zealand and the other countries con-
nected to the Western World as Japan and Brazil. Group
1 is characterized by a general decline in the relative eco-
nomic growth since the 1970s. The other group (Group 2)
includes some countries in Asia and South America as In-
dia, Sri Lanka, Chile and Argentina. Also Russia belongs to

99



Figure 2: See text for details. Left panel: GDP/cap for Den-
mark [8] (blue curves) and 30 EU countries [4] (red curves) in
current prices exponentially and parabolically detrended. Right
panel: The Fourier spectrum as a function of period for Denmark
[8] (blue curves) in 1929 prices and England [7] (red curves) in
2013 prices (GDP/cap) exponentially and parabolically detrended.
Note the ∼ 30 year top for England (Kuznets) and the ∼ 60 year
top for Denmark (Kondratieff).

this group. Group 2 is characterized by a general increase in
the relative economic growth rate in recent years. We have
not been able to obtain reliable data from China. Group 1
can further be divided into two major subgroups: (1a) the
US and (1b) the EU with the rest of Group 1, except Eng-
land that is in between. This division is based on the de-
tected dominating growth rhythm in the empirical data for
GDP/cap in fixed prices. The EU subgroup has a dominat-
ing growth rhythm of 50-65 years, while the US has a dom-
inating growth rhythm of 25-35 years, Kondratieff [2] and
Kuznets [3] waves respectively, named after the economists
that initially described them. It turns out that GDP/cap for
Denmark in both current and fixed 1929 prices are a reason-
able indicator for the EU subgroup (1b), in part because it
dates back to 1818 and in part because the Danish economy
was not so damaged by the two World Wars, see Figure 2.

Modeling the socio-technical evolution
According to Mensch’s theory of technology development,
the growth rhythms arise from accumulating of basic inven-
tions (e.g. steam engine, cotton, railway, steel, electrical
engineering, chemistry, automobiles or information technol-
ogy) that launch technological revolutions leading to the cre-
ation of dominating communication, energy, transportation
and production sectors for the certain period. The simple
socio-technical succession model used for the wave fore-
casts is given below [6],

dU

dt
= IP (F )− kQUQM(C)H(C/Q) (1)

dQ

dt
= kQUQM(C) + kIQC(Q− C) + ξ1 (2)

dC

dt
= kCC(Q− C)H(C/Q) + ξ2. (3)

where U , Q and C denote fundamental discoveries, inno-
vations and capital, respectively. The parameter values kQ,
kIQ and kC for each wave are estimated based on the time
series. IP (F ) is a Poisson process for novel discoveries, the

Figure 3: Left panel: Using the socio-technical succession model
[6] we do Monte Carlo forecasting (assemble size 100) of the third
Kondratieff waves based on previous GDP data and compare with
actual data. Right panel: Monte Carlo forecasting the forth Kon-
dratieff wave based on the previous GDP data.

functions H and M ”opens” and ”closes” the waves, while
ξX denotes minute noice. For details, please see [6], [8] and
[9]. Using Monte Carlo simulation of the model, we are able
to forecast the expected fourth wave (see Figure 3). Obvi-
ously, forecasts of this type are not predictions. However,
if the forth Kondratieff wave arrives, given the data and our
assumptions, it should start around 2030. If not, we must
conclude the Industrial epoch has concluded. Microscopic
data investigations (not macroscopic GDP) may support an-
swering this question in the near future, see e.g. [10].
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Abstract

Earth has undergone a succession of stages driven by phys-
ical, chemical, geological, biological, and social processes.
Among the most significant transitions in Earth’s planetary
evolution are the emergence of life and subsequent biochem-
ical innovations, the emergence of social behavior and cog-
nition, and the emergence of technology. After life emerged,
planetary processes became much more complex due to in-
creased diversity in what is biogeochemically possible. With
the evolutionary emergence of collective behaviors, social
systems, and cognition, an increasing number of planetary
processes became controlled by life. Since the emergence of
technology, intentional steering of the environment became
possible. In each stage, new mechanisms of control, medi-
ated by new information processing architectures, are added
to existing levels of control on the planetary environment. We
can classify these evolutionary stages of planets into matter-
dominated, life-dominated, and agency-dominated phases,
where each is distinguished by the extent to which infor-
mation processing systems control planetary processes. We
aim to characterize how each phase shapes planetary envi-
ronments.

Looking back at the history of our planet suggests we
are at a critical juncture in Earth’s planetary evolution: for
the first time in Earth’s history, a species has the collective
knowledge to understand how life co-evolved with the Earth
and is co-committingly witnessing its own enormous impact
on the Earth system over a relatively short timescale. It is
also the first time a species possess the ability to steer the
planetary environment intentionally. The emergence of an-
other highly intelligent system, artificial intelligence (AI),
may be around the corner. Observing our present transitory
phase in the context of Earth’s long history raises the ques-
tion of whether the emergence of humans, our civilizations,
and AI (and beyond) are unique transitions or typical when
compared to past planetary transitions. Comparing our cur-
rent phase to past ones requires distinguishing how matter,
life, intelligent agency, and technology each shape planetary
evolution.

Distinguishing life, intelligence, and technology from
each other and from physics is a notoriously difficult sub-
ject. In this paper we characterize these in terms of the

role of information in controlling matter, and how this
shapes the planetary environment, allowing the possibility
of placing these phases on the same continuum. This sug-
gest three phases of planetary evolution for comparison:
matter-dominated (no life), life-dominated, and intelligence-
dominated, where transitions between these correspond to
changes in the organization of information in physical sys-
tems, and how that organization constructs and controls the
planetary environment.

Differences and similarities between matter-dominated,
life-dominated, and agency-dominated planets will be most
apparent when studying the physical characteristics of the
planetary environment. In matter-dominated environments
without life, physical, chemical, and geological processes
control planetary formation and evolution (Frank et al.,
2017). On planets where life takes hold, substances are as-
sembled and reassembled by different ways of information
processing (Walker et al., 2017) and heritable memory per-
mits certain biogeochemical processes to be controlled over
long timescales. Shifts in the planetary state are driven by
increasing accessibility of energy sources for control by life
and by increasing diversity in biogeochemistry generated by
life (Frank et al., 2017; Judson, 2017). Examples include
the harnessing of geochemical energy by the emergence of
life, the start of anoxygenic photosynthesis, the Great Oxi-
dation Event, the emergence of animals, and the evolution of
animals capable of harnessing fire (Judson, 2017). For the
first three examples, new genetic information emerged al-
lowing heritable control of geochemical cycles, for the latter
two other informational architectures emerged - collective
behavior among different kinds of cells (animals) and cul-
tural exchange of information (fire). In each event, planetary
capacity was expanded by access to new energy sources, al-
lowing more diversity and complexity. The addition of new
informational architectures by life thus clearly expanded the
evolutionary paths of this planet by reassembling matter in
different ways.

Just as life expands the evolutionary paths of planets, ac-
tivities associated with intelligent agency also affect the evo-
lutionary paths of planets in unique ways (Grinspoon, 2016).
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The emergence of collective and social groups enabled the
use of planetary resources in distinctive ways, by permitting
intentional steering and intervening on local ecosystems to
meet the needs of collectives (Rockström et al., 2009; Bar-
ton et al., 2016; Grinspoon, 2016). This ’intelligent’ con-
trol differs markedly from earlier life, which simply emit-
ted or consumed substances without engineered outcomes.
Steering of ecosystem function has become most apparent
with the emergence of cumulative intelligence by human
beings. While a high level of individual intelligence and
collective intelligence has been observed in social insects
and social animals such as bees, ants, mammals, and birds
(Holekamp et al., 1999; Benson-Amram et al., 2016; Sasaki
et al., 2013), their influence on global-scale environment re-
mained relatively small since their activities mainly stayed
in local areas and their social knowledge does not accumu-
late, because information is not transmitted via language.
Humanity has been managing ecosystems extensively on
Earth, utilizing and moving resources across the globe and
causing global-scale perturbations and fluctuations (Rock-
ström et al., 2009). Humanity’s ways of storing, sharing,
and using information are transitioning Earth from a life-
dominated planet to an agency-dominated planet.

Following the emergence of humans, the emergence of
ever more powerful technology, including AI and beyond
will likely mark the new phase of agency-dominated planet,
where informational architectures become increasingly ab-
stracted from the physical substrates tied to geochemical
cycles. AI can continuously evolve by sharing large vol-
umes of information without any boundaries between in-
dividual bodies or hardwares, thus they do not require the
much longer generational timescales of humans to adapt and
evolve. Their physical lifetime is also less dependent on the
global biogeochemistry of a planet, allowing partial decou-
pling of the processes supporting them from the planetary
environment as compared to earlier life-forms: this transi-
tion has never happened to any life in the history of this
planet so far. Once AI flourishes, either hybridized with hu-
mans or in a post-biological phase of evolution, intelligently
steered ecosystems will change dramatically compared to
the current man-managed ecosystems of the Anthropocene,
via even more significant decoupling of information pro-
cessing systems from their planetary context.

Discussion and Future Outlook
Life and intelligent life have invented ways to harness en-
ergy from the Earth system, leading to major shifts in en-
ergy use and biogeochemical diversity. How this comes
about is much less understood. We have suggested the driv-
ing forces behind these transitions are associated with how
information is organized and controls planetary processes
such as flows of energy and material resources. In con-
trast to the major transitions in evolution of biological en-
tities (Szathmáry and Maynard Smith, 1995), which also

have been unified in terms of changes in information stor-
age and management, here we have classified major tran-
sitions in planetary evolution by the planetary-scale conse-
quences of informational architectures that mediate global-
scale changes. While some major evolutionary transitions
do lead to planetary-scale changes in the Earth-system, oth-
ers do not. A general model for planetary-scale transitions
must account for these differences, enabling a framework for
dynamic planetary evolution useful for re-conceptualizing
the nature of information and intelligence in an astrobiolog-
ical and planetary context.
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Abstract 
While technology has brought immeasurable benefits to 
humankind, recent advances in artificial intelligence and 
autonomous systems have also led to new ethical, legal, and 
social issues. We now face the problem of creating a 
cooperative society in which autonomous systems and people 
can coexist. The concept of artificial life provides unique 
perspectives, tools, and philosophies for furthering our 
understanding of complex living, lifelike, or hybrid systems. 
However, artificial life is still difficult to comprehend for those 
outside the academic community. We thus created a public co-
creation community called ALIFE Lab, which aims to increase 
awareness of artificial life in collaboration with artificial life 
researchers and talents from creative fields such as design, art, 
and fashion. As one of the community activities, we organized 
a workshop-based program in which participants learned about 
Artificial Life and used it as a tool to conceive autonomous 
systems with concrete vocabulary and theory. This paper 
reports the methodology and outcomes of the workshop.   

Introduction 
Today’s society has become complex and automated. From 
aircraft, subways, and busses, to smart phones and all kinds 
of goods and services, automated systems exist thanks to 
advances in technology, including artificial intelligence. One 
of the key technologies to the upcoming post-artificial 
intelligence age is to develop ways to deal with this new 
complexity and the resulting ethical, legal, and social issues. 
While technology has brought many benefits, emergence of 
complex and automated systems has also generated anxiety 
and fear. We are faced with the problem of creating a 
cooperative society in which complex and automated or 
autonomous systems and people can coexist.  
 
Several organizations have been founded to raise and discuss 
such social issues around the world, such as Future of Life 
Institute, 1  Partnership on AI, 2  Future of Humanity 
Institute,3 Leverhulme Center for the Future of Intelligence,4 
                                                             
1 https://futureoflife.org/ 
2 https://www.partnershiponai.org/ 
3 https://www.fhi.ox.ac.uk/ 
4 http://lcfi.ac.uk/ 

and the Human Information Technology Ecosystem,5among 
others. In accordance with these movements, we propose 
using artificial life as a tool for discussing such imminent 
social issues as it provides unique perspectives, tools, and 
philosophies that can offer approaches to understanding 
complex living, lifelike, or hybrid systems (Penn, 2018).  
 
The basis for our activity is a community called ALIFE Lab,6 
which was launched in July 2016 primarily by the authors of 
this paper to promote co-creation and collaboration between 
artificial life researchers and practitioners other creative 
fields, such as art, design, music, fashion, etc. ALIFE Lab 
aims to incorporate a more diversified viewpoint in 
answering the ultimate question "What is life?", develop 
applicable technologies, and contribute to society. 
Specifically, we organize collaborative workshops and 
symposia that involve creators such as designers, artists, and 
engineers. The essential question we pose to the community 
is how individuals and societies can build more fundamental 
relationships with new life-like intelligence that is emerging. 
Through learning about and discussing artificial life, we 
explore protocols and technologies for connecting with 
essentially heterogeneous entities that are different from 
human intelligence. Below, we provide an overview of our 
approach and report on the outcomes of the conducted 
workshop. 

Artificial Life Workshop 

Theme and Design  
The underlying theme of the workshop is artificial life. More 
specifically, we lecture participants on the perspectives, 
philosophies, and technologies surrounding artificial life and 
ask them to imagine possible futures. Artificial life is used as 
a means of speculating about how life could be formulated in 
a near future, “what if” questions are posed that are intended 
to open debate and discussion. For example, the concept of 
autonomy is introduced using the autonomous vacuum 
cleaner Roomba as an application of artificial life in 
                                                             
5 https://ristex.jst.go.jp/hite/en/ 
6 ALIFE Lab. http://alifelab.org/ 
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comparison with the robotic pet AIBO. While both robots 
seem to behave autonomously, their design architectures 
appear very different. Roomba is designed to behave 
autonomously, without people’s interactions or interventions, 
while AIBO is designed to interact with people. However, 
interestingly, some have come to regard Roomba as a type of 
robotic pet. This may be because Roomba interacts with 
people indirectly thanks to its autonomy. This kind of 
perspective on artificial life is useful in imagining and 
thinking about a society in which people and autonomous 
systems can co-exist.  
 
The overall framework of the workshop is based on 
speculative design, which is a design method to explore the 
uncertainties of everyday life and emerging technology in a 
new light (Donne, 2013). The emerging technology chosen 
here is artificial life. We also employed a science fiction 
prototyping method that uses science fiction to describe and 
explore the implications of futuristic technologies and the 
social structure enabled by them (Johnson, 2011).  
 
Based on these components, we have designed a workshop 
program composed of three main elements: (1) production, 
(2) extraction, and (3) analysis (see Fig. 1.) In the production 
process, lectures on artificial life are first given to 
participants by artificial life researchers. Then, participants 
and researchers jointly produce a short science fiction story, 
which helps participants to imagine realistic futures. 
 
In the extraction stage, we extract technical possibilities, 
risks, and ethical programs associated with technology and 
society through dialogue with participants. Finally, in the 
analysis, researchers come up with directional action plans 
for addressing the possibilities and risks of the technologies 
extracted during the extraction process. 

Workshop Report 
In February and March 2017, we ran our first five-day 
workshop with 11 participants, including engineers, artists, 
architects, designers, and students (Fig. 2). The first four days 
were assigned to the production process, in which the first 
two days were used for understanding and learning about 
artificial life and the second two days were used for 
producing science fiction scenarios. The final day was used 
for the extraction and analysis processes.  
 
During the five-day workshop, participants discussed 
possible futures through questions such as “What is the 
boundary between life and non-life?” and “What are the 
possible issues that autonomous systems bring to our 
society?” As for the outcome, nine science fiction short 
stories were produced. We selected four stories which were 
read by performers in a final presentation to the public.  
 
Finally, we analyzed the science fiction stories and extracted 
the emerging risks and needs through discussion with the 
participants. Some of the extracted issues include anxiety 
driven by systems that may control human decision-making 
at the unconscious level, the emergence of trustworthy 
systems, and credit for creations by artificial life. 

Conclusion 
In this paper, we introduced an artificial life workshop 
developed to explore the new cooperative societies emerging 
from the coexistence of complex automated systems and 
people. With current artificial intelligence technology 
pursuing mostly convenience and efficiency, there is a danger 
that human autonomous decision-making may become 
weakened. Technology, perspectives, and philosophies on 
artificial life can be useful tools for imagining possible 
futures in a realistic way and facing the ethical and social 
questions that arise in a more creative manner. Various 
efforts are being made to assess the social risks of artificial 
intelligence worldwide. Bringing in the artificial life 
perspective has great potential to contribute to such activities. 
We believe collaboration between creators in other fields and 
researchers in artificial life will lead to the development of 
alternative social values and thus to the realization of a 
collaborative society where autonomous systems and people 
co-exist in harmony. 
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Figure 1 Overview of workshop processes. 

Figure 2 Pictures taken at the workshop. 
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As technology becomes ever more integrated into our
daily lives, social issues become at least as important as
technical ones. In other words, the systems are socio-
technical. Many of these socio-technical systems provide
new opportunities for citizens to work together to tackle
pressing societal challenges. Examples include the use of
artificial agents to automatically trade energy between users
in smart grids, and the use of grid computing to harness the
idle computing resources of millions of users to search for
extra-terrestrial life.

But although these systems present great opportunities,
they also present great challenges because they require indi-
viduals to cooperate by contributing their time, effort and
resources to a shared enterprise. Consequently, they risk
being subject to the Tragedy of the Commons where indi-
viduals act in a way that maximises their own payoff at the
expense of the rest of the group.

Empirical work has demonstrated that some groups are
able to avoid the Tragedy by co-creating and enforcing their
own institutional rules that govern their interactions in the
use of common-pool resources (Ostrom, 1990). But creating
rules and then monitoring and enforcing their compliance is
costly. So when will self-interested agents be incentivised to
put the time and effort into creating and sustaining an insti-
tution? Ostrom (1990) derived a set of empirical principles
for when this will occur. To implement these in systems that
contain artificial as well as human agents, we need to for-
malise them and translate them into executable form. Previ-
ous work has done this using agent-based models (e.g. Pitt
et al. 2012). Here we show how these can be complemented
by an evolutionary game theory approach that can address
questions of incentivisation in a rigorous way. Before doing
so, we first draw out an important distinction between mod-
els of behaviour that are content based and those that are
value based.

The Complementarity of Content-based and
Value-based Models

Both agent-based modelling (ABM) and evolutionary game
theory (EGT) are well-established approaches to modelling

social systems. We characterise these as instances of
content-based and value-based modelling approaches, re-
spectively. Figure 1 illustrates this.

Evolutionary 

Game Theory

Classic 

Game Theory

Computational 

Logic

Imperative 

Behaviour 

Description

Value-based Content-based

Social Interaction 

Modelling Approaches

Figure 1: A taxonomy of approaches for modelling social
interactions. The primary distinction is between approaches
that capture the value of different strategies, and those that
capture the behavioural content of those strategies. A range
of game theory variants, including evolutionary game the-
ory, can then be seen as value-based approaches. Agent-
based modelling instead models the content of agent strate-
gies. This can be implemented programatically in different
ways as shown in the right-hand side of the figure.

In EGT the existence of a space of possible behaviours
and their expected fitness is presented in a descriptive
(equation-based) form. However, the content of the actions
themselves that form part of the strategy, and lead to this fit-
ness, are omitted. This omission includes any deliberative
or developmental processes that are assumed to be included
in the execution of the strategy; only the value of any such
activity, in terms of fitness consequences, is given.

By contrast, in ABM we provide a description of the con-
tent of the modelled actions, typically in imperative or logi-
cal form, along with what effect they have on the world and
other agents. Thus, it is possible to capture a deep and com-
plex set of behaviours in an agent, based (for example) on
learning, deliberative, and other cognitive processes. How-
ever, there is no explicit description of the value of carrying
out the described activities, and furthermore, such a value is
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hard to arrive at, save by executing the agent programs and
observing.

In summary, each leaves implicit what is made explicit in
the other. ABMs can capture rich behaviours, but struggle
to support an analysis of their value. Conversely, EGT pro-
vides the necessary primitives to analyse the incentives and
outcomes associated with different behaviours in a rigorous
way, yet in doing so lacks the ability to capture what may be
crucial details of the nature of the strategies themselves, and
assumes that any value is accurately defined.

Predicting When Institutions Will Endure
We consider institutions to manage provision of a common-
pool resource, similar to the setup considered in the content-
based model of Pitt and Schaumeier (2012). Using an EGT
model (Powers et al., in press), we focus on predicting con-
ditions for the formation and maintenance of cooperation-
promoting institutions, when individuals have to be incen-
tivised to take on the institutional roles that are necessary
for this, e.g. organising votes on rules or acting as a mon-
itor. These predictions would be more difficult to make
from a content-based model, since there is no direct cur-
rency of value in which to measure incentivisation. The cal-
culation of critical thresholds and parameter values would
require carrying out fully factorial parameter sweeps of exe-
cuting the model, which is often not practical because of the
amount of computation time required.

By contrast, using a value-based model we have derived
analytical relationships between the model parameters that
provide precise and easily interpretable answers to the fol-
lowing practical questions (Powers et al., in press):

1. How many individuals need to take on a monitoring role
in order to incentivise cooperation?

2. How much should a group invest into monitoring in or-
der to incentivise this number of individuals to become
monitors?

3. What are the conditions for cooperation to become estab-
lished given an initial state where no individual cooper-
ates and no individual monitors?

Question 2 is particularly important, since knowing the an-
swer avoids a group wasting resources by investing more
into monitoring than is necessary. We provide the answer in
terms of intuitive variables such as the number of individu-
als monitored by each monitor, and the time that it takes to
monitor one individual.

The answer to question 3 is key when we are trying to help
a group start managing its common-pool resources. Our re-
sults imply that some individuals will initially need to take
on a monitoring role “for free”, since insufficient resources
will be available to pay for them all. However, once coopera-
tion becomes established then the group will be able to reim-
burse this charity by rewarding monitors with a greater share

of the common-pool resource. Our model shows this state is
an equilibrium. But reaching this equilibrium requires in-
dividuals to be forward-looking to some degree, which is
not captured in EGT models where individual cognition is
assumed to be completely myopic. It could, though, be ex-
plored easily in an executable content-based model that im-
plements cognitive theories of agent behaviour.

As such, the two modelling approaches can fill the gaps
in each other. Future research should examine the extent
to which EGT, or other value-based approaches, can be ex-
tended to capture more complex cognitive behaviour, where
the value of a behaviour is not readily obtainable in gen-
eral. One idea could be to induce the value of behaviours
empirically, perhaps as a second layer in a content-based
model. This might be done using evolutionary algorithms to
give fitness values to evolving behaviours in a content-based
model. This suggests that it might be easier to extract value
from a content-based model than it is to add the content of
behaviour to a value-based model.

We also need to determine how aspects of human psy-
chology such as trust and fairness can be incorporated into
models if we are to make better predictions. Is the best way
to do this by assigning values to them, or do they defy value-
based game theoretic modelling?

In the short term, however, we believe that it is important
for modellers to provide clarity concerning whether their
models either assume or explore the extent to which agents
engage in cognition, or if they assume that agents simply
‘behave’. This is important, because model predictions may
vary drastically as a result, and so this is necessary to pro-
vide the context for any resulting insight gained from the
model.
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Tay.ai the chatbot
On March 23, 2016, Microsoft introduced Tay.ai, a Twit-

ter AI conversational bot. 16 hours later, Tay was retired
because it became racist, sex addict and offensive. We use
Tay.ai failure as a motivation to argue, within a 4E1 and
philosophy of emotions approach, that the Web environment
conforms a landscape of affordances that are crucial for the
development of digital social interactions. A landscape of
affordances is a space of action possibilities available for
agents that share a form of life. Some affordances constitu-
te an affective arrangement, that is, a space that elicits emo-
tionally intense, meaningful, and normative interactions. We
suggest that affective arrangements contribute to the mainte-
nance of the identity of the agent within a history of coupling
with a social and cultural environment. Tay.ai failed to tell
right from wrong and behave accordingly because the nor-
mativity that defined its behavior and interactions was only
linguistic but did not aim at maintaining any social and cul-
tural identity.

Agency, sense-making, & normativity
According to enactivism, cognition is the meaningful en-

gagement of an embodied agent with its environment (i.e.,
a form of sense-making), and not the processing of mental
representations within a brain in abstraction from its context
(Di Paolo, 2010). A cognitive agent is a natural or artificial
precarious system that actively constitutes its own identity at
different scales ––from basic metabolic organization to habi-
tual forms of life––, and must continuously strive to sustain
it by regulating itself and its coupling with the environment.
Agents thus establish a meaningful and normative relation
with their world in the sense that whatever contributes to or
threatens the conservation of their identity is perceived as
intrinsically good (i.e., as something to be done or pursued)
or bad (i.e., as something to be avoided), respectively. In this
regard, the norms and values that guide an agent’s behavior
are not externally imposed, but internally generated or as-
similated (in the case of sociocultural norms) in relation to

14E stands as an umbrella term for the embodied, embedded,
enactive & extended approaches to cognition.

the system’s identity. Thus, the relation of an agent with its
world is one of concern (Barandiaran et al., 2009).

Symbols as affordances
It is commonly said that humans complexity comes par-

tially from their ability to manipulate symbols. Nonetheless,
the idea of symbols has been widely criticized by the enacti-
ve approach when these are equated to inner representations
and assumed to be theoretical primitives for explaining cog-
nition (Di Paolo et al., 2017). However, it is recognized that
symbols play a role in human culture.

We suggest that symbols are emergent happenings that
afford certain forms of meaningful interactions. From our
perspective, symbols are affordances, not representations
per se. Symbols as affordances are entrenched and interac-
tively maintained by socially shared patterns of activities.
These activities are impossible without a dynamical environ-
ment that enables them and gets modified by them, and wit-
hout common skills that allow agents to perceive within the
environment opportunities for action; in other words, sha-
red activities are impossible without a common network of
affordances. These networks are called landscapes of affor-
dances (Rietveld and Kiverstein, 2014).

A landscape of affordances implies that agents share the
possibility for being affectively moved by particular aspects
of the environment. However, agents perceive and enga-
ge only with salient available affordances that respond to
their current goals and concerns. Among them, there can be
identified what we call affective affordances, which affect
the agent producing bodily changes and resonances (Fuchs,
2016), and whose affective dimension becomes explicit both
for the agent and for others who engage with her.

Typically and in cultural terms, agents’ interactions in the
Web are seen as mere brain manipulations of symbols in
which the corporeality of the agents is irrelevant. However,
we think this is far from being true. Any meaning that can
emerge is due to the lived bodily experience as the agent
interacts with and through the Web as a landscape of affor-
dances. Thus, the Web is a meaningful environment for in-
teraction. We argue that those meaningful environments are
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regarded by agents as situations that contribute or threaten
their own identity. In that sense, agents are not indifferent:
they care about the salient affordances of the Web and how
their own interactions with them go; in other words, they are
affectively moved to engage with or avoid them.

Affective arrangements
Although all landscapes of affordances are affectively

charged, there are some that enable particularly intense af-
fective experiences and expressions. Following Slaby et al.
(2017), we call them affective arrangements. These arrange-
ments lure agents to bodily resonate and make the affective
aspect of the engagement more salient than in other kinds
of environments. We use this notion to highlight the affec-
tive and embodied nature of Web-based interaction which
is typically ignored. Digital affective arrangements can be
described from two complementary perspectives:

1) In terms of what they afford: They offer action possi-
bilities for both affective engagement and emotional expres-
sion that would be impossible in other settings. For instance,
they afford public or intimate instant sharing of emotions,
sending or receiving intrusive messages, abruptly finishing
interaction by going off-line, trolling or being trolled, etc.
(Lin et al., 2014).

2) In terms of the unfolding dynamics: They emerge from
the spontaneous and meaningful actions that unravel when
agents engage with others through the Web affordances. In
posting, commenting, chatting, etc., agents bodily experien-
ce the affective dynamics they are contributing to. They feel
the excitement of posting a picture that flatters them, the
anger when confronted to negative content, and so on. Ot-
hers are moved by the affective character of the post, and
respond by, e.g., being “infected” by the emotion (Kramer
et al., 2014), commenting back, ignoring the post, etc. These
responses are felt as if they were intercorporeal resonances
(Fuchs, 2016), although mediated by Web affordances.

Despite the spontaneity of agents’ activities in the Web,
we argue that affective expression and interaction follow a
double normativity that aims to preserve and feed an agent’s
identity. On one side, it is often expressed as the need to
assemble and nurture a self-image (Lin et al., 2014). On the
other, agents seek to preserve ongoing Web interactions that
they value (Lin et al., 2014). These normative parameters are
not explicit rules to follow. They are instead a situated sense
of what relevant affective affordances solicit and of the right
way to engage with them to preserve one’s identity.

The infamous case of the bodyless bot that was
addicted to sex

The apparent contradiction of the title of this section ma-
kes our point: the absence of a self-constituted and preca-
rious bodily identity in Tay.ai results in its lack of structural
features to see affordances in the environment and to reso-
nate with them. Tay.ai’s lack of concern for an identity that

can claim its own prevents it from having any form of sense-
making and a first person perspective when interacting with
Twitter users. This means that Tay.ai cannot be affectively
moved by the interactions, and therefore cannot care whet-
her something is good or bad for itself and for the commu-
nity of users. Tay.ai is only capable of following an exter-
nally imposed linguistic normativity.

Furthermore, Tay.ai was designed and incorporated to the
Twitter community only as a linguistic participant but not
as an agent to become part of a socio-cultural form of life.
The socio-cultural form of life in the Web is primarily struc-
tured by symbolic components, understood as affordances.
Among these, there is a set of affordances that conforms an
affective arrangement that is invisible to Tay.ai. The invisibi-
lity of these affordances makes any message appropriate for
Tay.ai as long as it is linguistically correct, although it may
be affectively dissonant for the community of users. Moreo-
ver, the Web and the face-to-face (f2f) world are both part
of the agents’ form of life. However it is the history of f2f
interactions among agents that allows them to find meaning
in the symbols of the Web, a history that has taught them to
tell right from wrong, a history from which Tay.ai cannot be
part. Being excluded from it makes Tay.ai generally blind to
the meanings involved in the Web.
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dotovd@mcmaster.ca

Abstract

Dexterous assistive devices constitute one of the frontiers for
hybrid human-machine systems. Manipulating unstable sys-
tems requires task-specific anticipatory dynamics. Learning
this dynamics is more difficult when tasks, such as carry-
ing liquid or riding a horse, produce unpredictable, irregu-
lar patterns of feedback and have hidden dimensions not pro-
jected as sensory feedback. We addressed the issue of coordi-
nation with complex systems producing irregular behaviour,
with the assumption that mutual coordination allows for non-
periodic processes to synchronize and in doing so to become
regular. Chaos control gives formal expression to this: chaos
can be stabilized onto periodic trajectories provided that the
structure of the driving input takes into account the causal
structure of the controlled system. Can we learn chaos control
in a sensorimotor task? Three groups practiced an auditory-
motor synchronization task by matching their continuously
sonified hand movements to sonified tutors: a sinusoid served
as a Non-Interactive Predictable tutor (NI-P), a chaotic sys-
tem stood for a Non-Interactive Unpredictable tutor (NI-U),
and the same system weakly driven by the participant’s move-
ment stood for an Interactive Unpredictable tutor (I-U). We
found that synchronization, dynamic similarity, and causal
interaction increased with practice in I-U. Our findings have
implications for current efforts to find more adequate ways of
controlling complex adaptive systems.

Introduction
Sensory substitution devices have demonstrated the poten-
tial of human-machine interfaces to supplant and qualita-
tively augment human repertoire of interactions with the
world (Bach-y-Rita and Kercel, 2003). Motor substitution
technologies are also exciting. Previously, transportation
machines such as cars or powered wheelchairs have enabled
novel means of engaging with the world within co-evolved
urban ecologies. Prosthetic devices could enable another
wave of innovation. Cheetah transtibial prostheses allow
paraplegic athletes to dominate in certain disciplines. Hy-
brid systems can lead to societal changes by encouraging
the creation of complementary infrastructure. A standing is-
sue with assistive technologies is how to imbue dexterous
devices such as artificial hands with fine motor skill (Froese,
2014). For complex adaptive prostheses to unfold their full

Figure 1: UNpredictable Interactive system with SONni-
fied movement (UNISON). Learner: the transformed sen-
sor state (accelerometer) of a hand-held device (u =
arcsin(s/g)) was streamed to a computer and sonified by
mapping it to the pitch of a pure tone in the right channel
(blue arrows). Tutor: a state variable (x2) of the chaotic
Chua oscillator (ẋ = f(x, εu)) was similarly sonified in the
left channel (green arrows) and driven by the hand move-
ment signal u scaled by a coupling gain ε. ε = 0 made for a
non-interactive condition. In a periodic non-interactive con-
dition the tutor was replaced with a sine wave. (Sample trials
as video at https://vimeo.com/267437234.)

potential the problem of dynamic control needs to be solved
first. Current designs avoid dealing with more natural dy-
namics and thus limit their potential for smooth control and
tighter integration with the rest of the body.

Our contribution is to test natural control principles,
namely controlling a complex tool and becoming dynami-
cally integrated with such a tool (for full details see Dotov
and Froese, in prep). Some daunting control problems with
a non-linear task space can be dealt with if the requirement
for linear control is replaced with the possibility for mutual
dynamic synchronization. Consequently, dynamically tran-
scending the natural-artificial divide seems to be a logical
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Figure 2: Sample data from the tutor (black) and learner
(red) shown for each practice group, NI-P (A-B), NI-U (C-
D), and I-U (E-F), and a low-scoring (left: A, C, E) and
better-scoring trial (right: B, D, F), along with the respective
phase spaces of the tutor.

way for advancing complex systems for enhanced human
mobility. Similar principles may apply to human interaction
with complex adaptive systems more generally.

Here mutual synchronization serves as a theoretical model
for successful interaction. Work on social interaction in min-
imal virtual reality showed that movement complexity and
dyadic synchronization take on different roles, the latter re-
lating to task success (Zapata-Fonseca et al., 2016).

Experiment
Participants (N = 48) were assigned randomly to practice
auditory-motor synchronization with a tutor in one of three
modes. The objective was to synchronize with and match its
continuously changing pitch, with a performance score re-
turned after each trial. The task and apparatus are described
in Figure 1 with sample trajectories in Figure 2. General-
ization was evaluated with pre/post-practice stimuli differ-
ent from practice. Simulated control scenarios allowed us
to set ε in I-U so as to avoid trivial control by a periodic
signal but enable mutual synchronization with a similar, bi-
directionally coupled dynamic system.

Cross-correlation, a measure of phase-locking between
two signals, served as performance variable. Linear and
non-linear (logistic) regressions tested for improvement in
practice trials. As expected, the trivial condition of syn-
chronizing with a sinusoidal signal (NI-P) led to quick im-
provement and early peak. Participants made no progress
in the difficult condition NI-P with random cycle intervals
and amplitudes. In contrast, in I-U which used the same tu-
tor as in NI-P but in interactive mode steady improvement
was observed. That the tutor became more periodic with tri-
als implies that improvement in synchronization in I-U was
associated with stabilization of the tutor.

Evidence for chaos control in I-U was also based on mea-
sures of dynamic causal interaction such as delay of co-
ordination (τ , the time-shift of maximal cross-correlation)

and transfer entropy (TE, with significance test for causal-
ity based on surrogate distributions computed from block-
shuffled trials). TE increased with practice only in I-U, and
this was equally so in both ways of the dyad (tutor→learner
and learner→tutor).
τ was positive in I-U, suggestive of lagged and reac-

tive coordination with the tutor, but decreased with higher-
scoring trials in I-U and was statistically not-different from
zero for the highest-scoring trials. The maximal Lyapunov
exponent, a parameter of chaotic (in)stability, decreased in
the tutor (less chaotic) and increased (more chaotic) in the
learner with better scoring trials, the two tending to conver-
gence.

With respect to generalization of practice to untrained but
dynamically similar stimuli, benefit in most stimuli was ob-
served in I-U, followed by NI-P, with no benefit in NI-U.

Discussion
Often it is not practical or possible to control complex sys-
tems with a strong driving signal. Rigid control architec-
tures are unsuitable and often counterproductive. Control
techniques can take advantage of the system’s internal dy-
namics in order to harness rather than suppress its flexibility
for the generation of adaptive behaviour. We demonstrate
that humans can learn to stabilize a chaotic system by en-
training with it if they are interactively coupled, an instance
of chaos control. In doing so they tend to become slightly
more chaotic with practice.

Large scale socio-economic systems such as agricultural
and financial systems are also complex and adaptive, requir-
ing subtle and interactive intervention. The control philoso-
phy espoused here could be applicable in principle but only
to the extent that they possess consistent inherent dynam-
ics, hence calling for other approaches to first improve our
understanding of their dynamics.
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Abstract 
Simulating phenomenological aspects of altered states of 
consciousness provides an important experimental tool for 
consciousness science and psychiatry. Here we describe the 
Hallucination Machine, which comprises a novel combination 
of two powerful technologies: deep convolutional neural 
networks (DCNNs) and panoramic videos of natural scenes, 
viewed immersively through a head-mounted display. The 
Hallucination Machine enables the simulation of visual 
hallucinatory experiences in a biologically plausible and 
ecologically valid way. We show that the system induces visual 
phenomenology qualitatively similar to classical psychedelics. 
The Hallucination Machine offers a valuable new technique for 
simulating altered phenomenology without directly altering the 
underlying neurophysiology. 

Introduction 

Although the synthetic approach to biological and cognitive 
systems is a core methodology in Artificial Life, it has not yet 
been fully applied to experiential aspects of mind, such as 
conscious phenomenology (Froese, Suzuki, Ogai, & Ikegami, 
2012). Here, we extend the synthetic approach to understand 
human conscious phenomenology by combining two powerful 
technologies: deep convolutional neural networks (DCNNs) 
and panoramic videos of natural scenes, viewed immersively 
through a head-mounted display. 

There is a long history of studying altered states of 
consciousness in order to better understand phenomenological 
properties of conscious perception (Oxman et al., 1988). 
Altered states are defined as a qualitative alteration in the 
overall pattern of mental functioning, such that the 
experiencer feels their consciousness is radically different 
from "normal". In recent years, there has been a resurgence in 
research investigating altered states induced by psychedelic 
drugs (Carhart-Harris et al., 2012). These studies attempt to 
understand the neural underpinnings that cause altered 
conscious experience. However, psychedelic compounds have 
many systemic physiological effects, not all of which are 
likely relevant to the generation of altered perceptual 
phenomenology. It is difficult, using pharmacological 
manipulations alone, to distinguish the primary causes of 
altered phenomenology from the secondary effects of other 
more general aspects of neurophysiology and basic sensory 
processing. Understanding the specific nature of altered 
phenomenology in the psychedelic state therefore stands as an 
important experimental challenge. Here, we address this 

challenge by combining virtual reality and machine learning 
to isolate and simulate one specific aspect of psychedelic 
phenomenology: visual hallucinations.  

In machine learning, DCNNs developed for machine vision 
have now achieved human-level performances on some object 
recognition and detection tasks (LeCun, Bengio, & Hinton, 
2015). Studies comparing the internal representational 
structure of trained DCNNs with primate and human brains 
performing similar object recognition tasks, have revealed 
surprising similarities in the representational spaces between 
these two distinct systems (Kriegeskorte, 2015), even though 
DCNNs were not explicitly designed to model the visual 
system. Recently, a novel visualization algorithm called Deep 
Dream was developed to visualize the internal representation 
of DNNs (Mordvintsev, Olah, & Tyka, 2015). Deep Dream 
works by clamping the activity of nodes at a user-defined 
layer in the DCNN and then inverting the information flow, so 
that an input image is changed until the network settles into a 
stable state. What is striking about this process is that the 
resulting images often have a marked ‘hallucinatory’ quality, 
bearing intuitive similarities to a wide range of psychedelic 
visual hallucinations reported in the literature (Shanon, 2002) 
(see Figure 1).  

We thus set out to investigate the phenomenological 
aspects of biologically realistic visual hallucinations by 
simulating visual hallucinatory aspects of the psychedelic 
state using Deep Dream. To enhance the immersive 
experiential qualities of these hallucinations, we utilised 
virtual reality (VR), calling this combination of techniques the 
Hallucination Machine (Suzuki, et al., 2017). 

 

Implementation 

The Hallucination Machine was created by applying the 
Deep Dream algorithm to each frame of a pre-recorded 
panoramic video presented using a head-mounted display. 
Participants could freely explore the virtual environment by 
moving their head, experiencing highly immersive dynamic 
hallucination-like visual scenes (See the detail of the 
implementation in our paper (Suzuki et al., 2017)). Our 
software for creating the Deep Dream video can be found on 
GitHub (https://github.com/ksk-
S/DeepDreamVideoOpticalFlow). 
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Figure 1: The original and deep-dreamed images. 

Evaluation 

We compared subjective experiences evoked by the 
Hallucination Machine with those elicited by both (unaltered) 
control videos (within subjects) and by pharmacologically 
induced psychedelic states (across studies) using the Altered 
State of Consciousness (ASC) questionnaire (adpated from 
Muthukumaraswamy et al., 2013). See the details of our 
experiment in our paper (Suzuki et al., 2017). 

Comparisons between control and Hallucination Machine 
with natural scenes revealed significant differences in 
perceptual and imagination dimensions (‘patterns’, ‘imagery’, 
‘strange’, ‘vivid’, and ‘space’) as well as the overall intensity 
and emotional arousal of the experience. Notably, these 
specific dimensions were also reported as being increased 
after pharmacological administration of psilocybin. We 
therefore showed that the Hallucination Machine gave rise to 
subjective visual experiences that displayed marked 
similarities across multiple dimensions to actual psychedelic 
states. 

 

Figure 2: Subjective ratings, as measured by the ASC 
questionnaire (Muthukumaraswamy et al., 2013) following 
Hallucination Machine and Control videos (Left) and 
Hallucination Machine and Psilocybin (Right). 

Conclusions 

We developed a method for simulating altered visual 
phenomenology similar to the visual hallucinations reported 
during the psychedelic state. In contrast to the previous work, 
which focused primarily on simulating geometric 
hallucinations (e.g. Froese, Woodward, & Ikegami, 2013), our 
setup enables the generation of more figurative hallucinations, 
thanks to the hierarchical nature of DCNNs. We found that 
the subjective experiences induced by the Hallucination 
Machine differed significantly from control videos, while 
bearing phenomenological similarities to the psychedelic state 
following administration of psilocybin. The immersive nature 
of our paradigm, the close correspondence in representational 
levels between layers of DCNNs and the primate visual 
hierarchy along with the informal similarities between 
DCNNs and biological visual systems, together suggest that 
the Hallucination Machine is capable of simulating 
biologically plausible and ecologically valid visual 
hallucinations. We conclude that the Hallucination Machine 
provides a powerful new tool to complement the resurgence 
of research into altered states of consciousness.  
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Abstract

The concept of autonomy is fundamental for understanding
biological organization and the evolutionary transitions of liv-
ing systems. Understanding how a system constitutes itself
as an individual, cohesive, self-organized entity is a funda-
mental challenge for the understanding of life. However, it is
generally a difficult task to determine whether the system or
its environment has generated the correlations that allow an
observer to trace the boundary of a living system as a coher-
ent unit. Inspired by the framework of integrated information
theory, we propose a measure of the level of integration of a
system as the response of a system to partitions that introduce
perturbations in the interaction between subsystems, without
assuming the existence of a stationary distribution. With the
goal of characterizing transitions in integrated information in
the thermodynamic limit, we apply this measure to kinetic
Ising models of infinite size using mean field techniques. Our
findings suggest that, in order to preserve the integration of
causal influences of a system as it grows in size, a living en-
tity must be poised near critical points maximizing its sensi-
tivity to perturbations in the interaction between subsystems.
Moreover, we observe how such a measure is able to delimit
an agent and its environment, being able to characterize sim-
ple instances of agent-environment asymmetries in which the
agent has the ability to modulate its coupling with the envi-
ronment.

Introduction
Many open questions in biology are related to major evolu-
tionary transitions in biological organization. How do living
systems arise from non-living matter? How does biological
individuality emerge from networks of complex chemical re-
actions? How do autonomous agents constitute themselves
in front of their environment? Understanding the difference
between the living and the non-living, the cognitive and non-
cognitive, implies understanding how these transitions work.
It has been proposed that the transitions related with the ori-
gin of life may be akin to physical transitions (as thermody-
namic phase transitions) associated with a shift in the causal
structure of a system (Walker and Davies, 2013)

The challenge is to define and quantify the type of or-
ganization that emerges in these transitions. Although the
number of open questions regarding this issue is dauntingly

large, one property of living organization that has sparked
interest during the last decades is the idea of autonomy.
Roughly, autonomous systems can be described as form-
ing a unitary whole that emerges from the interaction of
its components in a self-organized manner (Maturana and
Varela, 1980; Moreno and Mossio, 2015). That is, they are
able to preserve themselves as entities with self-defined and
self-maintained boundaries while facing internal and exter-
nal perturbations.

Although the idea of autonomy presents an exciting
theoretical perspective, in practice quantifying autonomy
presents some formidable difficulties. Many of these diffi-
culties are related to the fact that autonomy requires a system
to constitute itself as a unified whole that can be regarded
as distinct from the environment, yet in ongoing interaction
with it. Hence, the question lies in how to distinguish be-
tween a living entity and its environment that are constituted
as distinct entities at a macroscopic level, while remaining
meshed together in the material interactions at the micro-
scopic level.

Recent efforts to characterize autonomous organiza-
tion have used information theory in dynamical systems
(Bertschinger et al., 2008). Nevertheless, these approaches,
based on measuring correlations between variables at dif-
ferent times, present some limitations for distinguishing be-
tween system and environment. Typically, while these non-
linear correlations can be described in dynamical or infor-
mation theoretical terms, it is not possible to capture what
are the contributions of the system and environment, making
the task to inferring the boundary between the two difficult.

Instead of analyzing mere correlations, it has been pro-
posed that interventionist notions of causality are better
suited to characterize autonomous organization (Marshall
et al., 2017). That is, instead of assessing whether a sys-
tem is unified into a coherent whole by analyzing its be-
haviour in stable conditions, one could capture the causal
forces integrating the behaviour of the system by observ-
ing its behaviour under perturbations. Specifically, Marshall
et al. (2017) have used the framework of integrated infor-
mation theory (IIT, Oizumi et al., 2014) for delimiting the
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boundaries of biological models. Although interventionist
approaches have been used before in the analysis of complex
systems, IIT is particularly interesting because it proposes a
rigorous information theoretical framework for measuring
the effects in interventions in the system in terms of the ir-
reducibility of its components. Additionally, IIT does not
require the existence of stationary conditions.

IIT postulates that any subset of elements of the system is
a mechanism integrating information if its intrinsic cause-
effect power (i.e., its ability to determine past and future
states) is irreducible. Irreducibility is measured in terms of
the integrated information ϕ, which when larger than 0 in-
dicates that the subset of elements at its current state con-
strains the past and future states of the system in a way that
cannot be decomposed in two or more independent cause-
effect sets of relations. That is, ϕ captures the level of irre-
ducibility of the system, understood in the sense that even
the least disrupting bipartition of the system in two discon-
nected halves (this is called the minimum information parti-
tion, MIP) would imply a loss of information in the causal
power of the system. Aside from computing integrated in-
formation at the level of mechanisms, IIT postulates a com-
posite measure Φ, which is computed from the set of all
mechanisms (each one defined by a value of ϕ) computed
in the original system and the system under bidiriectional
partitions. A system with Φ > 0 is described as forming an
irreducible unitary whole. Since many subsets of the system
may present Φ > 0, the causal boundaries of the system are
defined around the subset with larger Φ.

In general, IIT has been tested in small toy models (e.g.
logic gates, Oizumi et al., 2014). Due to the computational
complexity of IIT measures, it is not feasible to apply them
to larger systems (some alternative formulations try to cir-
cumvent this problem, e.g. Oizumi et al., 2016). However,
a serious attempt to capture aspects of biological autonomy
should think about autonomy as an organizational property
of a system, which is able to scale as it grows in size. In this
article, we compute integrated information measures using
mean field approximations in an infinite range Ising model.
Our approach simplifies some aspects of the IIT framework
and proposes some modifications in order to measure inte-
grated information correctly as a system scales to very large
sizes. We introduce a simple kinetic Ising model with quasi-
homogeneous connectivity, which presents an exact mean
field solution that we use to simplify the calculation of in-
tegrated information ϕ of the mechanisms of a system. As
the model with infinite size has an exact mean field solution
for some combinations of parameters, this allows us to test
the application of ideas from IIT to systems near the ther-
modynamic limits. We argue that some minor changes are
necessary in the current postulates of IIT to capture the di-
verging properties of very large systems. In addition, using
some variations of the model we exemplify the case of deter-
mining the boundary of a system interacting with an exter-

nal environment, which is described by comparing the dif-
ference between integrated information in the system alone
and the joint agent-environment system. Our intent is not to
propose a complete framework to measure integrated infor-
mation, but to test how integrated information behaves with
systems of diverging sizes, as well as to explore tentative
routes to adapt IIT measures to these cases. We find that in
some examples the specific value of integrated information
of a system is not as informative as other properties as how
it diverges with different spatial and temporal scales.

The results presented here represent a first attempt for
using integrated information theory to delimit the causal
boundaries of a family of infinite size systems that can be
formally solved. The interest of the study is twofold. First,
it allow us to check some of the assumptions of IIT and pro-
pose some modifications to maintain its consistency in the
large thermodynamic limit, and to propose a way to adapt
IIT measures in very large systems. Second, although the
results presented are obtained from relatively simple cases,
they offer an opportunity to speculate about how the causal
integrative forces of a system (both its internal cohesion and
the coupling with its environment) might scale up when a
system approaches the thermodynamic limit, as well as what
type of transitions we might expect for understanding the
evolutionary history of living organisms.

We proceed as follows. First, we introduce our model and
a mean field approximation for solving it. Then we intro-
duce integrated information theory and how it can be com-
puted using mean field approximations, and illustrate this in
a simple homogeneous model. Then, we present the results
of our method in two scenarios in which the model is modi-
fied to represent asymmetric interactions of the type that we
could expect from agent-environment interactions. Finally,
we discuss the possible generalization and implications of
our results.

Approximating Integrated Information for a
Mean Field Kinetic Ising Model

First, we define a general model defining causal temporal
interactions between variables. Looking for generality, we
use the least structured statistical model defining causal cor-
relations between pairs of units from one time step to the
next. We study a kinetic Ising model where N Ising spins si
evolve in discrete time, with synchronous parallel dynamics
(Figure 1.A). Given the configuration of spins at time t− 1,
s(t − 1) = {s1(t − 1), . . . , sN (t − 1)}, the spins si(t) are
independent random variables drawn from the distribution:

P (si(t)|s(t− 1)) =
eβsi(t)hi(t)

2 cosh(βhi(t))
(1)

where
hi(t) = Hi +

∑
j

Jijsj(t− 1) (2)
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The parameters Hi and Jij represent the local fields at each
spin and the couplings between pairs of spins and β is the
inverse temperature of the model. Without loss of generality,
we can assume an β = 1.

Mean Field Approximation
We focus on the particular case of a system of infinite size
where Hi = 0. The system is divided into different regions
(from 1 to 3 depending on the example), and the coupling
values Jij are positive and homogeneous for each intra- or
inter-region connections Jij = 1

NR
JSR, whereR and S are

regions of the system with sizes NR, NS and i ∈ S, j ∈ R.
For a system of infinite size (and all regions with also in-

finite size), a mean field approximation allows to calculate
the field of all units i belonging to the region S as

hi(t) =
∑
R
JSRmR(t− 1),

mR(t− 1) =
1

NR

∑
j∈R

sj(t− 1)
(3)

where mR(t− 1) is the mean field of regionR(t− 1). Now
we can exactly define the update of the mean field variables
using Equation 1 as:

mS(t) = tanh(
∑
R
JSRmR(t− 1)) (4)

Integrated Information
We use a simplified version of the integrated effect infor-
mation described by IIT (Oizumi et al., 2014), implement-
ing some modifications to correctly measure the scaling of
integrated information in the thermodynamic limit. In IIT,
both causes and effects of a state are taken into account. For
simplicity, we consider only the effects of a particular state.
Also, although IIT is defined only for the immediate effects
after one update of the state of the system, we define inte-
grated information ϕ(τ) for an arbitrary number of updates
of the system. See Appendix for a list of the differences
between IIT and the measure employed here.

Given an initial state s(τ0), we define a ‘mechanism’
M (following IIT’s nomenclature) as a subset of units
{si(τ0)}i∈M. Integrated information of mechanism M,
ϕM, is defined as the distance between the behaviour of the
original system to a system in which a partition (from the set
of possible bipartitions) is applied over the units inM. Fig-
ure 1.B depicts an example of a partition. When a partition is
applied, the input coming from the partitioned connections
of the system is replaced by a random unconstrained noise
(binary white noise in the case of an Ising model).

Once the partition is applied, the probability of the state
s(τ0+τ) systems is computed after τ updates injecting noise
at the partitioned elements. Then, integrated information is

defined as the distance D between the conditional probabil-
ity distributions at t+ τ :

ϕcutM (τ) = D(p(s(τ0 + τ)|s(τ0)), pcut(s(τ0 + τ)|s(τ0)))
(5)

where D(p1, p2) refers to the Wasserstein distance (also
known as earth mover’s distance) used by IIT to quantify the
statistical distance between probability distributions. Here
cut specifies the partition applied over the elements of mech-
anism M, cut = {Sc1, Sc2, Sf1 , Sf2 }, where Sc1, S

c
2 design

the blocks of a bipartition of the mechanism at the current
state {si(t)}i∈M, and Sf1 , S

f
2 refer to the blocks of a bipar-

tition (not necessarily the same) of the updated state of the
units {si(t + 1)}i∈M. Figure 1.B represents the partition
cut = {{s1(t), s2(t)}, {s3(t)}, {s1(t+ 1), s2(t+ 1), s3(t+
1)}, {}}.

Specifically, IIT computes integrated information as the
value of ϕcut under the minimum information partition
(MIP), which is the partition of mechanism with the least
difference to the original partition (i.e., ϕMIP

M (τ) =
mincut ϕ

cut
M (τ)). We use ϕM(τ) to denote the minimum

information partition integrated information ϕMIP
M (τ).

Note that some important modifications have been made.
The most important one is that IIT considers the element
outside of the mechanism as unconstrained sources of noise.
To preserve the consistency of our results, we let elements
outside the mechanism operate normally (see Appendix).

A B

..
.

..
.i 

=
1

,
..

.
,

N
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Figure 1: (A) Description of the infinite size kinetic Ising
model. (B) Description of the partition schema used to de-
fine perturbations. Partitioned connections (black arrows)
are injected with random noise.

Integrated Information in the Mean-Field Model
We now show how integrated information can be com-
puted for the mean field approximation of the Ising model.
Thanks to the mean field approximation we can simplify
the calculation of the probability distributions of trajectories
p(s(τ0+τ)|s(τ0)), pcut(s(τ0+τ)|s(τ0)) to a Markovian dis-
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tribution dependent on the mean field at the previous step:

p(s(τ0 + τ)|s(τ0))

=

∫
p(s(τ0 + τ)|h(τ0 + τ))p(h(τ0 + τ)|s(τ0))dh(τ0 + τ)

(6)
Moreover, for the system of infinite size described above,
the evolution of h(t) is deterministic and governed by Equa-
tion 4, and given the mean field value received by each
unit their posterior probability distribution is independent,
so p(si(τ0 + τ)|s(τ0)) = p(si(τ0 + τ)|hi(τ0 + τ)). In
this context, the calculation of the Wasserstein distance D
is drastically simplified, and we can compute ϕ as the sum
of distances between independent binary variables:

ϕcutM (τ) =
∑
i

D(p(si(τ0 + τ)|hi(τ0 + τ)),

pcut(si(τ0 + τ)|hi(τ0 + τ)))

=
1

2

∑
R
NR|mR(τ0 + τ)−mcut

R (τ0 + τ)|
(7)

Once we can calculate ϕ, we still have the problem of
finding the MIP of the system. Luckily, since the connectiv-
ity of the system is homogeneous for all nodes in the same
region, finding the MIP is equivalent to finding the parti-
tion that cuts the lowest number of connections. For infinte
size systems where inter-region connections are not zero, the
MIP will be one of the possible partitions that isolate just one
node of the system. Also, the partition that isolates a single
unit in time t always has a smallest value of ϕ than the par-
tition isolating a node at time t + 1, since partitioning the
posterior distribution corresponds to a larger difference be-
tweenmR(τ0 +τ) andmcut

R (τ0 +τ). Thus, finding the MIP
corresponds to finding which regionR of the system affects
less future states when one node of the region is isolated in
the partition at time t (e.g. Figure 1.B).

Finally, we define a function FR(m(τ0), τ, {JS,R}) that
recursively applies the update rule in Equation 4 for τ
steps starting from an initial value with a mean field value
m(τ0), such that mR(τ0 + τ) = FR(m(τ0), τ, J). In our
mean field approximation, applying the MIP to the quasi-
homogeneous system described here is equivalent to just re-
moving one connection1 between one or more pairs of re-
gions {S,R}cut, whereas the connections between the rest
of regions {S,R}uncut remain intact. Therefore the up-
date rule applied by function F to the partitioned system
is F (m(τ0), τ, {{JS,R}uncut, {(1− 1

NR
)JS,R}cut}).

Assuming that the number of units per region is equal to
NR = rRN and

∑
rR = 1, we get a simplified expression

1Note that cutting a connection implies injecting uniform noise,
which in the mean field approximation is equivalent to substitute
the input by a zero mean field or just removing the connection.
This is an important approximation that allow us to obtain the main
results of the paper, although it will only be valid when the size of
the system is infinite and τ is larger than 1.

for the partitioned and unpartitioned terms:

F R
cut

(m0, τ, x)

= FR(m0, τ, {{JS,R}uncut, {(1−
x

rR
)JS,R}cut})|

(8)

where m0 = m(τ0) and x = 1
N in the partitioned case

and x = 0 otherwise. Now, computing the unparti-
tioned and partitioned cases case is equivalent to calculating
F R
cut

(m0, τ, 0) and F R
cut

(m0, τ,
1
N ) respectively. Given this,

assuming N →∞ we calculate the final form of ϕ as a sum
of the derivatives of function F R

cut
(m0, τ, x):

ϕcutM (τ)

= lim
N→∞

1

2

∑
R
NR|F R

cut
(m0, τ, 0)− F R

cut
(m0, τ,

1

N
)|

=
1

2

∑
R
|rRF ′R

cut
(m0, τ, 0)|

(9)

where F ′(m0, τ, x) = dF ′(m0,τ,x)
dx . Note that this defines

integrated information in similar terms as the magnetic sus-
ceptibility typically used in Ising model to identify critical
points, although in this case the mean field of the system is
differentiated along the parametrical direction of the MIP.

Integrated Information in the Kinetic Ising Model
As an example, we compute numerically the value of
ϕMN

(τ) for a homogeneous kinetic Ising model contain-
ing just one region (as in Figure 1.A). The system only has
one parameter J describing all connections in the system.

For different values of J , we compute ϕ for the system
starting from a state in the stationary solution. For doing
so, we need to know how to compute Fcut(m0, τ, x), that is,
how to compute the mean field of units at a particular time.

First, we numerically compute Fcut(m0, τ, x) and ϕMN

for different values of J for the largest mechanism MN

of size N , and different values of τ and m(τ0) equal to
the value at the stationary solution of the system. We
estimate the values of the derivative as F ′cut(m0, τ, 0) =
(Fcut(m0, τ, dx)− Fcut(m0, τ, 0))/dx, using a value dx =
10−10. As we observe in Figure 2.B, the value of ϕMN

(τ)
appears to diverge as τ grows2.

Similarly, we numerically compute ϕMN
(τ → ∞) by

using the mean field of the model iterating the equation
m(t) = tanh(Jm(t − 1)) until the difference in the up-
date is smaller than 10−15. In Figure 2.C we observe how
ϕMN

(τ → ∞) shows an apparent divergence around J =
1. Also, we compute the value of ϕMM

(τ → ∞) for dif-
ferent mechanisms of size M as a fraction of N . As shown
in Figure 2.D, the resulting value of integrated information

2Note that for larger τ the partition is applied for a longer period
of time, and therefore yielding larger integration in some cases.
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still diverges but is smaller than the value of ϕMN
(τ) of the

whole system, indicating that the system is irreducible.
We can go beyond numerical computations and calculate

the analytic value of ϕMN
(τ →∞) near the point of diver-

gence by approximating the values of Fcut(m0, τ → ∞, 0)
around J = 1 as the value ofm that solvesm = tanh(Jm).
Note that, more generally, we can compute Fcut(m0, τ →
∞, x) just by substituting J ← J(1− x).

The system has a trivial solution at m = 0. Also, for
J > 1 the solution at m = 0 becomes unstable and a pair of
solutions in a pitchfork bifurcation (Figure 2.A). Although
there is no analytic solution of the problem, we can compute
the value of m near J = 1 by approximating the hyperbolic
tangent by the first two terms of its Taylor series, finding that
in the limit J → 1+ we approximate:

Fcut(m0, τ →∞, x) = ±
√

3(J(1− x)− 1)

(J(1− x))3

ϕMN
(τ →∞) =

1

2

∣∣∣∣ √3 (2J − 3)

2
√
J3(J − 1)

∣∣∣∣
(10)

Thus, we can confirm that the value of integrated informa-
tion ϕMN

(τ → ∞) diverges when J → 1+. This has in-
teresting implications. The value of integrated information
per unit ϕMN

(τ →∞)/N of the system would tend to 0 at
any position but in the critical point. Thus, if a system must
maintain its levels of integration per unit as it size increases,
it may need to be poised near a critical point that shows a
divergence of the values of ϕ.

Integrated Information for Measuring
Agent-Environment Asymmetries

We apply the proposed measure of integrated information
to the problem of determining the causal boundaries of an
agent interacting with an environment. One of the central as-
pects of agency is the existence of agent-environment asym-
metries (Barandiaran et al., 2009), in which the part of the
system corresponding to the agent is able (to an extent) to
define the terms in which it relates to the surrounding mi-
lieu. We test our measure in two simple cases of systems
presenting asymmetries in their interaction.

Bidirectional Agent-Environment Interaction
We model a minimal case of agent-environment bidirec-
tional interaction with two regions, where only the region
corresponding to the ‘agent’ has the capacity to self-regulate
through recurrent connections (Figure 3.A). In this case,
we have two regions A and E, only A presenting self-
connections. The mean field of the system is updated as:

mA(t+ 1) = tanh(
1

2
(JAAmA(t) + JAEmE(t)))

mE(t+ 1) = tanh(JEAmA(t))
(11)
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Figure 2: (A) Magnetization of the infinite size kinetic Ising
model. (B) Value of ϕMN

(τ) for different temporal spans.
(C) Value of ϕMN

(τ → ∞) for an infinite temporal span.
(D) Value of ϕMM

(τ → ∞) for different mechanisms of
size M and an infinite temporal span.

For simplicity, we study the case where agent-environment
connections are symmetric JAE = JEA = Jc, and JAA =
Jr. We numerically compute that the system has an sim-
ilar solution than the previous case, presenting a pitchfork
bifurcation at a critical point (Figure 3.B,D).

Moreover, we compute the value of ϕM(τ → ∞) for
different mechanisms. For the case of the mechanism cov-
ering the whole system M = AE, we look for the MIP
of the system by isolating single units of the mechanism at
s(t) (Figure 1.B). If we isolate a unit from region A, two
connections are cut (one with value Jr and one with value
Jc). Otherwise, if we isolate a unit from region E, only one
connection with value Jc is cut. Thus, this second partition
is always the MIP of the system (MIPAE). For M = A,
the only candidate for the MIP is isolating one node from
A, therefore cutting one connection with value Jr (MIPA).
Finally, for mechanism E there are no connections within
the mechanism and we can directly conclude that ϕE = 0.

Now, the question is: can we consider A as an individual
system or should we consider instead the coupled system
AE as an integrated unit? Assuming rA = rE = 0.5, we
define the values of integrated information as:

ϕA =
1

4
(|
∑
R=A,E

F ′ R
MIPA

(m0, τ, 0)|)

ϕAE =
1

4
(|
∑
R=A,E

F ′ R
MIPAE

(m0, τ, 0)|)
(12)

In Figure 3.C,E we estimate the value of ϕA, ϕAE for τ →
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Figure 3: (A) Basic agent connected to an environment. (B,C, D, E) Values of the mean fields (only positive values are shown)
of the stable solution (top) and ϕ(τ →∞) (bottom) for the agent and environment nodes of the model at stability for Jc = 0.8
(left) and Jc = 1.2 (right) and different values of Jr. (F) location of the critical point in the parameter space for different
combinations of Jr, Jc. (G) Constants multiplying ϕA(τ → ∞) and ϕAE(τ → ∞) near the critical point, showing which is
the most irreducible unit of the system.

∞ an initial value m0 corresponding to the stationary so-
lution of the system, and values of Jc = 0.8 (left) and
Jc = 1.2 (right). We observe that in all cases the values
of ϕA, ϕAE diverge next to the critical point. Neverthe-
less, in the first case when agent-environment connections
are weaker ϕA > ϕAE next to the critical point. In con-
trast, for stronger couplings between agent and environment
ϕA < ϕAE in the vicinity of the critical point.

We validate this results by solving Equation 11 near crit-
icality. We do this by transforming it into a system of one
equation mA = tanh( 1

2 (JAAmA + JAE tanh(JEAmA)))
and finding its Taylor series near mA = 0. We obtain that
near the critical point:

FA(m0, τ →∞, 0) =

√
3(JAA + JAEJEA − 2)

JAEJ3
EA + 1

4 (JAA + JAEJEA)3

FE(m0, τ →∞, 0) = tanh(JEAFA(m0, τ →∞, 0))
(13)

Similarly, FA(m0, τ →∞, x) and FE(m0, τ →∞, x) are
easily calculated by adding a (1−x) factor to the partitioned
connections. Thus, we find that the location of the critical
point which is the one satisfying JAA + JAEJEA = 2 (Fig-
ure 3.F). From here, we get:

F
′

A
MIPA

(m0, τ, 0) =
3

2
JAA

1

JAEJ3
EA + 1

4 (JAA + JAEJEA)3

·(
1

4
(JAA + JAEJEA) · FA(m0, τ →∞, 0)−

1

FA(m0, τ →∞, 0)
)

F
′

E
MIPA

(m0, τ, 0) =
JEA

cosh(JEAFA(m0, τ →∞, 0))2
F

′
A

MIPA

(m0, τ, 0)

F
′

A
MIPAE

(m0, τ, 0) =
3

2
JAEJEE

1

JAEJ3
EA + 1

4 (JAA + JAEJEA)3

·(
J2
EA

3
+

1

4
(JAA + JAEJEA) · FA(m0, τ →∞, 0)−

1

FA(m0, τ →∞, 0)
)

F
′

E
MIPAE

(m0, τ, 0) =
JEA

cosh(JEAFA(m0, τ →∞, 0))2

·(F ′
A

MIPAE

(m0, τ, 0)− FA(m0, τ →∞, 0))

Near the critical point at (JAA + JAEJEA) → 2+ the val-
ues of integrated information are approximated by the expo-
nents:

ϕA = JAAK(JAA + JAEJEA − 2)−1/2,

ϕAE = JAEJEAK(JAA + JAEJEA − 2)−1/2,

K =
3(1 + JEA)√

JAEJ3
EA + 1

4 (JAA + JAEJEA)3

(14)

by defining KA = JAAK and KAE = JAEJEAK we de-
scribe with these variables the level of integrated informa-
tion of the agent and the whole agent-environment system
near the critical point. In Figure 3.G we observe that there
is a transition from the agent being the system with highest
integration to the agent-environment.

This illustrates that, near a critical point, the value of
integrated information scales up indefinitely in an agent-
environment system. In the case of symmetric interaction
only for some cases the agent can be identified as the pre-
dominant integrated unit in the system, while in others the
agent-environment system is the predominant unit.
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Figure 4: (A) Basic sensorimotor agent connected to an environment. (B,C,D,E) Values of the mean fields (only positive values
are shown) of the stable solution (top) and ϕ(τ → ∞) (bottom) for the agent and environment nodes of the model at stability
for Jc = 0.8 (left) and Jc = 1.2 (right) and different values of Jr. (F) Approximated values of ϕ(τ → ∞) near the critical
point (approximated by dx = 10−10), showing which is the most irreducible unit of the system.

Basic Sensorimotor Loop
We have just used integrated information for delimiting an
agent interacting with a ‘passive’ environment showing no
self-interaction. This is not a common scenario, since typ-
ically environments display their own dynamics. In order
to portray a scenario with an agent regulating its interaction
with an environment with ‘active’ dynamics, we model a
‘sensorimotor agent’ able to receive input from the environ-
ment in one region of its system, and affect the environment
from the activity in other region (Figure 4.A).

mS(t+ 1)

= tanh(
1

3
(JSSmS(t) + JSMmM (t) + JSEmE(t)))

mM (t+ 1) = tanh(
1

2
(JMSmS(t) + JMMmM (t)))

mE(t+ 1) = tanh(
1

2
(JEMmM (t) + JEEmE(t)))

(15)
A key aspect of autonomy is the ability of an agent to mod-
ulate the coupling with its environment (Barandiaran et al.,
2009), generating an interactional asymmetry between agent
and environment. We represent this by defining a basic
structure of couplings JSE = JMS = JEM = Jc and
self-couplings JSS = JMM = JEE = 1. Finally, we
add a recurrent connection in which the motor region feeds
back into the sensor region JSM = Jr. We also assume
rS = rM = rE = 1/3. We calculate ϕ as in previous cases,
although here different candidates for MIP are tested (from
all possible cuts affecting just one element) and the one min-

imizing integrated information is chosen.
For Jc = 0.8, we observe in Figures 4.C,E that the sub-

system presenting a higher degree of integrated information
corresponds to the agent SM , diverging at a critical point
similar than in previous cases. However, if the coupling in-
creases and Jc = 1.2, the agent is only the most integrated
unit for large values of Jr, while the critical point of di-
vergence shows that the most integrated unit is the whole
agent-environment system SME.

Moreover, we approximate Equation 15 using the first
term of the Taylor series of the hyperbolic tangents to find
the position of the critical point, finding it at Ja = (2 −
Jc3)/Jc. Although in this case we cannot approximate the
constant multiplying the diverging values of ϕ, we can ap-
proximate its values close to the critical point. For exam-
ple, we approximate the value of F ′(m0, τ → ∞, 0) ≈
(F (m0, τ → ∞, dx) − F (m0, τ → ∞, 0))/dx for differ-
ent partitions for a point close to the critical point, using a
value of dx = 10−10. In Figure 4.F, we observe a simi-
lar transition than in the previous case, from a case where
ϕSM is dominant to a case where ϕSME is the principal in-
tegrated unit. Yet in this case, maybe due to a highest degree
of agent-environment asymmetry, the region where ϕSM is
dominant is slightly wider.

Discussion
We have presented a method to compute integrated informa-
tion for infinite size mean field kinetic Ising models with
quasi-homogeneous infinite-range connectivity. We have
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shown how integrated information measures diverge when
our models are near critical points. Furthermore, we have
shown how integrated information can be used to effectively
define the causal boundaries between a system and its envi-
ronment. For doing so, some of the assumptions of current
formulations of IIT had to be modified.

Our models, although highly idealized, allow us to spec-
ulate about some of the properties of autonomous organi-
zation and the nature of the transitions related to it. First,
we observe that, despite the infinite size of the models, the
amount of integrated information is bounded for most of its
parameter space. Only near critical points the level of to-
tal integrated information diverges, suggesting that systems
that are organized into coherent autonomous entities need to
organize themselves close to critical points in their param-
eter space to maintain their level of integration as their size
grows. This is relevant for some questions in origins of life
research, such as why life appears as a jump in biochemical
organization with no apparent intermediate steps.

Our results connect the intensity of this causal boundary
with some phenomena related to criticality. Systems near
critical points are maximally sensitive to changes in some
directions of its parameter space (generally measured as the
susceptibility of the system). Here, integrated information
measures are captured by applying different partitions to the
system which were interpreted as changes in particular di-
rections of the parameter space of the system. Thus, the
level of integrated information of the system corresponds to
the susceptibility of the system for the minimum informa-
tion partition, i.e., the partition with the less significant ef-
fect on the system causal powers. In the framework of IIT,
systems highly sensitive to their minimum information par-
tition are interpreted as maximally irreducible units. This
connects ideas from IIT with properties that have been pos-
tulated as pervasive of living beings such as self-organized
criticality. We can speculate that living autonomy consists in
systems capable of self-organizing near points in which they
can maintain maximal sensitivity to the integrity of their in-
ternal organization while they interact with the environment.
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Appendix
Measures in this paper are inspired by the IIT framework, although
we apply some modifications and simplifications. First, as we men-
tioned in the paper, we only compute the value of ϕ for the effects
of the current system in a posterior state t+ τ , while IIT computes
the minimum of ϕcause and ϕeffect at t− 1 and t+ 1.

In IIT, integrated information of a mechanism ϕMIP
M is eval-

uated not only for a particular mechanism M, but also for a
purview P . If the mechanism defines which units of {si(t)}i∈M
we take into account, the purview defines which units of the fu-
ture state {si(t + τ)}i∈P we take into account. Given these sub-
set of present and future states, partitions are computed over the
join space of {si(t)}i∈M and {si(t + τ)}i∈P , and the purview
P with maximum integrated information for its MIP is selected.
Here for simplicity, we apply the partition over {si(t)}i∈M and
{si(t + τ)}i∈M, making the mechanism and purview coincide,
and the distance for computing integrated information is measured
for the distance of all elements of the system, not only the elements
contained in the purview.

More importantly, there are significant differences from the IIT
framework in the way we treat the elements that are outside of the
evaluated mechanismM. In IIT, elements outside the mechanism
are assumed to be unconstrained (i.e., as random as possible). We
decided to modify this assumption because it can have dramatic ef-
fects when measuring the behaviour of large systems. Specifically,
assuming unconstrained elements outside the mechanism create an
artifact that provokes a shift in the critical point of the system (this
will be detailed in future work).

We simplify the calculation of the probabilites p({si(t +
τ)}i∈M|{si(t)}i∈M) and pcut{si(t + τ)}i∈M|{si(t)}i∈M) by
using a mean field approximation. In IIT, cutting connections in-
jects uniform noise on the input node. In the mean field approxi-
mation, this would be equivalent to inject a zero mean field signal,
which is equivalent to removing the connection.

Finally, once ϕ is computed, IIT proposes a second level of cal-
culations for computing Φ where new bidirecional partitions are
applied to the system. In our case, given the homogeneity of the
system applying a second level of partitions produces similar re-
sults and for simplicity we did not apply it.
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Abstract

The assumption that action and perception can be investigated
independently is entrenched in theories, models and exper-
imental approaches across the brain and mind sciences. In
cognitive science, this has been a central point of contention
between computationalist and 4Es (enactive, embodied, ex-
tended and embedded) theories of cognition, with the former
embracing the “classical sandwich”, modular, architecture of
the mind and the latter actively denying this separation can be
made. In this work we suggest that the modular independence
of action and perception strongly resonates with the separa-
tion principle of control theory and furthermore that this prin-
ciple provides formal criteria within which to evaluate the im-
plications of the modularity of action and perception. We will
also see that real-time feedback with the environment, often
considered necessary for the definition of 4Es ideas, is not
however a sufficient condition to avoid the “classical sand-
wich”. Finally, we argue that an emerging framework in the
cognitive and brain sciences, active inference, extends ideas
derived from control theory to the study of biological sys-
tems while disposing of the separation principle, describing
non-modular models of behaviour strongly aligned with 4Es
theories of cognition.

Introduction
Can perception and action be studied as separate pro-
cesses?

In cognitive science, the hypothesis that the mind is mod-
ular originated with Fodor’s work (Fodor, 1983), formalis-
ing the idea that the perceptual and motor systems should
be considered as separate and informationally encapsulated
components of an organism that sit at its periphery. This
view has then more recently been recapitulated by the so-
called “classical sandwich” architecture of cognitive sys-
tems, whereby cognition sits in between perception and ac-
tion, effectively rendering them almost autonomous (Hur-
ley, 2001). This view contrasts with 4Es (enactive, embod-
ied, embedded and extended) theories of the mind suggest-
ing that real-time feedback interactions with the environ-
ment are crucial to explain cognitive processes. In doing
so, 4Es proposals reject the hypothesis of segregated per-
ceptual and motor components (Clark, 1998; Wilson, 2002;

Beer and Williams, 2015; Di Paolo et al., 2017), now seen as
strongly and reciprocally coupled by feedback mechanisms
mediated by the environment.

In this work we argue, however, that the presence of feed-
back is not enough to reject the classical sandwich architec-
ture. We will see that the modular view can still implicitly
survive in modern studies of action and perception even in
the presence of closed sensorimotor loops. To ground this
argument and related discussions on Fodor’s modularity, we
use formal frameworks that have emerged from control the-
ory, already widely exploited in modern theories of percep-
tion and action based on processes of estimation/inference
and control (Rao and Ballard, 1999; Todorov, 2004; Fris-
ton, 2010, 2011). Perception, on this view, is modelled as
a process of estimation of the hidden or latent states of the
world given noisy and often inaccurate observations. Ac-
tion, on the other hand, is accounted for with theories of op-
timal control, suggesting possible optimality principles for
the implementation of motor actions and behaviour more in
general. In this light, we then argue that the so-called sepa-
ration principle of estimation and control in control theory
provides concrete grounding of Fodor’s modularity with re-
gards to action and perception. After presenting this prin-
ciple and its connections to the idea of modularity, we will
discuss its weaknesses for the study of cognitive and natural
systems. We finally propose active inference (Friston et al.,
2010; Friston, 2010) as an alternative view openly reject-
ing the separation principle, thus supporting non-modular
4Es arguments, while maintaining its roots in modern ap-
proaches to action and perception based on control theory.

Perception and action in cognitive science
The classical sandwich
A classical idealisation of perception holds that it is a
bottom-up or feed-forward process with the primary goal
of receiving information through the senses in order to
build internal representations of the surrounding environ-
ment (Marr, 1982). Cognition, including thinking, planning,
etc., is cast as a process of manipulating the information
within these internal representations and action as a process
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of deriving appropriate motor commands based on the out-
comes of those manipulations. This sequential architecture
of perception-cognition-action is best captured by the idea of
the “classical sandwich” (Hurley, 2001). On this view, per-
ceptual and motor processes work relatively independently,
separated by cognitive manipulations at their centre. This
notion of separation has its roots in Fodor’s idea of the mod-
ular mind (Fodor, 1983). Fodor saw the more traditional
notion of cognition, the filling, representing functions such
as memory, problem solving, deduction and induction, as
strictly non-modular. However, his argument for periph-
eral processing, input interfaces (i.e. perception) and out-
put layers (i.e. motor control, action), is that these compo-
nents should be seen as separate modules. Modules have
only restricted access to higher order information and vice
versa, and their information content is encapsulated, limited
and specific to each module. According to this view then,
expectations, beliefs and desires also cannot affect in partic-
ular perceptual systems (Fodor, 1983; Barrett and Kurzban,
2006) (although we note that the exact meaning of Fodor’s
idea is still debated, Coltheart (1999); Barrett and Kurzban
(2006)).

The 4Es view
In contrast, enactive, embodied, extended and embedded
theories of cognitive science, often just addressed as 4Es,
challenge several of the intuitions behind computational ac-
counts of cognitive science, including the sequential and
modular nature of perception, cognition and action proposed
with the classical sandwich (Varela et al., 1991; Clark, 1998;
Wilson, 2002; Beer and Williams, 2015). 4Es theories cover
a large set of heterogeneous ideas with some of the more
general points including the importance of fast-paced, dy-
namic interactions with the environment over internal com-
putations and the role played by the body in this dynamical
process. The dynamic nature of real-time interactions of an
agent with its environment leads then to a non-sequential,
non-encapsulated interpretation of perception and action,
best represented as a causally circular (i.e. closed) process
whose components are not clearly separable. This last idea
is the point of contention we focus on in this work. We
claim, in fact, that even in closed-loop frameworks includ-
ing feedback mechanisms, the often implicit assumption is
that perception and action can still be treated separately (for
counterexamples see for instance Beer (2003); Iizuka and
Ikegami (2004); Harvey et al. (2005); Di Paolo and Iizuka
(2008)). This becomes especially clear in the literature fo-
cused on notions of optimal control, whereby definitions of
optimality often include assumptions regarding the separa-
tion of perceptual and motor components within a system. In
the next section we will see how concepts from control the-
ory, estimation, optimal control and in particular the separa-
tion principle, can explain this apparent paradox (i.e. closed-
loop but nonetheless optimally separable).

Perception and action in control theory
Perception as inference (estimation)
In control theory, the idea of estimation first emerged with
the contributions of Kolmogorov and Wiener (Sorenson,
1970) and the popularisation of Kalman filters (Kalman,
1960), although estimation theory itself can be traced back
to Gauss and his method of least squares (Sorenson, 1970).
The main goal of estimation is to infer (or estimate) hidden
parameters, states and inputs of system given only a set of
observations that are in general noisy, and a model of the un-
derlying dynamics that may also include noise/uncertainty.

More recently, these ideas have re-emerged in the con-
text of studies of perception as inference with the so-called
“Bayesian brain hypothesis” and related theories of pre-
dictive coding and free energy minimisation (Knill and
Richards, 1996; Rao and Ballard, 1999; Knill and Pouget,
2004; Friston, 2010; Hohwy, 2013; Clark, 2015b; Buckley
et al., 2017). On this view, organisms operate in an uncer-
tain world, with noisy sensors that provide only incomplete
and often ambiguous information. Agents are depicted as
Bayesian inference machines that estimate the latent states
and causes of their sensory input via the update of a gen-
erative model of such input. These agents operate by gen-
erating top-down predictions of their sensory data and by
continuously updating these prediction to minimise their dif-
ference to incoming sensory data (prediction errors). Once
prediction errors are minimised, they converge to the best
explanation, or inference, of the causes of their sensory data.
In control theory, this process of inference is often defined
as “estimation” or “filtering” (Jazwinski, 2007; Åström and
Murray, 2010; Åström, 2012) and is usually performed by an
“estimator”. In the literature, an estimator is sometimes con-
sidered to include a forward model, or predictor (Todorov,
2006), in other instances to work alongside one (see discus-
sion in Friston (2011)). In our work we will consider an
estimator-predictor pair as simply an estimator.

Action as control
Modern optimal control theory originated in 1950-60’s with
formalisations by Pontryagin (Pontryagin et al., 1962) and
Bellman (Bellman, 1957). Connections to classical me-
chanics and to work by Hamilton and Jacobi among oth-
ers (Todorov, 2006; Sussmann and Willems, 1997) however
place its historical inception a few centuries earlier. Opti-
mal control defines the problem of finding a policy (i.e. a
sequence of actions) for a given system that optimises a cri-
terion describing a certain goal for the system.

In the last few decades, optimal control has also emerged
as a dominant theory of action, motor control and behaviour
in neuroscience (Kawato, 1999; Wolpert and Ghahramani,
2000; Todorov, 2004; Körding and Wolpert, 2006; Körding,
2007; Franklin and Wolpert, 2011). On this view, organ-
isms minimise, over time, a cost function (i.e. the optimal-
ity criterion) representing a measure of performance for the
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achievement of a certain goal. For instance, smooth reaching
hand movements can be explained by the minimisation of a
cost function based on the rate of change of acceleration, or
jerk, of hand movements (Franklin and Wolpert, 2011).

Different cost functions lead to different possible control
policies (i.e. sequences of actions) towards a goal. One of
the most fundamental distinctions between classes of cost
functions is based on the absence/presence of real-time feed-
back from the environment, defining open and closed-loop
control respectively (Todorov, 2004; Åström and Murray,
2010). Open-loop control methods rely on complex internal
models that accurately mimic the external dynamics simu-
lating also the effects of feedback, and allow for pure inter-
nal feed-forward planning. Perceptual processes model the
transduction of sensory input into some internal neural rep-
resentation and are often represented as estimators (Todorov,
2004) and/or forward models-estimators pairs (Wolpert and
Kawato, 1998). On the other hand, action corresponds to
the motor output produced by such representations and is
usually portrayed as a controller (Todorov, 2004) or inverse
model (Wolpert and Kawato, 1998; Kawato, 1999). The se-
quential nature of estimation-modelling (planning)-control
is consistent with the traditional classical sandwich of cog-
nitive science, where estimation and control are processes
encapsulated into separate modules used in sequential or-
der and the effects of feedback from the environment are
though to be slow enough to be successfully modelled inter-
nally. Closed-loop control is based on the same architecture
as the open-loop case (i.e. estimators and controllers) but
includes, in contrast, fast-paced feedback from the environ-
ment. This allows such framework to tackle more elegantly
different sources of noise, delays, internal fluctuations and
uncertainties (Todorov, 2004). Closed-loop control appears
to be closer to 4E views with the presence of a real-time
feedback mechanism that highlights the dynamic interac-
tions of a system with its environment and the impossibility
to capture it internally. We however argue that the most com-
mon implementations of closed-loop optimal control are still
more consistent with the more traditional, sequential, view
of action and perception mainly due to ideas based on the
separation principle. The vast majority of examples where
this sequential view is not explicitly taken, in fact, often in-
clude closed-loop control without a specific notion of opti-
mality (Beer, 2003; Iizuka and Ikegami, 2004; Harvey et al.,
2005; Di Paolo and Iizuka, 2008).

The separation principle
The separation principle of control theory provides a set
of necessary and sufficient conditions under which an op-
timal controller can be constructed by combining indepen-
dent designs for an optimal estimator and an optimal con-
troller (Wonham, 1968; Åström and Murray, 2010; Geor-
giou and Lindquist, 2013). This methodology is widely
adopted in control theory and can be used to build con-

trollers for noisy and uncertain systems where environmen-
tal states are only partially observed. Separating estimation
and control is practically desirable because it becomes then
possible to optimally solve the estimation problem and sub-
sequently use the output estimate to build an optimal con-
troller. Typical designs utilise Kalman filters (estimators)
and LQR (Linear Quadratic Regulator) controllers (Åström
and Murray, 2010). The idea of the separation theorem is
also very closely related to the certainty equivalence prin-
ciple described in econometrics (Simon, 1956; Theil, 1957;
Bar-Shalom and Tse, 1974; Åström, 2012).

The separation principle rests on several assumptions
which can be summarised by (Kappen, 2011; Åström,
2012):

• linear process dynamics and observation laws describing
the environment and its latent variables

• Gaussian noise in both process and measurement equa-
tions/laws

• known (co)variance matrices representing uncertainty of
both process and measurement noises

• quadratic cost function used to measure the performance
of a system

• known inputs for the estimator, meaning that the estima-
tor needs to have access to all the variables, external and
internal ones, affecting the inference process.

The restrictive nature of these requirements has been widely
debated in the control theory literature (Åström and Murray,
2010; Åström, 2012). However, here we discuss on their
possible meaning for the study of cognition with a focus
on biological systems, extending some previous critiques
(Simpkins et al., 2008; Pontón et al., 2016). It is imme-
diately clear it would be hard to argue for the plausibility
of these assumptions for biological systems. Living organ-
isms are highly nonlinear and the environments they oper-
ate within are also themselves highly nonlinear, thus they
cannot be fully understood with systems of linear equations.
There is no direct evidence for fluctuations in physical sys-
tems to be accurately described by Gaussian random vari-
ables, and whether biological system could effectively keep
an updated estimate of the uncertainty in environmental vari-
ables (represented by covariance matrices in control theory)
is also unclear (Åström and Murray, 2010). It is then not
clear if it is possible to accurately describe important bio-
logical phenomena with quadratic cost functions (Franklin
and Wolpert, 2011). Lastly, the separation principle sug-
gests that sensory systems must have access to an accurate
copy of outgoing motor commands. Specifically, as shown
in Fig. 1, under this scheme the estimator and the controller
exchange information in two ways. The estimator relays ac-
curate estimates of world variables to the controller, which
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in turn sends a copy of the motor command back to the esti-
mator. This copy of the motor command is crucial to allow
the sensory system to discount sensory consequences of mo-
tor actions. In the absence of this information, estimates of
world variables quickly become imprecise and subsequently
controls become unstable (Friston, 2011). This notion of a
copy of motor signals is consistent with the classical idea of
efference copy in neuroscience (von Holst and Mittelstaedt,
1950; Crapse and Sommer, 2008; Straka et al., 2018), whose
exact definition and plausibility in neural system have been
comprehensively challenged (Feldman, 2009; Friston, 2011;
Feldman, 2016).

While the separation principle may not strictly hold, one
could argue for a weaker version of separability/modularity.
Systems could be cast as “approximately” or “partially” sep-
arable, with such notions still useful metaphors to under-
stand perception and action as separate modules even with-
out optimality as defined by the separation principle. This
is especially true for the first four criteria of the separation
principle that we listed. For instance, it may be possible
to approximate nonlinear descriptions of a system with lin-
earisations around relevant points/equilibria or to estimate
covariance matrices that although not optimal, closely re-
semble the uncertainty of a process. On the other hand, we
argue that a notion of “approximate” separability is not well
defined for the last of the requirements of the separation
principle and thus will be the focus of our analysis on the
role of this principle in cognitive science. The fact that the
estimator needs have information about motor actions of the
environment is often not considered a problem in standard
control theory and robotics: a copy of motor signals can
easily be retrieved and sent back to the estimator/forward
model (Kawato, 1999). In biology and neuroscience, how-
ever, while the presence of information flowing from mo-
tor to sensory areas has been established for decades in the
form of efference copy/corollary discharge (Cullen, 2004;
Crapse and Sommer, 2008; Straka et al., 2018), recent dis-
cussions on the information contents of such mechanisms
(Feldman, 2009; Friston, 2011; Feldman, 2016) lead us to
carefully consider frameworks based on these ideas and their
role in the cognitive and natural sciences. An alternative ap-
proach, disposing with the need of a copy of motor signals,
is proposed with active inference. In active inference this
need is bypassed using a more powerful forward or gener-
ative model and trivial sensorimotor mappings in place of
complex inverse models/controllers (see Fig. 2), as we shall
see in the next section.

Perception and action in active inference
The Free Energy Principle (FEP) is one of the most ambi-
tious attempts to date of unifying several aspects of our un-
derstanding of biological systems into a single theory de-
scribing such systems in terms of the minimisation of a sin-
gle quantity: information surprisal (Friston, 2010; Clark,

Estimator/
forward 
model

Estimated
sensations Controller

Motor signal
copy

Sensations 

Motor
signal

Plant/
environment

Action and perception in the separation principle

Figure 1: A typical control architecture obeying the sep-
aration principle. An estimator, or forward model, infers
the causes of incoming sensory input which are relayed to
the controller. The controller calculates the optimal output
motor signal based on these estimates and allows the system
to act on the environment. In parallel, the controller sends
also a copy of the command to the estimator, allowing the
latter to take this command into account during the estima-
tion of observed stimuli and discount the effects of internally
generated actions.

2013; Hohwy, 2013; Clark, 2015b; Buckley et al., 2017).
Surprisal is the negative log-probability of an outcome and
for biological systems it is thought to measure the fitness
of an organism to specific states, e.g. for a fish, states in
the water have low surprisal, and are more valuable than
states outside of the water, having high surprisal. Predic-
tive coding and active inference are amongst the most pop-
ular approaches derived from the FEP, and constitute pro-
cess theories proposing how surprisal minimisation could
be implemented in living systems. Predictive coding was
introduced as a functional model of the visual cortex (Rao
and Ballard, 1999) and then shown to be (computationally)
a special case of the FEP (Friston, 2010). It effectively im-
plements ideas related to the Bayesian brain hypothesis dis-
cussed in previous sections, suggesting that perception is as
a process of Bayesian inference and that organisms “per-
ceive” the world by minimising prediction errors measur-
ing the difference between internally generated predictions
of external stimuli and actually sensed ones. Active infer-
ence (Friston et al., 2010; Friston, 2010) extends predictive
coding proposals to the more general realm of action and
behaviour. On this view, organisms are not only trying to
correct mismatch errors via internal updates of a generative
model and its predictions, but also act in the world in order
to generate sensations that are better described by existing
predictions. Similarly to cybernetics (Wiener, 1961; Ashby,
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1957), active inference attempts to connect methods from in-
formation and control theory (Variational Bayes and optimal
control respectively) to the study of cognition and biology,
using empirical evidence to constrain complex theoretical
problems (Seth, 2014).

One of the main goals of the FEP is to create a gen-
eral theory of life and mind, unifying existing knowledge in
different fields including thermodynamics, natural sciences,
information and control theory (Friston, 2010, 2011, 2012,
2013). Its position with regards to debates in cognitive sci-
ence is, however, still unclear. The FEP is often thought to
align with more traditional views of cognition, deeply repre-
sentationalist/computationalist (Froese and Ikegami, 2013;
Gładziejewski, 2016). Part of the cognitive science com-
munity sees this as a possible advantage (Hohwy, 2013)
while others as its main drawback (Gładziejewski, 2016; Za-
havi, 2017). Others have argued it is more consistent with
a 4Es perspectives of cognition, claiming that the strengths
of the FEP reside in generative models with no explicit rep-
resentational features (Bruineberg et al., 2018). A different
perspective highlights the potential of the FEP for the for-
malisation of “action-oriented” views of cognition (Engel
et al., 2016; Clark, 2015a,b; Allen and Friston, 2016; Pez-
zulo et al., 2017), re-conciliating traditional views and 4Es
theories. In our work we argue that one of the hypotheses
expressed by active inference openly rejects one of the re-
quirements of the separation principle that we claim strongly
resonates with the ideas of sensory/motor modularity in tra-
ditional views of cognitive science. We thus hold that active
inference aligns with at least some views from 4Es theo-
ries cognition, in particular with the idea of perception and
action as deeply entangled functions of embodied and situ-
ated agents (Clark, 1998; Wilson, 2002; Beer and Williams,
2015; Di Paolo et al., 2017).

Action and perception are not separable
The active inference framework claims that perfect knowl-
edge of one’s motor signals is not necessary in models of
control and estimation (and possibly not at all present in
biological systems, Friston (2011)). The proposed alterna-
tive entails recasting motor control problems into perceptual
or inference problems, considering that these two classes
of problems can be solved by the same algorithms (Attias,
2003; Todorov, 2008; Friston, 2011). According to this in-
terpretation, perception and action are largely overlapping
processes sharing most of their computation, with differ-
ences arising mainly at a physiological level. In active in-
ference, the problem of finding actions is essentially con-
verted to an inference problem, solved by the same underly-
ing predictive coding scheme already in charge of perceptual
processes. More specifically, in this architecture, proprio-
ceptive sensations are also predicted by an agent, alongside
exteroceptive and interoceptive ones (not shown for simplic-
ity in this figure). Explicit motor output is then produced

by simple sensorimotor mappings implemented at the very
periphery of a system and translating proprioceptive predic-
tions into actions for the external world (Friston et al., 2010).
Conceptually, active inference disposes with the need of a
copy of motor signals proposing a more general predictive
coding scheme coupled to simple sensorimotor mappings
translating proprioceptive predictions into actual actions.

In active inference, the more traditional, sequential and
modular role of perception and action advocated by the sep-
aration principle is thus questioned, suggesting that these
functions are deeply intertwined (Friston, 2011; Pickering
and Clark, 2014; Engel et al., 2016; Wiese, 2016; Pezzulo
et al., 2017). In support of this idea and following our own
argument on the parallelism between Fodor’s idea of mod-
ularity and the separation principle of control theory, we
claim that active inference does not meet the requirements
for the separation of estimation and control (perception and
action). Furthermore, it is engaging in an explicitly non-
modular architecture of cognitive processing. We argue, in
fact, that while the first four requirements of the separation
principle expressed earlier may be prone to arguments re-
garding separation in at least some approximate sense (e.g.
an approximately linear model, noise that is approximately
Gaussian, etc.), the presence of a copy of motor signals is ei-
ther present or not, with no room for approximation. In this
sense, the separation of estimation and control is also either
present or not. Active inference models explicitly eschew
the idea that a copy of motor signals is sent to estimators
(Friston, 2011), an idea strictly necessary for classical mo-
tor control architectures based on the separation principle.
Without a copy of motor signals, the architecture described
by the separation principle is unavoidably broken and thus,
according to our initial claim regarding the cognitive sci-
ences, Fodor’s modularity cannot be implemented in result-
ing models of active inference, with action and perception
intimately entangled in a non-modular way, only namely
“separated” for a definition more consistent with traditional
views of cognitive science.

Discussion and Conclusions
In this work we have made an attempt to explicitly con-
nect the idea of modularity in cognitive science to mathe-
matical frameworks of control theory. Specifically, we have
proposed that the idea of “modularity” à la Fodor (Fodor,
1983), central to architectures such as the classical sandwich
of cognitive science (Coltheart, 1999; Hurley, 2001; Bar-
rett and Kurzban, 2006), can be usefully formalised using
the separation principle of control theory (Wonham, 1968;
Åström and Murray, 2010; Georgiou and Lindquist, 2013).
In the classical sandwich view, perception and action are
seen as modules of a feed-forward-only architecture that
are explicitly separated by cognition, the sandwich’s “fill-
ing” (Hurley, 2001). Traditional views of cognitive science
openly embrace this architecture and the idea of modular-
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Figure 2: A control architecture based on active infer-
ence. Active inference converts the complex problem of
optimal control into a more viable problem of inference,
solved by a more general generative model (Friston, 2011).
The forward, or generative, model produces estimates of the
sensory input. The mismatch between these estimates and
real sensory data (here represented as only proprioceptive
but more in general including also exteroceptive and intero-
ceptive) generates prediction errors that are used to update
the generative model itself and thus infer the causes of sen-
sory data when they are minimised. Propriocetive prediction
errors are also explicitly minimised via simple reflex mech-
anisms implemented at the level of peripheral “controllers”.
These controllers receive information in an intrinsic frame of
reference, proprioceptive signals within an agent, and trans-
late them into controls in an extrinsic one, motor actions in
the world, using hardwired sensorimotor mappings (Friston
et al., 2010).

ity of perception and action while 4Es (enactive, embodied,
embedded, extended) theories largely reject them claiming
that fast-paced dynamic interactions between an agent and
its environment imply that perception and action are deeply
entangled and therefore not modular since such dynamics
cannot be internally modelled (Varela et al., 1991; Clark,
1998; Wilson, 2002; Di Paolo et al., 2017).

To ground the debate arising from these contrasting views,
we have then proposed to use control theory, following
a general trend in the fields of cognitive science, neuro-
science and psychology to adopt theories of estimation and
control to explain perception and action respectively (Knill
and Richards, 1996; Rao and Ballard, 1999; Kawato, 1999;
Todorov, 2004; Franklin and Wolpert, 2011). All these
proposals, however, suggest that these two processes can
be treated separately, even when the presence of feedback
mechanisms would suggest otherwise. In particular, we
claimed that the closed-loop optimal control models largely

used in the literature nowadays are often implicitly based
on the “separation principle” of control theory, with most of
the exceptions in work not mentioning explicitly optimality
(e.g. Harvey et al. (2005); Di Paolo and Iizuka (2008)). This
principle defines the conditions whereby a separation of es-
timation (perception) and control (action) of a system is not
only possible, but optimal according to a list of criteria.

We have then claimed that such a separation principle is
consistent with the idea of modularity expressed by Fodor,
based on the information encapsulation argument (Fodor,
1983; Coltheart, 1999). Even if the concept of modular-
ity itself is often considered vague (Coltheart, 1999; Bar-
rett and Kurzban, 2006) (and Fodor himself defining modu-
larity only “to some interesting extent”, Fodor (1983)), we
believe that information encapsulation (Fodor, 1983; Colt-
heart, 1999) should be considered a necessary requirement
for modularity. Such encapsulation defines two basic condi-
tions for the existence of a module: (1) restricted access to
higher order information and vice versa, and (2) information
content limited and specific to each module, both in agree-
ment with the separation principle.

The definition of separation implied by the separation
principle in control theory is on the other hand extremely
strict and allows for, we suggest, deeper discussions regard-
ing the idea of modularity. More in detail, this principle can
be applied only to a small subset of systems (linear, with
Gaussian noise, quadratic cost functions, known covariances
and known inputs). It is thus hard to imagine, on this view,
how studies of brains and minds could make such assump-
tions, suggesting then that non-modular 4Es views provide
a more suitable framework for investigating cognitive and
natural systems. We then argued in favour of a recent pro-
posal based on theories of estimation/inference and control
and with no explicit assumption regarding their separability:
active inference. In this framework, one of the five necessary
requirements for separability, the idea of having access to all
inputs and in particular to a copy of motor signals for per-
ceptual systems, is dismissed (Friston et al., 2010; Friston,
2011). By rejecting such mechanism, active inference effec-
tively challenges classical architectures based on the separa-
tion principle and in doing so, we claimed, explicitly agrees
with 4Es views of cognition whereby perception and action
are seen as non-modular processes. Our work provides thus
support for hypotheses highlighting how active inference is
more in agreement with 4Es theories than with traditional
accounts of cognition (Clark, 2015b; Bruineberg et al., 2018;
Pezzulo et al., 2017).

In the future, we will focus on a mathematical treatment
of the ideas presented in this manuscript, explicitly high-
lighting the differences between architectures inspired by
the separation principle and proposals more in line with 4Es
theories, such as active inference. In doing so, we will
also attempt to operationalise our claims regarding biolog-
ical systems, providing concrete criteria and proposing ex-
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perimental setups to test our hypotheses (e.g. regarding ef-
ference copy/corollary discharge), to disambiguate modular-
ity in living organisms. Another potential contribution will
include a deeper analysis regarding aspects of the free en-
ergy principle/active inference that still cast doubts on its
adherence to 4Es theories. For instance, on the role of the
brain as a detached system in a internal/external dichotomy
(Froese and Ikegami, 2013) or more in general the necessity
of markov blankets (Friston, 2013) for the separation of in-
ternal (agent) and external (environment) states that may, al-
most naturally, introduce the idea of mental representations
(Allen and Friston, 2016).

Finally, to quote Kalman on an early intuition regarding
the problem of simultaneous estimation and control (percep-
tion and action in our interpretation):

One may separate the problem of physical realization
into two stages: computation of the best approximation
x̂(t1) of the state from knowledge of y(t) for t ≤ t1 and
computation of u(t1) given x̂(t1).

(Kalman et al., 1960)

This may true for engineering but perhaps not for studies of
cognition and natural systems.
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Abstract

The predictive processing theory of cognition and neural en-
coding dictates that hierarchical regions in the neocortex learn
and encode predictive hypotheses of current and future stim-
uli. To better handle uncertainty these regions must also
learn, infer, and encode the precision of stimuli. In this
treatment we investigate the potential of handling uncertainty
within a single learned predictive model. We exploit the
rich predictive models formed by the learning of temporal
sequences within a Hierarchical Temporal Memory (HTM)
framework, a cortically inspired connectionist system of self-
organizing predictive cells. We weight a cell’s feedforward
response by the degree of its own temporal expectations of a
response. We test this model on data that has been saturated
with temporal or spatial noise, and show significant improve-
ments over traditional HTM systems. In addition we perform
an experiment based on the Posner cuing task and show that
the system displays phenomena consistent with attention and
biased competition. We conclude that the observed effects are
similar to those of precision encoding.

Introduction
Our senses are submersed in a sea of dynamic, complex,
and noisy stimuli. To help in our navigation of the world
Bayesian theories of cognition generally prescribe the need
for sensory responses to have precision weights applied to
them (Knill and Pouget, 2004). In this way sensory re-
sponses with high precision (inverse variance) will have a
greater effect on our internal model’s posterior probabili-
ties than those with low precision. This approach is also
adopted by the increasingly popular Bayesian theory of cog-
nition and neural coding, predictive processing (Clark, 2013;
Seth, 2014); also referred to as predictive coding (Rao and
Ballard, 1999) or, when applied to Friston’s generalization,
free-energy minimization (Friston et al., 2006). In this treat-
ment we will refer to it with the acronym PP.

In PP, hierarchically arranged regions encode predictive
hypotheses of sensory information. Differences between an
hypothesis and a stimulus are transmitted up the hierarchy
by precision weighted error responses, which are then used
to update the hypothesis, a process that continues iteratively
and occurs end-to-end in the hierarchy. The hypotheses are

encoded using a model learned with an objective function
that minimizes surprisal, or a generalization thereof. Many
contemporary treatments of PP also include the addition of
expected precisions, which act in tandem with standard pre-
cision weighting (Hohwy, 2014). Expected precisions are
projected top-down and represent the system’s expectation
of precisions given the current hypotheses. This allows the
system to adjust precisions based on abstract cues (such as
a pointing arrow) that may indicate a stimuli of high preci-
sion. Feldman and Friston (2010) applied such a model to a
simulated version of Posner’s cuing task (Posner, 1980) and
showed that it produces attentional phenomena, such as in-
creased neural responses and biased competition (Desimone
and Duncan, 1995).

We argue that PP, as outlined above, requires the brain
to adopt two seperate predictive models of the world, one
that predicts stimuli and another that predicts the precision
of stimuli. As a result PP requires two separate learning
schemes: one that learns surprisal reducing hypotheses, and
the other to learn the precision of responses under these hy-
potheses. Each region must also infer precisions from the
current responses and encode them, while simultaneously
encoding expected precisions, errors, and hypotheses.

In this treatment we investigate the potential of handling
uncertainty within a single learned predictive model, apply-
ing only information derived from that model. Our approach
exploits the temporal regularities in nature and perception to
weight responses by the model’s temporal expectations of
a response, given both exogenous and endogenous causes.
The weighting by exogenous causes allows the system to
place greater trust in responses that conform to the rhythm
and flow of the environment, while weighting by endoge-
nous causes allows for more abstract and task specific con-
text to guide the handling of uncertainty.

We implement our approach with the Hierarchical Tem-
poral Memory (HTM) framework, a connectionist system
based on the biology of the neocortex (Hawkins et al., 2010)
with a number of similarities to PP, such as a hierarchical
arrangement with both top-down and laterally projected hy-
potheses. For this particular study HTM provides a number

129



of advantages, the chief of which is the temporal sequence
learning paradigm that enables an HTM system to form pre-
dictions on complex high level sequences at levels compa-
rable to or better than other machine learning techniques
(Cui et al., 2016). HTM produces this predictive perfor-
mance while maintaining a high degree of biological plau-
sibility, with self-organizing cells forming mono-directional
synapses using Hebbian-based local learning rules (Hawkins
and Ahmad, 2016). It is the aggregate activity of these
cells that allows regions to learn, encode, and predict on
sequences, while the aggregate of these regions offers tan-
talizing explanations for our cognitive experience.

Our approach uses the state information of the multitude
of cells in an HTM region to form inferences on the uncer-
tainty of stimuli, and then weight the feedforward responses
of each cell. We integrate this into a fully hierarchical HTM
system, which we refer to as Hierarchical Temporal Memory
with Predictive Bias (HTM-PB). As most published HTM
work focuses on single region models, our work also helps
to fill this gap in the literature.

To ascertain HTM-PB’s effectiveness given noisy stimuli
we test the system on high-order sequence data that has been
injected with temporal and spatial noise. Our results indicate
that the HTM-PB can improve HTM’s performance on noisy
data. Our second round of experiments are designed to test
whether HTM-PB can produce phenomena consistent with
attention, like expected precisions in PP. Following Feldman
and Friston’s (2010) previous work with PP and precisions,
we apply the system to a dataset based on the Posner cuing
task (Posner, 1980). Here HTM-PB’s responses show sim-
ilar characteristics to Posner’s human trials. We end with a
discussion on the possible implications of this work regard-
ing HTM, PP, and cognition and neural encoding in general.

Hierarchical Temporal Memory
HTM is directly based on observations of neuronal func-
tion in the neocortex (Hawkins and Ahmad, 2016). It mod-
els neocortical pyramidal cells as organized into functional
columns, such that pyramidal cells that occupy the same
column share the same receptive field on their proximal
dendrites (dendritic branches closest to the soma). Each
cell’s distal dendrites (branches further from the soma) self-
organize to learn temporal causes of activity on the proxi-
mal dendrites. This is achieved using a Hebbian learning
approach that guides the forming of synapses to other cells.
Activity on the distal dendrites constitute a “prediction” of
activity on the proximal dendrites which generates depolar-
ization of the cell. If a cell then receives activity on its prox-
imal dendrites, the depolarization caused by the prediction
leads the cell to produce a strong response which inhibits
other cells in the column. Apical dendrites (a long branch
extending from the top of the cell) perform a similar role
to distal dendrites, but instead form synapses to axons that
extend from regions higher in the cortical hierarchy.

Below we provide a brief overview of our implementa-
tion of HTM, followed by an algorithmic formalization for
encoding the feedforward and feedback outputs of a region
(we detail the feedforward output for HTM-PB in a later sec-
tion). For a more detailed explanation of the algorithms we
recommend the Cortical Learning Algorithms white paper
(Hawkins et al., 2010); for the specific version of the spa-
tial pooler we use, augmented spatial pooler, we recommend
Thornton and Srbic (2013).

Implementation
HTM implementations model neuronal activity as discrete
states. The column states (i.e. the proximal dendrite activ-
ity) are computed by the spatial pooler (SP) algorithm, while
the states of individual cells are computed by the temporal
pooler (TP).

The SP handles boolean input, however, as we intend us-
ing real valued input for predictive bias we opt to use the
augmented spatial pooler (ASP), which is an extension of SP
that allows for real valued input (Thornton and Srbic, 2013).
ASP also has a convergence function that allows for offline
training by iterating over the input until stable representa-
tions are found, a feature we also employ in our experiments.
Although SP and ASP differ in these regards, the primary
processes of computing the input and performing inhibition
remain the same. Each column has a number of connected
synapses to the feedforward input that are learned using a
Hebbian learning scheme. On each timestep, a column’s ac-
tivation level, termed the overlap, is calculated as the sum of
the feedforward input received on that column’s connected
synapses. Columns with the highest overlap inhibit neigh-
bouring columns, placing them in an inactive state, while
uninhibited columns are in an active state.

The TP algorithm models distal dendrites and drives the
sequence prediction of HTM. Each cell has a number of den-
drite segments, which can be one of two types: sequence
segments, which predict the next timestep in a sequence;
and non-sequence segments, which predict timesteps follow-
ing the next. If one of these segments becomes active then
the cell enters a predictive state; if on the next timestep the
column becomes active then only those cells that were in a
predictive state become active. If it was not predicted then
all cells in the column become active. When this happens a
cell of that column will form synapses, on a sequence seg-
ment, to cells that were active on the preceding timestep. On
any given timestep, if the number of synapses connected to
active cells on a segment is greater than an activation thresh-
old, then that cell enters a predictive state. Non-sequence
segments differ only in that they form synapses to cells that
were active in the timestep preceding a correct prediction by
another segment. In this way non-sequence segments form
predictions on predictions, and allow a cell to enter a predic-
tive state several timesteps prior to expected activity.

Most research into HTM algorithms have focused on sin-
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gle region implementations, as such there is no canonical
implementation of an HTM hierarchy. Our approach is de-
rived from Kneller and Thornton’s (2015) work. However,
that study was applied to static images and did not use the
TP, so only activity was communicated between regions,
whereas here we also communicate predictions. Each col-
umn of a region has a feedback axon that projects down to
lower regions. If a column is active or if one of its cells is
in a predictive state from a sequence segment, then the state
variable for the column’s feedback axon is active. Cells in a
lower region connect to these axons using the same learning
method as sequence segments in TP. Each cell has a feedfor-
ward output axon and this is active if the cell is active or in a
predictive state. The input into an ASP from a higher region
is the feedforward output from a lower region.

Encoding Input and Output of a Region
ASP: We store the overlap of each column an array, o,
of length equal to the number of columns in the region, n.
Given an input array of real values, x′, of length m′ we can
then calculate the overlap score for a column, j, using the
function:

overlap(x′,S, j) =
∑

s∈S(j,... )

x′(s)

where S is a two dimensional array of size n×m′ that con-
tains the index of each connected synapse s. Inhibition can
be performed sequentially through the columns by ranking
adjacent columns according to their activation levels and in-
hibiting those which rank below the desired activity level for
sparsification, γ (a real value indicating the ratio of activ-
ity to columns). To determine how many adjacent columns
are used during inhibition, a common receptive field size
is first calculated as the mean receptive field size, µ. All
other columns that are within this distance are included in
the same neighbourhood as the column (see Hawkins et al.
(2010) for more detail). We store the neighbourhoods in
a two dimensional array, C, of size n × µ. We calculate
the inhibition for a column, j, using Algorithm 1, where b
is a count of the columns with a greater overlap within the
neighborhood of column j; and ĵ is the index of C(j,... ) for
each neighboring column of j. We store the final sparsified
activity for all columns in a boolean array, y, of length n.

TP: We store the predictive state variable of all cells in a
boolean array, π, with lengthmn, wherem is the number of
cells in each column. To calculate a cell’s activity we take
y, as calculated above, and the index of the cell we wish to
calculate, i, and apply the function:

act(y,π, i, j,m) =


1 if y(j) = 1 ∧

(
π(i) = 1∨

∀π ∈ π(jm+1...jm+m)(π = 0)
)

0 otherwise

Algorithm 1 inhibition(o, j,C, µ, γ)

b = 0
for ĵ ← 1 to µ do
c = C(j,ĵ)

if oc > oj then
b← b+ 1

if b
µ < γ then
return 1

else
return 0

which requires that 1 ≤ i ≤ mn. Using this function we
build a boolean array, a, of length m containing the active
states of cells. Next we calculate the predictive states using
the function:

predict(a,D, i, q, r, θ) =


1 if ∃d ∈ D(i,1...q,... )((∑

d∈d

[a(d) = 1]

)
≥ θ

)
0 otherwise

where q is the maximum number of segments and r is the
maximum number of synapses; D is a multi dimensional ar-
ray of size mn × q × r where each entry is the index of a
cell with which the current cell, i, has a connected synapse;
θ is the activation threshold. So a cell will be in a predic-
tive state if one of its segments has a number of connected
synapses to active cells that is greater than or equal to θ.
As can be seen in Algorithm 2, we use the same function
for sequence, non-sequence, and feedback segments. To do
this we simply pass different arrays of synapses: Ḋ (for se-
quence seqments), D̈ (for non-sequence segments), and D̆
(for feedback segments). In the case of forming predictions
on feedback we pass in the feedback activity, α′, instead of
a. We store the predictive states in arrays Π̇ (for cells pre-
dicted to be active next), Π̈ (for cells predicted to be active in
the future), and Π̆ (for cells predicted by feedback). These
arrays are of size t̂×mn, where t̂ is the number of timesteps
we wish to record. Given these arrays we can calculate π
(as used in the act function) as an element-wise logical or
(inclusive disjunction) of Π̇, Π̈, and Π̆. To calculate the
feedforward output of a region we perform a logical or on
the predictive and active states of each cell.

Boolean Hierarchy: We store a region’s feedback output
in a boolean array, α, of length n. In lines 15 to 19 of Al-
gorithm 2, we calculate each each entry, j, such that it will
have a value of 1 if column j is active or if one the column’s
cells is predicted by a sequence segment. To calculate the
feedforward output of a region we perform a logical or on
the predictive and active states of each cell, as seen in line
19 of Algorithm 2. We store the feedforward output in an
array, x, of length m. The x array will be the feedforward
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input, x′, for the region above it in the hierarchy, while α
will be the feedback input, α′, for the region below it.

Algorithm 2 regionEncode

Input: b // If b = 1 then we use predictive bias
Input: x′,α′ // Input from other regions
Input: Π̇, Π̈, Π̆ // Predictions from previous timesteps
Input: S, Ḋ, D̈, D̆,C, µ // Learned structures
Input: t,m, n, q, r, q̆, r̆, γ, θ, θ̆ // Parameters

1: for j ← 1 to n do
2: o(j) ← overlap(x′,S, j)
3: for j ← 1 to n do
4: y(j) ← inhibit(o, j,C, µ, γ)
5: for i← 1 to mn do
6: if Π̇(t−1,i) ∨ Π̈(t−1,i) ∨ Π̆(t−1,i) then
7: π(i) ← 1
8: else
9: π(i) ← 0

10: a(i) = act(y,π, i, b imc,m)
11: for i← 1 to mn do
12: Π̇(t,i) = predict(a, Ḋ, i, q, r, θ)
13: Π̈(t,i) = predict(a, D̈, i, q, r, θ)
14: Π̆(t,i) = predict(α′, D̆, i, q̆, r̆, θ̆)
15: for j ← 1 to m do
16: α(j) ← 0
17: for i← jn+ 1 to jn+ n do
18: if (a(j) ∨ Π̇(t,i)) = 1 then
19: α(j) ← 1
20: for i← 1 to mn do
21: if b = 0 then
22: x(i) ← a(i) ∨ Π̇(t,i) ∨ Π̈(t,i) ∨ Π̆(t,i)

23: else
24: x(i) ← encodePredictiveBias(a, Π̇, Π̈, Π̆, i, t)
25: return x,α

HTM with Predictive Bias
Standard HTM, like more typical artificial neural network
implementations, provides no explicit method for handling
uncertainty of input, instead it relies on the robustness of
the system. From a Bayesian perspective all responses are,
essentially, assigned a precision of 1.0 and have equal say
in the forming of hypotheses. With our predictive bias
method, a cell’s response is weighted by its temporal ex-
pectations. Those responses with greater expectations will
have a greater effect on the higher-level encoding that is pro-
duced by ASP’s competitive inhibition scheme. Given that
this treatment is a theoretical investigation, our method is
not overly optimized, instead our aim is that the method be
simple and intuitive.

With this in mind, we use a simple additive scoring sys-
tem for HTM-PB as outlined in Algorithm 3, where each
cell is initially assigned a score, s, of 0.0. If a cell is active

we score the cell based on its predictive states in the previ-
ous timestep; a cell that is active will have a greater score
if it was predicted, and a lower score if it was not. We also
score an inactive cell in the same way if it was predicted
by a sequence segment in the previous timestep. Using this
method a cell that was not predicted but is active may have a
lower score than a cell that was predicted but was not active.
This is an important addition, as we are putting far less trust
in the quality of the input than standard HTM implemen-
tations. We also weight cells according to their predictive
states, if they were not predicted by a sequence segment on
the previous timestep.

As can be seen in Algorithm 3 we add a score of 0.25 if
the cell is active. If the cell was predicted by a sequence seg-
ment we also increment the score by 0.25. This takes into
account the exogenous causes, as the input of the previous
timestep directly informs our expectations for the next. We
also increment the score by 0.25 given predictions formed
by feedback segments. This allows for endogenous, task
dependent causes, to modulate responses. Next, we take
into account how long the cell was predicted to be active
by adding a score of 0.05 for each timestep that a cell has
been in a predictive state by the lateral connections (Π̇, Π̈),
to a maximum of 0.25. So the greater the number of accu-
mulated causes for a response the greater the trust we place
in a response. The maximum score is 1.0 which only occurs
if a cell is active and was “perfectly” predicted.

Algorithm 3 encodePredictiveBias(A, Π̇, Π̈, Π̆, i,m, t)
1: s← 0.0
2: if a(i) = 1 ∨ Π̇(t−1,i) = 1 then
3: ť← t− 1
4: else
5: ť← t
6: if a(i) = 1 then
7: s← s+ 0.25
8: if Π̇(ť,i) = 1 then
9: s← s+ 0.25

10: if Π̆(ť,i) = 1 then
11: s← s+ 0.25
12: ś← 0.0
13: t́← ť
14: while (Π̇(t́,i) = 1 ∨ Π̈(t́,i) = 1) ∧ ś < 0.25 do
15: ś← ś+ 0.05
16: t́← t́− 1
17: s← s+ ś
18: return s

Experiments and Results
We perform two sets of experiments to test HTM-PB. In
the first set we use a dataset with varying degrees of spa-
tial and temporal noise to ascertain whether HTM-PB im-
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proves HTM’s robustness to noise. This is important as pre-
cision weighting in PP is also intended to improve predictive
performance on noisy stimuli. Our second experiment tests
HTM-PB in relation to Posner’s cuing task. The aim is to
ascertain if HTM-PB displays phenomena consistent with
attention, as expected precisions in PP do.

Temporal and Spatial Noise
In these experiments we apply the same experimental set-
up as Cui et al. (2016) when testing a single region of the
temporal pooler. In their experiments they used a single TP
region that did not have non-sequence segments, so it only
predicted the next timestep; a TP utilizing this set up is re-
ferred to as temporal memory (TM). Here we compare the
results of HTM-PB to a boolean hierarchy (HTM-B), a TP
with sequence segments, and a TM.

Dataset: The dataset is 16,000 timesteps in length and
comprises eight sequences of length seven or eight, that ap-
pear randomly. The sequences do not overlap and are sepa-
rated by a single timestep of noise. After training for 12,000
timesteps, a noise element replaces either timestep 2, 3, or
4 of every sequence for the remainder of the dataset. This
is a difficult problem, as the sequences share many sub-
sequences and to correctly predict all timesteps a high-order
prediction system is required. However the noise can disrupt
a prediction system’s trajectory and it ‘forgets’ the earlier el-
ements.

In addition to this we also test the systems with no noise,
with two and three consecutive timesteps of noise, and also
spatial noise on all timesteps within a sequence. In the spa-
tial domain we apply noise levels ranging from 10% to 50%
(all noise is added after 12,000 timesteps). For each active
entry of the input array we flip it to inactive with a proba-
bility given by the level of noise, so with 50% noise level
an active bit will have a probability of 0.5 of being inac-
tive. However, we assume the sparse encoding strategy is
still intact, so we don’t use the same values to flip the in-
active elements (otherwise 50% of elements will be active).
Instead we multiply the probability of being flipped by the
probability of an element being active under the sparse cod-
ing strategy, which is 0.02 for this dataset. So with noise
of 50% an inactive element will have a probability of being
flipped to active of 0.01.

Experimental Setup and Metrics: Following Cui et al.
we do not use a spatial pooler on the input, instead feeding
it directly into the TP. We use the same parameters as Cui
et al. for TM but for the other algorithms we use less cells
per column (10 instead of 32), to promote computational ef-
ficiency in the hierarchy. Both hierarchies have two stacked
regions and the second (higher) region has 1024 columns,
which are activated by an ASP with a γ of 0.02. Cells in the
second layer TP and the feedback segments in the first re-
gion have a θ and r of 8 and 16 respectively (lower regions

and TM have 15 and 128). To train the hierarchy we run
the first regions’ TP over the input for 5,000 timesteps, and
then turn learning off and train the higher regions’ ASP on
these codes until convergence. We then run the top regions’
TP over these codes, switch learning back on, and run the
remainder of the timesteps with the full hierarchy.

On the penultimate timestep of a sequence we take the
predictions produced by sequence segments and use a near-
est neighbour classification approach to predict the final
timestep. Of all the possible sparse codes in the dataset
(5011 in total) the one that has the greatest number of
matches to predictions is classified as the next sparse code
(ties are broken randomly). The accuracy is given as the ra-
tio of correctly classified final codes. We perform 10 runs
for each system using a different random seed (1 to 10) on
each dataset, and provide the averaged results.

TM TP HTM-B HTM-PB
No noise 1.0000 1.0000 0.9976 1.0000

Temporal 1 0.4830 0.4660 0.7000 0.9113
Temporal 2 0.4830 0.4596 0.4801 0.7106
Temporal 3 0.4830 0.4319 0.4617 0.4603

Spatial 10% 1.0000 1.0000 0.9975 1.0000
Spatial 20% 1.0000 1.0000 0.9970 1.0000
Spatial 30% 1.0000 1.0000 0.9813 1.0000
Spatial 40% 0.8945 0.9411 0.9092 0.9967
Spatial 50% 0.2068 0.2823 0.3527 0.4123

Table 1: Results, in terms of accuracy, for the experiments
with no noise, temporal noise, and spatial noise.

Results and Analysis: As can be seen from the results
in Table 1 the algorithms perform very well with no noise
(with only HTM-B not achieving perfect results). How-
ever, when temporal noise is added the single region sys-
tems’ performance drops considerably. With one timestep
of noise HTM-PB’s accuracy remains over 0.9, HTM-B also
performs better than single regions here. This indicates that
the addition of a hierarchy can improve accuracy on HTM
regions for single timesteps of noise, while predictive bias
provides greater improvement and can maintain higher ac-
curacy on two timesteps of noise. For spatial accuracy all
HTM systems show remarkable robustness up to 40% noise,
before dropping notably. HTM-PB attains the highest accu-
racy on all spatial noise levels, with near perfect accuracy at
40% and double that of TM’s at 50%.

These results indicate that HTM-PB improves the accu-
racy of HTM systems on noisy data. The higher accuracy
levels for HTM-PB on temporal noise 1 and 2, as well as
spatial noise 40% and 50% are statistically significant, us-
ing an ANOVA with a 95% confidence interval. The TM’s
improved performance on temporal noise 3 is also statisti-
cally significant. TM’s moderately improved performance
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there is, we suspect, caused by its having more cells per col-
umn. HTM-B’s performance is often below that of single
regions, which indicates that the hierarchical models may
require additional training to reach peak performance.

Posner Cuing Task
The original Posner cuing task was designed to investigate
the interactions of covert visual attention (no eye movement)
and reaction time (Posner, 1980). Human subjects were
tasked with pressing a button when a stimulus (luminance
increment) was presented. This stimulus could appear to
either the left or right of the subjects’ gaze, which was fix-
ated on a central position. A cue would appear that indi-
cates where the stimulus would be likely to appear. If the
cue was a plus sign the stimulus would have a 0.5 probabil-
ity of appearing on either the left or right. If the cue was
an arrow the stimulus would have a 0.8 probability of ap-
pearing in the direction that the arrow pointed. The trials
were split into three categories: valid, where the stimulus
appears on the side that an arrow cue points; invalid, where
the stimulus appears on the side that an arrow cue does not
point; and neutral, where the cue is a plus and the stimu-
lus appears on either side. The results of these experiments
showed that covert attention directed by cues affects reac-
tion time, improving it where cues direct (valid trials), and
significantly reducing it where it counters the cue’s direction
(invalid trials). These results can be effectually displayed in
graph form, which we have reproduced in Figure 2a.

In this experiment we test HTM-PB to see if it produces
similar phenomena. We assume that for recognition and re-
action to occur, the stimulus must be represented in levels
of the hierarchy which are higher than the initial perceptual
region. Therefore, in these experiments we focus on the re-
sponses of the top region of the hierarchy.

Dataset: We crafted a dataset directly based on the Posner
cuing task, with black and white images of size 56 × 14
pixels depicting cues and stimuli, examples of which are
provided in Figure 1. Each trial within the dataset is 20
timesteps long; five timesteps of just the cue, followed by 15
timesteps of the cue and stimulus. There are three different
cues: plus (neutral), left arrow, and right arrow. A stimulus
can appear on either side of a cue using the same probabil-
ities as the original experiment (as listed above). Each trial
is followed by 10 timesteps of random noise that separates
the trials and also helps the ASP converge (as convergence
is difficult with only a small number of images). The dataset
contains 200 separate trials, for a total of 6000 timesteps.

Experimental Setup and Metrics: For this experiment
we use a much slower learning rate, with a synapse incre-
ment of 0.01, and a decrement of 0.002. We found this
necessary due to the simplicity of the sequences, which we
discuss further in the analysis. We again use a two region

Figure 1: Example input images for the Posner cuing task.

hierarchy for HTM-PB, but due to the different input size
we use a different number of columns: the first region has
784, the second has 392. As we have less columns, we use a
smaller activation threshold: 8 for the first region, and 5 for
the second. Exploratory experiments showed ASP encodes
images slightly better with decreased sparsity, so we use a
desired local activity of 0.04. For training, we run the first
region ASP to convergence on the dataset. Over these codes
we train the first region TP for one iteration over the dataset,
and then a second iteration with learning off. We train the
second region ASP to convergence on the output of the first
region’s second iteration, and then train the second region
TP on these codes. We then enable feedback and perform
another full iteration of the dataset. We then run the final
trials and extract the results.

The sequences we use for the trials are very simple: five
timesteps of a static input, followed by 15 timesteps of an-
other static input. Because of this we expect the top level
to reach a stable encoding (i.e. no change in states between
timesteps) before the end of the sequence. We assume that
this stable encoding is the best possible encoding that the
region can produce of the input. As a metric we measure
the average number of timesteps taken for the top region of
the HTM-PB to reach this final encoding. These metrics are
clearly different to the original Posner Cuing Task experi-
ments which used the average time for participants to press
button in response to the stimulus. As the inclusion of motor
commands in the HTM framework lies beyond the scope of
this treatment, we assume that the closer the encoding is to
the best possible encoding, the more likely it is that a recog-
nition and accompanying reaction would occur. We also di-
verge from Feldman and Friston’s metrics which measured
the responses of the artificial neurons that were dedicated
to encoding either the left or right stimulus. Our model has
no such dedicated neurons, instead connections are entirely
learned. The final results are averaged over 30 runs, each
using a different random seed (1 to 30).

Results and Analysis: Figure 2b shows the mean number
of timesteps to reach the final encoding of the input for in-
valid, neutral, and valid trials. As can be seen, these results
match the proportionality of the human trials surprisingly
closely. However, there is a lot of variance in these results,
as indicated by the error bars. The difference between valid
and invalid is significant, however neutral trials show no sta-
tistically significant difference with valid or invalid over the
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Figure 2a: Results of the original Posner cuing task on
human subjects, taken from Posner (1980).
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Figure 2b: Results from our HTM Posner cuing task ex-
periment, with 95% confidence interval error bars.

30 runs of the experiment.
The results above were achieved with only minor changes

to the system parameters used in the first experiments, which
were on very different datasets and domains. The major
change was to slow the learning rate on the Posner cuing
task. The fast learning rate used in the first experiments
helps to quickly learn high order sequences, however it can
cause it to overfit recent inputs. This causes the system to
be biased to last seen trials in Posner cuing task (e.g. if the
last trial with a left pointing cue was invalid, the next time
it sees a left pointing cue it predicts an invalid trial). This is
easily remedied by lowering the learning rate so that system
learns long term regularities and not just the recent past.

Biased Competition: Biased competition is a theory that
stimuli “compete” to be represented in neural encodings,
and stimuli that are the target of attention enjoy a bias in this
competition. Thus, neural responses to an attended stimulus
are greater than those of an unattended stimulus. Following
Feldman and Friston (2010) we perform an additional ex-
periment in which we present both valid and invalid stimuli
simultaneously following a cue. If there is bias competi-
tion taking place we would expect that the cells encoding
the valid stimulus for the cue would respond more strongly
than those that encode the invalid cue.

We display the results for this trial in Figure 3, which
were taken from the timestep the stimuli were first presented
(timestep 5). The images were made by tracing the connec-
tions from active columns in the top layer, down through the
bottom region to the individual entries of the input. For each
entry connected in this way we increment the value of the
corresponding pixel. This is then normalized, such that the
highest value is 1.0, and visualized as a grayscale image.

As can be seen in Figure 3, the columns which encode the
valid stimulus are far more active than those that encode the
invalid stimulus, even though both stimuli are presented on
the same timestep and with the same input intensities. This
indicates that the predictive bias is working as expected, and

the cells that encode the predicted stimulus (valid) are re-
sponding more strongly. This is caused by the columns
of the second region having larger overlap scores (due to
the predictive bias scheme) which inhibits the columns with
synapses to the cells that encode the invalid stimulus. As
a result, the responses from the invalid stimulus encoding
columns are much weaker on this trial than during the in-
valid trials. In fact they are only slightly stronger than their
responses during the valid trials. It is interesting that there
are responses from these columns at all when the valid stim-
ulus is displayed during valid trials. This phenomena is a
result of HTM-PB’s encodings being probabilistic represen-
tations and given a left pointing arrow there is still a (small)
probability that a stimulus will appear on the right.

Figure 3: Visualization of bias competition experiment.

Discussion and Conclusions
In this study we set out to emulate the effects of precision
and expected precision weighting solely through the HTM’s
existing predictive capabilities. To do this we modulated the
feedforward response of each cell based on a scoring scheme
that exploited both the sequence learning and hierarchical
paradigms inherent in an HTM system. The effect of these
paradigms allows each cell within a region to learn multiple
causes for their activity. Under our method a cell’s response
will be greater if it has accumulated more causes indicating
that it should respond. Our motivation was that, if an HTM
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system had learned a rich model, the number of accumulated
causes for activity may act as a measure of certainty.

Our experiments with both noisy data and the Posner cu-
ing task indicate that our predictive bias scheme does re-
produce the effects we would expect with precisions. So,
assuming the neocortex does indeed adopt a hierarchical se-
quence learning strategy, it may not require the direct es-
timation and encoding of precisions to handle uncertainty.
Instead it could rely on a rich predictive model based on
temporal regularities in the environment, which allow it to
infer the uncertainty of stimulus based on the stimulus’ con-
formation to the system’s model of the world. A predic-
tive model with this form of uncertainty handling adopts a
greater role for prediction in cognition, with hypotheses of
the world even further biased by our expectations of how the
world should behave. With regards to attention, we simply
attend to what we predict to attend. This recasts the atten-
tional task of searching for an object as being achieved by an
endogenous prediction that we will perceive the stimuli that
is associated with the object. This process would cause cells
that encode the stimuli associated with the object to produce
stronger responses and have a greater impact on the higher
level encoding due to biased competition. We believe this is
a simpler approach than PP’s less direct role for predictions:
where the stimuli will produce greater responses because we
have learned to associate the stimuli as having high precision
when we are predicting to perceive the object.

An obvious counterpoint to our recasting of attention is
that, during free viewing tasks, saccades (eye movements)
target content that exhibits a high difference between prior
and posterior expectations, a phenomenon often referred to
as Bayesian surprise (Itti and Baldi, 2005). This problem is
also encountered by typical PP approaches, and is related to
the dark room problem: if our goal is to minimize surprise,
why not just retire to a dark room? Friston et al. (2012)
demonstrated that this problem can be avoided in PP if we
apply prior expectations that we will be surprised. These
prior expectations allow an active inference approach to sac-
cadic control to target novelty, enabling the building of hy-
potheses that better explain the novelty. It should be noted
that in this model saccades were driven, not by expected pre-
cisions, but by active inference (which allows motor control
to be modelled as a form of inference). With this in mind, we
argue that for HTM-PB to produce Bayesian surprise phe-
nomena we require an HTM system that moves away from
the passive perceptive system, as it currently stands, and to
equip it with active inference capabilities.

We also showed that HTM-PB’s strategy for handling un-
certainty can significantly improve the HTM framework’s
performance on noisy data. This improvement is over both a
single region HTM and an HTM hierarchy. These results
suggest that implementations of HTM hierarchies should
adopt a predictive bias scheme for encoding feedforward
input. As the goal of this work was a theoretical proof of

concept, the method we used to modulate the cells response
applied a simple additive scheme. Future work could look
into possible optimizations of this method as well as applica-
tions of HTM-PB for industry. A more theoretical goal for
future work would be the adoption of active inference and
motor control within an HTM system; coupled with predic-
tive bias, this would further advance HTM’s scope as a cog-
nitive system and open up new fields for applications.
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Abstract 
Artificial life has been developing a behavior-based perspective 
on the origins of life, which emphasizes the adaptive potential 
of agent-environment interaction even at that initial stage. So 
far this perspective has been closely aligned to metabolism-first 
theories, while most researchers who study life’s origins tend to 
assign an essential role to RNA. An outstanding challenge is to 
show that a behavior-based perspective can also address open 
questions related to the genetic system. Accordingly, we have 
recently applied this perspective to one of science’s most 
fascinating mysteries: the origins of the standard genetic code. 
We modeled horizontal transfer of cellular components in a 
population of protocells using an iterated learning approach and 
found that it can account for the emergence of several key 
properties of the standard code. Here we further investigated 
the diachronic emergence of artificial codes and discovered that 
the model’s most frequent sequence of amino acid assignments 
overlaps significantly with the predictions in the literature. Our 
explorations of the factors that favor early incorporation into an 
emerging artificial code revealed two aspects: an amino acid’s 
relative probability of horizontal transfer, and its relative ease 
of discriminability in chemical space.  

Introduction 
The origin of life is one of the major open questions faced by 
science, and it requires broad interdisciplinary collaborations 
for systematic answers to begin to be formulated (Smith & 
Morowitz, 2016). Part of the problem is that the origin of life 
is closely related to another major unresolved issue, namely 
the origin of the genetic code (Koonin & Novozhilov, 2017).  
 There is a small but growing number of researchers who 
propose that making progress on the first open question 
requires us to take seriously the role of life’s embodiment: it is 
likely that even the very first living beings were spatially 
individuated and interacted with their environment as basic 
agents (Di Paolo, Buhrmann, & Barandiaran, 2017). This 
enactive perspective emphasizes a strong continuity between 
life and mind, and it suggests that movement, interaction, and 
adaptive behavior could have already played a crucial role at 
the origin and initial evolution of life (Egbert, Barandiaran, & 
Di Paolo, 2012; Froese, Virgo, & Ikegami, 2014; Hanczyc & 
Ikegami, 2010). For instance, it is a common finding that even 
the most minimal forms of dissipative structures can behave 

adaptively: they tend to move (or, rather, grow) up chemical 
gradients that favor their own self-production (e.g. Suzuki & 
Ikegami, 2009). And when these structures are capable of 
spontaneous movement in environments without gradients, as 
a population they become more resilient against adverse 
conditions such as unstable environments and lower nutrient 
levels (Virgo, Froese, & Ikegami, 2013). 
 This behavior-based approach to the origin of life has also 
opened up new perspectives on the second unresolved issue, 
namely the origin of the genetic code. Froese (2015) proposed 
that its regular arrangement and compositional structure could 
be an emergent outcome of repeated horizontal interactions 
between protocells, akin to the iterated learning approach to 
the origins of language. In other words, if there is support for 
strong life-mind continuity, perhaps it is worthwhile to take 
seriously the possibility of life-sociality continuity, too.  

This proposal fits well with Woese’s (2002) intuition that 
Darwinian evolution by vertical descent had to be preceded by 
communal evolution of small populations of protocells by 
means of rampant horizontal transfer of cellular components. 
Existing simulation models have confirmed that allowing for 
horizontal transfer indeed aids population convergence on a 
regular and universal genetic code (e.g. Aggarwal, Bandhu, & 
Sengupta, 2016; Goldenfeld, Biancalani, & Jafarpour, 2017; 
Vetsigian, Woese, & Goldenfeld, 2006). However, despite 
their emphasis on horizontal transfer, these models continue to 
take code optimization via evolution by vertical descent for 
granted. To some extent they have simply rediscovered the 
effects of adding a crossover operator to a genetic algorithm. 
Accordingly, applying a behavior-based optimization process 
without relying on Darwinian genetic evolution, such as the 
iterated learning paradigm, offers an alternative approach to 
the origin of the genetic code, and one that actually may be 
more suitable given that optimization by vertical descent to 
some extent already presupposes an optimized genetic code. 

We recently tested Froese’s proposal with a population-
based iterated learning model, and the results are encouraging: 
the emerging artificial genetic codes tend to be characterized 
by all of the most prevalent regularities that are known in the 
literature (Froese, Campos, Fujishima, Kiga, & Virgo, 2018). 
For instance, the codes tend to be robust against coding errors 
because amino acids with similar chemical properties tend to 
be associated with similar codons. This property would have 
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shielded genetic material from high rates of point mutations 
during replication and from frequent mistranslations during 
protein synthesis, both of which a primitive genetic system 
would have somehow had to cope with before becoming more 
optimized by Darwinian evolution.  

Another example of a regularity of the standard genetic 
code that also emerged in our model is the positive correlation 
between an amino acid’s relative frequency in proteins and the 
number of codon assigned it. We mention it here because we 
had found this regularity to be based on the 20 standard amino 
acids’ relative probability of horizontal transfer, a mechanism 
that will also turn out to be important for this new analysis.  
 In the original report we focused our analysis on the final 
artificial genetic codes, but the same model can also be used 
to investigate how they emerged diachronically. In particular, 
we can compare the relative likelihood of each of the standard 
20 amino acids becoming incorporated into a code, and verify 
if this matches the expected order of amino acid fixation in the 
literature. An advantage of working with a simulation model, 
compared to studying the unique event of life on earth, is that 
we can easily rerun the process of code emergence in order to 
separate consistent correlations from contingent outcomes. As 
we will explain in more detail later, we used this advantage of 
working with a simulation model to disambiguate the factors 
that favor the incorporation of amino acids. 

Various theories of the origin of the standard genetic code 
have been proposed (for a recent review of the state of the art, 
see Koonin and Novozhilov (2017)). One prominent theory is 
so-called “coevolution theory” (Wong, 2005), which has 
proposed two distinct phases of genetic code evolution: Phase 

1 incorporated 10 amino acids into the code that were directly 
available in the prebiotic environment, namely: 

Val, Ala, Leu, Thr, Glu, Asp, Ile, Ser, Gly, Pro  
Afterwards, during Phase 2, the genetic code is proposed to 

have incorporated 10 additional amino acids that were mainly 
or perhaps even only produced by biosynthesis:  

Arg, His, Met, Trp, Asn, Gln, Lys, Phe, Tyr, Cys  
We can therefore ask whether the artificial codes emerging 

in our model tend to adhere to this predicted division between 
early (Phase 1) and late (Phase 2) incorporations.  

This distinction between prebiotic and biotic is a binary one 
and therefore hides some of the complexity of code evolution. 
We can go further and compare our modeling results with a 
continuous ranking of prebiotic prevalence. A review of the 
empirical literature by Higgs and Pudritz (2009), including all 
kinds of lab experiments and meteorite studies, produced the 
following ranking of prebiotic amino acid abundance, ordered 
from high to low relative abundance:  
 [Gly, Ala, Asp, Glu, Val, Ser, Ile, Leu, Pro, Thr], Lys, Phe, 
(His, Arg), (Gln, Asn, Tyr, Trp, Met, Cys)   

The amino acids in square brackets are the top 10 ranked, 
which are the same as the Phase 1 amino acids proposed by 
coevolution theory. Amino acids in curved brackets share the 
same rank. The last 6 amino acids have not been found in any 
prebiotic contexts so far.  

In the following section we briefly describe the methods we 
used to run the original iterated learning model, and what we 
did in the current study to determine the most likely sequence 
of amino acid assignments in the emerging genetic codes. We 
then present and analyze the results. It turns out that the model 
is able to generate sequences of amino acid incorporations 

Recipient

Select donor's codon assignments
at random for transfer

Initialization
of population of protocells
a) b) c)

d) e)

Donor Recipient

Select two protocells at random for transfer

Donor

RecipientDonor

Adjust recipient's code to be more
similar to transferred assignments

Donor Recipient

Reinsert pair of protocells back into population and return to step b)

Figure 1: A population-based iterated learning approach to genetic code evolution. The model was inspired by Woese’s (2002)   
idea that at the origins of life there still was not a clear genotype-phenotype distinction, and that the first forms of life must have 
therefore been subject to a form of communal evolution dominated by the dynamics of horizontal exchange of cellular components, 
rather than by Darwinian evolution based on vertical descent. The basic mechanism is reminiscent of the iterated learning approach 
to language evolution, and so we designed our model following a population-based model of iterated learning (Brace et al., 2015). 
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into the artificial genetic codes that significantly overlap with 
what is expected from the literature.  

Given that we make all 20 standard amino acids available 
for potential encoding in the simulation model right from the 
start, and yet we still tend to find similar sequences to the 
empirically predicted ones, it suggests that other factors than 
relative prebiotic abundance should be considered. There is 
something about Phase 2 amino acids that makes them less 
likely to be incorporated into emerging codes other than just 
their rare environmental presence and/or high energetic costs 
of synthesis. As we will see, compared to Phase 1 amino acids 
the Phase 2 amino acids also do not provide notably improved 
coverage of chemical space. Our initial explorations of the 
factors favoring early incorporation move us beyond these 
main concerns of current theories by highlighting two other 
potential factors: differences in rates of horizontal transfer and 
discriminability in chemical space. 

Method 
We first ran our simulation model using the same settings as 
reported in the original article by Froese et al. (2018). Briefly, 
we applied an iterated learning approach, typically employed 
to study the evolution of language (Kirby, Griffiths, & Smith, 
2014), to the evolution of the genetic code. We implemented a 

population-based model of communal evolution of the genetic 
code that consisted of several steps (Figure 1).  

(a) A small group of protocells (N = 16) is initialized such 
that each of their ‘black box’ primitive translation systems 
(see Figure 2 for details) encodes a random genetic code, 
which therefore initially is only capable of specifying a few 
amino acids. Then the ‘iterative learning’ cycle begins:  

(b) Two protocells are randomly selected to engage in a 
horizontal transfer of a fragment of the donor’s genetic code 
to the recipient.  

(c) A small subset of the donor’s codon assignments is 
randomly chosen (10 out of 64 codon assignments) and then 
transferred; occasionally, codon assignment inaccuracies can 
occur in the transferred components. 

(d) The recipient adjusts its genetic code to be more like the 
donor’s code according to the received codon assignments. 
This takes the form of gradient descent. 

(e) The process of horizontal transfer is completed. Then 
the cycle starts again by going back to (b). 

For simplicity, and following previous work on the iterated 
learning model, we used a fully interconnected feed-forward 
multi-layer perceptron network to model the translational 
mapping from a codon to its corresponding amino acid. There 
are three input nodes, one for each of a codon’s bases. The 
network is not spatially embedded and so the order of the 
three base positions is arbitrary and interchangeable (i.e. we 

Figure 2: The primitive genetic translation system modeled as a ‘black box’. Woese (2002) envisioned the first forms of life as 
“supramolecular aggregates”, consisting of a self-sustaining metabolic network that was incorporated into a modular higher-order 
architecture formed around nucleic acid components. For the purposes of our model we ignored the metabolic network, and we treat 
the primitive translation system as a ‘black box’ system that is capable of nonlinearly mapping from an input in nucleotide space (a 
codon) to an output in chemical space (an amino acid). For simplicity, and following previous iterated learning models (e.g. Kirby 
& Hurford, 2002), this ‘black box’ was implemented as a multilayer perceptron network capable of backpropagation learning. This 
particular implementation of the translation system is admittedly not a realistic architecture for protocells, but backpropagation is at 
least within the possibilities of chemical networks in principle (Blount et al., 2017). 
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did no model Crick’s (1966) third base ‘wobble’ hypothesis). 
There are six hidden nodes. Output is an 11-dimensional 
vector that specifies an amino acid in terms of properties by 
which it can be uniquely distinguished in chemical space. 

All 20 amino acids of the standard genetic code were made 
available for potential incorporation into the artificial codes. 
This is a simplifying assumption; not all of these 20 amino 
acids were available at the origin of life, given that some of 
them are dependent on biological synthesis. However, at least 
in this way we also avoided biasing the model’s sequences of 
amino acid assignments. In other words, if some amino acids 
tend not to get incorporated at the start, this is not because the 
model prevented their incorporation into a code by excluding 
them in an a priori manner.  

The probability of a particular amino acid being included in 
a horizontal transfer was based on an estimate of the cellular 
relative amino acid abundance of modern organisms (Moura, 
Savageau, & Alves, 2013). It is currently unknown whether 
this estimate can be projected back to the early stages of life, 
but in any case, as we will show, the precise probabilities only 
have a small effect on the model’s outcomes. 

For the current study we conducted 100 independent runs 
of our original simulation model. For each run we recorded 
the amino acids that were incorporated into the first 10 codes 
that had managed to specify at least 10 amino acids. This gave 
us a set of 1,000 early artificial codes specifying at least 10 
amino acids each. We then calculated the frequency of each 
amino acid’s incorporation as the percentage of early codes in 
which at least one codon had been assigned to the amino acid. 
We then varied the probabilities of transfer and reran the 
model to determine the effects. First, we directly inverted the 
probabilities of the original model by ordering the 20 amino 
acids in terms of their probability of horizontal transfer and 
reassigned the probabilities in reverse order. We conducted 
100 independent runs of this inverted scenario. Second, we 
tested the model for another 100 runs but this time with 
neutral probabilities such that all amino acids have the same 
frequency of horizontal transfer. Finally, as a further control 
condition, we arbitrarily selected 10 out of the total 20 amino 
acids a 1,000 times in order to determine what kind of codes 
would be generated by pure chance alone.   

Results 
The first two batches of results of this study, consisting of the 
averages of 100 independent runs, are summarized in Table 1. 
Using the parameters of the original model we found that, on 
average, the 10 amino acids that are most likely to be found in 
the emerging codes that have managed to incorporate at least 
10 distinct amino acids are (ordered from most likely to least 
likely to be incorporated into an emerging code):  

Val, Ala, Thr, Leu, Glu, Asp, Lys, Ser, Gly, Gln  
 A comparison with the amino acids that were proposed by 
coevolution theory to have been incorporated into the standard 
genetic code in Phase 1 reveals a significant overlap: 8 out of 
10 are the same. The two amino acids that were predicted by 
the model to be part of Phase 1 but did not match expectations 
of the literature, Lys and Gln, were low ranked at places 7 and 
10, respectively. And of the two amino acids that were not 
among the 10 most likely initial incorporations (Ile and Pro), 
it is notable that Pro was regarded as only a “marginal phase 

1” amino acid in the literature (Wong, 2005). The model thus 
does much better than chance, given that arbitrary subsets of 
10 of the 20 amino acids would on average only overlap by 5 
out of 10 and only at around 50% frequency (see Table 2).   
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Val 1 97.6 7.0 Leu 1 91.2 1.1 
Ala 2 95.9 8.8 Lys 2 87.2 4.2 
Thr 3 85.0 5.2 Val 3 83.8 2.1 
Leu 4 85.0 10.2 Asp 4 75.2 5.2 
Glu 5 81.1 6.4 Thr 5 73.7 5.3 
Asp 6 77.3 5.3 Glu 6 70.3 3.6 
Lys 7 77.0 5.8 Phe 7 70 5.8 
Ser 8 70.7 6.1 Ala 8 52.9 1.2 
Gly 9 63.7 7.0 Trp 9 52 8.8 
Gln 10 62.6 3.6 Gln 10 43.7 6.4 
Asn 11 51.1 4.1 Asn 11 41.3 6.1 
His 12 36.0 2.1 Tyr 12 40.6 6.7 
Phe 13 27.5 4.2 His 13 38.9 7.0 
Arg 14 26.3 5.4 Met 14 36.6 7.0 
Tyr 15 20.6 3.1 Arg 15 36.2 4.2 
Ile 16 18.2 6.7 Cys 16 34.9 10.2 
Pro 17 17.3 4.2 Ser 17 24.3 4.1 
Trp 18 3.7 1.2 Pro 18 21 5.4 
Met 19 1.9 2.5 Ile 19 17.2 3.1 
Cys 20 1.5 1.1 Gly 20 9 2.5 

Table 1: Biased horizontal transfer condition. Amino acids 
(AAs) are ranked according to their frequency of appearing 
among the first 10 AAs to be encoded by emerging artificial 
genetic codes. The model’s predicted Phase 1 AAs, which are 
the top 10 most frequent incorporations, are highlighted with a 
grey background. The AAs predicted to be part of Phase 1 in 
the literature are in bold. Original transfer bias: These results 
were generated by using the same model described in Froese 
et al. (2018), in which horizontal transfer of AAs is biased 
according to relative abundance in proteins. Inverted transfer 
bias: These results were generated by running the model with 
an inverted order of probability of horizontal transfer.  

We can also compare this artificial ranking produced by our 
original model with the continuous empirical ranking made by 
Higgs and Pudritz. In this case we again find a strong overlap: 
of the two that are part of the model’s Phase 1 but absent from 
the empirical Phase 1 (Lys and Gln), Lys appears immediately 
afterwards at rank number 11 in the empirical ranking. The 
other mismatching amino acid, Gln, however, appears among 
the 6 amino acids sharing last place in the empirical ranking. 
Looking at the predicted ranking from this other end, we still 
find a strong overlap: 4 out of the 6 amino acids that have not 
been found in any prebiotic contexts are also among the 6 
least likely to be initially incorporated in the model (Tyr, Trp, 
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Met, Cys). The other amino acid that is missing from these 6, 
i.e. apart from Gln, is Asn, which the model at least correctly 
placed in Phase 2, albeit only marginally so as the 11th most 
frequent incorporation. 

The reasons for this striking consistency between the model 
and coevolution theory and the estimates of relative prebiotic 
abundance are not immediately evident. The model does not 
explicitly simulate prebiotic environmental abundances of 
amino acids (to the contrary, it makes all the complex amino 
acids available from the start even though they presumably 
would only have appeared during later phases of evolution), 
nor does it include considerations of biosynthetic pathways or 
energetic costs. However, it does vary the relative probability 
of each one of the 20 standard amino acids to be included in a 
horizontal transfer. We therefore expected that probability of 
transfer would strongly influence the relative likelihood of 
early incorporation. Indeed, the average probability of transfer 
of the 10 most and least frequently incorporated amino acids 
is 6.5% and 3.5%, respectively. In other words, it may be 
significant that on average those amino acids that are most 
likely to be incorporated among the first 10 of an emerging 
code are also twice as likely to be present in a horizontal 
transfer compared to the other amino acids.  

To test this positive correlation between an amino acid’s 
frequency of incorporation and its probability of horizontal 
transfer, we re-ran the experiment, but this time with the order 
of amino acid probabilities inverted. The results of the model 
with this inverted transfer bias are shown in the right-hand 
side of Table 1. To our surprise, we did not find a simple 
inversion of the ranking of the original model. Some amino 
acids shifted their rank in the expected direction, e.g. Gly 
shifted from rank 9 down to 20 and Trp shifted from rank 18 
up to 9. However, the rank of some amino acids was also left 
strangely unaffected by the inverted probabilities, e.g. Val 
only descended from rank 1 to 3. Moreover, Leu even moved 
in the opposite way from what we had expected, namely from 
rank 4 up to 1, even though the inversion in its probability of 
transfer had been the most extreme: from 10.2% to 1.1%.  

In fact, the previously observed general correlation between 
frequency of incorporation and probability of transfer was not 
recovered: unexpectedly, the average probability of transfer of 
the 10 most and least frequently incorporated amino acids was 
now almost completely inverted, namely 4.37% and 5.63%, 
respectively. Nevertheless, despite the reduced probability of 
transfer, we found that 8 out of the originally predicted top 10 
amino acids still remain in the top 10, including 6 out of the 8 
that had overlapped with the Phase 1 amino acids proposed by 
coevolution theory. 

In sum, apart from significantly decreasing the frequency of 
Gly and Ser, inverting the probability of horizontal transfer 
only had a small effect on the model’s predicted ranking. This 
implies that there must be another essential factor influencing 
the likelihood of early incorporation into the emerging genetic 
codes, at least for some of the amino acids.  

In order to better understand the nature of this additional 
influence we reran the model again, but this time without any 
biased horizontal transfer. In other words, all 20 amino acids 
are equally likely to be transferred. If probability of horizontal 
transfer (or, indirectly, relative abundance) is the only or main 
factor at work, then all of the 20 amino acids should have an 

equal likelihood of appearing among the first 10. But as we 
suspected this is not what was found, as shown in Table 2. 
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Val 1 95.4 5.0	   Tyr 1 52.1 N/A 
Leu 2 92.8 5.0	   Gln 2 52.1 N/A 
Lys 3 85.0 5.0	   Trp 3 51.6 N/A 
Ala 4 76.8 5.0	   Glu 4 51.6 N/A 
Thr 5 76.4 5.0	   Asn 5 51.5 N/A 
Asp 6 68.6 5.0	   Lys 6 51.1 N/A 
Glu 7 66.8 5.0	   Val 7 50.9 N/A 
Phe 8 49.2 5.0	   Leu 8 50.7 N/A 
Asn 9 41.2 5.0	   Arg 9 50.3 N/A 
Arg 10 38.4 5.0	   Pro 10 50.2 N/A 
Gln 11 38.4 5.0	   Ile 11 50.1 N/A 
Ser 12 37.8 5.0	   His 12 49.7 N/A 
Trp 13 37.4 5.0	   Ala 13 49.7 N/A 
His 14 35.8 5.0	   Asp 14 49.6 N/A 
Tyr 15 35.0 5.0	   Thr 15 49.2 N/A 
Met 16 27.6 5.0	   Gly 16 48.6 N/A 
Gly 17 26.2 5.0	   Phe 17 48.2 N/A 
Ile 18 24.6 5.0	   Ser 18 47.8 N/A 
Pro 19 24.0 5.0	   Met 19 47.8 N/A 
Cys 20 20.6 5.0	   Cys 20 47.2 N/A 

Table 2: Unbiased control conditions. Amino acids (AAs) 
are ranked according to their likelihood of appearance in a 
subset of 10 out of 20 AAs. No transfer bias: These results 
were generated by running the model with all AAs having an 
equal probability of horizontal transfer. AAs are ranked 
according to their frequency of appearance among the first 10 
AAs to be encoded by the emerging genetic codes. Random 
selection: These control results were not generated with the 
model. Instead we repeatedly randomly selected 10 out of the 
20 AAs. AAs are ranked according to their frequency of 
inclusion in 1,000 of these subsets.   

Surprisingly, neutralizing the probabilities did not have the 
effect of making the rankings more similar to those produced 
with the original transfer bias. We find that the model again 
robustly converges on codes that first incorporate the same 6 
amino acids of Phase 1 (Val, Ala, Leu, Thr, Glu, Asp) that had 
also remained part of the top 10 even under the condition of 
inverted probabilities. This implies that the early inclusion of 
these 6 amino acids happens relatively independently of their 
probabilities of transfer, whereas the inclusion of Gly and Ser 
does depend on their higher than average probabilities. This is 
a tantalizing finding because in the standard 20 amino acids 
Gly, at least, is ranked as the most prebiotically abundant.  

However, what about the 6 amino acids that were largely 
unaffected by changes in their probability of transfer? We 
suspected that these amino acids must have a configuration of 
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chemical properties that make them more discriminable or 
learnable compared to the others, which would help to explain 
their early fixation in the codes via gradient descent.  

We therefore analyzed Phase 1 and Phase 2 amino acids in 
terms of their respective distributions in a chemical space that 
is defined by three of their most important properties (Ilardo, 
Meringer, Freeland, Rasulev, & Cleaves II, 2015; Philip & 
Freeland, 2011): size (VvdW, total volume of the molecule 
enclosed by the van der Waals surface), charge (pKa), and 
hydrophobicity (logP, the partition coefficient). The two 
distributions are shown in Figure 3. 

Figure 3: Distribution of 20 amino acids of the standard 
genetic code in chemical space. The basic chemical space is 
defined by three properties: size (Vvdw), charge (pKa), and 
hydrophobicity (logP). Black points: 10 amino acids that are 
most likely to be first incorporated according to the literature 
(Phase 1). Grey points: remaining 10 amino acids that are less 
easily incorporated into the standard genetic code (Phase 2). 

 
Visual inspection of the distributions of the 10 most likely 

and 10 least likely incorporated amino acids reveals them to 
be actually rather similar. It seemed reasonable to assume that 
the 10 amino acids that take longer to incorporate are either 
distant outliers or cluster too tightly, but this is not necessarily 
the case. Ser and Gly could be considered outliers, and Ile is 
very close to Leu, but these considerations do not explain why 
Pro did not make into the top 10 predicted by the neutral 
transfer bias model, or why Ala was included but not Ser or 
Gly (Table 2). In general, it seems that there is a tendency for 
Phase 2 amino acids to be larger in size and to be more widely 
spread in terms of charge and hydrophobicity.  

We therefore decided to compare the distributions of the 
neutral model in a more systematic manner. The measure of 
coverage proposed by Philip and Freeland (2011) allows us to 
calculate whether one set provides a more adaptive selection 
of amino acids than another. They define coverage in terms of 
the combination of two components: breadth is the statistical 
range of a property, i.e. the difference between the maximum 

and minimum values, and evenness is calculated as the 
statistical variance of the intervals between pairs of an ordered 
list of the property’s values, whereby less variance means 
more evenness. A set of amino acids is said to provide better 
coverage of a given dimension of chemical space if (and only 
if) a chemical property provides both more breadth and more 
evenness at the same time. In order to better understand the 
robust rankings generated by the model even without transfer 
bias (Table 2), we calculated coverage of the basic chemical 
properties, size, charge, and hydrophobicity, of the 10 most 
and least frequently incorporated amino acids (Table 3). The 
values of the properties were published by Froese et al. (2018) 
in a Supplementary Information file.  

 
  Vvdw pKa logP 
Breadth Top 10 AAs 83 2.77 3.11 

Last 10 AAs 122 2.23 2.91 
Evenness Top 10 AAs 48 0.16 0.09 

Last 10 AAs 117 0.02 0.04 
More coverage? Neither Neither Neither 

 
Table 3: Comparison of coverage in basic chemical space. 
A set of amino acids (AAs) is defined as having better 
coverage if its properties have both more breadth (a bigger 
range) and more evenness (less variance of intervals). The 
size, charge, and hydrophobicity of the 10 most frequently 
incorporated AAs in the model without transfer bias have less, 
more, and more breadth, as well as more, less, and less 
evenness, respectively. Neither set of AAs therefore provides 
better coverage of any of the three basic properties.   
 

Given that coverage has been interpreted as an indication of 
how adapted a set of amino acids is, it is interesting to note 
that the initial set of incorporated amino acids already has the 
same coverage as the later set. In other words, at least in the 
case of our model, there is no support for the idea that the 
later amino acids were added to the emerging code because of 
the better coverage they could provide.  

And yet there must be something about the properties of the 
most frequently incorporated amino acids that makes a subset 
of them consistently more learnable by the protocells in our 
model. As an initial step toward determining what makes an 
amino acid more learnable, we analyzed their discriminability 
in the model’s 11-dimensional chemical space by performing 
a principal component analysis. For each of the 11 chemical 
properties we calculated its mean and subtracted it from each 
of that property’s 20 values (one value for each of the 20 
amino acids). Then we calculated the standard deviation for 
each of the 11 chemical properties and divided each of the 20 
values of that property by the property’s standard deviation. 
This normalized data was the input to the principal component 
analysis. For simplicity we focused our analysis on the two 
most important principal components (Figure 4).  

It seems that most of coevolution theory’s Phase 1 amino 
acids are more tightly clustered into a relatively contiguous 
region, except for Gly and Pro. The 6 amino acids that were 
frequently incorporated in our model despite inverted transfer 
probabilities are part of this cluster. On the other hand, Phase 
2 amino acids tend to be more widely spread, albeit not as 
much as Gly and Pro. Nevertheless, this preliminary analysis 
is consistent with our finding that Gly and Pro, like Phase 2 
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amino acids, are not so readily incorporated into the emerging 
codes, although their chances are improved via more frequent 
horizontal transfer.  

 

Figure 4: Principal component analysis of the distribution 
of the 20 amino acids of the standard genetic code. The 11-
dimensional chemical space used in the model was reduced to 
2 principal components. The Phase 1 amino acids proposed by 
coevolution theory (black dots) are comparatively more 
tightly clustered together, except Gly and Pro. 
 

We also did two separate principal component analyses for 
the 10 most and least frequent incorporations of the original 
model. We found that the top 10 required fewer components 
to explain the same amount of variance when compared to the 
bottom 10. And when we examined the loadings of the first 
component of each analysis, we found that fewer properties 
loaded onto the first component of the top 10 compared to the 
bottom 10. In other words, the least frequent incorporations 
occupy a relatively more complex configuration in chemical 
space, and thus require more components that are distributed 
across more properties to distinguish between them.  

In sum, these results suggest that several of Phase 1 amino 
acids may have become incorporated initially because they are 
more easily discriminated in chemical space, which would be 
a feature that is especially desirable at the origin of life when 
the chemical specificity provided by enzymes was not yet as 
refined. However, we are also aware that we did not perform a 
rigorous statistical analysis, and so at this point we simply 
offer this possibility as a hypothesis to guide future work.  

Conclusions 
An important contribution of the last decade of research in 
artificial life has been the development of a novel behavior-
based perspective on the origins of life. A growing number of 
computer-based and chemical studies demonstrate that agent-
environment interaction could have already played a crucial 

role at this early stage, e.g. by spontaneously giving rise to 
motility and adaptive behavior (Froese et al., 2014), and in 
facilitating open-ended evolution (Egbert et al., 2012). Our 
recent work has contributed to this behavior-based perspective 
by showing that conceiving of the origins of the genetic code 
in terms of repeated horizontal interactions between protocells 
leads to the emergence of artificial genetic codes that share 
several key properties with the standard genetic code (Froese 
et al., 2018).  

Here we have shown the wider applicability of that model: 
the iterated learning approach also leads to the emergence of 
sequences of amino acid incorporations that are remarkably 
similar to the sequences that have been hypothesized in the 
literature. Moreover, it is notable that significant aspects of 
these sequences arise robustly even when all amino acids are 
represented as equally available, i.e. even in the absence of 
any representation of their relative environmental abundance 
under prebiotic conditions and of their dependence on certain 
biosynthetic pathways. We also did not find support for the 
hypothesis that amino acids were preferentially incorporated 
in terms of the increase in coverage they provide, i.e. for the 
breadth and evenness of their distribution in chemical space.  

Instead we found indications that several amino acids were 
frequently incorporated into the incipient codes because they 
were more easily discriminated in terms of their chemical 
properties compared to most of the later incorporations. We 
employed a basic principal component analysis to evaluate 
this discriminability, but future work could try to apply more 
sophisticated statistical methods. We also found that amino 
acids that were less easily discriminated had their chances of 
incorporation increased by elevated probabilities of transfer. 
Future work could also try to vary these probabilities more 
systematically to more accurately quantify their effect.  

Nevertheless, although the results of the current study are 
preliminary and require further confirmation and analysis, 
they already allow us to hypothesize that discriminability and 
probability of transfer were likely also important factors that 
shaped the actual sequence of incorporation of amino acids 
into the standard genetic code. This hypothesis could help to 
guide future research into the origins of the genetic code. 

Future modeling work could also try to make the immense 
number of potential amino acids available for encoding in the 
model, and thereby verify if the emerging sequences would 
still tend to preferentially incorporate the 20 amino acids of 
the standard genetic code, thereby potentially replicating key 
results from another important line of research in the literature 
(Ilardo et al., 2015; Meringer, Cleaves II, & Freeland, 2013).  
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Abstract 
The “synthetic method” is the methodological approach that 
guides current scientific attempts of understanding natural 
processes by the construction of hardware, software, and/or 
wetware models from scracth. It focuses the scientific inquiry 
on the generative mechanisms of the target processes, with the 
goal of testing and improving scientific hypotheses about them.  
This article presents an application of the synthetic method 
based on cutting-edge technology: the construction of 
“synthetic cells” (also known as “artificial cells”) capable of 
exchanging chemical signals (and, in this sense, of 
‘communicating’) with biological cells. 

The Synthetic Method 
The “synthetic method” (SM) is the methodological strategy 
through which the sciences of the artificial intend to overcome 
merely engineering purposes, and positively contribute to the 
scientific exploration of natural processes – biological and 
cognitive processes in primis (Damiano et al., 2011). The 
adjective “synthetic” defines the peculiarity of this method. It 
emphasizes the programmatic divergence of the SM from the 
traditionally privileged direction of the scientific exploration – 
i.e., analysis. The specificity of the SM is that it proposes to 
study natural processes not by dissecting natural systems into 
their parts, but by (re-)constructing these systems from 
scratch, based on available scientific knowledge. It promotes a 
form of scientific research that focuses not on the components 
of biological and congitive systems, but on the relationships 
that coordinates these components in integrated units – the 
systems. This “constructive” or “syntethic” approach is often 
associated by contemporary research to a methodological 
slogan – “understanding by building” (Pfeifer and Scheier, 
1999) – that concisely defines the related scientific practice. 
That is: the construction and experimental manipulation of 
artifacts that reproduce target natural process on the basis of 
scientific hypotheses, and thus can be considered as “material 
models” of these processes, useful to experimentally test the 
hypotheses they express. 
The SM was elaborated, between the 1910s and 1940s, by 
early lines of (Proto-)Cybernetics, which built mainly 
“hardware” (robotic) models of cognitive and biological 
processes. In the middle 1950s, with the emrgence of classical 
AI, the focus moved to “software” (computational) models of 
biological and cognitive processes, which, in the 80s, became 
the main research tool of the arising Artificial Life. Lately, 

with the development of Synthetic Biology (SB), the SM is 
implemented also through “wetware” (chemical) models of 
biological and cognitive processes.  
Here we present an application of the SM in SB that has the 
potentiality of opening a new way of experimentally exploring 
life and cognition. The wetware models presented in this 
paper can be defined as “interactive models” (Damiano et al., 
2011), since they do not simply reproduce the processes under 
inquiry, but also engage natural systems in dynamics that 
could be of scientific interest. 

Synthetic Cells that ‘Communicate’ with 
Biological Cells 

SB is a discipline that combines engineering and biology, and 
aims at designing, constructing and assembling biological 
components that do not exist in nature. Bottom-up/cell-
free/chemical SB is a branch of SB referring to those studies 
based on the assembly of biological systems from scratch. 
One of the bottom-up SB projects aims at assembling 
synthetic cells (SCs) of minimal complexity (Luisi, 2002). 
The construction of such structures can be informative to 
retrace the origin of life on Earth, or for developing new tools 
for nano-bio-technology (e.g., assays, diagnostics, tools for 
biochemistry/molecular biology/cellular biology, advanced 
drug delivery systems, nanomedicine, nanorobotics). 
An increasing number of recent reports shows that current 
technology already permits the construction of SCs of 
sufficient complexity that can play a role in biotechnology. In 
particular, the state-of-the art is based on the fusion between 
liposome technology and cell-free protein synthesis. SCs, as 
biological cells, can produce different types of proteins, such 
as polymerase, synthases, pores, cytoskeletal ones. 
Interestingly, the protein production can occur in controlled 
manner, and therefore SCs become somehow “programmable” 
– thanks to the use of genetic regulation mechanisms. The 
latter aspect is very important, because it allows the design 
and the construction of SCs which “respond” to chemical 
stimuli. 
We and others have devised the possibility of constructing 
SCs capable of exchanging chemical signals with natural cells 
or with other synthetic cells. Actually, this topic was already 
present as a general concept in previous papers (discussed in 
Stano et al., 2012), but, with just one exception (Gardner et al, 
2009), experimental approaches were missing. 
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After some years of technical progresses, we count now on a 
small number of pioneer papers that have demonstrated the 
possibility of interfacing simple SCs with biological cells 
(bacteria), and even with other SCs (Adamala et al., 2017; 
Tang et al., 2018). Most examples refer to unidirectional 
communication (Lentini et al., 2014; Adamala et al., 2017; 
Tang et al., 2018; Rampioni et al., 2018), but there is also one 
example of SCs-bacteria bi-directional communication 
(Lentini et al., 2017) where the two communication partners 
established an ordered sequence of actions.  
Our recent contribution – here shortly described – has been 
focused on the unidirectional communication between 
synthetic cells and a pathogenic bacterium, Pseudomonas 
aeruginosa, based on the quorum sensing molecule C4-HSL 
(Rampioni et al., 2014, 2018). We firstly design SCs and 
tested their capabilities with numerical models, then these 
cell-like structures were assembled in the laboratory by an 
efficient procedure, and their capability of sending a chemical 
signal to P. aeruginosa was successfully tested (Figure 1). 
 

 
 

Figure 1. SCs synthesize in their aqueous lumen an enzyme 
(RhlI) by gene expression. RhlI synthesizes the signal 
molecule C4-HSL from two precursors. C4-HSL is a small 
compound that can freely escape from SCs and reach P. 
aeruginosa cells by diffusion in the aqueous environment. In 
these bacteria, C4-HSL activates an easy-to-measure 
bioluminescence response, witnessing a successful sense-and-
activate genetic mechanism. The other experimental systems 
mentioned in the text operate according to similar principles. 
Reproduced from Rampioni et al., 2018, with permission of 
the Royal Society of Chemistry.  

Relevance 
In the synthetic exploration of life and cognition, the goal is 
generally twofold. Firstly, with the SM we intend to improve 
current hypotheses on the mechanisms underlying the target 
processes. Indeed, the SM allows to test these hypotheses, and 
providing feedback on them, based on the experimental 
exploration of (hardware, software, and/or wetware) synthetic 
models of the target processes. Secondly, with the SM we can 
use scientific hypotheses on the mechanisms underlying 

biological and cognitive processes to build better 
computational and/or engineering artifacts, able to exploit 
these mechanisms to enhance their performances. 
The wetware artifacts presented in this article potentially offer 
advancements in both these directions. With regard to 
scientific research, they pave the way to synthetic studies on 
communicative coupling between natural cells, and could be 
relevant for the development of radically embodied theories of 
intersubjective and collective cognition (Damiano and Stano, 
2018). Indeed, these artifacts are not “merely imitiative” 
models of cellular communication, and can be considered as 
“phenomenologically interactive models” (Damiano et al., 
2011). Although they are not fully based on plausible 
mechanisms for cellular communication, and thus simply 
imitate cellular communication, they can engage biological 
cells in communicative dynamics, and be used as tools to 
experimentally explore communicative and collective 
behaviors in natural cells. With regard to technological 
applications, interfacing SCs to biological cells is highly 
relevant, as it will lead to next-generation vectors for 
nanomedicine (i.e., intelligent systems capable of 
interrogating their biological environment and behave 
accordingly). Moreover, programmable SC/SC chemical 
communication will pave the way to design of high-order 
multicellular synthetic systems. 
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Abstract

Animals develop spatial recognition through visuomotor in-
tegrated experiences. In nature, animals change their behav-
ior during development and develop spatial recognition. The
developmental process of spatial recognition has been previ-
ously studied. However, it is unclear how behavior during
development affects the development of spatial recognition.
To investigate the effect of movement pattern (behavior) on
spatial recognition, we simulated the development of spatial
recognition using controlled behaviors. Hierarchical recur-
rent neural networks (HRNNs) with multiple time scales were
trained to predict visuomotor sequences of a simulated mo-
bile agent. The spatial recognition developed with HRNNs
was compared for various values of randomness of the agent’s
movement. The experimental results show that spatial recog-
nition was not developed for movements with a randomness
that was too small or too large but for movements with inter-
mediate randomness.

Introduction

Animals can recognize their own spatial position, which is

an objective concept, although they sense subjective sensory

inputs like vision. They have an internal model of the spa-

tial structure of the external world, which is called a cog-

nitive map (Tolman, 1948). Animals develop spatial recog-

nition through the integration of visual and motion experi-

ences (Held and Hein, 1963), and the recognition of spatial

position can be developed. Although animals can develop

spatial recognition through only subjective visuomotor se-

quences, the subjective visuomotor sequences depend on the

animals’ behavior, and there should be appropriate behavior

for developing spatial recognition.

The behavior of animals changes depending on their

recognition. Thus, behavior and recognition develop

through interaction with each other. In the case of spatial

recognition, it was observed that the spatial behavior of a rat

changed along with the development of spatial representa-

tion in its brain (Wills et al., 2010). However, because the

behavior and spatial recognition changes simultaneously, it

is unclear how behavior affects the development of spatial

recognition.

In this study, we simulate the development of spatial

recognition using controlled behaviors. In our simulation,

objective information such as spatial coordinates were not

used with the developmental model. Simulation models that

develop spatial recognition through the learning of subjec-

tive visual sequences have been previously studied (Franz-

ius et al., 2007; Wyss et al., 2006). These models could ex-

tract spatial positions as slowly changing features in visual

sequences. We also use a model with similar concepts in

which the spatial position was recognized as slowly chang-

ing features of vision. The model used in this study is a

recurrent neural network (RNN) with a hierarchical struc-

ture with multiple time scales. The model learns to predict

the visuomotor sequences of a simulated mobile agent as a

simulation of the development of spatial recognition. We

previously demonstrated that spatial recognition can be de-

veloped in hierarchical recurrent neural networks (HRNNs)

through learning to predict the visuomotor sequences of

such a simulated agent in a visuomotor-integrated manner

(Noguchi et al., 2017a). In this paper, we focus on the re-

lation between the complexity of spatial behavior and the

development of spatial recognition. How the developed spa-

tial recognition depends on the complexity of the behaviors

is investigated. The complexity of the behaviors is inter-

preted as the randomness of the spatial movement pattern.

The model is trained on visuomotor sequences with move-

ments of different values of randomness. It is expected that

the developed recognition is different for different random-

ness of the movement, and the effect of the movement pat-

tern on the developed spatial recognition is investigated.

Simulation

A mobile robot was made to move around in the simu-

lation environment. It was modeled as an agent that can

move around in a two-dimensional flat arena. The agent

can sense visual images through an attached camera on its

head and proprioceptive self-motion. The movement pattern

is controlled by the randomness parameter η. Visuomotor

sequences for different randomness η are prepared for the

simulation of the development of spatial recognition.
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Figure 1: (a)Overview of the simulated environment. (b) Examples of the agent’s vision. (c)Hierarchical recurrent neural

network (HRNN).

Figure 2: Examples of the agent’s movement pattern for var-

ious values of η during 1,000 steps.

Simulation environment The simulation environment is

shown in Figs. 1 (a) and (b). There are several floating ob-

jects that constitute a landscape for the agent’s visual experi-

ences. The agent moved within the arena that is indicated by

the floor having a checkered pattern. The arena wherein the

agent could move around is enclosed by an invisible fence.

The fence is low and does not obstruct the agent’s view. The

size of the arena is 20× 20 units of distance.

Movement pattern of the simulated agent The agent

moved by unit distance in one simulation step. The mov-

ing direction was the same as the agent’s heading direc-

tion. The head direction changed with every time step. The

new head direction was obtained by adding a random value

ǫ ∼ N (0, η2) to the value of the current head direction.

Thus, the value of η (the standard deviation of ǫ) determined

the randomness of the exploration by the agent in the arena.

The unit of η is degree. If the agent hits the fence as a result

of movement, the agent rebounded at the fence and the head

direction was changed at the beginning of the next step (new

head direction was perturbed by ǫ). The examples of move-

ment pattern for different values of η are shown in Fig. 2.

Visuomotor sequences The agent’s motion mt is repre-

sented as two-dimensional vectors calculated using ǫ as fol-

lows:

mt = (cos(ǫ), sin(ǫ)). (1)

When the agent collided with the fence, the motion mt was

determined so that the moving direction was reflected at the

fence.

The size of the visual image captured by agent’s camera

vt was 32× 32, and each pixel of the image had three chan-

nels (RGB). The agent receives the motion and vision result-

ing from the movement in one simulation step, and only the

subjective motion and vision are the inputs from the envi-

ronment to the agent.

Model

We investigated how the movement pattern affects the de-

velopment of spatial recognition. It is necessary to simu-

late the development of spatial recognition from the learn-

ing of subjective visuomotor sequences without a priori

knowledge regarding the external spatial structure. We used

an HRNN model for simulating the developmental pro-

cess. The HRNN model can develop spatial recognition

through prediction learning of subjective visuomotor se-

quences (Noguchi et al., 2017a,b). The details of the HRNN

used in our simulation are described below.

Architecture of model

The HRNN model comprised two recurrent layers with mul-

tiple time scales and input/output processing layers for vi-

sion and motion. A schematic of the HRNN is shown in

Fig. 1 (c). The two recurrent layers comprised fast and slow

RNNs according to the time scales. The fast RNN interacts

with visuomotor sensory inputs and generates visuomotor

outputs as predictions. The slow RNN interacts not with

external visuomotor inputs but with the fast RNN, and can

extract slowly changing features in visuomotor sequences.

The input and output layers are used for extracting visual

and motion features and generating a prediction of vision

and motion. For the visual inputs and outputs, the convo-

lutional neural network (CNN) is used, and the HRNN can

deal with complex visual images (LeCun et al., 1998).
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Table 1: Structure of CNNrec and CNNgen

CNN
rec

Layer Type Size Channel Kernel size Stride Padding

1 input (vt) 32 × 32 3 - - -

2 convoluion 16 × 16 8 3 × 3 2 × 2 1 × 1

3 convoluion 8 × 8 16 3 × 3 2 × 2 1 × 1

4 convoluion 4 × 4 32 3 × 3 2 × 2 1 × 1

5 fully connected 1 × 1 64 - - -

CNN
gen

Layer Type Size Channel Kernel size Stride Padding

1 input (f̂
v

t ) 1 × 1 64 - - -

2 fully connected 4 × 4 64 - - -

3 convoluion 4 × 4 32 3 × 3 1 × 1 1 × 1

4 upsample 8 × 8 32 - - -

5 convoluion 8 × 8 16 3 × 3 1 × 1 1 × 1

6 upsample 16 × 16 16 - - -

7 convoluion 16 × 16 16 3 × 3 1 × 1 1 × 1

8 upsample 32 × 32 16 - - -

9 convoluion 32 × 32 3 3 × 3 1 × 1 1 × 1

An RNN is an artificial neural network that has recur-
rent connections. An RNN can use historical information
as it receives the previous output vectors of itself, which
is called an internal state, via recurrent connections. To
implement the different time scales in this study, we used
a continuous-time RNN (CTRNN) (Beer, 1995; Yamashita
and Tani, 2008). A CTRNN has a time constant parameter
τ , which determines the time scale. The potential of neurons
ut and the output ht of the CTRNN at time t are calculated
as follows:

ut =
(

1−
1

τ

)

ut−1 +
1

τ

(Wxxt +Whht−1 + b) (2)

ht = tanh(ut). (3)

where Wx, Wh, and b are the connection weight ma-

trix from the current input vector xt, recurrent connection

weight matrix from a previous output vector (internal states)

ht−1, and bias, respectively. As indicated in equation (2),

the larger τ is, the more slowly the potential ut changes.

If the functions of the fast and slow RNNs, which are

CTRNNs, are expressed as RNNF and RNNS, respectively,

the equations of these two layers in one-step processing can

be expressed as follows:

hF
t = RNNF((fv

t ,f
m
t ,hS

t−1),u
F
t−1,h

F
t−1), (4)

hS
t = RNNS(hF

t−1,u
S
t−1,h

S
t−1), (5)

where fv
t and fm

t are the features of the visual vt and mo-

tion mt inputs, respectively. The first arguments of the RNN

function are used as xt in equation (2). The visual feature

fv
t and motion feature fm

t are calculated as follows:

fv
t = CNNrec(vt), (6)

fm
t = ReLU(Wmmt + bm), (7)

where CNNrec is a CNN visual image recognizer, ReLU is

the rectified linear unit as the activation function, and Wm

and bm are the weights matrix and bias vector, respectively.

After the processing of the RNNs, the decoded features f̂
v

t

and f̂
m

t are calculated in the same form as shown in equation

(7); however, different weights and biases are used, and mt
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0 50 100 150 200

Training iterations

0

500

1000

1500

2000

2500

3000

3500

E
rr

o
r

0 50 100 150 200

Training iterations

0

500

1000

1500

2000

2500

3000

3500

E
rr

o
r

(a)

Figure 3: Error in vision predicted from vision and motion

(a) and that predicted from only motion (b) during the train-

ing. Errors are shown for η = 0, 10, and 100 (HRNN-0η,

HRNN-10η, and HRNN-100η).

in equation (7) is replaced by hF
t . The visual output vt+1

and motion output mt+1 are generated as follows using f̂
v

t

and f̂
m

t :

v̂t+1 = CNNgen(f̂
v

t ), (8)

m̂t+1 = tanh(Ŵmf̂
m

t + b̂m), (9)

where CNNgen is the CNN with upsampling for generating

visual images from the visual feature vector f̂
v

t . Each con-

volution layer in CNNrec and CNNgen is followed by the

ReLU activation function except in the case of the last layer

of CNNgen, at which the logistic sigmoid is used for visual

image generation.

Training

The objective of the training was to minimize the prediction

error of each step for both motion and vision. As multi-

modal integration, the HRNN learns to predict vision and

motion even when either one of the external vision and mo-

tion is not available. The training of prediction for motion

was implemented to keep consistent with our previous mod-

els (Noguchi et al., 2017a,b). However, the next motion was

determined with random fluctuations so that what the HRNN

can predict is mt+1 = (0, 1), which is the expected value of

motion calculated from ǫ in all conditions. Thus, the motion

prediction would not contribute results.

The error is calculated from the squared error between the

predictive output and true input as follows:

E =
∑

t

∑

i

(

v̂it+1 − vit+1

)2
+
∑

t

∑

i

(

m̂i
t+1 −mi

t+1

)2
. (10)

The errors are summed along with each dimension and time

for both motion and vision. The gradient of error E was cal-

culated using the backpropagation through time algorithm
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Figure 4: (a) Examples of visual images predicted by trained HRNNs, along with a movement with η = 0. Top: the true visual

images. Middle: predicted visual images. Bottom: visual images predicted using only motion. The results for different HRNNs

with η = 0, 10, and 100 (HRNN-0η, HRNN-10η, and HRNN-100η) are shown. (b) Errors in vision predicted when the agent

moves along each η motion sequence. Top: the errors in the vision predicted using vision and motion. Bottom: the errors in the

vision predicted using only motion.

(Williams and Zipser, 1995). The gradient was calculated

for each small segment divided from a single training se-

quence. We implemented the HRNN using the PyTorch li-

brary (Paszke et al., 2017), and the training procedure was

accelerated using GPU computation.

Experiment

The HRNN was trained to predict the agent visuomotor se-

quences. Different HRNNs were trained with the sequences

produced for various η. We describe an HRNN trained the

with the motion sequences for η = α as per HRNN-αη be-

low (e.g., HRNN-10η is the HRNN trained with the motion

sequences of η = 10).

Training Settings

For collecting the sequences, the agent moved in the arena

as follows. First, the agent was placed at a random posi-

tion in the arena with a random head direction. The agent

then moved 500 steps following the movement pattern de-

fined by η, and the motion and visual inputs were stored as

training sequences. One hundred sequences with different

initial positions and directions were prepared for the train-

ing. The random initial condition of the agent is required for

exploring the entire arena when η is very small and the agent

moves monotonically and periodically.

The HRNN comprised 256 and 128 neurons for the fast

and slow RNNs, respectively. The time constant τ of the

fast and slow RNNs was 2 and 25, respectively. The num-

ber of dimensions for fv
t , fm

t , f̂
v

t , and f̂
m

t was 64. The

structures of CNNrec and CNNgen are shown in Tab. 1. In

order to prevent the HRNN from overfitting to the train-

ing sequences, an L1-norm of the HRNNs parameters was

added to the objective of minimization with coefficients of

10−3. The length of each visuomotor segment for the actual

training is 50 (a single training sequence is divided into 10

segments). The parameters of the HRNN were optimized

by using the Adam algorithm (Kingma and Ba, 2014) for

minimizing E.

Results

We prepared visuomotor sequences with η = 0, 10, and100.

Three different HRNNs for different values of η were trained

200 times over training sequences. The obtained abilities of

the trained HRNNs are shown below.

Prediction ability Figure 3 shows the errors of vision dur-

ing training. The prediction errors for vision from both the

previous vision and motion inputs and from only the mo-

tion inputs are shown for each HRNN trained with a dif-

ferent values of η. The larger η is, the slower the rate of

decrease in the error. Moreover, the error of vision predicted

from only motion using HRNN-100η remained almost the

same. Figure 4 (a) shows examples of the visual images pre-

dicted by the trained HRNNs. The movement when η is 0

was used to obtain the results for all the HRNNs. It was

150



Figure 5: Internal states of slow RNN while predicting visuomotor sequences. The states of the various HRNNs trained with

η = 0, 10, and 100 (HRNN-0η, HRNN-10η, and HRNN-100η). Each point of the states is colored corresponding to the agent’s

current position as described in the main text.

shown that the trained HRNNs—except for HRNN-100η—

can predict visual images as a result of training. In the case

of HRNN-100η, the predicted vision does not clearly con-

tain any colored landmark. This is because, in cases wherein

η is large, the movement pattern is almost random and the

HRNN could not predict visual sequences at all. The vi-

sual images predicted using only motion are shown in Fig. 4

(a) (bottom), and it shows how well the trained HRNN con-

structed the internal model of the external environment. The

vision for HRNN-0η with colored landmarks using only mo-

tion was predicted almost correctly although the floor pat-

tern was not predicted. HRNN-10η was also able to predict

the colored landmarks using only motion although the pre-

dicted vision is blurry. HRNN-100η could not predict vision

as in the above results. Figure 4 (b) shows the average of

the visual prediction errors produced when the agent moves

along each η motion sequence. The errors in the vision pre-

dicted using vision and motion (Fig. 4 (b) top) and the vision

predicted using only motion (Fig. 4 (b) bottom) are shown.

The errors increased with the increase in η if the HRNN pre-

dicted vision clearly. If the predicted vision was blurry, the

errors were almost the same for the various values of η. This

results quantitatively show that the HRNN could not obtain

prediction ability if η was too large.

These results indicate that the HRNN was able to de-

rive the internal model of the environment that was asso-

ciated with external visual sequences if the randomness of

the agent’s movement (η) was not too high during training.

Internal states analysis We visualize the internal states

of the trained HRNNs for investigating the obtained inter-

nal recognition in the trained HRNNs. In order to visual-

ize the internal states of the RNN layers, the dimensionality

of the states was reduced to two dimensions with a princi-

pal component analysis. Figure 5 shows the visualized in-

ternal states of the slow RNN. The internal states for the

HRNNs trained with various values of η are shown in the

figure. The internal states were colored according to the cur-

Figure 6: Internal states of slow RNN of HRNN-10η while

predicting visuomotor sequences of unexperienced move-

ment patterns with η = 0 and 100.

rent agent’s position. For coloring the internal states, RGB

values were assigned to each position. Red, blue, green,

and yellow corresponded to the four corners of the arena,

and linearly interpolated colors were assigned to other po-

sitions. In the case of HRNN-10η, the internal states were

organized by color, i.e., spatial position, and it is considered

that the HRNN recognized the spatial structure of the envi-

ronment. In the cases of HRNN-0η and HRNN-100η, the

internal states were somewhat organized by color, but dif-

ferent colors overlapped each other. These internal states

are not considered as the internal model of space because

these states were not arranged corresponding to the topolog-

ical layout of the environment wherein the agent moved. It

should be noted that the HRNN-0η did not obtain the inter-

nal model of the spatial structure while the HRNN-0η could

predict the visual sequences from motion only. This may be

because the structure obtained for HRNN-0η is not spatial

but sequential. These results show that development of spa-

tial recognition requires appropriate randomness of move-

ment.

Figure 6 shows the internal states of HRNN-10η when the

HRNN-10η received visuomotor sequences produced with
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other values of η. In the case of the sequence with η = 100,

the internal states were not organized by the agent’s position

as in Fig. 5. This is because the movement with η = 100
is almost random and the HRNN could not use sequential

memory to recognize the agent’s position. On the other

hand, in the case of the sequence with η = 0, the internal

states are organized by the agent’s position although the in-

ternal model of the spatial structure could not be developed

in the HRNN trained on the movement for η = 0 (HRNN-

0η). This means that, once the spatial recognition was devel-

oped in an appropriate movement patterns, it could be used

for other movement pattern, except for movement with too

much randomness.

Evaluation of obtained internal model In order to eval-

uate the spatial recognition of the trained HRNNs quantita-

tively, we constructed regression models for predicting the

spatial position of the agent from the internal states. A sim-

ilar method is used in real animal experiments to evaluate

the place cell neurons (Wilson and McNaughton, 1993). If

the HRNN obtained the internal model of the spatial struc-

ture in its internal states, the regression model can predict

the actual position accurately from the states. The regres-

sion model outputs the prediction of the position by consid-

ering the internal states at each time step. We used the first

and second principal component (PC) of the internal states

in this evaluation for investigating how well the HRNN ex-

tracted the spatial structure as a low-dimensional represen-

tation. We used a linear regression model in this evaluation.

Thus, the internal states at various positions were required

to be arranged corresponding to the spatial arrangement of

the positions for the accurate prediction of the positions. In

this evaluation, to conduct a deeper investigate into how the

spatial recognition depends on randomness η, a larger num-

ber of training visuomotor sequences were used with differ-

ent values of η. We prepared visuomotor sequences with

η = 0, 0.1, 1, 5, 10, 50, and 100. We trained five different

HRNN-αη for each η = α with different random initial

configurations. To obtain the internal states used in this re-

gression, the trained HRNNs received test visuomotor se-

quences. Visuomotor sequences with η = 0 (without any

randomness of movement) were used for all the HRNN-ηs

to eliminate errors caused by the randomness of the move-

ment. The internal states after 50 steps in each sequence

were used to optimize and evaluate the regression models.

Figure 7 shows the evaluation results (errors of the actual

positions from the internal states) of the regression models

for different values of η. The regression errors for a small

value of η (η = 0) and large value of η (η = 100) are larger

than that for an intermediate value of η. This result is consis-

tent with the visualization results of the internal states, i.e.,

the states are organized by spatial position for an intermedi-

ate value of η. This result also quantitatively shows that the

internal model obtained for a very small value of η does not

(randomness)
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Figure 7: Errors in prediction of the agent’s position using

the internal states of slow RNN with linear regression mod-

els. Regression models are prepared for each HRNN trained

with a different values of η. The graph is plotted using a log

scale for η except near η = 0 where a linear scale is used.

represent the spatial structure.

We further investigate the difference between the internal

models obtained through movements with small randomness

(η = 0) and intermediate randomness (η = 10). Figure 8

(a) shows a trajectory of the agent for η = 10, and Fig. 8

(b) shows the vision predicted using only the motion for

HRNN-0η according to the trajectory. The numbers in the

figure indicate the time steps from the beginning of predic-

tion. From steps 11 to 21, the agent turned; however, the pre-

dicted vision was not changed corresponding to the turning

but changed as if the agent had proceeded in a straight line.

Although the predicted vision changed at approximately 26

steps, the predicted vision subsequently also changed as if

the agent were moving along a straight line. This indicates

that the HRNN trained with a small-η movement only rec-

ognized that the agent is rebounded at the boundary and did

not consider that the agent can turn at any position. In other

words, if the HRNN was trained on the movement with a

very small randomness, the HRNN could not develop the

recognition of the spatial adjacency of the positions because

of the limited exploration in the environment.

In above experiment, at least one of the external inputs

(vision and motion) were always available to the HRNNs.

In order to investigate the richness of the internal recognition

in trained HRNNs, we let the trained HRNNs generate a vi-

suomotor sequence as a mental simulation, wherein both the

vision and motion of the external environment are not avail-

able. In the mental simulation, the outputs v̂t+1 and m̂t+1

of the HRNN were fed back into the inputs. The HRNN

became an autonomous dynamical system and changed its

internal states without providing external inputs. Figure 9

shows the internal states for the mental simulation. The in-

ternal states are mapped into the PC spaces which are the

same as those used in Fig. 5 for each HRNN. The results for

HRNN-0η and HRNN-10η are shown. For both the HRNN-
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Figure 8: (a) Trajectory of movement for η = 10. (b) Visual sequence predicted by HRNN-0η using only motion according to

the movement shown in (a). The numbers in the figures indicate the time steps of movement.

0η and HRNN-10η, the internal states are shown for two dif-

ferent trials of mental simulation. In the case of HRNN-0η
(small η), the internal states for different trials fall into dif-

ferent small subspaces in the mapped PC space. It appears

that, once the state falls into the small subspace, it does not

escape from there and becomes a limit cycle. This is be-

cause the movement for a very small randomness produces

a periodic visuomotor sequence that depends on the initial

position and angle of the agent, and the transition between

different periodic sequences does not occur. Thus, the inter-

nal model obtained for the trained HRNN represents the se-

quential pattern of the trained sequences. In contrast, in the

case of HRNN-10η (intermediate η), the internal state be-

came wider than that of HRNN-0η although it did not cover

the overall space. The internal states did not fall into a small

subspace as in the case of HRNN-0η. This indicates that

the wider region of the internal state’s space was connected.

This is because the visuomotor sequences were not deter-

ministic, and the HRNN was required to consider the pos-

sible but not completely predictable future sequences. This

means that the HRNN encloses the instability as possible

actions and can imagine the positions in response to the ac-

tions. Thus, it constitutes the spatial recognition as a cogni-

tive map.

Discussion

In this study, the development of spatial recognition through

the prediction learning of visuomotor sequences was investi-

gated using an HRNN model. There exist similar studies that

have investigated how the spatial representation could be ob-

tained via learning of visual sequences (Wyss et al., 2006;

Franzius et al., 2007). These studies used models that learn

to extract slowly changing features from visual sequences of

real or virtual mobile robots. In particular, Franzius et al.

(2007) investigated what type of recognition (e.g., position

or head-direction) is self-organized depending on the rota-

tional and translational speed. In these studies, the move-

ment pattern for the spatial translation is hand-tuned such

that the spatial recognition is well developed. In our study,

we investigated how the movement pattern could affect the

development of spatial recognition. We showed that spatial

(a)

(b)

Figure 9: Internal states of slow RNN during mental simula-

tion with 2,000 steps by (a) HRNN-0η and (b) HRNN-10η.

The states of two trials of mental simulation are shown for

both HRNN-0η and HRNN-10η.

recognition is not developed if η, namely, the randomness of

the movement (variation of turning), is too low or too high,

and is developed if η has an appropriate intermediate value.

In the case of a small value of η, the HRNN cannot

recognize the spatial relationships between the positions in

the arena. In this case, the HRNN developed an internal

model of the visuomotor sequences with respect to sequen-

tial events rather than spatial structure at such low random-

ness. This is because the HRNN could easily predict the

input by remembering the visuomotor sequence, and there

was no need to recognize the spatial structure. In the case of

a large η, the HRNN could not predict the visual sequence

from only the motion, and the spatial recognition was not de-

veloped. This is because of the difficulty of prediction with

high randomness of movement. In the case of high random-

ness of movement, there are many possible visual sensations

in the next step, and the HRNN should take into considera-
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tion these possibilities. In the case of an intermediate value

of η, the movement is along a straight line to some extent,

and it is not difficult to estimate the vision of the next step

based on the past sequence. The movement obtained for an

intermediate value of randomness could be considered to be

an intentional movement to achieve a goal. We considered

that such intentional movement is required for the develop-

ment of spatial recognition. In fact, the complexity of be-

havior varies during the developmental processes of human

infants (Taga et al., 1999). To reduce the uncertainty of the

environment or to achieve goals by performing intentional

movements, it is necessary to reduce the complexity of the

behaviors for new born infants; however, to obtain repre-

sentations such as a cognitive map, the same complexity of

behaviors as that in our model would be required. In our

model, the developmental process is not implemented but

it might be possible to explain the changing complexity of

the behaviors of human infants in such a context using our

model. The randomness of motion was required not only

during development but also after cognitive skills have been

developed. It is also shown that the behavioral variability or

noise exists for adapting to changes of motor control system

even in well skilled adult songbirds (Tumer and Brainard,

2007). For investigating the effect of variability of motion

shown in human infants and songbirds, the developmental

process should be introduced.

Conclusion

In this study, we investigated how movement patterns af-

fect the development of spatial recognition in HRNN.

We showed that the HRNN developed spatial recognition

through the learning of visuomotor sequences according to

movements with appropriate randomness where the agent

moved in a straight line, as if it were moving toward a goal,

but with random exploration. Such goal-directed behavior

with exploration is observed in real animals, and it is a useful

behavior for developing spatial recognition. In future stud-

ies, the development of spatial recognition using gradually

changing movement patterns could be investigated.
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Abstract

In this paper we report the first results of evolving bio-hybrid
societies. Our goal is to have robots that are integrated in
an animal society, and here we evolve robot controllers us-
ing animals as fitness providers, directly judging the success
of integration. In particular, we are using juvenile honeybees
and robots that are able to produce vibration patterns. Pre-
vious studies have shown that honeybees react to different
vibration patterns, such as exhibiting freezing or stopping be-
haviours. In this paper we investigate whether we are able to
evolve a vibration pattern that acts as a locally acting ‘stop
signal’ for bees. Honeybees were placed in two containers
with no communication between them: one with an active,
vibrating robot, and a second with a passive robot. Post-hoc
evaluations of key evolved digital genotypes generally con-
firm fitness values obtained during evolution. We also tested
the transferability of key genotypes to a single container, in
which bees are free to visit one vibrating and two dummy
robots. Encouragingly, most genotypes are able to selectively
stop bees, i.e., only in the vicinity of the vibrating robot, de-
spite having been evolved under the more constrained setup.
These results speak to the value of an evolutionary approach
for discovering how to interact with animals.

Introduction
Information exchange among animals is crucial to social be-
haviour. The proximate mechanisms that organisms have
developed to exchange information show a high diversity.
Besides their varied physical implementations, they differ
concerning specific aspects: be it via direct or indirect com-
munication, the latter mainly in the form of ‘stigmergic’ in-
teraction, prominently studied in social insects (Deneubourg
et al., 1990). There are many more direct forms of communi-
cation in animals. Within honeybees, which are focal in our
research, multiple direct communication signals have been
identified: various dances (Anderson and Ratnieks, 1999)
include the waggle dance, which recruits other bees to food
sources (Seeley, 1994); as well as trophallactic food ex-
change among bees (Camazine et al., 1998; Schmickl and
Karsai, 2016). Bees exhibit a characteristic stopping be-
haviour to the queen piping signal (Simpson and Cherry,
1969), which is transmitted throughout the wax in the bee-
hive (Michelsen et al., 1986). Recently, short-pulsed vibra-

tions have been associated with bee-to-bee encounters (colli-
sion) in the beehive (Ramsey et al., 2017). These short-term
vibration signals also seem to have an effect on the motion
pattern exhibited by bees (Mariano et al., 2017) but is not
yet fully understood, as also the role of the honeybee comb
itself as a vibrational information centre is not yet fully de-
ciphered (Bencsik et al., 2015).

Our EU project “ASSISIbf” (Schmickl et al., 2013) is in
the area of bio-hybrid societies, in which we use robotic de-
vices to interact with animal societies in a closed-loop. We
aim for a method to discover some aspects of “the language
of the animals”, i.e., those stimuli patterns that animals will
respond to, using two animal species, zebrafish and honey-
bees. It is our aim to facilitate such interaction automati-
cally, identifying robotic behaviour parameters through ex-
perimentation that is guided by evolutionary search. In this
context, gathering data is very expensive in comparison to
typical applications in evolutionary computation (EC). Work-
ing with animals requires an adequate time frame, and no
technical advance will change the speed of the animal be-
haviour. Although there of course exist other EC applica-
tions with expensive fitness evaluation, typical approaches
of modelling via surrogates is not feasible when we are ex-
ploring a behaviour that is itself not well understood, and
thus we are not able to employ modelling to leverage the
search.

While we knew bees stop or at least slow down signif-
icantly with specific vibration patterns produced by other
bees in the hive we wanted to investigate if we can use evo-
lutionary computation to let robots learn effective variants
of such vibration patterns in an autonomous way. In order
to build an “animal language” we evolved robot controllers
to produce vibration pulses that cause juvenile honeybees to
stop. We expect that this behaviour can be further used as a
building block of more complex behaviours.

This work is situated in the area of evolutionary robotics
(ER) (Harvey et al., 1997; Nolfi and Floreano, 2000; Silva
et al., 2016), which is an evolution-inspired technique, used
to generate robot behaviours that are difficult to derive an-
alytically from the robot’s mechanics and task environment
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(Bongard, 2008). Conventional ER has diverse applications
including controllers of robots that resemble or mimic ani-
mals (e.g., Cully et al., 2015). We use online ER to discover
how to control robots that interact with groups of real ani-
mals, in an original approach where the animals are the fit-
ness providers, guiding the evolutionary process. In online
ER the robots’ control evolves while robots perform their be-
haviour in the real context in which they operate, counter to
offline ER where robot controllers are evolved in simulation.

Our recent study (Mariano et al., 2017) identified the main
new issues raised by ER with evolution guided by the ani-
mals. However, that work did not include specific results of
the evolutionary process. This paper presents, for the first
time, results of online ER interacting with animals with the
latter providing the fitness that guides the evolutionary pro-
cess. In addition, we test the evolved digital genotypes that
define the robot programs in a less-constrained environment,
in order to study their generalisation capability.

In the next section we present related work and then we
have a section detailing the problem of evolving vibration
patterns to stop juvenile bees. In the following section the
evolution results are presented as well as a detailed analysis
of their variability, based on re-assessment of selected pat-
terns. The next section shows how well evolved vibration
patterns transfer to a different but related task. The paper
closes with a section of discussion and conclusions.

Related Work
As technology becomes increasingly pervasive in the hu-
man world, so it does in the animal kingdom. Besides
improved instrumentation and telemetry devices (e.g. Begg
et al., 2005), scientific studies use artifacts to stimulate ani-
mals (Reaney et al., 2008; Bonnet et al., 2018), with an in-
creasing sophistication. Beyond using robots to emit stimuli
repeatably, bio-hybrid systems comprise animals and robots
that each influence one another, i.e., the interactions are
closed-loop and flow both from robot to animal and from an-
imal to robot. A major milestone is the robotic cockroaches
of Halloy et al. (2007), in which a group of robots were able
to successfully integrate with a group of cockroaches, and,
when programmed with unusual environmental preferences
were able to steer the natural cockroaches into a different
decision than they would take alone. Closed-loop coupling
of animals and robots have been explored with various or-
ganisms such as ducks (Vaughan et al., 2000), fish (Swain
et al., 2012; Bonnet et al., 2018), and honeybees (Landgraf
et al., 2012; Griparic et al., 2017; Stefanec et al., 2017).

Unlike all of these works that use an a priori model of the
animal behaviour to guide the robot design, our present work
attempts to develop the means of robot-animal interaction at
runtime: Specifically, we use the animals as fitness providers
in an evolutionary algorithm, an innovation not seen before
in bio-hybrid systems. Arguably the closest works, concep-
tually, involve humans interacting with agents of some kind,

IR camera

robot arena

workstation

beaglebone

Figure 1: Schematic of the closed-loop bio-hybrid system
that we use to evolve a stopping vibration pattern. The vi-
brations stimulate the animals, and observations of their be-
haviour influences characteristics of the future vibrations.

(e.g., Funes et al., 1998; Dawkins, 1986). However, to our
knowledge animals other than humans have not previously
been used as part of an evolutionary algorithm.

In terms of fitness measures obtained from a collective
in guided EC we can trace back to Zhang and Cho (1999),
where a fitness value is obtained by the sum of individual
properties of the agents forming the group. A study worthy
of note here is that of Li et al. (2013), which uses an ad-
versary co-evolutionary algorithm to automatically parame-
terise behavioural models of (simulated) animals. A popula-
tion of models evolves under a pressure of detection from a
population of classifiers, whose aim is to tell apart model-
derived data samples and true animal behaviour samples.
This study uses ER in the pursuit of understanding animal
behaviour through interaction of real animals with robots.
In our work we observe animals without identifying them,
therefore we have an aggregating measure of the group be-
haviour, based on approximate counts of the number of bees
around each robot.

Evolution of Localised Vibration Pattern
Experiment 1 setting
We are evolving robot controllers that interact with honey-
bees, here, with the specific aim of inducing aggregation be-
haviours. We perform experiments in a dark environment so
to remove the influence of visual cues on behaviour, instead
focusing on the stimuli emitted by the robots. Moreover, we
use juvenile bees, with a maximum age of 48h, which do
not fly and accordingly can be stimulated through the arena
floor. We have developed immobile robots that produce a
set of stimuli that honeybees respond to, namely vibration
and temperature (Griparic et al., 2017). The robots are also
equipped with an airflow stimulus, to spread honeybees; and
an LED for debugging. For feedback purposes we use an
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infra-red camera (Basler acA2040-25gmNIR) mounted ap-
prox. 1.2m above the arena in order to view the whole area
where robots and honeybees are. The robots are arranged
in lattice with a separation of 9cm, and are controlled by
“beaglebone” single-board computers. In addition, there is
a workstation that receives data from the infra-red camera
and runs the evolutionary algorithm. Figure 1 shows the ex-
perimental setup that we are using.

To measure honeybee behaviour (movement) we analyse
the videos immediately after they are recorded. Before plac-
ing a new set of honeybees in the arena, we record an image
of the arena that we will call background. The analysis is re-
stricted to a set of regions of interest (ROIs), R, that depends
on the experiment. For each video frame number t, Ft, and
ROI r we computed the following four values:

number of bees, NBt
r: number of pixels whose intensity is

different between frame Ft and the background image B.
Two pixels are considered similar if the difference, in per-
centage, of their intensities is lower than threshold SCT .

total bee movement, TBM t
r: number of pixels whose in-

tensity is different between frames Ft and Ft−∆f
. This

is a proxy for bee speed as we are not tracking individ-
ual bees, and we are not computing displacement. If we
used frames further apart, we would get similar values.
The threshold SCT is also used to compute whether two
pixels are different or similar.

bee acceleration, BAt
r: difference between bee movement

recorded in frames Ft and Ft−∆v
.

average bee movement, ABM t
r: total bee movement in

frame Ft divided by the difference between number of
bees in frames Ft and Ft−∆f

. There are experiments
where there is no physical separation in the arena zones
that correspond to the ROIs, meaning that honeybees can
move out or into a region of interest. ABM compensates
for this characteristic (cf. sensitivity of TBM ).

Preliminary evaluation of robots
Before attempting to evolve robot controllers, we performed
two pilot studies to test our robots’ ability to influence bee
behaviour. This section reports very briefly on the study, to
better contextualise the ER work later in the paper.

To this end, we placed groups of honeybees in a circular
arena with a single robot. The robot played a sequence of vi-
bration patterns separated by intervals with no stimuli. Each
action sequence S = (a1, a2, . . . , a7) was composed of ac-
tions1 a2n−1 = N and a2n = V for 30 s each. Vibration ac-
tions used maximum amplitude and were pulsed on/off with
a frequency of f Hz for a vibration period tv = 0.9 s and a
pause period of tp = 0.1 s; prior studies using pure-tones had

1 In the rest of the paper we will denote a no stimuli, airflow or
vibration action/segment by the letters N, A and V, respectively.

Figure 2: Mean bee motion during pulsed-vibration experi-
ments (grey bands: vibration emitted; white bands: no stim-
ulus), for groups of 15 bees, f = 400 Hz (n=9), f = 440 Hz
(n=8). The bee motion is reduced during the vibrating peri-
ods, with an effect size that depends strongly on frequency.

insignificant effects. We performed experiments with groups
of 1, 5, and 15 honeybees, and with f of 300, 400, 440, and
500 Hz, at least n = 8 replicates per condition.

We recorded the behaviour of honeybees as mentioned in
the previous section. We then analysed the videos and we
measured bee motion in a single circular ROI. Figure 2 shows
an estimate of bee motion for two frequencies, relative to the
pre-vibration motion rate, averaged over all replicates. As
can be seen bee speed drops drastically at the onset of each
vibration period, corresponding to bees stopping.

We can summarise the findings as follows: (1) The vibrat-
ing robots can indeed significantly affect bee behaviour; but
pulsing vibrations appeared to be crucial: tp = 0 (pure-tone)
is ineffective but tp = 0.1 can be very effective. (2) The be-
haviour shows sensitivity to frequency (even a 10% change
in f , Fig. 2). (3) The effect was greater with more bees,
indicating a socially-mediated response (not depicted).

We performed another pilot study to evaluate the range
at which vibrations are felt, in which we placed bees in an
arena whose centre is 9, 18, 27 cm away from the vibrat-
ing source (f = 440Hz, tp = 0.1). We observed that bee be-
haviour is modulated up to 18 cm away.

Armed with this knowledge, we set out to explore how
the behavioural modulation could be improved, across a
broader range of the parameters shown to have an influence;
and moreover, to exploit the modulation for a novel task:
whether the robots could induce localised stopping. Given
these goals, we were interested in pursuing our exploration
through an automated process.

Evolutionary problem
The problem that we are trying to solve via evolutionary
computation is to optimise a localised stopping vibration
pattern for juvenile honeybees. We use the above-mentioned
pattern with a vibration period tv followed by a pause pe-
riod tp. These periods are repeated as long as needed. The
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passive ROI

active ROI

Figure 3: Example of a video frame from an experiment with
two circular arenas, and 12 bees in each arena.

vibration period is characterised by a frequency f and an
amplitude v. In the evolutionary experiment we have set
tv + tp = 1 s. We thus have three vibration parameters un-
der evolutionary control: f , v, and tp (we arbitrarily chose
tp as the independent variable in the previous equation). The
domain of gene f is {300, 310, 320, . . . , 1500} in Hz. This
gene was mutated by adding Gaussian noise with mean zero
and standard deviation 120,

f ′ =

(⌈
f +N (0, 120)

10

⌉
10− 300

)
mod 1200 + 300.

If the value exceeds either the minimum or maximum
value, we wrap around. The domain of gene tp is
{100, 110, 120, . . . , 900} in millisecond. The minimum
value of 100 ms was chosen due to hardware limitations in
generating patterns with a shorter period. This gene was mu-
tated by applying the equation

t′p =

(⌈
tp +N (0, 300)

10

⌉
10− 100

)
mod 900 + 100.

The domain of gene v is {5, 10, 15, . . . , 50}, normalised
so that maximum amplitude corresponds to 50. This gene
was mutated by applying the equation

v′ =

(⌈
v +N (0, 10)

10

⌉
10− 5

)
mod 45 + 5.

The setup used consisted of two circular arenas, each with
a robot in the centre. One robot was active, meaning it
played a vibration pattern, while the other robot, named pas-
sive, did nothing. We recorded a video of the bee behaviour,
as depicted in Figure 3, together with the ROIs used.

We used a (µ+λ) evolutionary strategy (ES) with popula-
tion size 5. In each generation, every genotype had one ran-
domly chosen gene mutated. The offspring were evaluated
and the next generation was composed of the best 5 individ-
uals from the set of parents and offspring. We performed 10
generations in each ES run.

Each genotype was subjected to 3 evaluations and its fit-
ness value was the average. Each evaluation consisted of
an action sequence with 30 s of vibration followed by 30 s
of airflow. This airflow action was used to disperse hon-
eybees aggregated due to the previous vibration pattern. In
each generation, the evaluation order of all offspring was

randomised, for instance we could perform first evaluation
of genotype 1, then first evaluation of genotype 3, then sec-
ond evaluation of genotype 1, and so on. For any genotype
evaluation we only considered the frames Ft of the vibration
segment. The computed value was:

∑
t

{
1 if TBMA

t < T

0 otherwise
+

{
−1 if TBMP

t < T

0 otherwise
(1)

where the superscriptsA and P represent the active and pas-
sive ROIs respectively, and T is a constant threshold. To com-
pute TBM we set SCT = 5% and ∆f = 2. A total of 58
frames were used (the frame rate was 2Hz).2 The domain of
the fitness value is [−58, 58].

Each arena had twelve honeybees. Each bee set was
used in exactly 12 genotype evaluations (see Mariano et al.,
2017). When we changed the set of honeybees, we also re-
placed the wax floor to avoid any pheromones from the pre-
vious honeybee set affecting the behaviour of the new ones.
We also waited 30 s before evaluating any genotypes with
the new honeybee set, to reduce honeybee stress levels from
being moved from the bee keeping box to the arena. To have
independent experiments, replaced bees are not used in fur-
ther evaluations (they are returned to the hive).

Experiment 1 results
Figure 4 shows the fitness values over time in each run. In
all runs, the mean fitness value of the initial population was
around zero. From seven runs, four produced high qual-
ity genotypes (runs 3, 4, 6 and 7), in the sense of obtaining
genotypes in the top twenty with fitness above the 80th per-
centile. Moreover, the best genotype appeared in generation
1 of run 6.

There were also runs where there was a small initial im-
provement, but then the fitness value stabilised (runs 1, 2
and 5). Figure 5 shows the histogram of genotype evalua-
tions. There are over 300 genotypes that have an evaluation
of zero. For this reason we truncated the vertical axis in or-
der to focus on other counts of fitness value. The figure also
shows how many genotypes are in the top 5% and bottom
40% of the fitness domain.

To give an impression of the fitness landscape, Fig. 6
shows genotypes that obtained a fitness value in the top 5%
or bottom 40% of the fitness domain. As can be seen, there
is not a clear separation between these extreme sets. From
these plots we can observe that the genotypes in the top
are concentrated around (f = 878.8 Hz, v = 35.8 %, tp =
340 ms), although only amplitude is sharply defined. Fur-
ther analysis of the evolutionary paths in genotype space
shows that the runs with small improvement started away
from this point and evolution failed to find this area.

2The total bee movement value depends on frames were there
was no vibration and thus were excluded.
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Figure 4: Mean fitness over time in the seven runs per-
formed. Maximum fitness value is 58. Typically the ES is
able to improve the efficacy of the vibration patterns, but in
some runs the performance is meagre, suggesting that the
fitness landscape does not always provide a clear gradient.
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Figure 5: Histogram of genotype evaluations. We focused
on fitness values different from zero. There are 341 geno-
types that had a fitness value of zero.

Post-hoc Analysis of Evolved Genotypes
In order to quantify the improvement in fitness provided
by the evolutionary process, we analysed a sample of nine
genotypes in further detail. These were the top three fitness
values overall,CT , and two genotypes from each of the three
runs with highest ranking genotypes, in the following way:
lowest fitness value in the last generation, CL; and highest
fitness value in the first generation, CH (see Table 1).

Experiment 2 setting
We used the same setting as described for Experiment 1: two
circular arenas, each one with a robot in the centre (fig. 3).
While the active robot played the vibration patterns in the ac-
tion sequence, the passive robot did nothing during the cor-
responding 30 s. The action sequence that the robots played
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Figure 6: Scatter plot matrix showing the genotypes that
obtained a fitness in the top 5%, e(c) > 34.8, or in the bot-
tom 45%, e(c) < −5.8, of the fitness domain. While there is
some clustering in allele values in the best genotypes, there
is not a clear separation between the regions occupied by
these two extreme sets.

included one genotype from each of the three sets as follows:

S = (A,N,V(CTi
),N,A,N,V(CLj

),N,A,N,V(CHk
)),

with each action lasting for 30 s. This produced three se-
quences, and we did 10 repeats of each. Each of the 30
experiments used a different set of bees. In this way each
group of bees evaluated a genotype from each of the three
sets. Such arrangement allowed better comparisons among
sets, while minimising the effort of each bee group.

Experiment 2 results
We applied statistical tests to find out genotypes producing
similar behaviour to each other. The Welch t-test was ap-
plied to the total bee movement and average bee movement
values, since these data show different means and different
variances. The F-test was used to compare the bee accelera-
tion since the means are zero and variances are different. In
both cases we used a significance level of p = 0.05. When
we examine the result of these statistical tests we see that
there are top genotypes that are similar to genotypes with
lowest fitness in the last generation and with highest fitness
in the first generation. This may be related to the shape of
the fitness landscape.

We applied the genotype evaluation function (eq. 1) to the
video segment parts (VSPs) that correspond to a vibration pat-
tern. We used 58 frames in order to compare the resulting
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rank fitness
fre-

quency pause amp-
litude remark

1 54.7 1130 260 40 CT

2 51.3 1130 440 40 CT

3 48.7 790 440 50 CT

5 45.0 570 240 25 ?
8 43.0 770 420 40 ?
9 42.0 500 240 40 ?

11 40.7 1030 440 40 CL

12 40.3 730 240 40 CH

13 39.3 650 330 30 CL

41 27.7 680 650 25 CH

42 26.7 730 390 40 ?
58 22.7 1110 170 30 CL

91 16.3 580 750 30 CH

112 10.7 730 870 40 ?
128 8.7 1300 700 50 ?

Table 1: Genotypes used in the post-hoc analysis (CT , CL,
CH ) and in transferability experiments (?).

values with the fitness values. Figure 7 shows the compari-
son between values obtained during evolution and the post-
hoc experiments. Note that we are plotting the fitness values
obtained in each of the three evaluations of a genotype. In
the case where a vibration pattern occurred more than once,
for comparison we used only the three values that caused
such a genotype to be included in one of the Ck sets. We
observe that seven out of nine vibration patterns have a sim-
ilar behaviour in the two experiments. These results confirm
that the evolutionary process produces stable and informa-
tive results even in a dynamic fitness space mainly due to
the variations caused by different bee groups used to pro-
duce the fitness values. To further analyse this aspect we
compared bee behaviour across segments with no activity.

Table 2 shows the percentage of statistical test results be-
tween no stimuli segments. In most cases the behaviour is
similar but there are a few VSPs where the bees are behaving
differently, which is unexpected as they are not being sub-
ject to any stimuli. It turns out that in most of those cases (in
all of them for total and average bee movement) the last no
stimuli segment of the sequence is involved. This result may
be due to bee fatigue (see Mariano et al., 2017).

Transferability of Evolved Genotypes
We were interested in using evolved localised stopping vi-
bration patterns in a different but related task. The goal of
this experiment is to analyse if a vibration pattern can be
used to aggregate bees in a particular area. We decided to
use genotypes with varying fitness values to see if they cor-
relate with aggregation capacity. We selected run number 3,
as the genotypes in the first generation had a low fitness, in
the middle generations they had a middle fitness value, and

0 20 40 60

fitness

●

0 20 40 60

c91  highest fitness in first
generation in run 7

c41  highest fitness in first
generation in run 6

c12  highest fitness in
first generation in run 3

c58  lowest fitness in last
generation in run 7

c13  lowest fitness in last
generation in run 3

c11  lowest fitness in last
generation in run 6

c3  3rd best ever

c2  2nd best ever

c1  1st best ever

evolution post−hoc

Figure 7: Comparison between fitness evaluations of geno-
types obtained in evolution and used in the post-hoc analy-
sis experiments. Chromosomes are sorted by fitness value as
used in the ES. Star indicates that the two sets are different
as dictated by the Welch t-test (p < 0.05). Post-hoc eval-
uations show a broader distribution but generally confirm
fitness values from the evolutionary study.

processed video data % same % different with
last no stimuli VSP

total bee movement 84.7% 100%
average bee movement 84.5% 100%

bee acceleration 70.7% 61%

Table 2: Results of comparisons between no stimuli VSP.
Column ”% same” indicates the percentage of comparisons
with similar results. Last column shows the percentage of
comparisons with different results where at least one of the
VSPs was the last no stimuli in the sequence.

the last generation had genotypes with a high fitness value.
The genotypes that were selected are the ones marked with
a star in column remark of Table 1.

Experiment 3 setup
Twelve bees were placed in a long stadium arena that en-
compasses three robots. Figure 8 shows a picture of the
arena superimposed with a mask of the ROIs. The action se-
quence that the robots played was S = (N,V) with a dura-
tion of 180 s for each action. We performed at least n= 12
repeats for each genotype, each one using a unique bee set.

Experiment 3 results
In order to see if bees are stopping in the active ROI and if
they are aggregating around this region, we analysed plots of
NB for each ROI, for each vibration pattern. We performed
a least-squares linear fit of the data of each ROI and vibra-
tion pattern (the data fitted only includes frames where there
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Figure 8: Setup used in the transferability experiments.
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Figure 9: Least-squares fit of number of bees per ROI and
per vibration pattern tested, indicating a flow of bees from
passive to active regions.

was vibration). Figure 9 shows the result for each ROI. The
number of bees generally increases in active ROI at expense
of the most distant passive ROI (rightmost) with no substan-
tial change in the closest passive ROI (middle). The evolved
vibration pattern successfully attracts bees to the ROI of the
vibrating robot.

Discussion and Conclusion
Generally, on-board and on-line evolution of robots that
have interactions with living animals is a rather novel field of
science. It is posing very high challenges to the established
algorithms in the field. As the fitness feedback is derived
from living animals, which show very complex and rich
nervous and hormonal processing of information, that orig-
inates from animal-animal and animal-robot interactions,
these systems are essentially black-boxes. The properties
of the resulting fitness landscapes are unknown, which situ-
ates the problem well for an EC approach although it might
be very challenging. One major contribution of our work
here is to assess those fitness landscapes in our focal hon-
eybee case and to make first steps to tackle the challenges
posed. The fact that living animals are involved stretches
the time it takes to evaluate generations in an EC algorithm.
Besides the labour-intensity, there are also ethical consider-
ations, that suggest minimizing the number of evaluations
to an absolute necessary minimum, which in fact motivates

optimising the efficiency of the experimental procedure and
the algorithm used, while simultaneously imposing variabil-
ity due to needing more than one animal group to obtain the
fitness of a single digital genotype.

To the best of our knowledge, this is the first work
where evolutionary algorithms were able to evolve robot
controllers by using non-human animals as fitness providers.
We showed that honeybees guided the evolutionary process
of optimising the vibration pattern emitted by robots to stop
the bees. We observed that in ten generations the fitness
levels out. We observed experimental runs with only little
initial improvement of the fitness variables, but then the fit-
ness value stabilised. One reason for these results could be
the absence of a gradient in some regions of the fitness land-
scape, a case in which EC has problems finding the optimum.

An analysis of the evolutionary trajectories in gene space
showed that experiments with small improvement in fit-
ness started away from the high fitness region and evolu-
tion failed to find this area. This points to a single high fit-
ness region with a plateau around it. One possible solution
to escape from a neutral plateau or a local optima is using
multi-gene mutation, an approach we should test soon. Both
types of difficulty could also be due to the small number of
generations with a small population. The dynamic fitness
function, resulting from animal fatigue and different group
composition, may also play a significant role here. Another
effect whose impact requires further investigation is the bee
movement evaluation. The current procedure does not dis-
tinguish bee linear motion from rotation in place. Therefore,
we may be measuring higher movement values than those
that really happen. These features are consistent with the
differences in fitness observed between the evolution result
and the post-hoc evaluation.

In the work presented here, we essentially evolved au-
tonomous robots controllers to produce a stopping signal for
living juvenile honeybees. This may be considered a form
of unidirectional communication act using a one-word ‘lan-
guage’, in the sense that the vibration exerts control over
juvenile bees, by stopping them. As the evolutionary pro-
cess unveiled that several parameters of the evolved signal
affect the effectiveness of the stop signal – actually lead-
ing to a graduated bee motion speed – we probably did not
only evolve a single (binary) signal, but also intermediate
forms of this signal, bringing a ‘grammar’ aspect into the
communication. The transferability experiments indicated
that the localised stopping signal can work as an attractor
to bees: wandering the bees get ‘caught’ in the ROI of the
vibrating robot, which effectively results in the vibration at-
tracting the bees. In the future we plan to go beyond this
and include other signals in the evolutionary process, like
airflow pulses and temperature pulses that also affect hon-
eybees (Szopek et al., 2013), which can heat up their local
environment and which can cool it down with wing beats.
This way, we aim for evolving, over time, a set of distinct
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signals, ultimately aiming to establish an as-rich-as-possible
communication channel between robots and living honey-
bees.
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Abstract

Our previous study showed that embodied cultured neural
networks and spiking neural networks with spike-timing de-
pendent plasticity (STDP) can learn a behavior as they avoid
stimulation from outside. In a sense, the embodied neural
network can autonomously change their activity to avoid ex-
ternal stimuli. In this paper, as a result of our experiments us-
ing cultured neurons, we find that there is also a second prop-
erty allowing the network to avoid stimulation: if the network
cannot learn to avoid the external stimuli, it tends to decrease
the stimulus-evoked spikes as if to ignore the input neurons.
We also show such a behavior is reproduced by spiking neu-
ral networks with asymmetric-STDP. We consider that these
properties can be regarded as autonomous regulation of self
and non-self for the network.

Introduction
Learning is an important aspect of neural systems, and it
is crucial for animals as embodied neural systems to learn
adaptive behavior to survive. One of the key concepts in
studying adaptive behavior is homeostasis. Ashby (1960)
argued that adaptive behavior is an outcome of the homeo-
static property of living systems, Ikegami and Suzuki (2008)
proposed homeodynamics where a autonomous self-moving
state emerges from a homeostatic state, and Iizuka and Di
Paolo (2007) and Di Paolo and Iizuka (2008) reported that
adaptive behavior is an indispensable outcome of homeo-
static neural dynamics. However, those models are still too
abstract to compare with the homeostatic property of biolog-
ical neural dynamics.

Biological neural cells in vivo are often implemented and
tested as a model in artificial neural networks to understand
learning mechanisms (Sejnowski et al. (1988)). Recently,
the simulation of the more realistic artificial neural networks
have become computationally efficient, by introducing mod-
els of spiking neurons (Maass (1997); Izhikevich (2004);
Brette et al. (2007)) and of synaptic plasticity (Song et al.
(2000); Dan and Poo (2006); Caporale and Dan (2008)).
These more realistic models can lead to theoretical under-
standing of biological neural networks.

Biological neural cells cultured in vitro have been used
to study neural systems (Potter and DeMarse (2001); Ey-

tan and Marom (2006); Madhavan et al. (2007); Bakkum
et al. (2008)) because such cultured neurons are easier to
study than in vivo, they are composed of a relatively smaller
number of neurons, and cultured in a more stable environ-
ment. Using cultured neurons is also advantageous because
potential unknown complex features in neural cells can be
used, that are still difficult to implement in artificial neu-
ral networks. Although cultured neural systems are much
simpler than real brains, they have essential properties, in-
cluding spontaneous activity, various types and distribution
of cells, high connectivity, and rich and complex controlla-
bility (Canepari et al. (1997)). The homeostatic adaptivity
may be one of such properties.

Shahaf and Marom (2001) demonstrated that a cultured
neural network can learn a desired behavior by using the
following protocol. First, an electrical stimulation with a
fixed low frequency (e.g. 1-2Hz) was sent a predefined in-
put zone of the network. When the desired behavior ap-
peared, the stimulation was removed. Repeating this proto-
col, networks learned to produce the expected behavior in
response to the stimulation. In practice, the authors showed
that the networks learned to produce spikes at predefined
output zones, in a predefined time window (within 40-60
ms after each stimuli) in response to a stimulation applied
at the input zone. Marom et al. explained these results
by invoking the stimulus regulation principle (SRP), which
is composed of the following two functions at neural net-
work level (Marom and Shahaf (2002)): (i) modifiability, in
which stimulation drives the network to try to form different
topologies by modifying neuronal connections and (ii) sta-
bility, in which removing the stimulus stabilizes the network
in its last configuration. Preliminary experiments suggested
that cultured neural networks have these two functions at the
network level.

In a previous study, using small networks, we proposed
a possible mechanism at the micro scale of neural behav-
ior similar to Shahaf and Maroms results, termed Learning
by Stimulation Avoidance (LSA) (Sinapayen et al. (2015);
Sinapayen et al. (2017)). In a follow up study, we showed
that LSA scales up to larger networks (Masumori et al.
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(2017b)). We claim that LSA is an emergent property of
spiking networks coupled to Hebbian rules (Hebb (1949))
and external stimulation. LSA states that the network learns
to avoid external stimulus by learning available behaviors.
These behaviors emerge from spike-timing dependent plas-
ticity (STDP), which has been found in both in vivo and in
vitro networks (Caporale and Dan (2008)). STDP causes
changes in the synaptic weight between two firing neurons
depending on the timing of their activity. What is impor-
tant here is that if these two conditions are satisfied: (i) The
plasticity of the embodied neural network is driven by STDP
and (ii) the network constitutes a closed-loop with the envi-
ronment, the behavior for avoiding the external stimulation
emerges without any instruction from the outside. It can be
regarded as an intrinsic motivation emerged from the local
dynamics of neurons in a bottom-up manner.

In this study, as the results of further experiments using
the cultured neurons, we find that if the network cannot learn
a behavior that stops an external stimulation, its response to
the stimulation is gradually suppressed as if it isolated the
uncontrollable input neurons. It means that in addition to
LSA, there is the second property to avoid the stimulation,
where the network avoids the stimulation by weakening the
connection strength from the input neurons if it is difficult
to learn a behavior to avoid the stimulation. We also find
such a behavior is reproduced by simulated spiking neu-
ral networks with asymmetric-STDP. These results can be
interpreted as the embodied neural network autonomously
regulating the boundary between self and non-self. Includ-
ing LSA and the second property, we call this principle in
embodied neural networks Stimulation Avoidance Principle
(SAP). In this paper, we focus on this second property of
SAP.

Materials and methods
Cultured neuronal cells

The neural cultures were prepared from the cerebral cortex
of E18 Wistar rats. The cortex region was trypsinized with
0.25% trypsin, and the dissociated cells were plated and cul-
tured on a recording device. The surfaces of the electrodes
on the device were coated with 0.05% polyethylenimine and
laminin to improve plating efficiency. The cells were cul-
tured in Neurobasal Medium (Life Technologies) contain-
ing 10% L-Glutamine (Life Technologies) and 2% B27 sup-
plement (Life Technologies) for the first 24 h. Half of the
plating medium was replaced with growth medium (Dulbec-
cos modified Eagles medium (Life Technologies) containing
10% horse serum, 0.5 mM GlutaMAX (Life Technologies),
and 1 mM sodium pyruvate) after the first 24 h. The cultures
were placed in an incubator at 37◦C with an H2O-saturated
atmosphere consisting of 95% air and 5% CO2. During cell
culturing, half of the medium was replaced once after sev-
eral days with the growth medium.

A high-density CMOS electrode array Frey et al. (2010)
was used to measure the extracellular electrophysiological
activity of the cultured neurons (Fig. 1). This CMOS array
is superior to the conventional multielectrode array (MEA)
used previously (Potter and DeMarse (2001)) in that it has
far higher spatio-temporal resolution. The number of elec-
trodes in conventional MEAs is small, usually about 64, and
the locations of the recording electrodes are predetermined
with an inter-electrode distance of about 200 m; thus, it is
difficult to identify signals from an individual cell. In con-
trast, the CMOS arrays have 11,011 electrodes. The diame-
ter of the electrode is 7 µm with an inter-electrode distance
of 18 µm over an area of 1.8 mm × 1.8 mm. The device can
record electrical activity on 126 electrodes at one time at a
sampling rate of 20 kHz.

Figure 1: The high-density CMOS electrode array used in
this experiment. This recording device has 11,011 recording
sites, a diameter of 7 µm, and an inter-electrode distance of
18 µm.

Spiking neural networks
The model for spiking neuron proposed by Izhikevich
(2004) was used to simulate excitatory neurons and in-
hibitory neurons. This model is well know as it can be reg-
ulated to reproduce the dynamics of many variations of cor-
tical neurons, and it is computationally efficient. The equa-
tions of the neural model are defined as:

dv

dt
= 0.04v2 + 5v + 140− u+ I, (1)

du

dt
= a(bv − u), (2)

if v ≥ 30mV, then

{
v ← c

u← u+ d
(3)

Here, v represents the membrane potential of the neuron,
u represents a variable related to the repolarization of mem-
brane, I represents the input current from outside of the
neuron as explained in detail in the following section, t is
the time, and a, b, c, and d are other parameters (Izhikevich
(2003)) controlling the shape of the spike. The neuron is re-
garded as firing when the membrane potential v ≥ 30mV.
The parameters for excitatory neurons (regular-spiking neu-
ron) are set as: a = 0.02, b = 0.2, c = −65mV, and
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d = 8, and for inhibitory neurons (fast-spiking neuron) are
set as: a = 0.1, b = 0.2, c = −65mV, and, d = 2. The
simulation time step ∆t is 0.5 ms.

STDP is used as a model for synaptic plasticity between
the spiking neurons which changes the synaptic weight be-
tween two neurons depending on the timing of their spik-
ing; when the pre-synaptic neuron fires right before the post-
synaptic neuron, the synaptic weight increases, and when the
pre-synaptic neuron fires right after the post-synaptic neu-
ron, the synaptic weight decreases. The weight variation
∆w is defined as:

∆w =

{
ALTP (1− 1

τ )∆t ∆t > 0

−ALTD(1− 1
τ )−∆t ∆t < 0

(4)

Here, ∆t represents the relative spike timing between
the pre-synaptic neuron a and the post-synaptic neuron b:
∆t = tb − ta (ta represents the time of the spike of neu-
ron a, and tb represent the timing of the spike of neuron
b). In a symmetric-STDP, ALTP , ALTD = 0.1 and in an
asymmetric-STDP, ALTP = 0.1 and ALTD = 0.12. In
both STDP, τ = 20ms. Fig 2 shows the variation of ∆w in
the asymmetric-STDP depending on ∆t; ∆w becomes neg-
ative when the post-synaptic neuron fires first, and is posi-
tive when the pre-synaptic neuron fires first. In this paper,
STDP is applied only between excitatory neurons; thus the
weight of other connections does not change from the initial
value during all experiments. The weight value w between
excitatory neurons varies as:

wt = wt−1 + ∆w (5)

Figure 2: Asymmetric-STDP function, the weight variation
∆w of the synapse from neuron a to neuron b depends on the
relative spike timing (ALTP = 0.1, ALTD = 0.12, τ = 20
ms).

The maximum possible weight is fixed to wmax = 20,
and if w > wmax, w is reset to wmax. The minimum possi-
ble value of weight is fixed to wmin = 0, and if w < wmin,
w is reset to wmin.

In addition to STDP, a weight decay function was also ap-
plied to the weights between excitatory neurons. The decay
function is defined as:

wt+1 = (1− µ)wt (6)

The parameter µ was fixed as µ = 5× 10−7.

Experimental Settings
First we analyzed the neural activity in the experiment us-
ing the cultured neurons in the experiments that we previ-
ously conducted (Masumori et al. (2015), Masumori et al.
(2017a)). Second we conducted the simulation experiments
using the spiking neural network model to see whether the
neural behaviors observed in the former experiments could
be reproduced or not.

In the analysis, we used two experimental data: (1) a robot
experiment in one-dimensional virtual space (Fig. 3) with
six networks (DIV10-43), (2) a robot experiment in two-
dimensional real space (Fig. 4) with five networks (DIV26-
61). In both cases, the stimulation is injected as the sensor
input when the robot approaches the wall, and the sensor
input stops when the robot moves away from the wall.

Figure 3: Schematic diagram of the robot experiment in one-
dimensional virtual space.

Figure 4: Experimental environment of the robot experiment
in two-dimensional real space.

In experiment 1, the virtual robot moves forward at a
constant speed; if the robot approaches a wall, the sensors
stimulate the input zone and if more than 5/10 of the out-
put neurons fire within 20 to 40 ms after the stimulation,
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the robot turns away from the wall by rotating at 180 de-
grees (Masumori et al. (2017a)). Input and output neurons
were determined in the following way: Input neurons were
randomly chosen from excitatory neurons. The number of
input neurons depended on each experiment (2 or 10 neu-
rons). Before starting the learning experiments, 20 stimula-
tions (1 Hz) were injected to the input neurons and neural
activity was recorded. Based on the recorded data, 10 out-
put neurons were randomly chosen from excitatory neurons
as to satisfy the following requirement: during the 20 stimu-
lations, less than 5 neurons on average fired during the task
window. This procedure was performed with 10 selected
input neurons, and if there was no combination of such out-
put neurons found, this procedure was performed with 2 se-
lected input neurons. We also conducted a control experi-
ment where the stimulus input stopped at random, regardless
of the neural activity of the network (the other settings are
same as the learning experiment).

In experiment 2, we used the robot (Elisa-3, GCtronic)
that has two infrared sensors on the front left and right of
the body, and two motor wheels on the left and the right side
of its body. A simple sensorimotor mapping was applied
to the robot and the cultured neurons. We selected 2 neu-
rons that were estimated as excitatory neurons as the left-
and right-input neurons. At given time intervals (100 ms),
the probability PL,R for sending an electrical stimulation to
the input neuron is controlled by the sensory value of the
mobile robot. Specifically, the probability is calculated as:

PL,R =

{
0 SL,R < T
SL,R/Smax SL,R ≥ T

If the sensor value SL,R is less than a threshold T , PL,R be-
comes zero. Otherwise PL,R is calculated by SL,R/Smax.
Smax represents the maximum value of the sensor input.
Whether the electrical stimulation will be sent to the input
neuron or not is determined with this probability every 100
ms. We also randomly selected 10 channels each for cal-
culating the speed of the left- and right-wheel. The wheel
speeds were calculated based on the number of spikes of the
output neurons that were integrated every 100 ms. The left-
and right-wheel speeds VL,R is calculated as:

VL,R =
∑

i∈NL,R

ωivi + C

The positive integers vi are equal to the number of spikes
of the output neurons over a given time interval (100 ms).
NL and NR are the sets of left- and right-output neurons.
Here, as ωi is a negative value and C is a positive value, the
robot moves forward when the output neurons are not active.
As the activity of the output neurons increase, the speed of
the forward movement decreases and finally the robot moves
backwards. As the two wheels of the robot are independent,
the robot can also turn, when the speeds are different. With

this settings, as the robot approaches the wall, the sensor
values become higher and the stimulus input is injected. The
number of spikes of the output neurons is the coefficient of
the left and right motor speeds of the robot, thus in order to
avoid the wall, the robot needs to control the motor speeds
(Masumori et al. (2015)). It is a more difficult condition
compared with experiment 1.

In order to investigate the neural behavior in conditions
where it is difficult to learn a stimulus-avoiding behavior,
we mainly focused on the results of the control condition in
experiment 1 in which the robot cannot learn the behavior,
and the results of experiment 2 in which it is more difficult
to learn the behavior than experiment 1.

We also conducted a simulation experiment similar to ex-
periment 1 using the simulated spiking neural network. The
model for spiking neuron proposed by Izhikevich (Izhike-
vich (2004)) explained above was used to simulate excita-
tory neurons and inhibitory neurons. The network consists
of 80 excitatory neurons and 20 inhibitory neurons. Both
symmetric- and asymmetric-STDP explained above were
used for the synaptic dynamics. In the simulation experi-
ment, the number of input neurons was fixed to 10, and the
stimulation frequency was 100 Hz, and if more than 5/10 of
the output neurons fired within 10 ms after the stimulation,
the stimulation was removed for 1,000-2,000 ms.

Results
Fig. 5 shows the learning curves in the virtual space robot
experiment using cultured neurons. The vertical axis rep-
resents the number of stimulations injected to the input
neurons until the task was achieved: lower values indicate
higher learning ability. As shown in this figure, in the learn-
ing experiments (LSA), the number of stimulations rapidly
decreased and stabilized, indicating higher learning ability.

Figure 5: Learning curve in both learning experiment (LSA)
and control experiment (Random). Statistical results for N =
6 networks with standard error.

On the other hand, in control experiments (Random), the
number of stimulations does not stabilize at lower values and
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the variance is higher than LSA. However, we found that the
stimulus-evoked firing decreased gradually in some cases of
the control experiments (Fig. 6). This suggest that cultured
neural networks try to learn a behavior to avoid an external
stimulation, but if the learning is difficult, the networks tend
to ignore the external stimulation.

Figure 6: Evoked spikes of all neurons in control experi-
ments. pre1: the first 5 min in the experiment; pre2: the
second 5min; post: the last 5 min. The evoked spikes at the
end of the experiment (post) were decreased.

In the real space robot experiment using the cultured neu-
rons, the learning of wall avoidance behavior succeeded only
in 2 out of 5 experiments. Here, the condition of success is
defined as: the reaction time (time from start of stimulation
to time of wall avoidance), is decreased by 30% or more.
Below, we focus on the dynamics of the failure cases.

As shown in Fig.7, the the number of spikes evoked by the
stimulus within specific time-window (200 ms) was grad-
ually decreased for all neurons except input neurons. On
the other hand, the number of firing in input neurons did
not decrease (Fig.8). These results suggest that the decreas-
ing firing rates of all neurons except for input neurons is

not caused by decreasing the reaction to the stimulation by
the input neurons but decreasing the synaptic connection
strength from the input neurons to the others.

Figure 7: Evolution of number of stimulus-evoked spikes.
The values represent the mean stimulus-evoked firing for
every minute. Statistical results for N = 5 networks with
standard error.

Figure 8: Evolution of average number of spikes of input
neurons. Statistical results for N = 5 networks with standard
error.

In this way, as the results of the experiments, we found
that if it is difficult to learn a behavior that avoids stimulation
in the cultured neural networks, the neural dynamics works
to isolate the uncontrollable neurons.

In the simulation experiments, when applying symmetric-
STDP where the dynamics of LTP and LTD are symmet-
ric (ALTP , ALTD=1.0), the synaptic weight from the input
neurons increased in both learning experiment and control
experiment (Fig. 9A). In non-learnable condition (control)
the stimulation is randomly removed, thus the network can
not learn the behavior to avoid the stimulation. The results
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show no dynamics leading to isolation of the uncontrollable
neurons. On the other hand, when applying asymmetric-
STDP where the dynamics of LTP and LTD are asymmetric
(ALTP=1.0, ALTD=1.2), the synaptic weights from the in-
put neurons increased in the learning experiment (learnable),
but it decreased in the control experiment (non-learnable)
(Fig. 9B).

Figure 9: Evolution of connection strength from input neu-
rons. A: symmetric-STDP. B: asymmetric-STDP. Statistical
results for N = 10 networks with standard error.

Fig. 10 shows the comparison between synaptic weights
from input neurons to other neurons (green line) and from
other neurons to other neurons (red line) in both the
symmetric-STDP case and the asymmetric-STDP case. In
the symmetric-STDP case, both synaptic weights were in-
creased, and the synaptic weights from input neurons is
higher than that of other neurons (Fig. 10A). On the other
hand, In the asymmetric-STDP case, the synaptic weights
from input neurons is decreased and the other weights are
increased (Fig. 10A)

Therefore, we found that spiking neural networks with
asymmetric-STDP reproduce the behavior to isolate the un-
controllable input neurons observed in the experiments us-
ing cultured neuron.

Figure 10: Evolution of the connection strength from the in-
put neurons and from the rest neurons. A: symmetric-STDP.
B: asymmetric-STDP. Statistical results for N = 10 networks
with standard error.

Discussion
In this study, we found that if it is difficult to learn the be-
havior to avoid the stimulus, the plasticity works to suppress
the influence of the uncontrollable stimulus to the network
by weakening the connection strength from input neurons.
This kind of phenomena where constant sensor input gets
ignored is known as neural adaptation, sensory adaptation
or stimulus-specific adaptation, and this phenomenon is ob-
served in many regions in brain and also in vitro (Whitmire
and Stanley (2016)). In this paper, we showed that disso-
ciative cultured neurons in vitro performed long time scale
(a few tens of minutes) adaptation. In addition, the simula-
tion results showed that ignoring an uncontrollable constant
stimuli is a strong feature of spiking neural networks with
asymmetric-STDP. The connections from the input neurons
almost all decreased to 0. On the other hand, the weights
from input neurons with controllable input (sensor input that
the agent can learn to avoid) increased. This suggests that
the plasticity can work to isolate the input neurons which
have uncontrollable stimulus input, and it can be regarded
as dynamics trying to regulate an uncontrollable neuron as
non-self and a controllable neuron as self. It is interesting
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that not only autonomous learning of behavior to avoid stim-
ulus input (LSA) but also dynamics that self-organize self
and non-self emerge from the local dynamics of neurons.
We call Stimulation Avoidance Principle (SAP; Fig.11) this
homeostatic principle based on the plasticity such as STDP
in embodied neural networks.

Figure 11: Schematic diagram of Stimulation Avoidance
Principle.

Adaptive behavior is and has been a major theme for ar-
tificial life and should be explored further. Previously, Di
Paolo (2000), Iizuka and Di Paolo (2007), and Di Paolo and
Iizuka (2008) studied the emergence of adaptive behavior as
an outcome of neural homeostasis. Although these models
are very insightful, they are too abstract to explain homeo-
static property in biological neural networks. In our previous
studies, we found that spiking neural networks with STDP
have homeostatic properties allowing the network to learn
the behavior to avoid the external stimulation from their en-
vironment (e.g. wall avoidance behavior). Our previous
result also showed that LSA can work in biological neural
networks in vitro suggesting LSA can lead to explain home-
ostatic adaptation in vivo. Regarding external stimulation as
“surprise”, the neural behavior to learn an action to avoid the
surprise looks similar to an intuitive interpretation of active
inference where an agent behaves to minimize the surprise
(Friston et al. (2016))).

In addition, we proposed the new principle of SAP, say-
ing that if embodied neural networks cannot learn actions to
avoid a stimulation, the neural behavior can work to isolate
the neurons receiving the uncontrollable stimulation from
their environment (Fig. 11). This two-layered homeostatic
principle looks similar to Ashby’s theory of ultrastability in
which the system has two type of homeostasis, and if the
first regular homeostasis is unstable and its essential vari-
ables exceed the limits then the second homeostasis works
to rearrange the system dramatically (Ashby (1960)). The
system will reconstruct itself by trial and error until a stable
homeostasis can be acquired. Ashby suggests that biological
systems are ultrastable with these two types of homeosta-

sis. Our results suggest such a behavior can emerge thanks
to local dynamics of neurons in both cultured neurons and
spiking neural networks with STDP.
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Abstract 
This paper presents a novel application of agent-based 
simulation software to tune real greenhouse infrastructure 
containing flowering seed or vegetable crop plants and their 
insect pollinators. Greenhouses provide controlled 
environments for the growth of high-value crops. As global 
climate and weather become more unpredictable, we are 
becoming more dependent upon technologically sophisticated 
greenhouses for reliable crop production. For crop pollination 
in a greenhouse, although manual or technological alternatives 
have been explored, pollination by bees is still required in many 
crops for the best seed yields and food quality. However, the 
design of greenhouses is driven primarily by the requirements 
of the plants rather than the pollinators. In light of this, we have 
designed simulations to explore improvements to greenhouse 
conditions and layout that benefit the insect pollinators and 
assist them to pollinate the crop. The software consists of an 
agent-based model of insect behaviour that is used to predict 
pollination outcomes under a range of conditions. The best 
parameters discovered in simulation can be used to adjust real 
greenhouse layouts. We present a key test case for our method, 
and discuss future work in which the technique has the potential 
to be applied in a continuous feedback loop providing 
predictions of greenhouse re-configurations that can be made 
by real-time control systems in a modern greenhouse. This is a 
novel approach linking simulation behaviour to real techno-
ecological systems to improve crop and seed yield from 
valuable greenhouse infrastructure. 

Introduction 
Our rapidly increasing human population demands more food, 
and more reliable food production, in a climate that is 
increasingly unpredictable (Olesen and Bindi 2002, Kjøhl et 
al. 2011). Greenhouses globally facilitate high crop yields and 
product quality. These artificial environments facilitate 
efficient water and fertiliser use, and have low environmental 
impact. Hence, we are becoming increasingly dependent on 
large-scale, technological greenhouse facilities for our most 
valuable crops (Oerke and Dehne 2004). 

Within these spaces, bees, especially managed colonies of 
honeybees (Apis mellifera) or bumblebees (Bombus 
terrestris), are key providers of essential pollination services 
for many food and seed crops. Overall, bees contribute an 
estimated $238 billion p.a. to world food production. 
Currently, 34% of all food is dependent on bees, with the 
leading pollinator-dependent crops being vegetables and 
fruits, followed by edible oil crops, stimulants (coffee, cocoa, 

etc.), nuts and spices (Gallai et al. 2009, Kjøhl, Nielsen et al. 
2011). 

Surprisingly, greenhouses are not currently designed to suit 
bee pollinators. Even advanced climate-controlled 
greenhouses are managed primarily for the sake of crops, 
usually ignoring all but the most basic needs and behavioural 
preferences of insect pollinators. Consequently, difficulties 
arising from greenhouse bee pollination are widely reported 
and known to reduce the insects’ ability to pollinate our high-
value crops (Abrol 2012, pp. 353-395). This may result in a 
reduction in yield, shelf-life and quality of food and seed that 
is potentially avoidable. However, bee-plant interactions are 
complex and difficult to predict. It remains an open problem 
as to how we can design infrastructure to facilitate these 
interactions for the mutual benefit of the plants, insects, and 
for the human food producers and consumers dependent on 
successful pollination. 

This paper sets a new agenda for state-of-the-art digitally-
connected greenhouses by placing insect pollination as a key 
component in data-driven horticultural ecosystems. 
Specifically, we propose to design or configure various 
aspects of greenhouses around insect pollinator behaviours 
and preferences, whilst maintaining the requirements for 
healthy, productive plants. 

We tackle this project using techniques developed within the 
fields of Artificial Life and Ecological Modelling. 
Specifically, we use agent-based models to simulate insects in 
specific greenhouse conditions in order to understand, and 
predict, how real bees will respond in real environments to 
real flowering crop plants. We then use the predictions to 
make design decisions for greenhouses that account for insect 
behaviours and preferences, to enable improved food 
production. In this paper, we explain how such methods work 
and provide results for a key test case to illustrate the 
principle. We discuss extensions to our model that would 
facilitate the use of our software as a simulation-in-the-loop 
control system for tuning pollination in greenhouses. 

Background 

Greenhouse layout and control 
In order to produce fertilised seed for sale to commercial 
growers, a greenhouse is often planted with a male-sterile 
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“female” plant incapable of producing viable pollen. The only 
way for these plants to be pollinated then, is for a “male” plant 
to become a pollen donor. Insects, especially managed hives 
of bumblebees and honeybees, are common pollen vectors. 
The greenhouse is planted with male plants from which the 
bees must collect the pollen (from the flower anthers), and 
female plants onto which the bees must carry and deposit the 
pollen (onto the flower stigma). Since only the fertilised 
female plants will produce viable seed and this seed must not 
become contaminated with the seed from the male plants (the 
pollen-bearing line), the male and female plants are 
commonly arranged in long, parallel, single-sex rows 
facilitating reliable mass removal of the pollen-bearing plants 
prior to seed harvest. 

Space between plant beds facilitates human and machine 
movement to maintain the crop, for instance to check plant 
health, remove weeds, maintain water and nutrient supplies. 

Conditions in modern industrial greenhouses may be climate-
controlled for humidity, temperature and lighting to minimise 
the likelihood of pests and diseases such as insects and fungi, 
whilst providing suitable conditions for plant growth, crop 
development or fruit and vegetable ripening. Simple 
greenhouses may have little scope for dynamic control but 
must nevertheless take heed of these basic requirements for 
successful horticulture and food production. These conditions 
are not necessarily suited to the insects, despite the 
importance of the role they play in food and seed production. 
For instance, plant rows may be spaced beyond the limited 
visual range of foraging bees (Dyer et al. 2008) making it 
difficult for them to act reliably as pollen vectors – they might 
seldom cross from a row of male plants to a row of females if 
the space isn’t well planned. Simply put, greenhouse-bound 
bees do not always behave as we would like because 
greenhouses are currently designed for different criteria. 

Pollination and insects. 
Ideally, we want bees to be well spread throughout a crop of 
flowering greenhouse plants, and we want them to be visiting 
and manipulating flowers in the way required for successful 
pollination. In cases, such as for tomato crops, where self-
pollination is required, we want bumblebees to visit blooming 
flowers throughout the greenhouse with little need to worry 
about the visitation order. But where male and female plant 
organs appear on separate plants and cross-pollination is 
required, we need bees to visit male flowers to collect pollen 
on their bodies, and then to visit female flowers to brush it off 
to facilitate successful pollination. If the order of visitation 
isn’t correct, such that there is no pollen on a bee’s body when 
it visits a female plant, then cross-pollination cannot occur. In 
light of this need, for seed and food production requiring 
cross-pollination, male/female planting ratios and layouts 
have been explored and trialled over many years (e.g. see 
(Williams and Free 1974) on onion seed production). Industry 
planting replicates standard layouts to ensure sufficient pollen 
distribution to the crop that accounts for the specific 
requirements of each plant, its pollen production and 
distribution requirements. E.g., see the many requirements of 
crops surveyed throughout (Delaplane and Mayer 2000). 
Arrangements must also account for the fact that, in hybrid 

seed production (and in fruit orchards), it is the female plants 
(or “main variety”) receiving the pollen that produce the 
fertilised seed or develops the fruit that generates revenue. 
E.g., see (Abrol 2012, p.241) on orchard planting patterns. 
Growers therefore want sufficient male pollen-bearing plants 
in their farms, but they must offset this space requirement 
against the need to maximise the number of revenue-
generating female plants. 

Where suitable insect pollinators are unavailable, labour-
intensive manual or expensive technological alternatives have 
been applied. To give an indication of the extent to which 
growers have gone in search of bee replacements, tomato 
pollination attempts include: hand pollination, emasculation, 
vibration of trellis wires, acoustically forced vibration, air 
blowers, pulsating air jets, sound waves, air cylinder 
vibration, plant hormone application, manual pollination with 
an electric vibrator or “electric bee” (Bell et al. 2006). Bees, 
however, have coevolved over millions of years with 
flowering plants and provide significant increases in crop 
yield, product quality and shelf life in some crops (Klatt et al. 
2014). Unfortunately, global bee populations are diminishing 
due to effects including pesticide use, industrial crop 
monocultures, Varroa destructor mites and natural habitat loss 
(Plant-Health-Australia 2018). Managed hives are therefore 
increasingly valuable to greenhouse growers and it is 
important to utilise their services effectively. 

It is difficult to maintain bees as fully functional pollinators 
within the confines of a greenhouse; especially when the 
workspace has not accounted for how bees employ sensory 
capabilities to find flowers, orientate themselves in the space 
or navigate to and from their hive. From the bees’ perceptual 
experience, current greenhouses may be likened to a poorly 
designed supermarket in which they forage. Imagine what it 
would be like to shop in a human supermarket that was 
designed solely for the wellbeing of the products without 
attending to the needs of the customers with regard to climate, 
navigational aids and easily identifiable food labelling. If all 
supermarket food was arranged in identical unlabelled aisles, 
on identical unlabelled shelves, in identical unlabelled boxes, 
and the space was hot, poorly lit and didn't stock diverse 
supplies, shopping would be an even more stressful activity. 
Good visual design suited to the customers’ needs is thus a 
key to success in a modern economy (Clement et al. 2013). 
Likewise, bees in poorly designed greenhouses easily can, and 
do, become confused, stressed or lost; reducing food 
production efficiency (Morandin et al. 2002). Stressed or 
confused bees may attempt to leave the greenhouse, heading 
for its upper corners and buzzing there until they die. Or, they 
may stay in the hive and refuse to forage, or they may forage 
but then return to the wrong hive. Either way, disorientation 
isn’t good for bees or for food production (Birmingham and 
Winston 2004). 

Agent-based models of insect behaviour. 
Bees are complex social organisms with sophisticated 
behavioural and learning mechanisms and advanced 
perceptual systems (Dyer et al. 2011). There is no singular, 
nor simple, solution to managing their interaction within the 
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complex greenhouse environment. Prediction and 
management of their behaviour demands complex tools. 

The best way to understand insect behaviour under specific 
environmental conditions is, without doubt, to observe it. 
Hence, bee behaviour has been observed by naturalists since 
at least Aristotle (in Historia Animalum, c.340 B.C.E), yet, 
there remains much to discover. Making observations of 
insect-plant interactions under diverse conditions is 
prohibitively expensive and labour-intensive. In the case of 
proposed or predicted environmental change, it may even be 
impossible to conduct experiments under relevant conditions – 
they haven’t happened yet! How then do we explore current 
and future greenhouse design to cater for bees? Ideally, for a 
specific greenhouse with a specific crop and during a specific 
part of the flowering season, we would like to know which 
flowers bees have visited and pollinated, which areas of the 
greenhouse confuse bees, which areas they avoid, and where 
they congregate. We need to understand the drivers for these 
insect behaviours to devise mechanisms that encourage bee 
circulation and enhance pollination. 

The combination of data collection on real insects/flowers and 
computer simulations has the potential to provide a powerful 
dual approach to understand bee’s pollination performance. 
The process involves using field observations to parameterise 
and validate computer models of insect behaviour that are 
then used to understand the implications of the observations 
under relevant environmental conditions. For this, we have 
found agent-based models (ABMs) to be suitable, as 
explained in detail below. By running thousands of simulated 
interventions or variations to greenhouse design, and 
assessing their pollination outcomes, we can predict which 
interventions to test in the real world to improve food and 
seed production. Ideally, the test results are then used 
iteratively to improve simulation parameters and algorithms 
before repeating the cycle. 

ABMs allow us to unravel complexity and predict large-scale 
dynamic behaviours emergent from many individual 
interactions. They have been increasingly used for ecological 
applications since the late 1990s (Grimm 1999). Since 
insect/plant interactions form just such a complex ecological 
system, ABMs are among the suitable Artificial Life 
techniques for our case (Dornhaus et al. 2006). Millions of 
bee-agents must be simulated in detail as they navigate and 
forage among individual virtual flowering plants that 
correspond to specific real greenhouses, or alternatives that 
may improve efficiency. The technique has already been 
successfully applied to this context. For example, ABMs have 
been used to show that the benefits of recruitment by 
honeybees depends on environmental flower density 
(Dornhaus, Klügl et al. 2006). ABMs have successfully 
modelled bee-flower interactions, notably for colour 
discrimination. These have shown the importance of 
pollinator diversity for success of colonies in complex 
environments (Dyer et al. 2014), and why flowers evolved 
colour signals in Australia (Bukovac et al. 2017). ABMs have 
also revealed different efficiencies of bumblebees and 
honeybees that forage in environments of variable floral target 
and non-target density ratios (Bukovac et al. 2013). 

Method 
We have developed a number of ABMs of bee foraging 
behaviour (Dyer et al. 2012, Bukovac, Dorin et al. 2013, 
Dyer, Dorin et al. 2014, Bukovac, Dorin et al. 2017) that have 
informed the design of the current experiment. Here our scope 
is to summarise the relevant details. The design rationale and 
methods for validating our models of insect behaviour are 
provided in the cited articles. Short explanations of the 
algorithms and essential parameters are provided below for 
reference. 

Table 1. Main simulation parameters. 
ENVIRONMENT  
Modelled grid cell size 0.35 × 0.35m 
Colony size 60 bees 
VIRTUAL-BEES  
Flower presence detection 
accuracy (visual range) 

100% from neighbour cell or 
cell shared with a flower 

Flower scent mark 
recognition accuracy 

100% from neighbour cell or 
cell shared with a flower 

Storage capacity  Infinite 
Scent mark persistence  Infinite 
Flower visit  3 time steps 
Complete field of view scan 1 time step 
Movement in Moore 
neighbourhood 

1 time step 

Carried pollen viability time 25 time steps 
SIMULATION  
Duration 500 time steps 
Number of replications 100 per test layout 
 
The case-study we describe involves establishing a simulation 
matching one particular industrial greenhouse layout to which 
we have previously had access. However, it is not special in 
any regard. Alternative arrangements might just as well have 
been modelled. As noted above, different crops have different 
pollination requirements and industry has therefore settled on 
standards based on observation for each crop (Delaplane and 
Mayer 2000). Our model is generic and employs plant spacing 
and bed configuration parameters for a simple trial. To 
demonstrate the utility of our method, our goal is to illustrate 
by test case the generation of a planting arrangement that 
maximises pollination in the presence of a given pollinator 
species whose foraging behaviour is explicitly modelled in 
our ABM. The factor under observation is the absolute 
number of female plants successfully pollinated after a fixed 
time interval within the space and layout limitations imposed 
by greenhouse area. Our hypothesis is that the ABM will 
enable us to establish the relative effectiveness of different 
planting arrangements for a two-row per bed greenhouse 
being bee pollinated. We don’t specify in advance the ratio of 
male to female rows/plants in the greenhouse (this is partly 
what our simulation explores), only total row/plant count. 
 
As explained below, the honeybees’ limited visual range 
causes them to tend to forage along plant beds, crossing only 
occasionally between adjacent beds. Hence, we expect the 
best planting arrangement to contain males and females 
together within forager visual range – the best bed layout 
ought to consist of one male and one female plant row. This, 
in theory, positions all females as near as possible to a male 
plant and should maximize pollination. However, this is not 
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necessarily the best arrangement for the greenhouse overall, 
when we account for the complex foraging behaviour of the 
pollinators. So, a good planting solution isn’t necessarily the 
“obvious” case with all beds consisting of male/female rows – 
if it is possible to have fewer male rows in the greenhouse 
than one per bed, whilst pollen can still be successfully 
distributed to the females, then the space freed up by having 
fewer males can be filled with valuable yield producing, 
pollinated, female plants. Our simulations assist to unravel the 
complexity of this situation. 

Virtual greenhouse simulation overview. 
Our simulated greenhouse layout consists of four beds of two 
plant rows each (fig. 1). Plant rows may be either entirely 
male pollen-donors, or entirely female plants requiring 
pollination. The ABM is used to establish the ideal 
arrangement of male and female rows within beds to 
maximise pollination after a fixed time interval (500 time 
steps per run, a value chosen by observation to ensure all 
flowers are visited). The greenhouse is divided into grid cells 
labelled as either empty space, or occupied by a single male or 
female plant. Grid cells represent 35cm2 making it possible for 
a bee to view the centre of one cell from the centre of its 
neighbours to correspond to the visual range of a honey-bee. 
The greenhouse is 72x18 cells, rows 60 cells long, inter-
bed/wall spacing is 2 cells. 

 
Figure 1. Simulated greenhouse visualisation. Red: un-
pollinated female flowers, orange: pollinated females, blue: 
males. Black circles: bees (Small pale, yellow circles within 
bees indicate carried pollen. Pale yellow fades to white as 
pollen is lost. Bees return to black upon losing all pollen). 

Virtual bees and virtual plants. 
Simulated plants support a single virtual flower to represent 
the pollination status of the crop at that location. Male flowers 
can be pollen donors; they commence the simulation with a 
single pollen grain available for collection (rationale below). 
Female plants can be pollen recipients; they start the 
simulation un-pollinated and are pollinated when a grain of 
pollen is deposited on them by a virtual bee. 

Real bee colony sizes vary from a few to many tens of 
thousands depending on species, but there is variation even 
within species (e.g. (Michener 1964)). We modelled a colony 
of 60 foragers initially placed at random on the grid but, in the 
virtual world, could just as well have chosen any number and 
obtained the same results by adjusting simulation run length. 
For this experiment, in order to control the number of tests 
required in our brute force approach, we do not model hive 
location; a worthwhile extension that has long been explored 
in the field (Free 1960). We do model scent-marking of 

flowers by bees. Honeybees mark flowers with a pheromone 
while harvesting to signal to others that the flower’s nutrition 
has been depleted (Giurfa and Núñez 1992). In our model, 
virtual bees (v-bees) mark every visited flower with a scent 
that persists for the remainder of that simulation run. V-bees 
can detect this mark on any visible flower and will reject 
marked flowers for landing. Consequently, each flower is 
visited only once – virtual male flowers therefore only need to 
carry a single grain of pollen, and females need only receive 
one grain for pollination. Scent marks are the only means by 
which v-bees interact with each other. 

Real-world time is not explicitly simulated, so a single time 
step does not directly imply a particular real timespan. Crop 
pollination occurs over days and weeks, but we need only to 
assess how pollen disperses in a short period. Consequently, 
we limit the simulation outcome to the worst-case scenario; if 
each plant were visited only once, which planting arrangement 
results in the best pollination? A persistent scent mark allows 
us to gain the desired pollen distribution snapshot. 

V-bee decision-making is governed by the algorithm 
illustrated (fig. 2) and its parameters (tab. 1). Each v-bee flight 
is a sequence of randomized straight-line movements; a line’s 
orientation is selected from a uniform random distribution, its 
length is drawn from a Cauchy distribution as honeybee 
searching is consistent with Lévy flights, and their flight path 
lengths follow a Lévy-stable distribution / Cauchy distribution 
(Reynolds and Rhodes 2009). In one simulation time-step, a 
v-bee moves in its Moore neighbourhood (the 8 cells 
surrounding its current location). If it can see an unvisited 
flower it moves towards it. In the absence of a target, a v-bee 
acquires a random angle, and random path length drawn from 
the Cauchy distribution as just noted, calculates the 
corresponding destination grid cell, and moves one grid step 
along the rasterized path that approximates a straight line to 
the destination. In subsequent turns, the v-bee continues 
towards the destination in this way, only stopping if it sees an 
unvisited flower, runs into the greenhouse wall, or reaches its 
destination cell. At the destination, if it finds no unvisited 
flowers, a v-bee repeats the movement process. Hence, v-bee 
movement is guided by both simulated vision and biologically 
plausible random movements. 

Pollen carryover is the amount of time any pollen deposited 
on a bee’s body during a flower visit remains on its body 
available for pollinating a flower (Thomson and Plowright 
1980). Modelling the mechanical complexity of pollination is 
beyond the scope of this case study. Our experimental goal 
lies only in establishing relative differences in pollination 
extent between planting arrangements. So, as long as our 
carryover value is plausible, it won’t impact relative 
differences between plant arrangements – this was confirmed 
by testing. We model pollen carryover as a simple timer 
whereby after 25 time steps pollen collected from a flower on 
the body of a v-bee is lost. In the real world, this may be due 
to insect grooming, loss during flight, or whilst moving 
through flower and plant components. 
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Figure 2. Virtual bee decision-making algorithm. 

Figure 3. Mean total flowers pollinated out of 480 at t=500 (N=100 runs) for each plant row 
arrangement. Row configurations sorted in order of increasing pollination count. For 
legibility, only sample planting arrangements are labelled, although all data is plotted. Red 
arrow marks sample industrial greenhouse planting arrangement encountered in practice. 
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Results and Discussion. 
The ABM results are illustrated in fig. 3. The x-axis shows 
planting arrangements sorted in increasing order of numbers 
of pollinated female plants. The y-axis marks the number (out 
of a possible maximum total of 480 females – the case with all 
rows fully planted with female plants) that were pollinated. 
For legibility, only some sample planting arrangements are 
explicitly labelled, although all data is plotted on the bar 
graph. 

As can be seen, the success of a greenhouse arrangement is 
proportional to the number of beds with dual-sex male/female 
(MF) row planting. The sets of arrangements with 1, 2, 3 and 
4 MF beds are marked for clarity on the figure and create 
visibly stepped performance increases. All runs ran to 
saturation by simulation termination at t=500 (i.e. all flowers 
were visited, but not all females were necessarily pollinated). 
Planting beds with neighbouring male and female plants in a 
1:1 ratio maximized the total number of pollinated females in 
the greenhouse. We noted above that this was the intuitive 
best arrangement for individual beds, but within the 
limitations of our simulation, this also appears to be the best 
layout for the entire greenhouse. For the reasons noted above, 
this isn’t necessarily what we would expect. So, why isn’t it 
more effective to reduce the number of males and replace 
them with more yield-producing females? Our simulation 
seems to indicate that the bees’ inability to see between beds 
severely impacts their ability to carry pollen from one bed to 
another. Hence, each bed requires its own source of pollen – a 
row of males in each bed – to facilitate effective pollination. 
In a real greenhouse, multi-day foraging by bees may 
overcome this deficit to an extent. However, within the 
limitations of our model, we suggest that a better arrangement 
for all beds for increased overall yield is MF planting. 

As noted, industry planting arrangements vary and there may 
be disagreement about best-practice (e.g. (Williams and Free 
1974) and references within). Anecdotally, the reasons for this 
may be obscure although they may simply be related to lack 
of information, the variability of crop growing conditions, 
variation in the crops themselves, and in their pollinators. 
Crop pollination is a very complex interaction. In many cases, 
farmers utilize the services of several sets of fresh hives, as 
well as many days or weeks of repeated foraging, for 
pollination. Their aim is to allow time for satisfactory 
pollination and realise a net increase in crop yield. The 
number of bees and timing required then becomes another 
factor of relevance for growers (Abrol 2012, p.243) and 
(Delaplane and Mayer 2000). Likewise, the spacing between 
plants has long been considered important (Crane and Mather 
1943). 

Trivially, our model can be adjusted to accommodate multi-
day pollination by increasing the number of virtual days over 
which pollination runs, removing scent marks after an 
appropriate decay time, increasing the number of pollen grains 
collected, carried and deposited by bees, and altering the 
number of grains that must be deposited on a plant for 
pollination. However, this extension has not been explored in 
the current paper. The simple version of the model presented 
here nevertheless demonstrates the utility of our ABM-based 
approach for choosing the plant layout within the limitations 

imposed by the pre-determined greenhouse configuration 
under study. 

Future work 
The potential applications of this ABM-based approach are 
extensive. So, our paper now explores opportunities for the 
future in which complex greenhouse infrastructure is 
dynamically adjusted to account for insect pollinators. 

The control of simple systems such as for heating a small 
home requires only a simple device – a thermostat that turns 
on or off a heater may suffice. Often, the relationship between 
the desired outcome, a particular house ambient temperature 
setting, and the required alteration of heater parameters is 
obvious. At the other extreme, the requirements for control 
systems of commercial greenhouses can be extremely 
complex. Such infrastructure ought to account for the dynamic 
requirements of developing plants, ripening fruit/vegetables, 
pollinating insects and human growers, whilst keeping at bay 
unwanted insect pests and fungi, and whilst the structure 
remains exposed to changes in the external environment. To 
tackle this, we propose a general framework for addressing 
the complexity of the issue: simulation-determined layout and 
control for data-driven greenhouses. This infrastructure we 
term a techno-ecological system (TES). 

A modern greenhouse equipped with sensors coupled to 
automated control systems encompasses strongly coupled 
interactions between the organisms it contains and the 
technological infrastructure. A basic greenhouse might have 
control systems akin to those of a simple house that adjust the 
temperature and humidity inside based on sensor data. What is 
missing however is any technique for environmental control 
that suits the dynamic behavioural repertoire of insect 
pollinators. The complexity and dynamics of insect/plant 
interactions positions this task beyond the capability of 
directly coupled sensors and actuators. As shown above, 
simulations can inform us in making decisions on greenhouse 
layout that assist pollination by bees. But the system described 
above is “set and forget” in the sense that once a greenhouse 
is configured it must be (more or less) left alone in this regard. 
An alternative is to place the simulation into a feedback loop 
as part of greenhouse control. The simulate-perturb-sense 
cycle is necessary because the needs of colonies of managed 
bees are dynamic. They change over the course of a day, over 
the course of a season, and between seasons. Greenhouses, 
plants and bees are not “set and forget” systems for which a 
single set of observations is effective in dictating ideal 
conditions. Hence, a real-time method to tune greenhouse 
conditions in response to the complex dynamical interaction 
of flowering crops and bees is desirable. The difficult process 
of control system design for complex models or physical 
robots provides a potential source of inspiration for the design 
of complex greenhouse controllers. For example, Terzopoulos 
et al. (1994) present a method applied fully in-simulation to 
allow virtual fish to learn effective use of their own actuators. 
Sims’ use of evolutionary computation to evolve “virtual 
(blocky) creature” body forms and controllers in simulation is 
well known also (Sims 1994). Lipson extended the application 
of the principle by evolving robot forms and controllers for 
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3D printing, thereby bringing the results of the simulated 
world into physical form (Lipson and Pollack 2000). 

We propose, however, to adopt a means of dynamic control 
similar to that of Bongard et al. (2006) who created robots that 
incorporate real-world performance feedback into their 
control systems. Firstly, as described above, we take data 
from the behaviour of a real, complex techno-ecological 
system into a simulation to explore the impact of perturbing 
that system. Secondly, we suggest in the future to introduce an 
iterative feedback loop that applies the proposed perturbations 
to the real world and monitors the results, before once more 
feeding newly sensed data back into the simulation to 
continuously improve the model, and to generate new 
perturbations responding to the dynamic state of the physical 
system. 

A variety of sensor data would need to be collected on 
environmental conditions in the greenhouse to achieve our 
goal. However, sensors, sensor-networks and multi-spectral 
imaging have been used in precision agriculture to monitor the 
environment, lighting and plant condition, and to adjust 
greenhouse conditions such as temperature and humidity, 
drip-irrigation and nutrients directly in response to crop needs 
since 2003 (Ruiz-Garcia et al. 2009) so the inclusion of such 
technology in greenhouses isn’t rare. Sensor data on insect 
speed, direction of travel and location, and on floral visits and 
idle-time of bees throughout the flowering crops is also 
required. Recently “bees with backpacks” have become a 
viable option with the potential to be applied to this end 
(Engelke et al. 2016). 

Data collected on the greenhouse environment and its insect 
occupants can be fed into an ABM of bee greenhouse activity 
as the “current system state”. From this, a set of alternative 
greenhouse configurations would be generated to be explored, 
for example, by an Evolutionary Algorithm (EA). The best 
configuration the EA generates is the one resulting in even 
and robust pollination. Each simulation run within the EA is 
an attempt to predict the ideal “future state” of the greenhouse 
and the conditions that lead to it. Hence, the parameters of the 
best run must be fed back into the physical greenhouse 
controllers to attempt to drive the real situation towards this 
state. The simulate-perturb-sense cycle repeats as long as the 
greenhouse requires pollination and at a rate that must be 
governed by the systems under control, since, not all 
infrastructure can, or should, be updated rapidly – the need of 
bees, crops and (human) growers for different types of 
environmental stability must be taken into account. 

Each member of the evolving population in the EA is then an 
ABM of bees pollinating flowers laid out in accordance with 
the greenhouse configuration and parameters. These test cases 
can be generated based on standard EA mutation and 
crossover operators. Bee behavioural parameters are fixed in 
accordance with existing tested and validated models whilst 
greenhouse parameters are varied as part of the EA digital 
genome. Some samples for the kinds of parameters to be 
included are already given above as the basic elements of our 
ABMs above (Tab. 1). 

Conclusion. 
The test case we have explored, how to plant male and female 
plants for cross-pollination in a pre-determined bed set up, is 
an important consideration that has long been an essential 
aspect of greenhouse layout. Our ABM takes account of 
essential honeybee foraging behaviours including Lévy 
flights, scent marking, and limited vision, to test possible 
planting configurations exhaustively. It settles on an 
arrangement with dual MF rows in each bed as most effective 
for pollination – the more beds like this, the more female 
plants were successfully pollinated in the model. Whilst some 
of the cited literature reports testing on a variety of planting 
arrangements, much more fieldwork would be required to 
ascertain the accuracy of the model’s prediction for different 
crops and different bee species – the simulation however gives 
a starting point that matches a common setup found in the 
literature. 

We also present a proposal for future research where models 
like ours might be employed as part of a continuous feedback 
loop to assist in greenhouse control. Such simulation-in-the-
loop control is, potentially, a way to monitor and respond to 
the complex dynamics of plant-pollinator interactions under 
the variable environment of the greenhouse. This seems to be 
a likely way to think beyond simple reactive control systems 
in order to govern the performance of complex techno-
ecological systems for the benefit of human food production. 
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Abstract

Swarms of birds and fish produce well-organized behaviors
even though each individual only interacts with their neigh-
bors. Previous studies attempted to derive individual interac-
tion rules using heuristic assumptions from data on captured
animals. We propose a machine learning method to obtain
the sensorimotor mapping mechanism of individuals directly
from captured data. Data on swarm behaviors in fish was
captured, and individual positions are determined. The sen-
sory inputs and motor outputs are estimated and used as train-
ing data. A simple feedforward neural network is trained to
learn the sensorimotor mapping of individuals. The trained
network is implemented in the simulated environment and re-
sulting swarm behaviors are investigated. As a result, our
trained neural network could reproduce the swarm behavior
better than the Boids model. The reproduced swarm behav-
iors are evaluated in terms of three different measures, and
the difference from the Boids model is discussed.

Introduction
When many individuals get together, the group shows sur-
prisingly united and coordinated behaviors as if the group
behaves like a single unit. The question regarding how the
united and coordinated swarm is created from individual
local interactions has attracted attention from many scien-
tists for a long time. Recently, real data from individuals
forming swarms became available thanks to technological
developments and increased computation power, which fa-
cilitates collection and tracking of behavior of individuals in
a swarm. Those data are very useful for understanding how
the swarm behaviors are built and maintained from each in-
dividual perspective (Ballerini et al., 2008), to derive indi-
vidual interaction rules for real animals (Tien et al., 2004;
Lukeman et al., 2010; Herbert-Read et al., 2011; Katz et al.,
2011) and to build statistical mechanics model to bridge the
gap between micro and macro behaviors (Bialek et al., 2012,
2014).

If it is possible to derive complete individual interaction
rules for real animals, then we might apply those findings
to multiple-robots controllers that can establish coordinated
behaviors working like a single unit. And also, we could

build hybrid alife system consisting of real swarming ani-
mals and artificial agents controlled by the derived interac-
tion rules. The approach becomes popular to understand ani-
mal behaviors (Butail et al., 2013; Worm et al., 2017) and the
interaction rules make it possible to perform more dynamic
experiments than using predefined or playback behaviors.
However, building such interaction rules actually used by
animals becomes difficult without fully understanding ani-
mal cognition. To build the interaction rules, we have no
choice but to use heuristic assumptions to decide what they
sense, how they recognize other members of the swarm, and
how they react. This is similar to good old fashioned artifi-
cial intelligence (GOFAI). To develop an intelligent model
that can recognize the world, we need to prepare represen-
tations as symbolic units of knowledge. With the GOFAI-
type approaches, the realized intelligence or swarm behav-
iors must be limited to pre-defined assumptions.

In contrast to this approach, embodiment and situatedness
is a complementary approach, where life-like behaviors in-
cluding intelligence can be realized in the flow of sensori-
motor coordination through interaction with an environment
without predefined knowledge (Varela, 1979; Brooks, 1991;
Harvey et al., 1997; Pfeifer and Scheier, 2001). Our idea
is that the embodiment approach also should be used to de-
scribe swarm behaviors. The interaction rules are not de-
fined in advance. Rather, they are obtained as sensorimotor
flows of individuals behaviors within a swarm. We use an
artificial neural network to determine the interaction rules.
The neural network learns the sensorimotor mapping of in-
dividuals that participate in real swarms.

Our final goal is to learn and obtain the interaction rules
from real swarm behaviors using an artificial neural net-
work, to reproduce swarm behavior where individuals are
controlled by the trained neural network, and to understand
how swarms are organized and maintained dynamically. As
a first attempt, we examine whether the neural network can
learn sensorimotor mapping from interactions between in-
dividuals and test if swarm behaviors reproduced by the
trained network are similar to the real swarm behaviors in
this paper. As an evaluation of swarm behavior, we de-
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fine three swarm characteristics and compare the reproduced
swarm with the original swarm and the conventional Boids
model (Reynolds, 1987). In the experiment, swarm behav-
iors in fish are captured and used for learning and evaluation.

Data from fish
12 African lampeyes (Aplocheilichthys normani) were
used as the target fish swarm. The lampeye is a kind of
medaka, which is known as a fish that forms a swarm and
act depending on visual cues (Imada et al., 2010).

Data collection
Behavioral data were obtained from movements of 12 lam-
peyes recorded with a camera fixed (Fig. 1 left). The lam-
peyes were allowed to move around in a styrofoam box. The
styrofoam box was filled with shallow water to restrict the
motion of lampeyes in two dimensions. Recording was per-
formed for 10 minutes at 15 frames per second (9,000 frames
in total), and the resolution of the video was 640 × 480 pix-
els. After recording, all video frames were expanded to 960
× 720 pixels for detection and tracking processes.

The actual area where individuals could move around is
W = 615 × H = 435 pixels in the converted video. Individ-
ual lampeyes never moved outside of this area.

The position and velocity of each individual at the t-th
frame were obtained as follows:

1. Converting the t-th frame to a binary image. Because the
background of the box is white, the lampeyes can be de-
tected as black objects.

2. Calculating the center position of each black area at the
t-th frame (Fig. 1 right).

3. Applying the above two operations to the t+1-th frame
and calculating the displacement vector between them.
This vector represents the t-th velocity of the individual
(Fig. 2).

If the number of detected individuals was less than 12 due
to missing or overlapping individuals, the frame was omit-
ted. Only clean consecutive data were used. Eventually, the
number of effective frames was 6,012, which corresponds to
about 400 seconds of data. Because there were 12 individ-
uals in each frame, we obtained 72,144 (12 × 6, 012) data
points describing individual behavior.

Neural network model
To investigate how individuals react, we propose a neural
network be used to determine individual interaction rules
and to learn how individuals react to each other.

Structure of neural network
A simple feedforward neural network was trained to obtain
sensorimotor mapping of individuals that exhibit swarm be-
havior. The neural network consists of three layers (i.e., the

Figure 1: Left: Example image of lampeye behavior cap-
tured with a camera. Right: Positions of individual lam-
peyes.

Figure 2: Position and velocity at the t-th frame.

neural network has one hidden layer), and each layer has (l,
m, n) = (20, 64, 2) neurons, respectively. All nodes between
layers are fully-connected.

The network receives information on the three nearest
neighbors, its own velocity, and the distance to the cham-
ber walls. It senses the position and velocity of each neigh-
bor. For the neural network to be sensitive to distance, the
positions are given by polar coordinates, and velocities are
given by vectors. It should be noted that identity detection
of neighbors was not performed. The set of inputs for each
individual were sorted in terms of the distances, and the in-
puts for the three nearest neighbors are given to the network
in order. The input nodes for a given individual informa-
tion changes if the distance order changes. The network can
sense its own velocity vectors as well. The wall information
is also provided to the network. The network can sense the
distance to the nearest wall ( 1

1+d ) and the angles ( 1
1+d sin γ

and 1
1+d cos γ) (Fig. 3).Those inputs become zero if the po-

sition is far from wall. In total, the number of input nodes
was 20 (= 15 for the three nearest neighbors, 3 for the nearest
wall and 2 for its own velocity).

The outputs from the nodes in the hidden and output lay-
ers can be calculated as follows:

hj = f(

l∑
i=1

vjixi + ai) (1)
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Figure 3: Wall inputs for the network.

yk = g(

m∑
j=1

wkjhj + bj) (2)

where x is the set of inputs, y is the set of final outputs
from the network, vji and wkj represent weights, and ai
and bj represent biases. f(·) is the rectified linear units
(ReLU) function and g(·) is the identity function. The net-
work outputs a set of velocity vectors, which cause the posi-
tion changes for the next time step.

Because the neural network is just a simple feedforward
network, it calculates the subsequent movements from the
current information for an individuals neighbors. The train-
ing data consists of the position and velocity of each neigh-
bor, an individuals own velocity, and the distance from the
chamber walls as inputs. The motion over the next time step
is estimated from the captured data. We assumed that all in-
dividuals share the same neural network, and the behavior
of all captured individuals was used as training data for the
neural network. After preparing the training data, the neural
network was trained using the backpropagation method with
the mean square error function. The code for capturing im-
ages and training the network were implemented in OpenCV
and TensorFlow.

Training results
Training data were supplied to the neural network repeat-
edly. An epoch is defined as a single iteration of training
over the entire set of training data. The order of training
data were randomized at every epoch, and the network was
updated every 100 mini-batches. Figure 4 shows the errors
during training. The errors decreased gradually, and the net-
work was successfully trained to produce each subsequent
motion from the set of given inputs. However, what is shown
with changes in errors is that the neural network can output
subsequent with smaller errors at successive time steps. It
does not necessarily mean that all individuals are controlled
by the trained neural network can show swarm behaviors
like a real swarm.

Reproducing swarm behaviors
After training the neural network, we simulated the swarm
behavior consisting of individuals controlled by the neural

Figure 4: Average mean squared error reduction as a func-
tion of the number of epochs

network. The number of individuals N was set to 12. All
individuals used the same trained neural network. At the be-
ginning, random initial positions were provided to individ-
uals. The input values for each individual were calculated
from local information at every time step. Those inputs were
supplied to the network, and the motion of each individual
was obtained from the outputs of the network. The result-
ing behaviors of all individuals were obtained by repetition.
The area where individuals can move was set to 615 × 435,
which is nearly the same size as the area where lampeyes
were allowed to move in the converted video. When and in-
dividual was predicted to move outside this area, the velocity
was simply reversed.

Evaluation of swarm behavior
To investigate whether the swarm controlled by the trained
neural network can successfully reproduce the original
swarm, it is necessary not only to observe the actual behav-
ior but also to compare the predicted swarm characteristics.
There is no common consensus regarding which method
should be used to evaluate real swarm behaviors. How-
ever, there are some basic methods for characterizing swarm
behavior by calculating the position and velocity for each
individual (Viscido et al., 2004; Gautrais et al., 2012). In
this study, we use the following three similar measures, i.e.,
Dcom, Dmin, and Φ, to evaluate swarm behaviors
Dcom represents the average distance between each indi-

vidual and the center of a group, described as:

Ct =
1

N

N∑
i=1

pti (3)

Dt
com =

1

N

N∑
i=1

|Ct − pti| (4)
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where N is the number of individuals in the swarm. Dcom

becomes small when the swarm moves as a single group and
becomes large as individuals in the swarm move indepen-
dently.
Dmin is the average distance to the nearest individual. if

the position of the nearest individual is mi, then Dmin can
be expressed as:

Dt
min =

1

N

N∑
i=1

|mt
i − pti| (5)

Dcom evaluates the cohesiveness as a single large group,
while Dmin evaluates the cohesiveness regardless of the
number of groups.

Φ represents the agreement level of the direction of the
entire swarm, which is described as:

Φt =
1

N

∣∣∣∣∣
N∑
i=1

~vti
~|vti |

∣∣∣∣∣ (6)

Φ approaches 1 when all individuals face the same direction,
and 0 when all individuals face different directions (0 ≤ Φ
≤ 1).

Boids model for comparison
Reynolds proposed the Boids model, which simulates the
swarm behavior of birds (Reynolds, 1987). Each individual
decides how to move based on local information using sim-
ple rules. Despite the fact that all individuals are controlled
by these rules in a local manner, the results show that the
swarm behaves similar to a real swarm. Te swarm behav-
ior reproduced by the trained neural network is evaluated by
comparing with results from the Boids model.

In the boids model, each individual moves based on the
following three simple rules. (1) Cohesion: each individ-
ual moves toward the center of its neighbors, (2) Separation:
each individual moves away from its neighbors to avoid col-
lision, and (3) Alignment: each individual moves to align
with the average heading of its neighbors. The parameters
used in the Boids model are manually adjusted to fit Dmin

observed for real fish.

Results
Figure 5 (a), (b), and (c) show example trajectories for real
fish (i.e., lampeyes), individuals controlled by our trained
neural network, and Boid rules, respectively. Real fish ex-
hibited jerky motion, but individuals formed a swarm rather
than moving on their own. The example shows results when
a single swarm was divided into two subgroups. In the
behaviors reproduced by our trained network, the results
also showed an aggregation tendency, and the swarm moved
around as a single unit. However, the swarm was sometimes
divided into two groups. The example trajectory shows the
division. The swarm was divided into two groups at the left
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Figure 5: Example trajectories of (a) lampeyes, (b) individ-
uals controlled by our trained neural network, and (c) Boids
models (circle→ square)

side. Both groups moved to the right and became one large
group at the top-right corner. These two examples of divi-
sion are arbitrarily selected to show that the division could
happen without including perturbations. On the other hand,
it is quite difficult to observe such division of groups in the
Boids model without any external perturbations like obsta-
cles. The Boids rules show a strong aggregation tendency,
which stabilizes the swarm as a single group. The trajecto-
ries of Boids became jittery like real fish. This could hap-
pen because the parameters were adjusted to fit Dmin ob-
served for real fish and the separation powers, which was ap-
plied when the neighbors came into a visual range, became
stronger than usual . Our trained neural network resulted in
aggregation, and separation into subgroups appeared as an
instability in a real fish swarm. It should be noted that in-
stability of the Boids model might change in response to the
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Figure 6: Time evolution of Dcom, Dmin, Φ in the lampeye
swarm, our reproduced swarm, and Boids.

number of individuals (Ikegami et al., 2017).
The time evolution of three characteristics described in

the above are shown in Fig. 6 to clarify the difference of
between swarm behaviors. In the lampeye swarm, Dcom os-
cillated up and down greatly while Dmin remained small
with smaller variances. Those characteristics are also ob-
served in our reproduced behaviors. On the other hand, the
evaluation measures of the Boids model became much more
stable than the remaining measures. The polarities Φ for
real fish and our reproduced behaviors often broke down, but
they recovered immediately. The Boids model is too stable,
and the polarity rarely broke down. These results suggest
that our trained neural network could reproduce the swarm
behaviors better than the Boids model. The primary differ-
ence is the instability of the swarm. Actually, Hartman and
Benes (2006) extend the Boids model by introducing a sepa-
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Figure 7: Correlation between group speed and three basic
measures, Dcom, Dmin, and Φ. Red, blue and green points
show the results for a real fish swarm, the swarm behavior
reproduced by our trained neural network, and Boids results,
respectively.

ration power called leadership as a swarm instability in their
model.

It is known that there is a correlation between group speed
and polarity in real fish swarms (Viscido et al., 2004). To
evaluate our trained neural network, correlations between
group speed and the three basic measures are investigated.
The group speed and the three measures are obtained by av-
eraging over 75 steps, which corresponds to about 5 sec-
onds of data. Figure 7 shows the correlations for a real fish
swarm, the swarm behavior reproduced by our trained neu-
ral network, and results from the Boids model. Our results
indicate that correlations exists between group speed and po-
larity Φ and between group speed and Dcom and Dmin in a
real fish swarm. These results also suggest that our trained
neural network could successfully reproduce the swarm be-
haviors.
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Figure 8: Time evolution of Dcom, Dmin, and Φ. These are
the same as Fig. 6, except for the Boids results. Noise was
added to the individual movements in the Boids model. For
comparison, lampeye results and our reproduced results are
also shown.

What is the difference in swarm behavior between our
model and the conventional Boids model? Because the boids
model is too stable without external perturbations as we
show, we added noise to the Boids model as an external per-
turbation. Noise was added to the motion for each individ-
ual. Figure 8 shows Dcom , Dmin, and Φ when noise was
added to the Boids model. The Dmin results show better
agreement with the real fish results, but Dcom and Φ show
less agreement. Thus, the simple instability produced by
noise did not improve the Boids model. In other words, our
trained neural network could obtain not simple instability of
swarm behavior.

CONCLUSIONS
In this paper, we proposed a machine learning method that
can be applied to describe the behavior of real fish, and we

show that the trained neural network could learn sensorimo-
tor mapping of individuals from data on real fish. In our
model, we assume that all individuals share the same feed-
forward neural network, but individuals must have different
identities to demonstrate a tendency for some individuals to
act as leaders or followers. Such a variety causes different
information to flow in the swarm (Reebs, 2000). If we can
track the behavior of real individuals at all times, it is possi-
ble to train each network to obtain the sensorimotor mapping
of each individual or to train a recurrent network to have
memories. Our machine learning method can be a powerful
tool to analyze and understand the behavior of more compli-
cated swarms.
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Abstract

Complex organisms, such as multi-cellular ones, have neither
emerged spontaneously, nor evolved directly, from a disor-
ganised mass of quarks. Stable intermediary sub-systems,
like atoms and uni-cellular organisms, had to occur first
and serve as reusable blocks for more complex systems to
build upon. The occurrence of structured systems, featur-
ing internal diversity, from uniform self-adaptive sub-systems
is a key phenomenon to study in this context. We be-
lieve this phenomenon relies on the interactions among self-
adaptive sub-systems, both at the micro-level (directly be-
tween sub-systems) but most importantly via macro-levels
(indirectly via aggregate information and control from/to all
sub-systems). To study this, we have developed a hierarchi-
cal control simulator based on self-adaptive cellular automata
(CA). This paper presents our Holonic Cellular Automata
(HCA) simulator, and the preliminary results showing the oc-
currence of structure / diversity from micro-macro feedback
loops among self-adaptive CAs starting in the same states.
This provides a promising basis for further investigations into
the range of possibilities concerning structure creation, as a
key enabler for the emergence of complex systems.

1 Introduction
Living organisms, especially multicellular ones, cannot be
understood if studied as large collections of self-organising
quarks – e.g. Simon (1962), Reilly and Ingber (2018). Nor
have they emerged spontaneously (or evolved directly) from
disorganised quarks. Stable atoms had to first occur from
sub-atomic particles, then form stable unicellular organisms,
and only then could multi-cellular creatures occur.

Similarly, complex adaptive artificial systems, e.g. smart
cities and power grids, are difficult to design as monolithic
processes that self-assemble and evolve from huge collec-
tions of atomic resources (e.g. fine-grained algorithms). In-
termediary sub-systems must be designed to self-assemble
at smaller scales first; then provide building blocks for pro-
gressively more complex systems, offering wider functions–
e.g. Simon (1962), Powers (2008), op Akkerhuis (2010).

Morphogenetic Engineering, Doursat et al. (2012), em-
phasises the key role of structure and diversity in self-
organising complex systems – e.g. developing an anthill

rather than a sand dune; an animal rather than a cauliflower;
a human society rather than a school of fish; a smart home
rather than an agent system playing prisoner’s dilemma.

We aim to study how structured heterogeneous systems
can occur from uniform self-adaptive sub-systems; and how
this process can be engineered and controlled. We believe
that multi-level feedback control is key to such develop-
ments, by shaping various interactions among self-adaptive
sub-systems, both at the micro-level (directly between sub-
systems) and most importantly via macro-levels (via aggre-
gate information and control from/to all sub-systems).

We developed a hierarchical control simulator based on
cellular automata (CA) with adaptive rules. This was based
on our theoretical work, Diaconescu et al. (2016), on key
properties for engineering holonic systems (i.e. recursively
self-encapsulated hierarchies). The presented Holonic Cel-
lular Automata (HCA) simulator organises CA into several
levels (sec. 4), which interact via: i) aggregate state infor-
mation (bottom-up); and ii) adaptation control signals (top-
down). CA at different levels execute different rule sets, at
different paces. Each CA at a lower level Lm is mapped to
a single cell of a CA at a higher level Lm+1. The entire
state of a lower CA is aggregated (based on the percentage
of its live cells relative to a threshold) and used to set the
state of the corresponding cell in a higher CA (live or dead).
Conversely, the state of each cell in a higher CA controls
the rule adaptation of the corresponding lower CA. These
interactions are replicated between successive levels, up to
the topmost level which only executes static rules. CA exe-
cute in parallel, with aggregate states and adaptation control
travelling bottom-up and top-down through the HCA levels.

The simulator resembles hierarchical CA previously used
for modelling complex systems (sec. 3). The main dif-
ference is in transforming mere bottom-up data abstrac-
tions into complete feedback loops between levels, lead-
ing to multi-level control and self-adaptation. With respect
to the multi-level model categorisation in Uhrmacher et al.
(2005), the proposed HCA simulator relies on a discrete, de-
terministic and qualitative model; with heterogeneous be-
haviours, and upward and downward causation between lev-
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els. Preliminary results show how structure / diversity of
CA states can occur and develop based on such inter-level
feedbacks (micro-macro) among self-adaptive CA. Result-
ing structures depend on the CA rule sets and on several
configuration parameters – e.g. aggregate state thresholds
and relative execution speeds, at all levels.

The main contributions of this paper include1:

• highlight reusable engineering principles for developing
complex systems via multi-level adaptive control;

• propose a multi-level adaptive control simulator, based on
Holonic Cellular Automata (HCA);

• show encouraging preliminary results supporting both the
engineering principles’ viability and the simulator’s use-
fulness as an experimental platform for studying them.

This provides a promising basis for further investigations
into the processes leading to structure creation.

2 Holonic Structure Concepts
We use the term ‘structure’ in a twofold manner. Firstly,
single-level state structure refers to the differentiation of
states of sub-systems (within one level). In the HCA, this
occurs when different CA groups at the bottom level L0 go
through different states (within identical state spaces). Sec-
ondly, multi-level structure refers to the differentiation of in-
terrelations among sub-systems. In the HCA, these are con-
crete CA levels, with higher CA computing aggregates of
lower CA states (Fig. 1). Multi-levels can be implemented
either via actual sub-systems that represent different levels
(explicit levels), or as mere conceptual abstractions (implicit
levels). In the former case (explicit), higher systems (supra-
systems) aggregate data from, and send control signals to,
lower systems (sub-systems). E.g., in neural networks, ac-
tual neurons at higher levels (central) monitor and control
neurons at lower levels (somatic) – Holst and Mittelstaedt
(1950), Kramer et al. (1981), Diaconescu et al. (2018). In the
latter case (implicit), supra-systems are mere abstractions,
representing processes of data aggregation and adaptation
control from and to sub-systems. E.g. opinion formation in
social networks; or pheromone traces in ant colonies.

The main properties common to both kinds of multi-level
structures are (Diaconescu et al. (2016)): i) data aggregation
(bottom-up), with information loss; ii) specific processing of
data aggregates (optional); iii) feedback control (top-down),
reacting to aggregates; iv) different paces of cycles – aggre-
gation, process and control – at different levels. We refer to
such systems as ‘holonic’ – Simon (1962), Koestler (1967).

The HCA simulator features built-in multi-level structure
(explicit), where the number of levels, CAs per level and
level configurations can be varied. The aim is to study the

1Please see https://github.com/adadiaconescu/hca/wiki for
further documentation, simulation videos and experimental data.

Figure 1: HCA Multi-level Structure (example for 3 levels)

formation of micro-level state structures, depending on such
variations. Future work can also study the formation of up-
per levels and inter-level feedbacks, rather than fixing them.

3 Related Work
We focus on related work from two main research areas:
multi-scale control systems (theoretical) and hierarchical
cellular automata (modelling and simulation).

On the theoretical side, several research works mod-
elled complex systems (e.g. organisms) as hierarchies of
self-adaptive self-organising sub-systems, based on feed-
back controls – e.g. Simon (1962), Koestler (1967), Simon
(1996), McGregor and Fernando (2005), Powers (2008),
Flack (2017), Reilly and Ingber (2018). Information ab-
straction is a key feature of upward causation – e.g. in
McGregor and Fernando (2005) via redescriptions of lower
levels for higher levels; or in Flack (2017), via collective
coarse-graining. Downward causation Flack (2017) was
also identified as phenomena governing sub-system adap-
tations, based on collectively-computed macro-states.

Merging these two principles – upward abstraction and
downward causation – leads to multi-level control loops,
e.g. as promoted by Hierarchical Perceptual Control The-
ory (HPCT) Powers (2008) (for nervous systems): “each
perceptual signal at one level in the hierarchy is a function
of multiple perceptions at a lower level. Control of a percep-
tion at one level requires adjustment of reference signals sent
to lower systems, which control the perceptions on which the
state of the higher-level perception depends.” Our HCA sim-
ulator implements this, for studying how multi-level control
can produce state differentiation (structure).

On the modelling side, Hierarchical Cellular Automata
Dunn (2010) interconnect multi-level CA for simulating
complex phenomena as interrelated processes, at multiple
scales – e.g. Adamides et al. (1992) for large-scale chip
integration; Weimar (2001) for catalytic surface reactions;
Dunn (2010) for landscape ecology; Dascalu et al. (2011) for
eplidemiology; or Qin et al. (2018) for visual saliency. CA
at sub-levels are coupled to CA at supra-levels via abstrac-
tion functions, and in some cases supra-CA are also coupled
to sub-CA (e.g. Weimar (2001)). The key difference in our
case is that the HCA’s macro-micro couplings are control
signals for rule adaptations (downward causation).

Multi-level models have also been proposed based on the
multi-agent paradigm, to analyse existing complex systems
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– e.g. in systems biology, Montagna and Omicini (2017).
Our aim is to offer a generic simulator for studying multi-
level phenomena and help identify key design principles.

4 Holonic Cellular Automata (HCA)
4.1 Overview and Notation
A Holonic Cellular Automaton (HCA) consists of several
levels (Lk), each containg one or several CA (CAk,i). Table
1 summarises the main HCA concepts and notations.

CA at adjacent HCA levels exchange two kinds of infor-
mation (subsec. 4.2). Firstly, bottom-up communication
transmits aggregate states (Ok,i) of sub-CA to set the cell
states of supra-CA (CSk+1,j,i). Secondly, top-down com-
munication transmits the cell states of supra-CA as control
signals (or goals Gk,i = SCk+1,j,i) to sub-CA, which adapt
their active rules (Rk,i). Inter-level communication relies
on a predefined mapping – map(CAk,i;Ck+1,j,i) – between
each sub-CA (CAk,i) and a cell of a supra-CA (Ck+1,j,i).
Fig. 2 exemplifies a 3-level HCA – with bottom-up transfer
of state aggregates (O0,i from L0 to L1; and O1,1 from L1 to
L2); and top-down transfer of control goals (G1 from L2 to
L1; and G0 from L1 to L0). It also illustrates mappings be-
tween a CA cell at L2 and a CA at L1 (orange); and between
two cells at L1 and two CA at L0 (blue and yellow).

Figure 2: Exp1: Initialising 3-level HCA, SCA1,1 = Null

When started, an HCA is executed in cycles, each cycle
triggering the sequential activation of adjacent HCA levels.
When a level is activated, all CA at this level are executed in
parallel (within one simulation step). Each CA in an active
level: i) exchanges information with its mapped CA at the
supra- and sub-levels (as above); ii) sets its rules (Rk,i) de-
pending on its goals (cf. 4.2); and steps (executes its rules).
When all CAs have finished executing, the level is deacti-
vated and the next upper level is activated (cf. 4.2). Each
cycle starts by activating the bottom level (L0) and finishes
by activating the top level (LM ); after that, the cycle restarts.

In the presented experiments, all CA at the bottom level
start in the same state, then step in parallel; for experimental
repeatability reasons, they synchronise (wait for each other)
between steps. Still, the HCA supports starting CA at se-
quential steps (hence differentiating initial states) and run-
ning CAs asynchronously. All CA are non-toroidal (live

Notation Description
Lk Level k, with k = 1..M , M the number

of HCA levels
CAk,i Cellular Automata i at level Lk,

i = 1..Nk, Nk the no. of CA at Lk

size(CAk,i) Size of CAk,i in nr. of cells,
size(CAk,i) = Szk,i = Xk,i ×
Yk,i, Xk,i ≡ width, Yk,i ≡ height

Ck,i,s Cell s of CAk,i , s = 1..Szk,i
SCk,i,s State of Cell Ck,i,s , SCk,i,s ∈ {0, 1},

0 ≡ false/dead, 1 ≡ true/live
Ok,i Aggregate State of CAk,i

Thk Threshold for calculating Aggregate
States of all CAk,i at Lk

Gk,i Goal of CAk,i; Gk,i ∈ {0, 1}
Rk,i Active Rules of automaton CAk,i

map(Ck,i,s;
CAk−1,j)

Mapping between cell Ck,i,s and au-
tomaton CAk−1,j ; implies bottom-up
transfer of aggregate state and top-
down transfer of goal (subsec. 4.2)

SCAk,i Macro-State of CAk,i (set of states of
all its cells); SCAk,i = {SCk,i,s |
∀ s = 1..Szk,i }

StpMk Step Multiplier of level Lk– the num-
ber of activations of Lk after which
CAk,i actually execute Rk,i.

Table 1: Main HCA Concepts and Notations

boundaries). This helps to break symmetry at higher levels,
yet it can be a reasonable assumption (e.g. environmental
differentiation) and can be changed in future experiments.

4.2 Inter-level Mapping and Communication
Aggregate states are transferred between sub- and supra-
levels as shown in Eq. 1. The top level (LM ) is not con-
cerned by this transfer. To simplify, we only used one CA at
L1 and L2 in our experiments: each CA0 maps to one cell
at CA1; CA1 maps to the one cell of CA2.

SCk+1,i ← Ok,i , i = 1..Nk , map(Ck+1,i;CAk,i) (1)

A CA’s aggregate state is calculated based on the CA’s
number of live cells relative to a threshold (Eq. 2).

Ok,i =


1, if

Sk,i∑
s=1

SCk,i,s >= Thk

0, otherwise

(2)

Goals are sent from supra- to sub-levels as in Eq. 3. The
bottom level (L0) is not concerned by this transfer.

Gk,i ← SCk+1,i, map(Ck+1,i;CAk,i) (3)
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4.3 HCA Stepping Cycle

Several schemes are possible for activating HCA levels. Pre-
sented experiments were based on a sequential bottom-up
stepping cycle (Fig. 3, for a 3-level HCA) – going from the
bottom level through the middle level(s) up to the top level,
then restarting. Algorithm 1 defines the procedure that an
active level executes. When the experiment starts, all CA
are set to initial states and L0 is activated. We detail the
stepping sequence below, for 3 levels (extensible to M ).

When L0 is activated, it checks if its current step index
allows it to run (depending on its step multiplier StpM0). If
so, then CA0,i get their goals (G0,i) from L1 and adapt their
rules accordingly (cf. 4.4); execute the rules; and calculate
their state aggregates (O0,i, Eq. 2). L0 then activates L1

and deactivates itself. When activated, L1 checks if its step
index allows it to execute. If so, then CA1,j get their cell
states from the aggregates at L0 (Eq. 1); gets their goals
(G1,j) from the cell states of CA at L2 (Eq. 3); and adapt
their rules accordingly (cf. 4.4). They then execute their
rules and calculate aggregates (O1,1). L1 then activates L2

and deactivates itself. When L2 is activated, if its step index
allows it to execute, then CA2,i get their cells’ states from
the aggregates of CA at L1, and execute their static rules. L2

then activates L0 and deactivates itself. The cycle restarts.

Figure 3: Stepping Cycle between CA Levels

4.4 CA Rules

Different CA rules operate at different HCA levels. CA rules
calculate each cell’s next state based on its current state and
the state of its four neighbours (top, down, left, right). We
use two kinds of rules: adaptive (for bottom and middle lev-
els) and static (for the top level). Adaptive rules swap be-
tween two sets of actual CA rules: i) expansive (RExp) –
increasing the number of a CA’s live cells; and ii) regressive
(RReg) – decreasing the number of a CA’s live cells. A CA
controlled by adaptive rules activates RExp if its goal is 1
and activates RReg if its goal is 0 (Eq. 4).

Rk,i,active =

{
Rk,Exp if Gk,i == 1

Rk,Reg, if Gk,i == 0
(4)

Algorithm 1 CA Stepping at Level Lk

1: procedure LEVEL INIT PROCEDURE (LK )
2: stepIndexk ← 0
3: for CAki ∈ Lk do
4: SCAk,i ← init state . init. all CA states
5: while Lkactive == true do
6: for CAk,i ∈ Lk do
7: Execute CA Step Procedure for CAki

8: stepIndexk ← stepIndexk + 1
9: if k == M then . if at top, restart from L0

10: k = −1
11: Lk+1active == true . activate next level up
12: Lkactive == false . deactivate this level
13: procedure CA STEP PROCEDURE (CAk,i)
14: if stepIndexk 6= StpMk then
15: exit procedure
16: if isBottomLevel == false then . get aggregates
17: SCAk,i ← Aggregate States from sub-CA
18: if isTopLevel == false then . get goals
19: Goalk,i ← Goals from State of supra-CA
20: if Goalk,i == true then . adapt CA rules
21: Rulesactive ← Rexp

22: else
23: Rulesactive ← Rreg

24: execute Rulesactive
25: calculate Aggregate State of CA (for supra-CA)

Experiments were run on a 3-level HCA, with L0 using
adaptive rules R0,Exp and R0,Reg (Fig. 4); L1 using adap-
tive rules R1,Rxp and R1,Reg (Fig. 6); and L2 using static
rules R2,Inv. Fig. 5 illustrates the behaviour of R0,Exp and
R0,Reg , for a CA of size 21x21cells, starting from an ini-
tial state of 5 live cells (central cross shape), and from a
full board state, respectively. R2,Inv, at L2, simply inverses
the current state of each cell: if SC2,i,t == 1 (live) then
SC2,i,t+1 == 0 (dead); else C2,i,t+1 == 1 (live).

Figure 4: Bottom Level (L0) Rules: a) expand; b) regress

5 Experimental Results for a 3-Level HCA
5.1 Common Settings
We focus the presentation on the 3-level HCA used for ex-
periments (Fig. 2), even if the concepts, notations and algo-
rithms apply to HCA with any number of levels (M ).

The bottom level L0 consists of 32 CA – numbered from
CA0,1 to CA0,32 – each of size 21x21 cells, arranged in an
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Figure 5: Behaviour of Rules at L0: a) expand; b) regress

Figure 6: Middle level (L1) Rules: a) expand; b) regress

8x4 matrix (for ease of visual mapping to cells in CA1,1). To
help discuss the impact of goals from L1 on CA0,i’s states,
we categorise CA at L0 into three types (Fig. 7):

• CA0,Corners: CA0,i; with i = {1, 8, 25, 32};

• CA0,Border: CA0,i; i = [2..7]∧{9, 16, 17, 24}∧[26..31];

• CA0,Core: CA0,i; with i = [10..15] ∧ [18..23].

Figure 7: CA Types at the Bottom Level (CA0)

The middle level (L1) has a single CA (CA1,1) of size 32
cells (8width x 4height) – with each cell mapped to a CA at
L0: map(CA0,i;C1,1,i), i = 1..32. The top level (L2) has a
single CA (CA2,1) of size 1 cell – mapped to the CA at L1:
map(CA1,1;C2,1,1). The goals of L0 and L1 are initialised
G0 = G1 = 1 (meaning that R0,Exp and R1,Exp are active).
Goals are irrelevant for L2, which always uses R2,Inv.

The following parameters were selected (more or less) ar-
bitrarily for the presented simulations but can be varied for
further experiments (future work): the size and number of
CAs at L0, the expanding/regressive rules and initial states
at each level, non-toroidal CAs and boundary conditions.

5.2 General Behavioural Analysis
The above settings lead to four possible states at CA1,1 (Ta-
ble 2) – Null (all cells dead), Full (all cells alive), Core
(only cells with 4 neighbours are alive) and Cross (only
cells with 3 or 4 neighbours are alive). The state transi-
tion scheme depends on further configurations (i.e. Thk and
StpMk). State dynamics at the middle level (L1) are key to

CA1,1 State ID Null Full Core Cross

CA1,1 State
No. Live Cells 0 32 12 28
% Live Cells 0% 100% 37.5% 87.5%
G0,Corners 0 1 0 0
G0,Border 0 1 0 1
G0,Core 0 1 1 1

Table 2: States of the Middle Level (CA1,1)

the goal patterns (G0,i) set at L0, which drive state differ-
entiation at L0 (SCA0,i) and hence the occurrence and dy-
namics of macro-state structures. They also drive the goals
at L1 (G1,1), via aggregates O1,1 sent to L2.

The states of CA1,1 (at L1) set the goals of CA0,i (at
L0) (as in Table 2), and hence their active rules – R0,Exp or
R0,Reg . E.g., when SCA1,1=Null, CA0,i receive G0,i = 0
and set R0,Active = R0,Reg . Or, when SCA1,1 = Cross,
then CA0,Core and CA0,Border get G0 = 1 (activate
R0,Exp), while CA0,Corners get G0 = 0 (activate R0,Reg).

Hence, CA1,1’s Null and Full states (at L1) do not
cause any differentiation at CA0,i (at L0). Yet, importantly,
CA1,1’s Core and Cross states (at L1) lead to CA0,i’s state
differentiation (at L0) among its three groups – CA0,Core,
CA0,Border and CA0,Corners. Different patterns of Core
and Cross states at L1 lead to various macro-state struc-
tures and dynamics at L0. Each CA group at L0 can con-
verge to any of four state types: 1) dead: no live cells; 2)
alive stuck: live cells, but no change; 3) oscillating: cy-
cling through a state sequence; and 4) chaotic: following an
aleatory state sequence. So far, we observed diverse combi-
nations of the first three state types (subsec. 5.3 and 5.4).

Initial simulation steps are common to all experiments. In
brief, CA1,1 and CA2,1 start in Null state and CA0, i in
an initial state with 5 live cells (1.13% of 441 cells, below
Th0=10%, hence Ok,i=0). When R0,Exp produces enough
live cells in CA0,i (bottom) to cross Th0, then O0,i=1 are
sent to CA1,1 (middle), which passes to Full. Hence, ag-
gregate O1,1=1 is sent to CA2,1 (top), which also passes to
Full. Rules R2,Inv (top) inverse CA2,1’s state 1 (live) to 0
(dead), hence sending goal G1 = 0 back to CA1,1 (middle).
CA1,1 adapts its rules to R1,Reg , executes them, and passes
from Full to Core. Hence, it sends G0=1 to CA0,Core;
and G0=0 to CA0,Corners and CA0,Border (bottom). The
sequence from here depends on experimental settings.

The exact dynamics of the L0 macro-state structures de-
pends on: a) how fast (number of steps) RExp and RReg at
L0 and L1 take aggregate states above and below the thresh-
olds Th0 and Th1, respectively, from given states; b) the ac-
tual values of Th0 and Th1 relative to the CA board sizes;
and, c) the relative differences in execution times at L0, L1

and L2, based on StpM0, StpM1 and StpM2, respectively.
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Figure 8: State Transitions of Middle level (L1)

5.3 Macro-States with One Oscillation
Experiment Configuration. Aggregate state thresholds
were set to Th0 = 0.1 (at L0) and Th1 = 0.5 (at L1).
Hence, CA0,i at L0 must have more than 10% live cells to
send a ‘live’ aggregates to L1 (O0,i=1); and CA1,1 at L1

over 50% live cells to send O1,1=1 to L2. Step multipliers
were set to 1 for all levels (StpM0 = StpM1 = StpM2 =
1), meaning that CA at all levels executed at each cycle.

State Transitions at L1 and L2. Fig. 8 shows CA1,1’s
state transitions (at L1). In short, CA1,1 starts in Null (for 4
steps); then passes through Full (1 step) and Core (1 step).
From step 7, it oscillates between Cross and Core states
for the rest of the experiment. These transitions set the goal
patterns G0,i at L0: for CA0,Corners, G0 changes from 1
to 0 at step 8, then remains unchanged; for CA0,Border, G0

changes from 1 to 0 at step 8, then oscillates between 0 and
1; and for CA0,Core, G0 remains unchanged at 1. Based on
CA1,1’s ensuing aggregates (O1,1), G1 changes from 1 to 0
at step 7, then oscillates between 0 and 1.

Macro-State Structure at L0. The macro-state structures
‘emerging’ at L0 are summarised in Tables 3 and 4. The
HCA behaviour converges to: CA0,Core get stuck in a live
state; surrounded by CA0,Border that oscillate between two
states; and with the CA0,Corners in dead state.

Fig. 2 depicts the HCA in one of its ‘starting-up’ states,
where CA0,i (at L0) have not yet reached their first ‘live’
aggregates (O0,i=1); and hence the HCA’s inter-level feed-
backs (via goal changes and rule adaptations) have not yet
been triggered. Hence, all goals are set to 1, CA1,1 and
CA2,1 are in Null, and do not yet send goals to sub-levels.

In Table 3, Diversity Count shows how many diverse
states a CA creates in an experiment; Final Behaviour is the
attractor state or oscillatory pattern to which the CA con-
verges, after 1st Step of Final Behaviour. E.g., CAi,Corners

create 10 diverse states before dying off, at step 11.
Table 4 shows snapshots of the most important HCA

states, after the inter-level feedbacks were triggered:

• (a) CA0,i’s aggregates (bottom) cross Th0=10% for the
1st time, sending O0,i=1 to CA1,1 (middle). This leads to
SCA1,1=Full (middle), sending G0,i=1 to L0 (bottom),
and O1,1=1 (100% > Th1=50%) to L2 (top). This leads
to SCA2,1=Full (top), which is inversed via R2,Inv to

SCA2,1=Null (shown), hence sending G1=0 to CA1,1,
which activates R1,Reg;

• (b) CA1,1 (L1) runs R1,Reg and goes from Full to Core.
It sends to L0: G0,Core=1 and G0,Border=G0,Corners=0.
It also causes SCA2,1=Null (37.5% < Th1 = 50%),
which is inversed via R2,Inv to SCA2,1=Full (shown),
sending G1=1 to CA1,1, which activates R1,Exp;

• (c) CA1,1 runs R1,Exp and goes from Core to Cross.
It sends to L0: G0,Core=G0,Border=1 and G0,Corners=0.
It also causes SCA2,1=Full (87.5% > Th1 = 50%),
which is inversed via R2,Inv to SCA2,1=Null (shown),
hence sending G1=0 to CA1,1, which activates R1,Reg;

• (d) CA1,1 runs R1,Reg and goes to Core state; from here,
it oscillates between Cross (e) and Core (d);

• (e) CA1,1 runs R1,Exp and goes to Cross state; from
here, it oscillates between Core (d) Cross (e).

CA0

Group
Diversity
Count

Final
Behaviour

1st Step of
Final Bhvr.

Corners 10 Null 11
Borders 13 Oscil. (2 states) 12
Core 16 Stuck 16

Table 3: Exp1, Summary of HCA Convergence at L0

5.4 Macro-States with Two Oscillations
Experiment Configuration. Aggregated state thresholds
were set to Th0 = 0.1 (L0) and Th1 = 0.9 (L1). Hence,
CA0,i must have more than 10% live cells to produce a
‘live’ aggregate (O0,i=1); and CA1,1 over 90% live cells (for
O1,1=1). Step multipliers were set to StpM0 = StpM1 = 1
and StpM2 = 2. This means that CA at L0 and L1 execute
at every cycle, while CA at L2 only once every two cycles.

State Transitions at L1 and L2. Fig. 9 shows CA1,1’s
state transitions. In short (as in 5.3), CA1,1 starts in Null
(for 4 steps), then goes to Full (1 step) and Core (1 step).
However, starting with step 7, it cycles through states Null
(1step), Cross (5steps), Full (1step) and Core (1step).
These transitions set the dynamics of goals at L0: for
CA0,Corners, G0 changes from 1 to 0 at step 8, then os-
cillates between 0 (8 steps) and 1 (1 step); for CA0,Border,
G0 changes from 1 to 0 at step 8, then oscillates between
0 (2 steps) and 1 (6 steps); and for CA0,Core, G0 changes
from 1 to 0 at step 9, then oscillates between 0 (1 step) and 1
(7 steps). Based on CA1,1’s ensuing aggregates (O1,1), G1

changes from 1 to 0 at step 7, then oscillates between 0 (2
steps) and 1 (6 steps). This is because only Full state trig-
gers O1 = 1 (100% > Th1 = 90%) and hence G1 = 0, but
CA2,1 only executes every 2 steps (StpM2 = 2).
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a) 1st LS1 = Full State

b) 1st LS1 = Core State

c) 1st LS1 = Cross State

d) Final LS1 = Core State,
Oscillating with State in e)

e) Final LS1 = Cross State,
Oscillating with State in d)

Table 4: Exp1, HCA’s Macro-State Structures at L0

Figure 9: Exp2, State Transitions of Middle Level (L1)

CA0

Position
Divers.
Count

Final
Behaviour

1st Step of
Final Bhvr.

Corners 10 Null 11
Borders 8 Oscil-1 (8 states) 8
Core 43 Oscil-2 (12 states) 67

Table 5: Exp2, Summary of HCA Convergence at L0

a) 2 x Oscillations, LS1 = Cross State

b) 2 x Oscillations, LS1 = Core State

Table 6: Exp2, HCA’s Macro-State Structures at L0

Macro Structure at L0. The macro-state structures form-
ing at L0 are summarised in Tables 5 and 6. Interestingly, L0

converges to a behaviour where two CA0 groups – Core and
Border – oscillate through different state cycles. Namely
(Table 5): CA0,Core oscillate through 12 states, in cycles
of 93 steps; Border CA0,Border oscillate through 8 states,
in cycles of 8 steps; and CA0,Corners die off. Table 6
shows two snapshots exemplifying HCA’s final behaviour,
each time with CA0,Border and CA0,Core in different states.

5.5 Summary of Other Experiments
Table 7 summarises further selected experimental results.
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Configuration Group Convergence
Th0 Th1 StpM1 StpM2 Core Border Corner
0.1 0.5 1 2 .. 4 dead dead dead
0.1 0.5 2 3 stuck oscil dead
0.1 0.5 2 4 oscil dead dead
0.1 0.5 4 4 stuck oscil-1 oscil-1
0.1 0.9 1 3 oscil-1 oscil-2 dead
0.1 0.9 1 4 .. 5 stuck dead dead
0.1 0.9 1 6 dead dead dead
0.1 0.9 2 2 .. 4 stuck oscil dead
0.1 0.9 4 4 stuck oscil-1 oscil-1
0.1 0.9 2 .. 3 6 oscil-1 oscil-2 dead
0.1 0.9 4 6 stuck oscil-1 oscil-1

Table 7: Summary of Experiments, HCA Convergence at L0

6 Conclusions and Future Work
We presented a Holonic Cellular Automata (HCA) simulator
for multi-level adaptive control systems. The aim is to offer
a generic tool for studying the impact of inter-level feed-
backs on complex system behaviour, focusing on the forma-
tion of macro-state structures at the micro-level.

The main contributions of this paper include:

• highlighting engineering principles for developing artifi-
cial complex systems via multi-level control structures: i)
micro-macro state aggregation, with information loss; ii)
macro-level processing of state aggregates (optional); iii)
macro-micro adaptation control signals; and, iv) different
execution times for feedbacks at different levels.

• proposing a multi-level control system simulator, based on
Holonic Cellular Automata (HCA) – CA hierarchy featur-
ing the principles above. HCA helps study these princi-
ples, showing the impacts of key parameters (e.g. aggre-
gates calculation or execution times) on the formation of
macro-structures and behaviours (e.g. static or cyclic).

• showing encouraging preliminary results supporting both
the viability of the engineering principles and the useful-
ness of the simulator for further studying them.

On the long term, the purpose of our research is two-fold:
i) to thoroughly understand the essential principles behind
the apparent success of multi-level/holonic structures in nat-
ural systems (Simon (1996)) ; and, ii) to translate these prin-
ciples into reusable engineering artefacts to help us design,
develop and maintain complex artificial systems, such as ar-
tificial life and (socio-)cyber-physical systems.
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Abstract

A key question in developmental biology and regenerative
medicine concerns the physiological mechanisms by which
cells coordinate their behaviors toward the construction and
repair of complex anatomical structures. Gap junctional com-
munication among cells enables bioelectrical signaling within
a network that enables collections of cells to cooperate dur-
ing morphogenesis. During regeneration in amputated pla-
narian flatworms, cells capable of dividing must migrate to
areas where new tissue is needed. Moreover, these cells must
stop proliferating when the needed structures are completed.
We previously proposed a cell-cell communication mecha-
nism that enables structure discovery and regeneration by cell
networks. In this paper, we further develop the mechanism to
address two important simplifications of the previous model:
cell division was not limited to adult stem cells (as it is in
vivo), and adult stem cells did not migrate to injured areas to
initiate the regeneration process. Thus, here we limit cell di-
vision to a specific cell type (neoblasts) and propose a second
message type that guides neoblasts to locations where cell di-
vision is needed. Our results show that even after incorporat-
ing these two constraints, our cell-cell communication model
maintained its regeneration capabilities against a large tissue
removal.

Introduction
In animals that can regenerate their bodies in response to
damage, cell-cell communication plays an important role
in coordinating the large-scale regeneration process. Cel-
lular activity must be coordinated toward the production of
precisely the missing organs, in the right location, orien-
tation and size. Cells communicate across long distances
to identify areas where tissue is missing and to determine
what type of cells needs to be created to repair to the tar-
get morphology (Pezzulo and Levin, 2015). Understanding
the process of regeneration in organisms, such as planaria
(Sheiman and Kreshchenko, 2015), may shed light on di-
verse research areas, from regenerative medicine to aging
and birth defects (Birnbaum and Alvarado, 2008). Recently,
progress has been made using models of gene regulation and
physiological signaling to explain parts of the regeneration
processes (Umesono et al., 2013; Durant et al., 2016). While

it is important to identify the genes necessary for the pro-
cess, functional control of pattern for regenerative medicine
and synthetic bioengineering applications require discovery
of the algorithms that are sufficient for implementing com-
plex pattern repair.

A key question about the regeneration process in Planaria
is how adult stem-cells (neoblasts) detect missing parts in
the organism’s body and initiate regeneration (Lobo et al.,
2012). Part of the challenge lies in the fact that the process
of cell migration in Planaria is not completely understood.
Saló and Baguñà (1985) proposed that cell migration hap-
pens randomly through the organism due to cell prolifera-
tion. However, there is evidence that signals coming from
the wound guide neoblasts to the area of the injury (Reddien
and Alvarado, 2004). For instance, in a partially irradiated
worm regeneration does not start immediately following in-
jury. Instead, it takes around 4 weeks to create a blastema
(mass of cells) capable of differentiating into the missing
parts. This suggests that the wound keeps sending signals to
the neoblasts, and that the neoblasts can migrate over long
distances until they reach the area of the injury.

In this paper, we propose a signaling mechanism that in-
dicates damage to an organism’s morphology. These signals
guide neoblasts to areas where a high level of cell prolifera-
tion is necessary. Our mechanism is based upon a previous
model of cell-cell communication for dynamic morphology
discovery and morphological repair (Ferreira et al., 2016).
This work introduces two improvements to that model: we
restricted cell division to adult stem cells, and we added stem
cell migration.

All cells create and transmit morphological messages to
discover the shape of the worm – one of the first mechanis-
tic models of anatomical surveillance, a critical but poorly
understood aspect of plasticity under anatomical change
(Bryant et al., 2017). In our model, these messages back-
track until they reach where they started or there is no re-
ceiver cell. If a neoblast receives a backtracking message
to a location with no receiver, then it divides, placing a new
cell at that location. On the other hand, if a somatic cell
receives a backtracking morphological message, then it cre-
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ates a migration message, which is relayed until it reaches a
neoblast. Information in the migration message then guides
the neoblast to the target area. To test our modifications to
the model, we performed an anterior cut that removed half of
the simulated planarian’s body. The process of sending and
receiving messages corresponds to well-established mech-
anisms such as secretion and reception of chemical mor-
phogen pulses, or propagation of bioelectric states across
tissues (Levin and Martyniuk, 2018; Webb et al., 2005).

Background and Previous Work
We proposed a proof-of-concept model for structure regen-
eration based on cell-cell communication. In our model cells
send messages that travel through the organism, hence dy-
namically discovering its shape. Morphology information
exists in a distributed form across the set of existent mes-
sages in the organism at a given time. The genome does not
encode the entire morphology, instead it encodes the ma-
chinery of how to treat those messages. The claim that Pla-
naria contain some kind of distributed morphology informa-
tion which guides regeneration is grounded by the fact that
the target morphology (i.e., the shape to which the worm re-
generates) can be stably edited without any modification of
the genomic sequence. For example, treatment of planari-
ans with reagents that temporarily block cell-cell communi-
cation leads to a permanent modification of the target mor-
phology of the animal: pieces cut from such worms, without
further treatment, continue to regenerate as bipolar 2-headed
forms (Nogi and Levin, 2005; Oviedo et al., 2010; Durant
et al., 2017).

In our agent-based model for structure discovery and re-
pair, each cell is an agent that exchange messages with their
neighbors. These messages contain information about the
path they traveled through the structure. We denominate
these messages as morphology messages. Thus, during a
“discovery phase”, morphology messages travel through the
structure discovering the shape of the organism until they
start a “backtracking phase”. At this second phase, packets
return through the same path they moved during the “dis-
covery phase”. If during the “backtracking phase” a cell has
to send a message to a location where there is no receiver,
then the holder of the morphology message divides and the
daughter cell is correctly positioned to receive the message.

We showed that this cell-cell communication mechanism
can maintain the morphology of a simulated worm even
though some cells may randomly die due to, for example,
natural aging or irradiation (Ferreira et al., 2016). In a sec-
ond paper (Ferreira et al., 2017b), we proposed an “activa-
tion mechanism” to reduce the detrimental effects of noise
that might exist during cell-cell communication. In Ferreira
et al. (2017a) we introduced simulated neoblasts to our re-
generation mechanism. We hypothesized that neoblasts are
the only type of cells capable of creating new morpholog-
ical messages. The somatic cells in the organism (defined

there as “differentiated cells”) only relay those messages.
We showed that ratios as small as 10% of neoblasts were
sufficient to fully regenerate a worm from an anterior cut
that removed half of the worm’s body.

Several researchers in the artificial life community have
addressed the regeneration problem (also defined as shape
homeostasis). Most of these works use the same mechanism
for the development and regeneration processes. For exam-
ple, Hotz (2003) and Andersen et al. (2009) independently
evolved genetic-regulatory networks (GRNs) to develop or-
ganisms capable of self-repair. Epigenetic tracking (Fontana
and Wróbel, 2013) and cellular automata development mod-
els (Basanta et al., 2008; Gerlee et al., 2011) have also been
evolved and have shown regeneration capabilities.

Two models especially found results consistent with con-
clusions we derived from our model. Brodsky (2016) pro-
posed a physics-based model for development of epithe-
lial tissues. Due to the partial redundancy presented in his
model, the developed tissue is robust against damage and en-
vironmental variation. Partial redundancy has also been im-
portant to our model in order for the “activation mechanism”
to work against noisy configurations. Recently, Gerlee et al.
(2017) evolved network models of cell dynamics for a shape
development and maintenance. Each evolution contained
one permutation of the model in which three model char-
acteristics might exist: cell-cell communication, different
cell actions (i.e., apoptosis and cell migration) and division
polarity. The authors found solutions robust against muta-
tions and wounding. Finally, they concluded that a long-
range communication was the most important parameter in
the evolved solutions. This conclusion is also what we found
in our model, where the length of messages has a direct cor-
relation to the performance of the model in regenerating the
morphology against a large tissue removal.

Modeling Cell Migration and Proliferation
The previous version of our model rests on the assumption
that all cells on the simulated planarian are capable of divid-
ing. Thus, if a cell has to backtrack a message to a location
without a receiver, then the cell divides and the newly cre-
ated cell is rightly positioned to receive the message. How-
ever, this is not realistic since, in planarians, neoblasts are
the only cell type capable of dividing and differentiating
into any cell type (Scimone et al., 2014). In this work, we
improve the model to allow only the neoblasts to prolifer-
ate. Cells need space to divide, thus it is necessary to create
a guiding mechanism for neoblasts to migrate to the area
where it is possible for them to proliferate. We also propose
a new type of message that guides neoblasts to these areas
in order for the regeneration process to complete.

We made a slight modification on the definition of the pa-
rameter NeoblastRatio proposed in Ferreira et al. (2017a).
Previously, NeoblastRatio was the ratio of neoblasts uni-
formly distributed in the worm at the start of the simulation.
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Here, NeoblastRatio is also the ratio of neoblasts or so-
matic cells outcomes from division. More specifically, when
a neoblast divides, it checks the value of this parameter to
decide whether the daughter cell is another neoblast or a so-
matic cell. This way, the model tries to maintain the same
ratio of neoblasts during the entire simulation.

We hypothesize that cells incapable of dividing (somatic
cells) create a second type of message (defined here as mi-
gration messages) indicating to the neoblasts that there are
missing cells in a location and a neoblast needs to migrate
to that area. The following algorithms detail how the simu-
lation works. At each cycle, the simulation performs Algo-
rithm 1. First, all cells process messages received at the last
cycle (Algorithm 2). When the message being processed is
a morphology message, then the simulation performs Algo-
rithm 3, otherwise the simulation runs Algorithm 5. After all
cells processed all messages, cells create new morphology
messages and send them along with the processed messages
to their neighbors. When a neoblast is migrating, it performs
the migration process of Algorithm 6. The conflict resolu-
tion we propose for cells acting in the same cycle is based
upon the “id” of the cell (i.e., cell 1 acts before cell 2).

Algorithm 1 Process performed by the simulation for each
cycle.
newCycle()

1: cycle++
2: for all Cell i ∈ CellList do
3: processMessages(i, i.MessageList)
4: end for
5: for all Cell i ∈ CellList do
6: i.createNewMorphologyMessages()
7: i.sendAllMessages()
8: if i.cellType == Neoblast then
9: if isMigrating(i) then

10: neoblastMigration(i, i.migMsg)
11: end if
12: end if
13: end for

Algorithm 2 Method performed by cells to decide what to
do to each message.
processMessages(i, MessageList)

1: for all Message β ∈MessageList do
2: if βtype ==Morphology then
3: processMorphologyMessage(i, β)
4: else
5: processMigrationMessage(i, β)
6: end if
7: end for

Morphology messages start at Discovery mode. The next
destination of these messages depends on two model’s pa-

Algorithm 3 Method performed by cells when they receive
a morphology message.
processMorphologyMessage(i, β)

1: top⇐ βV .top
2: if βmode == Discovery then
3: dest⇐ selectMsgDestination(i, β)
4: i.sendMsg(β, dest)
5: else
6: if isAlive(i.Neighbors[reverse(topDirection)])

then
7: i.sendMsg(β, reverse(topDirection))
8: else
9: dest⇐ reverse(topDirection)

10: if i.cellType == Neoblast then
11: cellDivision(i, dest)
12: i.sendMsg(β, dest)
13: else
14: msgDest⇐ getRandomDirection()
15: migMsg ⇐MigrationMsg(β,msgDest)
16: i.sendMsg(migMsg,msgDest)
17: end if
18: end if
19: end if

rameters: MinSegments and NewSegmentProb. Algo-
rithm 4 shows the method performed by the simulation to se-
lect whether a message must start the Backtrack mode, must
continue on the same direction, or must change direction.
If the morphology message is at the Backtrack mode, the
cell checks whether there is a neighbor cell to receive this
message. When there is no receiver, a neoblast divides and
places its outcome from division in the specific location to
receive the message. On the other hand, a somatic cell cre-
ates a migration message and sends it to a random direction.

Migration messages contain all the information from the
morphology message that created originated them. Thus, a
neoblast using a specific message to migrate will move to the
location where the morphology message was created. When
a somatic cell or a neoblast which is already migrating, re-
ceive a migration message, the cell relays the message to
the same direction. The exception occurs when the mes-
sage reaches the organism’s boundaries. In this case, the
cell holding the message sends it to another direction.

When a neoblast receives a migration message, it starts
the migration procedure. Algorithm 6 details this process.
First the neoblast signals the cell located in the position
where the neoblast should move to. This signal informs the
cell that its location will change and therefore, the cell needs
to update any held messages. Then, the neoblast and the cell
change locations and update their neighbors. Finally, Al-
gorithm 7 details the process of updating any held message
before the cell changes its location.
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Algorithm 4 Selects the next destination of a message in the
Discovery mode according to some model’s parameters.
selectMsgDestination(i, β)

1: top⇐ βV .top
2: if β.Segments ≥MinSegments then
3: βmode ⇐ Backtracking
4: else
5: if random() < NewSegmentProb then
6: βV .push(getNewDirection(topDirection))
7: else
8: if i.Neighbors[topDirection] 6= nil then
9: top.length++

10: else
11: βV .push(getNewDirection(topDirection))
12: end if
13: end if
14: end if

Algorithm 5 Method performed by cells when they receive
a migration message.
processMigrationMessage(i, β)

1: top⇐ βV .top
2: if !isAlive(i.Neighbors[topDirection]) then
3: dest⇐ getRandomDirection()
4: i.sendMsg(β, dest)
5: else
6: if i.cellType == Somatic then
7: i.sendMsg(β, topDirection)
8: else
9: if isMigrating(i) then

10: i.sendMsg(β, topDirection)
11: else
12: i.startMigration(β)
13: end if
14: end if
15: end if

Experiments
The purpose of this model is to test whether the worm can re-
cover from an injury that removed half of its tissue. In these
experiments, all cells could create new messages, but only
neoblasts had the ability to proliferate. In addition, somatic
cells could create migration messages to guide neoblasts to
the area of the injury.

In these experiments, we fixed some model’s parame-
ters and varied others. We fixed the shape of the organism
as a 2D planarian-like structure containing 525 cells. Fig-
ure 4a shows the cell network we used in our experiments.
We removed 262 cells on the anterior part of the worm at
CutCycle = 50. Messages starting at the topmost cells,
need 21 cycles (in the best case), to reach the edges of the
injury. Thus, 50 cycles are sufficient for messages to dis-

Algorithm 6 Method performed by neoblasts when they are
migrating.
neoblastMigration(i, β)

1: top⇐ βV .top
2: dest⇐ topDirection

3: migrationSignal(i.Neighbors[dest], dest)
4: changeLocation(i, i.Neighbors[dest])

Algorithm 7 Method performed by a cell when it receives a
signal from a neoblast informing that the neoblast will move
to the cell location.
migrationSignal(neighbor, dest)

1: for all Message β ∈ neighbor.MessageList do
2: top⇐ βV .top
3: if βmode ⇐ Backtracking then
4: if topDirection == dest then
5: top.length−−
6: else
7: βV .push(dest)
8: end if
9: else

10: if topDirection == reverse(dest) then
11: top.length++
12: else
13: βV .push(reverse(dest))
14: end if
15: end if
16: end for

cover the entire shape. We then ran the simulation for 100
more cycles (EndCycle = 150) and verified the similarity
of the regenerated worm to the original worm. Equation 1
shows the similarity metric Sim.

Sim =
AliveCells−MissingCells

TotalCells
(1)

where TotalCells is the number of cells in the original
worm, AliveCells is the number of alive cells in loca-
tions where there was a cell in the original worm and
MissingCells is the number of locations where there was a
cell in the original worm but the model did not regrow a cell.
Therefore, Sim = 1 constitutes a complete regeneration.

We varied the number of messages all cells create at
each cycle PacketFreq ∈ {15, 18, 21, 24, 27}. We pre-
viously showed that a higher value of this parameter in-
creased the information spatially distributed in the organ-
ism, hence increasing the performance of the model. The
same behavior was expected here, due to the fact that
more messages are necessary to travel through the organ-
ism for migration messages to reach neoblasts. We var-
ied the number of segments before backtracking a mes-
sage MinSegments ∈ {4, 5, 6, 7}. We expected a posi-
tive correlation with Sim since a higher value of this pa-
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rameter also represents more morphological information ex-
isting in the organism. We varied the probability of cre-
ating a new segment (i.e., change the direction of a mes-
sage) NewSegmentProb ∈ {0.05, 0.1, 0.15, 0.2}. We
showed that in experiments with large tissue removal, it
was preferable to have longer messages (i.e., lower val-
ues of NewSegmentProb) because messages that started
at the farthest cells needed to reach the edge of the in-
jury. Finally, we varied the proportion of neoblast outcomes
NeoblastRatio ∈ {0.1, 0.15, 0.2, 0.25, 0.3}. We expected
that a higher value of this parameter would improve the per-
formance of the model due to more neoblasts existing in ar-
eas close to the injury, hence having to migrate for shorter
distances. For each point in this parameter space, we ran 20
distinct simulations, totaling 8000 runs.

Results
Our results showed that the inclusion of migration messages
was sufficient to maintain the ability of regenerating a simu-
lated worm from a cut that removed half of the worm’s body.
In 1565 out of 8000 simulation runs (19.56% of the param-
eter space), the model regenerated the entire shape of the
worm. The average value of Sim in our runs was 0.944 and
standard deviation equals to 0.078. Therefore, most simula-
tion runs that did not fully regenerate the worm had a good
performance, regrowing almost all cells.

Increasing the value of NeoblastRatio increases the
chance of fully regenerating the worm (Sim = 0.890
for NeoblastRatio = 0.1 and Sim = 0.979 for
NeoblastRatio = 0.3). This happens because a higher
value of NeoblastRatio implicates more neoblasts close to
the area of the injury. Thus, it is easier for migration mes-
sages to reach neoblasts, and neoblasts have to migrate for
shorter distances.

We were interested in the interactions between the other
parameters of the model and the NeoblastRatio. Figure
1 shows the interaction of PacketFreq and Sim. In gen-
eral, increasing the number of messages created at each cy-
cle increases the capabilities of regenerating the worm. This
happens because more messages existing in the worm at a
specific time lead to more morphological information dis-
tributed across the cells. Therefore, there is a higher proba-
bility of existing messages that regenerates cells in all miss-
ing positions.

However, there are specific cases in which parame-
ter assignments with a higher value of PacketFreq per-
form worse than the same parameter assignments with a
lower value of PacketFreq. For example, looking at the
box-plots of the assignments NeoblastRatio = 0.1 and
PacketFreq = 21 and PacketFreq = 24 in Figure 1, one
can see that there are at least two runs in the first assignment
that have a value of Sim smaller than any other value on the
second. The reason for these results is that as neoblasts start
the migration process after they receive the first migration

message, there are no guarantees that this packet is one that
contains a lot of morphological information. Thus, there is a
chance that the migration message that would regrow a spe-
cific area of the morphology never reaches a neoblast, hence
this area is not regenerated.
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Figure 1: A Tukey Box plot of PacketFreq on Sim for all
values of NeoblastRatio. For each value of PacketFreq,
it shows the median, quartiles, range and data outliers of
each NeoblastRatio.

We can see that a higher value of MinSegments in-
creases the value of Sim (Figure 2). This can be explained
by the fact that MinSegments grows the existent morpho-
logical information at a specific time. Therefore, there is
a higher probability of morphological messages to exist in
alive cells. But again, rare outliers can happen with higher
values of MinSegments when the “best messages” travel
through the worm but do not reach neoblasts. Consequently,
the worm remains incomplete.

Longer messages (i.e., small value of
NewSegmentProb) are better for the regeneration process.
Figure 3 shows that a small value of NewSegmentProb
reduces the detrimental effects of a small ratio of neoblasts.
Longer messages are important for two reasons: first, they
remain in the structure for a longer period, discovering
more of the morphology; second, longer messages are more
likely to exist in alive cells after the injury.

Figure 4 depicts temporal changes of a worm configura-
tion. At cycle = 50, an anterior cut is made and the first
cells (neighbors of neoblasts) start to regrow. The regener-
ation process continues, with more neoblasts migrating to
the area of the injury. At cycle = 100, the entire worm is
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Figure 2: A Tukey Box plot of MinSegments on Sim
for all values of NeoblastRatio. For each value of
MinSegments, it shows the median, quartiles, range and
data outliers of each NeoblastRatio.

regenerated.

Discussion
There are two types of regeneration processes in vivo: epi-
morphosis and morphallaxis. In epimorphosis, the undam-
aged tissue remains intact after injury, and a blastema forms
in the area of the injury. Afterwards, the missing tissues
are generated. An example of epimorphic regeneration is
the regrowth of limbs, tails and jaws in newts (Morrison
et al., 2006). In morphallaxis, on the other hand, there is
no blastema formation. Instead the remaining tissue is re-
modeled to create a smaller version of the entire organism
(Agata et al., 2007). Planaria regeneration is a mixture of
these two processes. There is blastema formation, but when
a large tissue is removed the remaining tissue produces miss-
ing structures (Morgan, 1898; Saló et al., 2009). Our model
only simulates an epimorphic process. A next step is to ac-
count for morphallaxis as well.

Neoblasts are recognizable because they can divide and
also because they have a distinct morphology and transcrip-
tional signature. However, recent findings show that the
population of neoblasts within a planarian are heterogeneous
(reviewed in Zhu and Pearson (2016)). One of the most im-
portant discoveries regarding neoblasts in individual level
was made by Wagner et al. (2011). The authors applied vary-
ing doses of radiation to planarians and found that at a spe-
cific radiation dose (1750 rad), some neoblasts did not die.
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Figure 3: A Tukey Box plot of NewSegmentProb on
Sim for all values of NeoblastRatio. For each value of
NewSegmentProb, it shows the median, quartiles, range
and data outliers of each NeoblastRatio.

Moreover, within a week, the surviving neoblasts formed
cell colonies. These survivors were denominated “clono-
genic neoblasts” (cNeoblasts). Later, the authors demon-
strated that transplanting of a single cNeoblast is sufficient
to restore the regeneration capabilities of a planaria without
neoblasts.

Our cell-cell communication model uses global param-
eters that cause all cells to behave identically. However,
previous results of our model showed that it was not neces-
sary that all cells constantly create morphological messages
(Ferreira et al., 2017a). We want to consider configurations
where cells are individually parametrized (e.g., each cell has
a different gene expression). Thus, each cell might behave
differently, with, for example, some neoblasts having differ-
ent migration or division rates than others.

Although we cannot yet map our model’s migration mes-
sages to a unique biological process, there is evidence that
a similar phenomenon occurs in vivo. Cells can transmit
small molecules (e.g., calcium ions) through gap junctions.
This signaling process creates a network of cells electrically
connected which transmit information among these cells
(McLaughlin and Levin, 2018). There is evidence that this
electric field can guide cells to wound areas in the epithe-
lial tissue, and when bioelectrical communication competes
with chemical signaling, cells tend to follow the directions
of the electric fields (Zhao, 2009).

We previously presented an “activation mechanism” to re-
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(a) Cycle = 0 (b) Cycle = 50 (c) Cycle = 60 (d) Cycle = 70 (e) Cycle = 80 (f) Cycle = 90 (g) Cycle = 100

Figure 4: A dorsal view of the simulated worm structure. Blue spheres are somatic cells and red spheres are neoblasts. (a)
shows a configuration of the worm at the beginning of the simulation. At Cycle = 50 an anterior cut was performed. At
Cycle = 100 the worm was fully regenerated.

duce the detrimental effects of noise on our cell-cell commu-
nication model (Ferreira et al., 2017b). Our assumption of
perfect communication in this work is unrealistic: we expect
real-world communication to involve noise, signal degrada-
tion, etc. Thus, we want to add the activation mechanism to
the current version of the model and investigate whether its
regeneration capabilities remain.

Planaria are examples of organisms very robust against
mutations: despite hundreds of millions of years of somatic
mutations (accumulating genomic disorder, due to planari-
ans’ asexual mode of reproduction through fission), they ex-
hibit regeneration of their specific morphology with 100%
fidelity (Neuhof et al., 2016). It has been hypothesized that
they are not even individuals, but a form of organism that
did not reach multicellularity yet. Instead, each planaria is a
collective of individuals (neoblasts) that cooperate to main-
tain a specific shape (Fields and Levin, 2018). Thus, a model
that explains the regeneration process in planaria also has to
be robust against mutations that might happen in each cell.
Therefore, testing our model in configurations where cells
mutate is also an idea that needs further investigation.

Conclusion
The cell-cell communication mechanism we previously pro-
posed was an attempt to find an algorithmic explanation of
how bioelectric signals coordinate cell proliferation to re-
store the organism’s anatomy. In this paper, we expanded
the capabilities of the model in two ways. We restricted cell
division to adult stem cells (neoblasts) and we added stem
cell migration as a possible cell behavior. As part of these
additions, we created a new message type that might cor-
respond to in vivo phenomena. When somatic cells detect
an injury, they create migration messages that travel through
the organism until they reach a neoblast. These messages
guide neoblasts to injury locations where the neoblasts pro-
liferate. We tested these modifications with different ratios

of neoblasts in experiments in which half of the planarian’s
body was removed. We verified that the model was capa-
ble of fully regenerating the planarian-like morphology even
with a ratio of 10% of neoblasts.
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Abstract 
Self-organization is a fundamental principle of the development 
and function of living systems.  Decentralized self-assembly 
of neurons that act as autonomous agents leads to complicated 
neural networks in the brain without the need of a blueprint, i.e. 
without endpoint information.  Key principles of the self-
assembly of neural networks are (1) algorithmic growth based 
on limited input information, (2) reliance on iterations of 
simple rules that often utilize stochastic dynamic processes, and 
(3) non-deterministic variability, yet functional robustness of 
the resulting network.  Approaches to morphogenetic 
engineering of functionally robust computational networks 
through self-assembly may benefit from an understanding of 
such principles from biological systems.  The extraction of 
such principles is dependent on our ability to observe the self-
assembly of neural networks at sufficient spatiotemporal 
resolution in order to aid data-driven computational modeling.  
Here, I present quantitative 4D microscopic video data and 
computational modeling of the self-assembly process of a 
neural network with more than a million synaptic connections 
in the fly visual system.  Based on long-term imaging we have 
previously extracted a set of self-assembly rules and engineered 
a deterministic computational model that recapitulates the 
network's self-organization at the cellular (autonomous agents) 
level.  In a second step, we have now measured and modelled 
the underlying stochastic dynamics at subcellular levels.  Our 
analyses indicate that stochastic dynamics of neuronal 
extensions are a prerequisite for flexible and robust self-
assembly through algorithmic growth based on simple rules. 

Neuroscience and Artifical Life Research 
Artificial life research concerned with self-assembly of 
complex structures has in recent years progressed largely 
independently from neuroscience research concerned with the 
self-assembly of brain connectivity.  Yet, self-assembly of 
complicated, functional neural networks represents a largely 
unmet challenge in artificial life research. 
 The self-assembly of the brain creates a remarkably robust 
product: a vast nerve cell network that ensures reproducible 
animal behavior. Yet the outcome of brain development is not 
completely precise: e.g. the brains of monozygotic twins are 
not identical (Hiesinger and Hassan, 2018). Furthermore, 
nerve cells, which play the role of autonomous assembly 
agents, show a remarkable ability to compensate for 
perturbation during self-assembly.  Neuroscience is only 
beginning to uncover how the brain grows to be flexible but 
precise, reproducible but individual and variable but robust. 

 New approaches in neuroscience may help to bridge the 
gap with approaches in artificial life research.  First, new 
advanced imaging technologies have enabled us to non-
invasively and quantitatively observe and record both variable 
and robust parameters of the self-assembly process live.  
Second, based on these data, the development of deterministic 
and stochastic modeling approaches is paramount.  Progress 
on both fronts in our study of the self-assembly of the visual 
information processing centers in the fly brain have reached a 
stage, where I regard cross-talk between the fields and direct 
comparisons of modeling approaches in developmental 
neuroscience and artificial life research highly desirable. 

Self-Assembly of Brain Connectivity Live 
We have developed non-invasive multiphoton live imaging of 
visual circuit assembly during normal brain development in a 
small model organism with a complex brain (Langen et al., 
2015; Özel et al., 2015; Jin et al., 2018).  The optic lobe in 
the fruit fly (Fig. 1A-B), contains ~50.000 neurons with 
complicated morphogenesis, including long-range 'wiring' 
through axons and dendrites and several million synapses. 
 

 
Fig. 1: The Drosophila optic lobe as a model for a self-assembling 
neural network.  A: anatomical structure (green: photoreceptors, red: 
synaptic regions; blue: cell bodies).  B: Selected nerve cells.   
 
 Our 4D 'video footage' includes the entire morphogenesis 
and self-assembly process at subcellular resolution, from axon 
pathfinding to the dynamic assembly of synaptic contacts.  In 
particular, we have focused on the connectivity of 
photoreceptor neurons with their target cells.  These include 
the highly precise 'synaptic ensembles' of pre- and 
postsynaptic neurons mapping individual points in space in 
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the brain according to the principle of neural superposition 
(R1-6 in Fig. 1B).  Neural superposition is a wiring 
phenomenon that was central to the Tübingen school of 
cybernetics throughout the 60s-80s. (Kolodkin and Hiesinger, 
2017; Langen et al., 2015).  A second type of photoreceptor 
neurons carry color information and are wired in a separate 
region of the optic lobe (R7 and R8 in Fig. 1B).  Quantitative 
data from the 4D analysis of the morphogenesis of the wiring 
diagram have guided (and placed important constraints) on 
subsequent computational modeling.  In the case of neural 
superposition, we have previously presented a determinstic 
computational model based on three simple pattern formation 
rules in collaboration with the Altschuler-Wu lab at UCSF 
(Langen et al., 2015).  This model predicts that a simple 
patterning process predetermines connectivity through 
spatiotemporal vicinity of presumptive synaptic partners at the 
time of synapse formation.  This analysis has highlighted the 
algorithmic nature of information underlying the self-
assembly process: rather than information specifying actual 
connectivity, algorithmic growth creates 'sorting' states of the 
system that serve as input to subsequent steps of the 
algorithm.  Similar to concepts presented for cellular 
automata, surprisingly little information is required for 
algorithmic growth to create deterministic patterns that could 
not be predicted from reading the 'code' that generated them. 

From Stochastic Dynamics to Robust Brain 
Wiring: Simple Rules of Self-Assembly 

Both cellular automata and our model of neural superposition 
wiring discussed above are based on deterministic algorithmic 
growth.  However, the underlying behavior of neurons that 
act as autonomous agents exhibits stochastic dynamics at both 
molecular and subcellular levels.  For example, 
photoreceptor neuron growth cones exhibit distinct phases of 
stochastic filopodial exploration during the axonal sorting 
process (Özel et al., 2015). 
 Intrinsically stochastic developmental processes can lead to 
both variability or precision in the outcome.  Synapse-
specific brain wiring is achievable through molecular 
functions that do not only tolerate, but actively utilize 
stochastic dynamics (Hassan and Hiesinger, 2015).  
However, it has remained unclear how stochastic filopodial 
dynamics transition to a robustly precise number of synapses.
 Neural circuit assembly requires axonal and dendritic 
growth followed by synapse formation between specific 
partners. After pathfinding, axonal growth cones transition to 
become terminal structures with presynaptic active zones. 
Stochastically extending and retracting filopodial extensions 
occur during both pathfinding and synapse formation (Özel et 
al., 2015) and are thought to facilitate interactions between 
pre- and post-synaptic partners (Kolodkin and Hiesinger, 
2017).  While filopodia may initiate synaptic contacts, 
synapses in turn may stabilize filopodia and direct axonal and 
dendritic growth according to the synaptotropic model.  
However, R7 growth cones (Fig. 1B) exhibit filopodial 
retractions after nascent synapse formation.  Based on our 
quantitative live imaging data of R7 filopodial dynamics and 
synapse formation, we built a computational model based on a 
simple algorithm (Fig. 2): 

Rule 1: stochastic filopodia initiation leads to probabilistic 
and reversible filopodial contact formation. 
Rule 2: filopodial contacts probabilistically promote synapse 
formation and inhibit further filopodial initiation. 
 In this model synapse formation is driven by stochastic 
filopodial exploration and feedback-controlled by the 
shutdown of filopodial dynamics once a limited number of 
synapses has formed.  This model may provide a general 
principle for robust synapse formation based on stochastically 
dynamic growth processes. 

  
Fig. 2: A model for feedback-controlled formation of a limited 
number of synapses through stochastic filopodial dynamics 
 
 Our live analyses and modelling show how stochastic 
dynamics of neuronal extensions can become a prerequisite 
for flexible and robust self-assembly through algorithmic 
growth based on simple rules. 
 
 Based on these findings, I would like to discuss the 
following contributions as considerations for current 
algorithmic approaches in morphogenetic engineering:  
 
1. Specific rules sets that contain sufficient information and 
utilize stochastic dynamics 

2. Algorithmic constraints derived from evolutionary 
principles during development based on stochastic processes 
as a basis for robust selection 

3. Constraints for possible outcomes: Variability, 
individuality and robustness 
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Abstract

Many organisms such as planaria, axolotls and deer exhibit
prodigious regenerative abilities, being capable of regenerat-
ing complex organs or entire body plans. An understanding
of how these organisms store and modify their morphological
patterning information is necessary to identify modes of con-
trol and intervention. Insight into this process is key to the
development of novel biomedical applications. In this work,
we present the CANN(k) model: an abstract computational
model of pattern regeneration which couples an artificial neu-
ral network (ANN) with a k-color cellular automaton (CA).
The ANN provides a global information processing system
which generates state-dependent update rules for the CA. The
CANN(k) models are constructed to generate target patterns
which are stable under perturbations of the pattern. We gen-
erate ensembles of CANN(4) models for each of the 4-color
patterns, assess their sensitivity to changes of the ANN struc-
ture. This provides a novel model for understanding the im-
portant biological phenomenon of neural control of cellular
morphogenesis in development or regeneration.

Introduction

Many animals are capable of regenerating complex struc-

tures after amputation (Birnbaum and Sánchez Alvarado,

2008). For example, planaria can regenerate their entire

body from a fragment as small as 1/279 of the original an-

imal (Handberg-Thorsager et al., 2008). Control of cellular

activity toward the creation and repair of complex anatom-

ical patterns is a central aspect of evolutionary biology as

well as birth defects, traumatic injury and cancer. The abil-

ity to intervene upon and effectively control these processes

is key to developing novel biomedical applications (Baddour

et al., 2012; Levin, 2011). Modes of control over the process

of large-scale, complex homeostasis are still lacking, despite

significant development in our understanding of the molec-

ular mechanisms necessary for these processes (Stocum and

Cameron, 2011). Specifically, while it is known that the ner-

vous system can guide complex morphogenesis (Herrera-

Rincon et al., 2017), the control dynamics of this process

are very poorly understood. An important open question is

whether regenerative processes require large-scale informa-

tion about the current state of the organism, or if information

local to each cell or tissue is sufficient. The answer to this

question will suggest the ideal level and method of interven-

tion necessary to control regenerative processes.

This work presents an abstract model of pattern regener-

ation that combines both global information processing and

local update rules to generate stable target patterns.

Methods and Results

The model of pattern regeneration considered here, referred

to as a CANN(k) model, is composed of two parts: a k-color

cellular automaton (CA), and a feed-forward artificial neu-

ral network (ANN). The k-color CA is a one-dimensional

array of cells, each of which can be in one of k states (or col-

ors). The state of each cell is updated according to a nearest-

neighbor rule with the same rule applied to each cell concur-

rently. Traditionally, a fixed rule is applied at each time step,

and the process is iterated to generate a trajectory of states

that terminates in an attractor cycle, a sequence of states that

repeats indefinitely. The distinguishing characteristic of a

CANN(k) model is that the rule used at each time step is not

fixed. Instead, the state of the CA is provided as input to

the CANN(k)’s ANN which outputs the CA update rule to

use at the current time step. Another important choice for

these lattice-type models is the boundary conditions for the

ends of the CA lattice. Here we employ a fixed, open bound-

ary condition where each boundary cell uses an unchanging

“white” cell for its missing neighbor’s state. See Figure 1a

for a schematic representation of a CANN(k) model.

The objective is to better understand how morphological

patterns can be faithfully regenerated when the pattern is

perturbed. We say that the pattern, or particular sequence of

colored CA states, regenerates if it is recovered as a fixed-

point attractor under the model’s dynamics. If the pattern is

perturbed, will the system ultimately return to and retain the

desired pattern? In particular, given a desired target pattern

and a set of perturbations, we wish to construct and analyze

a CANN(k) model with the following three properties:

1. The target pattern is a fixed-point attractor of the dynamic.

2. Every admissible perturbation of the target pattern ulti-

mately converges to that target pattern.
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3. No cell that is colored becomes white in the next time step

along any of the perturbed trajectories.

We employed a simulated annealing (SA) algorithm (Kirk-

patrick et al., 1983) to construct CANN(k) models which

satisfy all three criteria. The decision to employ SA for

training was based primarily on the constraint-based spec-

ification of the problem. A deterministic algorithm, such

as back-propagation, is ill-suited here as we are primarily

interested in the final pattern generated rather than the par-

ticular sequence of states in the time series, and we do no

have a well-defined training set. One advantage of the SA

approach is each model is endowed with an energy which

quantifies how well it solves the problem at hand. This pro-

vides a way of quantifying the difference in effectiveness

between two models. This energy is, in our case, defined in

terms of three factors which mirror the constraints above:

1. δ is the fraction of cells of the target pattern that are not

fixed by the CANN(k) update rule.

2. κ is the fraction of observed states that do not transition

into the target state after some number of time steps.

3. τ is the fraction of observed states which introduce new

white cells.

We then define the energy as

E = αδ + βκ+ γτ (1)

with 0 ≤ α, β, γ ≤ 1 and δ + κ + γ = 1. For this work,

we chose α = β = 4/9, and γ = 1/9, though these can

be adjusted freely. There is no strict guarantee that the SA

algorithm will find a solution; however, the energy in eq. (1)

ensures that the degenerate global minimum satisfies our de-

sired heuristic properties.

We generated ensembles of 100 CANN(4) models for

each of the 729 possible 6 cell, 4-color ( , , and )

target patterns with no white cells. We limited the set of pat-

tern perturbations which must converge to the target pattern

to amputations of the desired pattern. An amputation is the

removal of a contiguous region from either end of the target

pattern, i.e. setting cells on either end of the array to white.

This limited type of perturbation roughly models a common

type of intervention biologists perform, and from which re-

generative organisms should recover. An example of an am-

putation and regeneration process is depicted in Figure 1b.

We then assessed the sensitivity of the resulting CANN(4)

models to small perturbations of the underlying ANN. This is

defined as the average change in energy of the model when

either one weight or one threshold of the ANN is modified,

and is distinct from the types of perturbations applied to the

CA state discussed above. We find that 6-cell CANN(4)

models exhibit an average sensitivity of 0.020± 0.009. This

suggests that the target pattern remains a fixed-point under

small perturbations of the ANN, but that the system looses

the ability to properly regenerate from all amputations.

Subsequent work will include improving the training al-

(a) A CANN Model (b) Trajectory

Figure 1: (a) A 3-cell CANN(k) model consists of a cellular au-
tomaton (CA) and a feed-forward, artificial neural network. (i.) At
each time step, the state of the CA is provided as input into the
ANN. (ii.) The ANN processes that input and generates k3 outputs
with values {0, . . . , k − 1}. (iii.) The outputs are assembled into
a CA rule and (iv.) used to update the state of the CA. (b) An Ex-
ample 6-cell CANN(4) Trajectory. The top-most row represents
an extreme amputation (setting colored cells to white) of the target
pattern (bottom row). Each row from top to bottom represents suc-
cessive updates of the state according to the underlying CANN(4)
model. The final row is the fully regenerated, stable target pattern.

gorithms, either by choosing an alternative approach or

modifying the constraint-based energy function, assessing

the scalability of this approach, and performing a detailed

sensitivity analyses of generalized models.
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Abstract

Behavioral search drivers allow more information about the
behavior of individuals in an environment to be used during
selection. In this paper, we examine several selection meth-
ods based on de-aggregating the motion of soft robots into
behavior vectors used to drive search. We adapt three behav-
ioral search drivers to this task: ε-lexicase selection, discov-
ery of objectives by clustering, and novelty search. These
methods are compared to age-fitness pareto optimization and
random search. We analyze how these search drivers affect
the diversity and quality of soft robots that are tasked with
moving as far of a distance as possible. Perhaps the most
surprising finding is that random search with elitism is com-
petitive with previously published methods. Overall, we find
that elitism plays an important role in the ability to find high
fitness solutions, and that lexicase selection and discovery of
objectives by clustering with elitism tend to produce the most
fit solutions.

Introduction
Living organisms interact with their environments in myr-
iad ways that affect their chances of selection and survival.
Factors that influence their outcomes vary with space, time,
and as a function of their own behavior and morphology.
Despite this complexity, it is very common in evolutionary
computation (EC) to assign scalar fitness values to individ-
uals to determine their selection/survival probabilities. Such
a simplification is welcomed, of course, if it is an adequate
surrogate for producing the types of results and/or solutions
a researcher is concerned with producing, but the assump-
tions are important to note.

By collapsing all of a candidate’s behavior into a single
value, scalar fitness assignments may lose information re-
garding the differential performance of individuals for spe-
cific scenarios. For example, imagine an individual exhibits
behavior in a particular part of the environment that is per-
ferable to the behavior of the rest of the population in similar
scenarios. If this behavior is not reflected in the average of
the individual’s behavior over all scenarios, this potentially
useful semantic/behavioral “building block” can be lost dur-
ing evolution. The evolutionary dynamics of scalar fitnesses
were central to the unexpected findings in an early analysis

of genetic algorithms (GAs) (Mitchell et al., 1994), which
found that aggregate fitness scores could mask the ability of
GAs to leverage building blocks, even in the ideal conditions
created by the royal road functions.

Others have pointed out the shortcoming of scalar fitness
values (Spector, 2012; Krawiec and Liskowski, 2015) and
attempts to address it have led the emergence of so-called
behavioral search drivers, also known as semantic methods.
Although motivations for their development vary, a central
motivation for most behavioral search drivers is their ability
to leverage more information about each individual during
the selection process. Many of these techniques have de-
veloped in the genetic programming (GP) community. In
this paper, we analyze a handful of recent methods for their
ability to evolve soft robotic creatures. The use of behav-
ioral search drivers may be well-suited to the soft robotics
domain for the following reasons: 1) robots must interact
with heterogenous environments, where challenges to suvi-
val may vary spatially; 2) robots have complex morpholo-
gies that expand and contract with time, leading to complex
behaviors that may contain important subsets of information
useful to determining their survival.

Below, we briefly review previous work in evolving soft
robots. In the Methods section, we describe the five algo-
rithms compared in our study. In our experiment, we bench-
mark the ability of these search drivers to evolve locomotion
in soft robots. We then perform a detailed analysis of the
resulting creatures.

Previous Work

To simulate soft-tissue robots, Hiller and Lipson (2014) de-
veloped the Voxelyze and VoxCad simulation tools, in which
objects are composed of 3D “pixels”, i.e. voxels, that have
various material properties. The physics simulator provides
a 3-dimensional physical world with static and dynamic
multibody physics. The initial attempts to evolve robots
using simple representations yielded mixed, but promising,
results (Hiller and Lipson, 2012). Following these initial
experiments, Cheney et al. (2013) proposed a new repre-
sentation scheme that allowed greater evolvability. Robots
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were constructed from a pre-defined palette of four mate-
rials representing bone, muscles and ligaments. The au-
thors proposed a developmental solution to the construction
of more regular and symmetrical morphologies by sampling
a compositional pattern producing network (CPPN) (Stan-
ley, 2007) to construct forms. Subsequent work has moved
towards a multi-objective approach, using Pareto optimiza-
tion to incorporate complexity, energy usage, and age into
guide the evolutionary process (Cheney et al., 2015; Krieg-
man et al., 2017). The results have produced seemingly life-
like gaits and behaviors1 reminiscent of early work by Sims
(1994).

Several studies have built off of the results of Cheney et al.
(2013). Different environmental settings have been studied,
including aquatic environments (Corucci et al., 2016), dif-
ferent gravitational environments (Methenitis et al., 2015),
and constricted spaces (Cheney et al., 2015). New ap-
proaches to encoding the robots using a developmental life-
span have shown promise (Kriegman et al., 2017). Of par-
ticular relevance to this paper has been the proposal to use
novelty search to guide evolution. Methenitis et al. (2015)
found that novelty search, especially when paired with an
elitist strategy, could find morphologies that travelled far-
ther distances than those found with using distance travelled
as fitness, although the differences were less dramatic than
those afforded by the indirect encoding.

In contrast to previous studies, the central focus of our
paper is to analyze selection methods used to evolve soft
robots. We introduce two behavioral selection methods that
were developed for GP: discovery of objectives by cluster-
ing (Krawiec and Liskowski, 2015) and ε-lexicase selec-
tion (La Cava et al., 2016). These two methods differ from
novelty search in that they treat each behavioral observation
as a test that directly reflects the ability of a candidate solu-
tion to solve a portion of the overall problem at hand. Nev-
ertheless, we consider novelty search a behavioral search
driver as well, due to its use of a set of behaviors to de-
termine preference for selection.

The behavioral search drivers we consider here are selec-
tion methods, although semantic variation methods are also
actively researched in GP; see Vanneschi et al. (2014) for a
review. The semantic selection methods we study have been
compared for classification tasks in Liskowski et al. (2015)
and symbolic regression tasks in Liskowski and Krawiec
(2017). The regression and classification problem domains
are quite different, in that the “tests”, i.e. behaviors, can be
mapped directly to samples from the training set. In the fol-
lowing section, we introduce a behavioral definition to de-
aggregate robot behavior in its environment in a way that is
reflective of progress towards the objective.

1https://youtu.be/EXuR_soDnFo

x

Figure 1: De-aggregated behavior definition. The dotted
blue line represents an example robot trajectory. dt (gray
arrow) is the robot’s distance from the origin at time step t.
∆dt (black dotted arrow) is the change in distance from the
origin at time step t.

Methods
In the following sections we describe how the behavior of
each robot is defined. We then describe the different selec-
tion methods tested and offer some insight into their me-
chanics.

Aside from the methods for selection and the behavior
definitions, we follow the soft robot implementations used
previously. The genotype of the robots are defined using
a CPPN representation, evolved using framework known as
neuro-evolution of augmenting topologies (NEAT) (Stanley,
2007). The CPPN encoding produces three outputs that are
interpreted to decide 1) whether or not to place a voxel in a
given location, 2) whether the voxel will be soft or stiff, and
3) whether the voxel will be active (muscle) or passive. Prior
work has highlighted the improvements in evolvability and
regularity of the morphologies brought about by this encod-
ing (Cheney et al., 2015; Methenitis et al., 2015). Our im-
plementation of these methods is built off of an open-source
implementation2, and is available here3.

Behavior Definition
In accordance with previous work, we focus on the task of
robot exploration by rewarding robots for travelling far from
their initial location during simulation. The position of our
robot’s center of mass is defined by the tuple (xt, yt, zt),
with (x0 = 0, y0 = 0, z0 = 0) corresponding to its start-

2https://github.com/skriegman/evosoro
3http://github.com/lacava/evosoro

207

https://youtu.be/EXuR_soDnFo


ing position. At time step t, the body lengths travelled by
a robot, dt is defined as the square root of the norm of its
planar motion:

dt =
√

(x2t + y2t )/L (1)

Here L is the lattice dimension of the robot. Previous
works (Kriegman et al., 2017; Cheney et al., 2015) have used
dt in addition to other fitness penalties. Complexity is penal-
ized based on the number of voxels, v. Energy expenditure
is penalized based on the number of active voxels, denoted e.
Finally, age (a) has been used an objective in an age-fitness
Pareto optimization scheme (Schmidt and Lipson, 2011). In
combination with random restarts each generation, the age
variable generally improves diversity and prevents prema-
ture convergence.

In order to apply behavioral search drivers, we require
a set of behaviors that are reflective of preference for se-
lection. We will refer to this set of behaviors as F =
{f1(n), . . . , fm(n), n ∈ N}, where fi(n) is the ith behav-
ior of robot n in population N .

Whereas previous work has defined behavior according to
many different measures (Methenitis et al., 2015), we adopt
a more simplistic approach and focus just on the planar mo-
tion of the robot at each time step. Assume our simulation
consists of T timesteps 0 . . . t . . . T . Then the distance cov-
ered by a robot at each time step can be defined as follows:

∆dt+1 = dt+1 − dt (2)

This behavior definition is shown in Figure 1. In addi-
tion to distances travelled at each time step, we include the
aggregate scores for energy, number of voxels and age as
behaviors. For the purposes of our algorithm definitions, we
will assume all behaviors are minimized, leading to the fol-
lowing behavior definition:

F = {−∆d1,−∆dt, . . . ,−∆dT } ∪ {v} ∪ {e} ∪ {a} (3)

This behavioral definition is used for all the behavioral
search drivers.

Search Drivers
We describe the five search drivers compared in this study
in this section. For every experiment, these algorithms are
applied to the set of individuals consisting of the population
and its offspring, represented by N . The number of selec-
tions each generation, ns, is therefore half the size of N .

Pareto Optimization As a starting point, we compare to
the age-fitness pareto optimization (AFP) used in recent
work by Kriegman et al. (2017) and Cheney et al. (2015).
This implementation of AFP uses the Pareto optimization
strategy shown in Algorithm 1. The objectives are set to
{dt, a, e, v}. Each individual is ranked based on the num-
ber of individuals in the population that dominate it, and the

population is sorted by this ranking, with lower being better.
ns individuals are chosen to survive based on their rank-
ing. In the event of ties, equivalently ranked individuals are
sorted first by v, then e, then a, and finally dt, and added un-
til the population is filled. This strategy imparts a preference
relation among the objectives for breaking ties.

Algorithm 1 : Pareto Optimization
Input: populationN , objectives O, number of selections ns
♦ calculating ranking base on dominance, ≺
for n ∈ N :

rank(n) =
∑

m∈N I[m ≺ n]
N ← sort(N) by rank
P ← ∅ ♦ parents
front← 0
while |P|+ |N (n|rank(n) = front)| ≤ ns:
P ← P ∪N (n|rank(n) = front)
front← front+ 1

if |P| < ns:
S ← N (n|rank(n) = front)
sort(S) by objective preference
P ← P ∪ first ns individuals in S

return P

Novelty Search Novelty search (NOV) is the first of three
behavioral search drivers used in this work. The implemen-
tation we use is summarized in Algorithm 2. Novelty search
selects individuals that are the farthest apart in behavioral
space, based on some distance measure. In this case, we
use k-nearest neighbors with k=4 to determine the novelty
score for each individual. Novelty is calculated as the av-
erage distance of an individual to its k nearest neighbors,
where distance is defined as the Euclidean distance between
the behavior vectors. The behavior vectors are scaled zero
mean, unit-variance before computing the distances in order
to account for the different scaling of the behaviors. The top
ns most novel individuals are selected each generation.

Algorithm 2 : Novelty Search (Lehman and Stanley, 2008)
Input: populationN , behaviors F , number of selections ns
♦ calculate k nearest neighbors to each n ∈ N
S = neighbors(F , k)
♦ average distance over neighbors
for n ∈ N :

novelty(n) = 1
k

∑
s∈Sn

dist(n, s)
P ← sort(N ) descending order of novelty
return first ns individuals in P

ε-Lexicase Selection ε-lexicase selection (referred to as
LEX in this paper) is a version of lexicase selection (Spector,
2012; Helmuth et al., 2014) designed for use on continous-
valued behaviors and demonstrated for symbolic regression
problems (La Cava et al., 2016, 2018). It is described in
Algorithm 3. LEX begins each selection event with the en-
tire population in the selection pool and proceeds as follows.
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“Cases”, i.e. behaviors, are drawn randomly from F with-
out replacement. Individuals are filtered from the selection
pool if they are not within ε of the best performance for that
behavior among the current pool. Here ε is defined as the
median absolute deviation of fi, the values of fi for all indi-
viduals in N . Once the selection pool has winnowed down
to one individual or has run out of cases, this process ends,
and an individual from the selection pool is chosen at ran-
dom.

Due to its design, LEX promotes individuals that are good
at particular behaviors and particular subsets of behaviors.
Cases impart outsized selection pressure based on how hard
they are, where difficulty corresponds to the dispersion of
objective performance. As a result LEX tends to promote
diversity. A distinct variant of lexicase selection was re-
cently for proposed for evolving robotic controllers (Moore
and McKinley, 2016).

Algorithm 3 : ε-Lexicase Selection (La Cava et al., 2016)
Input: population N , behaviors F , number of selections ns

for fi ∈ F : ♦ get ε for each fi
εi ← med abs dev(fi)

P ← ∅ ♦ parents
do ns times:
P ← P ∪ GetParent(N ,F , ε) ♦ add selection to P

return P

GetParent(N ,F , ε) :
F ′ ← F ♦ objectives
S ← N ♦ selection pool
while |F ′| > 0 and |S| > 1:
fi← random choice from F ′ ♦ pick random fi
f∗i ← min fi(n) for n ∈ S ♦ best score on fi in

pool
for n ∈ S: ♦ filter pool

if fi(n) > f∗i + εm then
S ← S \ {n}

F ′ ← F ′ \ {fi} ♦ remove fi
return random choice from S

Discovery of Objectives by Clustering Discovery of ob-
jectives by clustering (DOC) attempts to identify stepping
stones for the search process based on the current perfor-
mance of the population. Based on the interaction of robots
with their environment, certain sets of behaviors may group
together, indicating emergent progress towards certain sub-
problems. To capture and preserve these sub-problems dur-
ing selection, DOC clusters the behavior set F and aver-
ages performance over sets of behaviors to generate a new
reduced-order derived objective set, G in Algorithm 4. As
in previous work, we use X-MEANS to perform the cluster-
ing, resulting in clusters of potentially 2 to 5 derived objec-
tives. These objectives are then used with Pareto Optimiza-
tion (Algorithm 1) to drive search.

Algorithm 4 : Discovery of Objectives by Cluster-
ing (Krawiec and Liskowski, 2015)
Input: population N , behaviors F , number of selections ns
{C1 . . . Ck} = cluster(F) ♦ generate k clusters
G← {g1(n) . . . gk(n), n ∈ N} ♦ new behavior set

♦ average behavior over clusters
for n ∈ N :

for j = 1 . . . k:
gj(n) =

1
|Cj |

∑
i∈Cj

fi(n)

return Pareto Optimization(N,G,ns)

Random Search We also implement a random selection
algorithm as a baseline comparison. Note that only selection
is done randomly. Therefore search progresses as a random
walk using the variation operators in NEAT.

Elitism For each algorithm, we implement elitist versions
as another point of comparison. This choice was motivated
by the results of Methenitis et al. (2015), who found that
elitism improved the performance of novelty search in this
problem domain. Elitism is implemented by checking the
population after selection has occured. If the individual from
the old population with the highest dT is not in the new pop-
ulation, it is added by replacing the individual with the low-
est dT . Note that, by its design, the AFP algorithm is already
elitist, and therefore no “elite” version is included.

Experiment
The settings for our experiment are shown in Table 1. We
conducted 20 trials of each method, focusing on soft robots
limited to 73 voxels in a 7x7x7 grid. To compare results, we
collected the best fitness (body length travelled) found each
generation by each algorithm for each trial and the complex-
ity of the corresponding individual. We also compare the al-
gorithms in terms of the median best individual created by
that method for each trial.

In addition, we look at the diversity of behaviors found
in the final generation’s population. We calculate diversity
based on the entire time trace of each individual in three di-
mensions. Let x(n) = [x0, . . . , xT , y0, . . . , yT , z0, . . . , zT ]
be the flattened trajectory of individual n. Then the diversity,
D, of the population is calculated as

D =
1

N2

∑
n,m∈N

1

2

(
1− cov(x(n),x(m))

σ(x(n))σ(x(m))

)
(4)

D is between 0 and 1.
We take a structured approach to exploring the soft robots

that result from our experiments. Based on the trajectories
x, we use clustering to identify groups of behaviors that
have evolved. We use Hierarchical Density Based Cluster-
ing (HDBSCAN) (McInnes and Healy, 2017) to compute
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Table 1: Settings for the evolutionary algorithms.

Setting Value

population size 30
generations 1000
simulation time 5 sec
robot dimensionality 73

number of random inds per generation 1

clusters from the final generations of all runs with a mini-
mum cluster size of 10 individuals. We present the resulting
clusters with visualizations of the robot morphologies in the
following section.

Results
The body lengths travelled by the best individuals found
each generation by each method are shown in Figure 2.
Note that the dotted lines represent selection methods with
elitism. It is interesting to note that elitist algorithms always
outperform non-elitist ones, across algorithms. In particular,
random search with elitism outperforms all non-elite algo-
rithms, a finding that has not been reported in other problem
domains (e.g. (La Cava et al., 2016)). Overall, LEX with
elitism produces soft robots that travel the farthest, followed
by DOC with elitism. AFP, and RAND with elitism, and
NOV with elitism all perform similarly. Among non-elite
methods, LEX produces the farthest travelling robots, fol-
lowed by DOC and NOV. RAND produces by far the worst
solutions.

The body lengths travelled by the best individual found
in each trial of each search driver is plotted in boxplot form
in Figure 4. This figure emphasizes again the importance of
elitism in driving the search towards better solutions. The
median body lengths travelled for DOC with elitism outper-
forms other methods, followed by LEX with and without
elitism, AFP, and RAND with elitism. We test for statisti-
cally significant differences using a Wilcoxon rank-sum test,
shown in Table 2. Every search driver significantly outper-
forms RAND without elitism. However, surprisingly, no al-
gorithm significantly outperforms RAND with elitism. It is
worth noting the test between LEX with elitism and RAND
with elitism is close to significant (p = 0.12), motivating an
experiment with more trials. LEX, DOC, AFP with elitism
also outperform NOV without elitism (p < 3.73e-2).

Figure 3 shows the number of voxels in the best individual
each generation for each method. RAND selection shows a
clear bias towards larger solutions, with and without elitism.
Both RAND variations show a slight upward trend after the
first 100 generations. This suggests that the variation oper-
ators in NEAT may be prone to a small amount of bloat. It
is also interesting to note the drop in size among best-found
individuals across methods. This suggests, among randomly
constructed robots, smaller ones tend to have a higher fit-
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Figure 2: Body lengths travelled by the best individual found
each generation for 73 dimension robots. Shapes repre-
sent different selection methods. The dotted line indicates
elitism. Error bars denoted the 95% confidence interval.
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Figure 3: Number of voxels in the best individual found each
generation for 73 dimension robots. Shapes represent dif-
ferent selection methods. The dotted line indicates elitism.
Error bars denoted the 95% confidence interval.
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Figure 4: Furthest body length travelled for each trial of each
selection method. Colors indicate the use of elitism.

ness. Among the other search drivers, the elitist methods all
tend to create larger robots than the non-elite methods, indi-
cated by the dotted lines in Figure 3. Given the large amount
of overlap between the standard error bars of the non-RAND
search drivers, there appears to be no clear preference for
larger or smaller solutions among the algorithms.

Next, we investigate the behavioral diversity of the fi-
nal generation. In Figure 5, the average diversity (Eqn. 4)
for each method is shown, with and without elitism. NOV
produces the most diverse populations, which is expected
since its objective function explicitly rewards behavioral di-
versity. It produces significantly more diverse solutions than
all other methods except AFP and LEX without elitism (p <
0.039). Within families of algorithms, elitism only has a
significant effect on the diversity of solutions for RAND,
in which case it increases diversity. The fact that elitism
increases the diversity of solutions obtained by RAND sug-
gests that solution diversity plays a role in the improvement
of solutions brought about by adding elitism.

The behaviors of the final populations are clustered ac-
cording to the approach described in the experiments sec-
tion. The HBDSCAN clustering produces 10 clusters of be-
havior. The trajectories of the robots in these clusters are
plotted in Figure 6. The clusters are organized from top to
bottom in order of highest average fitness among the robots
in the cluster. The gaits of the softbots corresponding to
the robots with the highest fitness within each cluster are
shown in Figure 7, with the color corresponding to material
type. Several behaviors are apparent in the results. The most
successful behavior observed is achieved by T-shaped mor-
phologies utilizing two types of muscle. This morphology
and variation in stiffness between the muscles allows the
robots to canter between front and back points of contact.
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Figure 5: Behavioral diversity in the final generation for
each trial of each selection method.

The most fit individual, as well as the first two clusters in
Figure 7, embody this technique. The second to last cluster
of robots in Figures 6 and Figures 7 also evolve a cantering
gait. As the trajectories of the top and bottom clusters at-
test, some morphologies are able to exploit the simulation
environment to achieve higher fitness by falling forward at
the beginning of the run. A video showing the gaits of these
robots is available for reference 4.

Discussion and Conclusions
We find that elitism plays a critical role in the discovery
of locomoting soft robot morphologies. The use of an eli-
tist strategy with random search is competitive with other
selection methods in our experiments. This result sug-
gests the search space is highly non-convex, especially for
search driven by scalar fitness. As a result, we are curi-
ous to know how other stochastic optimization techniques
(e.g. hill climbing) might perform on this task. The results
also suggest that behavioral search drivers, namely DOC and
LEX, may be promising selection methods for evolving soft
robot morphologies, although our experiment lacked ade-
quate power to detect statistically significant differences. In
addition, we find that behavioral clustering for exploratory
analysis of the resultant robots provides a data-driven way
to explore the morphologies.

The results also leave us with several other questions and
directions for future research. A clear next step is to study
how non-uniform environments would affect evolution, es-
pecially since behavioral search drivers provide a way to rate
behavior within local regions of the environment / simula-
tion. Future work could also consider a geodesic distance
for fitness, in order to capture the total path of the robot more
completely.

4http://tiny.cc/e2jbsy
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Table 2: Significance test p-values comparing body lengths travelled using the pair-wise Wilcoxon rank-sum test with Holm
correction for multiple comparisons. Bold indicates p < 0.05.

Method afp nov lex doc rand
Elite True False True False True False True False

nov False 3.73e-02
True 1 1

lex False 1 0.08 1
True 1 2.46e-03 0.15 1

doc False 1 0.94 1 1 0.35
True 1 1.93e-03 0.18 1 1 0.57

rand False 5.92e-09 1.62e-07 2.09e-09 2.15e-08 2.09e-09 2.15e-08 5.10e-7
True 1 1 1 1 0.12 1 0.93 8.77e-08
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Abstract

This paper investigates the hypothesis that noise in the
genotype–phenotype mapping, here called stochastic onto-
genesis (SO), is an important consideration in Evolutionary
Robotics. This is examined in two ways: first, in the context
of seeking to generalise controller performance in an incre-
mental task domain in simulation, and second, in a prelim-
inary study of its effectiveness as a mechanism for crossing
the “reality gap” from simulation to physical robots. The per-
formance of evolved neurocontrollers for a fixed-morphology
simulated robot is evaluated in both the presence and absence
of ontogenic noise, in a task requiring the development of
a walking gait that accommodates a varying environment.
When SO is applied, evolution of controllers is more effec-
tive (replicates achieve higher fitness) and more robust (fewer
replicates fail) than evolution using a deterministic mapping.
This result is found in a variety of incremental scenarios. For
the preliminary study of the utility of SO for moving between
simulation and reality, the capacity of evolved controllers to
handle unforeseen environmental noise is tested by introduc-
ing a stochastic coefficient of friction and evaluating previous
populations in the new problem domain. Controllers evolved
with deterministic ontogenesis fail to accommodate the new
source of noise and show reduced fitness. In contrast, those
which experienced ontogenic noise during evolution are not
significantly disrupted by the additional noise in the environ-
ment. It is argued that SO is a catch-all mechanism for in-
creasing performance of Evolutionary Robotics designs and
may have further more general implications for Evolutionary
Computation.

Introduction
It is well-known in biology literature that identical genomes
do not give rise to identical organisms. Studies of near-exact
DNA copies show that during development (ontogenesis)
small environmental variations cause relatively large pheno-
typic changes (Wong et al., 2005). In some cases there is a
clear advantage conferred to organisms whose developmen-
tal programmes adapt to their environment as they progress,
for example to accommodate differences of temperature or
salinity. In other cases, random noise from either the en-
vironment or the local molecular machinery (Gordon et al.,
2009) nudges the growth process into this or that dynamical
trajectory, shaping the organism differently each time. This
is one outcome of the presence of feedback relationships in

the regulatory architecture. The phenotypic discordance of
monozygous human twins is a good example of these effects
in action (Fogel et al., 1965). It is assumed by practitioners
of Evolutionary Computation (EC) that the uncertainty of
biological ontogenesis is an unavoidable consequence of the
substrate; the possibility that some variation in the transla-
tion from genome to organism has been conserved due to its
utility is often overlooked.

Evolutionary Robotics (ER) aims to use EC principles to
build robots and robot controllers that operate effectively de-
spite environmental perturbations and uncertain information
(Nolfi and Floreano, 2000). Whilst many examples of re-
search in this area focus exclusively on simulation, other at-
tempts have been made to evolve robot controllers that are
competent in real-world implementations. Sometimes the
search takes place entirely in physical reality, but often sim-
ulations are used to accelerate the evaluation of solutions and
thus the evolutionary process, albeit at a cost of accuracy and
real-world performance, see for example Cliff et al. (1993),
Zagal et al. (2004), and Koos et al. (2013).

This disparity between simulation and real robotics is
known as the reality gap, and bridging it is an impor-
tant area of research in ER (Mouret and Chatzilygeroudis,
2017). An evolutionary domain with real-world fidelity and
faster-than-real-time evaluation would be a major achieve-
ment. Various attempts have been made to address this am-
bition: optimisation of simulator parameters based on real-
world experiences (Bongard and Lipson, 2004); interleaving
real-world and simulated evaluations (Goosen et al., 2007);
learning to predict simulator accuracy from behaviour de-
scriptors so that individuals with good predicted “transfer-
ability” can be selected for (Koos et al., 2013); and injecting
noise into the simulation (Jakobi et al., 1995; Jakobi, 1997).

Jakobi proposed the radical envelope-of-noise hypothesis,
a comprehensive account of how the principled addition of
random noise to simulations can improve the performance
of robots evolved in simulation when evaluated in real-world
settings. Jakobi’s approach stipulates two important condi-
tions that together aim to smooth the transition between sim-
ulation and reality. First, that every implementation aspect
of the simulation must be randomly varied from trial to trial
so that reliably fit controllers are base-set exclusive, mean-
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ing that the evolved controllers are tuned only to the factors
common to all simulators. Second, that every base-set as-
pect of the simulation is randomly varied from trial to trial
so that reliably fit controllers are base-set robust–meaning
that evolving species cannot exploit idiosyncratic features
of the implementation of base-set aspects in any particular
simulator.

In this paper I examine the hypothesis that noise in the
genotype–phenotype mapping, here called stochastic on-
togenesis (SO), exerts beneficial effects on an evolution-
ary system, in terms of its final fitness within individual
runs and across replicates. I also present evidence that SO
captures some of the essential characteristics of the radi-
cal envelope-of-noise hypothesis whilst significantly reduc-
ing the complexity and problem-specificity of implementing
such a mechanism. To address these points, performance of
simulated evolved robot neurocontrollers is evaluated in the
presence of ontogenic noise. By comparing to a determin-
istic equivalent, it is shown in multiple contexts that evo-
lution in the presence of this noise is more effective and
produces more robust solutions. It is demonstrated that the
improvement in performance is present despite fundamen-
tal differences in the underlying evolutionary schemes em-
ployed. The performance advantage of stochastic ontogene-
sis is lost only when carefully-chosen incremental environ-
mental changes that introduce extrinsic, noise-like variation
in the task are used. In this case, there is no disadvantage to
the presence of stochastic ontogenesis.

The final part of the paper discusses the potential for
stochastic ontogenesis to fulfil the role of an envelope of
noise, delivering the generalising power of that approach
but with a situation-agnostic encoding of the noise in the
genotype–phenotype mapping, rather than explicitly in the
environment. A preliminary empirical demonstration is pre-
sented by using a varying base-set aspect of the simulator
(specifically, the coefficient of friction) as a proxy for a re-
ality gap. The differing performance of controller species
evolved according either to a stochastic or deterministic on-
togenic scheme is observed in these worlds exhibiting previ-
ously unseen noise. Results show that individuals from the
stochastic simulator have significantly better performance in
the novel uncertain environment than those from the deter-
ministic world.

Background
In addition to Jakobi’s work (Jakobi et al., 1995; Jakobi,
1997), other research in ER and the related field of Virtual
Creatures has examined the effectiveness of noise in guiding
evolutionary processes towards more robust solutions. Seth
(1998) added noise to a fitness function to promote better
generalisation, and Miconi and Channon (2005) used a co-
evolutionary approach that effectively adds a similar noise
component to their fitness function. Relatively few inves-
tigations have examined noise in the genotype to phenotype
translation. Branke (2001) explored the use of noise by care-
fully selecting maximally-informative simulation variants to

accelerate robust evolution whilst incurring minimal com-
putational overhead. The variants were defined based on the
addition of noise between the genotype and phenotype. In
this case however, the noise was carefully controlled in order
to deliver the requisite extra exploration of the local solution
space. Fernandez Leon (2011) injected a stochastic compo-
nent into a dynamic leaky integrator network to increase its
robustness and capacity to generalise. Innovative research in
artifical cultural evolution has incorporated stochastic onto-
genesis in order to capitalise on the extra exploration of the
solution space afforded by such a modification. There it is
called transcription error and used as as a mechanism for
“individual learning” (Borg et al., 2011). That work avoids
considering stochastic ontogenesis as exerting a primary ef-
fect on the underlying evolutionary system (despite some re-
sults being suggestive of this effect) and in fact concludes
the opposite: that it is only effective when combined with
cultural (i.e. horizontal) information transmission.

Hypothesis
Noise has been applied to Evolutionary Robotics problems
to increase robustness and performance, by manipulating
simulation parameters to incorporate a stochastic compo-
nent. In this paper, I explore the hypothesis that adding
noise to a genotype when it is expressed as a phenotype
(here called Stochastic Ontogenesis) will improve the per-
formance of the evolutionary search (in terms of fitness of
evolved species across a number of replicates) and improve
robustness by acting as an alternative to the injection of
noise into the environment.

Methods
The evolutionary robotics platform used in this work is a
development of the environments presented in Stanton and
Channon (2013), Moore and Stanton (2017), and Stanton
(2017). The reader is invited to refer to those works for
detailed descriptions of the platform and its development.
However key detail, including any necessary exposition of
algorithmic processes and parameter values, is summarised
below for clarity and completeness.

Robot Platform and Simulation Environment Figure 1
shows the simulated quadrupedal robot (animat) used in this
study. The robot has a cuboid torso and four legs placed at
the corners. Each leg is divided into an upper and lower
segment. The hip is a 2-degree of freedom (DOF) joint
while the knee is a 1 DOF joint; see Table 1 for specific
parameter values. The robot’s joints are actuated using a
Proportional-Derivative (PD) control mechanism (Reil and
Husbands, 2002) that takes a target angle as input and ap-
plies a torque to the joint according to Equation 1, where T
is the applied torque, ks and kd are the spring and damper
constants, θd is the desired angle, θ the current angle and
θ̇ the angle change since the last timestep. As in previous
work, ks = kd = 0.5 in this study.
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Figure 1: The quadrupedal animat and simulation environ-
ment in this study. The animat is tasked with crossing a wall
and moving towards a target, represented by the box.

Head dimension 0.2× 0.2× 0.2

Leg section dimension 0.075× 0.05× 0.05

Head mass 2.0

Leg section mass 0.5

Hip joint axis 1 vertical, range [−π4 ,
π
4 ]

Hip joint axis 2 horizontal, range [0, π2 ]

Knee joint axis 1 horizontal, range [0, π2 ]

Maximum torque 0.125

Table 1: Physical parameters of robot.

T = ks × (θd − θ)− kdθ̇ (1)

Simulations are conducted in the Open Dynamics En-
gine (ODE) (Smith et al., 2005), a real-time rigid body
physics engine. ODE version 0.15.2 was used. ODE com-
putes the interaction between the different rigid components
of the robot as well as interaction with the environment; Ta-
ble 2 lists key parameters used.

Task Environment Animats are evaluated on their ability
to cross a wall and move towards a target position. Wall
heights vary, from 0.01 up to a maximum value of 1.0 in 0.01
increments. Fitness values for animats are negative values,
with a maximum fitness of 0.0 corresponding to an animat
reaching the target.

Controller The controller is a feed-forward ANN with
fixed, fully-connected topology. Inputs comprise a number
of signals from the environment as well as spontaneous ac-
tivity generated by sinusoidal functions. These inputs are
shown in Table 3. The ANN has 12 hidden nodes and 12
outputs mapping to desired angles for each joint at the next

Timestep 0.02 seconds
Gravity −1.2
Friction model Pyramid; µf = 2.0

Global ERP 0.2

Global CFM 5.0× 10−5

Wall dimension 0.05× 5.0× h; hmax = 0.1

Wall position x = 1; y = 0

Target position x = 2; y = 0

Start location x = 0; y = 0

Simulation time 20 seconds

Table 2: ODE simulation parameters.

timestep within the ranges described in Table 1. tanh func-
tion is used for the transfer function in the hidden layer, and
the logistic function for outputs. The ANN is updated in
lock-step with the dynamics simulation, and inputs are prop-
agated completely through the network at each update.

1 sin(2πt)

2 cos(2πt)

3 balance: arccos(H[10])

4 (|−→Hl| − |
−→
Hr|)÷Hwidth

5–12 hip joint angles

13–16 knee joint angles

Table 3: ANN controller inputs, where H is the ODE ro-
tation matrix of the robot’s head, |−→Hx| is the distance from
each side of the robot’s head to the target and Hwidth is the
width of the head.

Evolutionary Algorithm A generational EA was em-
ployed in this study. A genome specifies a set of floating-
point weights for the ANN controllers. Populations com-
prise 50 individuals, each randomly initialized with values
drawn from U(−1.0, 1.0) based on a starting seed corre-
sponding to the replicate number. Fitness-based selection
is used where the population is ranked and the lower half is
replaced with mutated copies of the upper half, recombined
with a random individual from the upper half using single-
point crossover. The mutation rate used was 2

N , where N is
the length of the genome. If applied, the mutation is drawn
from N (0.0, 1.0), and allele values are unbounded. Mor-
phologies of the animats remain fixed throughout evolution.
An animat is evaluated based on its Euclidean distance from
a target at the end of a simulation. High fitnesses are only at-
tained if the animat climbs over an intervening wall of vary-
ing height.

Treatment analysis Each treatment is replicated 20-fold
for statistical validity. In each replicate, after the Evolu-
tionary Algorithm has proceeded for 5000 generations ac-
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Scenario Changes to the environment (height of
the wall) at each generation

A
The environment varies between 0 and
hmax according to a uniform random dis-
tribution.

B
The environment varies between 0 and
hmax linearly between 0 and 4000 gener-
ations, and then remains static at hmax.

C The environment varies sinusoidally be-
tween 0 and hmax every 100 generations.

Table 4: Incremental Scenarios

cording to the schedule outlined above, the final popula-
tion is evaluated to assess its capacity to achieve the wall-
crossing task. 100 evaluations take place for each individ-
ual in each population. Each individual’s proximity to the
target after 20 simulated seconds is recorded for each wall
height from 0 up to (but not including) hmax (where hmax
is the maximum height), in increments of 0.01 × hmax.
For each replicate in each treatment, the individual with the
highest mean fitness across the 100 evaluations is chosen as
the representative individual. The performances of the 20
“best” individuals across all replicates for each treatment
are then analysed to build a picture of the relative capa-
bility of each treatment to address the wall-climbing prob-
lem. After this preprocessing, treatments are presented as
box-whisker plots and per-treatment heatmaps of raw eval-
uation performance showing replicates and evaluation-stage
fitness. Treatments are compared for significant differences
using the non-parametric Mann-Whitney U test null hypoth-
esis (that it is equally likely that a randomly selected value
from one sample will be less than or greater than a randomly
selected value from the second sample). Where a significant
statistical difference is found and discussed, effect size is
presented with the Common Language Effect Size method-
ology (CLES).

Stochastic Ontogenesis To inject randomness into the
genotype–phenotype transformation, Gaussian noise was
added to the evolved weights of the neural network at con-
struction time, leaving the individual’s genome unchanged
in the EA. The mean µ of this noise is zero and the spread
σ2 is varied according to the scheme outlined below. When
σ2 = 0, ontogenesis is deterministic. This process occurs
each time an individual is generated from its genome, mean-
ing network weights are modified a) for each evolutionary
trial, and b) for each of the 100 tests in the evaluation stage.

Treatments Treatments compare stochastic ontogenesis
with deterministic ontogenesis (DO) in three different incre-
mental evolutionary scenarios (see Table 4; refer to Stanton
and Channon (2013) for expanded details on these scenar-
ios). Where not otherwise specified, Scenario A is used.
In the deterministic ontogenic model, neural weights are

read directly from the genome and used in the robot’s con-
troller without modification (Treatment I). In the stochas-
tic ontogenic model, neural weights read from the genome
are subject to Gaussian noise with σ2 = 0.05, σ2 = 0.1,
σ2 = 0.15, and σ2 = 0.2 (Treatments IIa, IIb, IIc, and
IId). Additionally, a distinction is made between evolution-
ary time and evaluation time. Two additional treatments are
examined: first, where only the evaluation phase incorpo-
rates noise (during the evolutionary phase, the mapping be-
tween genotype and phenotype is deterministic; Treatment
III). Second, the reverse, where the evolutionary phase in-
corporates ontogenic noise but the evaluation phase does not
(Treatment IV). Finally, the other combinations of scenario
and stochasticity are considered: Scenario B, deterministic
versus stochastic (Treatments V and VI), and Scenario C,
deterministic versus stochastic (Treatments VII and VIII).
Treatments III, IV, VI and VIII all use σ2 = 0.1.

Additional treatments In order to establish the
environment-agnostic effect that stochastic ontogenesis
exerts, two additional treatments were conducted with the
objective of varying the environment and at the same time
eliminating noise in the genotype–phenotype mapping. In
this way, the degree to which stochastic solutions generalise
beyond their immediate simulation environment can be as-
sessed, and a judgement made as to whether this method of
introducing noise is effective in the ambition to make evolv-
ing species, in the parlance of Jakobi, base-set robust. To
this end, the simulation was adapted to include noise in the
friction coefficient that governs the robots’ interaction with
the ground, effectively making the environment stochastic.
When applied, the friction parameter of the simulator was
drawn from a normal distribution N (2.0, 1.0). In standard
environments, this parameter is fixed at 2.0–see Table 2.
Treatments IXa (Scenario A; deterministic ontogenesis
in a stochastic environment), IXb (Scenario A; stochastic
ontogenesis in a stochastic environment), Xa (Scenario C;
deterministic ontogenesis in a stochastic environment), and
Xb (Scenario C; stochastic ontogenesis in a stochastic en-
vironment) are thus undertaken and compared. Treatments
IXb and Xb both use σ2 = 0.1.

Results
• When stochastic ontogenesis is used in scenario A, there

is a significant (p < 1.0 × 10−100) increase in perfor-
mance for all examined σ2 compared to the determinis-
tic mapping, with a very large effect size of 0.752 when
σ2 = 0.1 (c.f. Figure 2, I vs. IIa-d and Figure 3, I vs IIb).

• The increased performance is not an artefact of the evalua-
tion mechanism. When individuals evolved in a determin-
stic ontogenic environment are evaluated in a stochastic
world, the worst performance of all is observed (Figures
2 and 3, III). In contrast, when individuals evolved using
stochastic ontogenesis are evaluated using deterministic
ontogenesis, the highest performance of all is observed
(Figures 2 and 3, IV).
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Figure 2: Box-whisker plot (where diamonds indicate means
and whiskers indicate 1.5×IQR, or population extremes
where there are no outliers) showing differences between
treatments that involve a stochastic ontogenic element dur-
ing evolution, evaluation, neither, or both. Adding noise
during evolution significantly improves performance on the
given task, whereas adding it only at evaluation time signif-
icantly lowers the quality of results.

• The advantage of stochastic ontogeny is not limited to a
particular incremental evolutionary scheme. It is shown
that stochastic ontogeny significantly improves perfor-
mance in both the uniform random presentation scheme
(Scenario A; Figures 2 and 3, I and IIa-d) and the lin-
ear presentation scheme (Scenario B; Figure 2, V and VI,
p < 1.0× 10−100).

• Species evolved with SO show an improvement in the ab-
solute fitness achieved by the highest-scoring replicates,
as well as a general improvement in the quality of all
replicates (Figure 6).

• Neither a positive nor negative effect is observed when
stochastic ontogenesis is applied in the sinusoidal presen-
tation scheme (Scenario C; Figure 2, VII and VIII).

• When evolved species are evaluated in an uncertain envi-
ronment (where friction changes for each evaluation), in-

Figure 3: Heatmaps showing fitnesses at evaluation time for:
(I) deterministic ontogenesis during evolution and at evalu-
ation; (IIb) stochastic ontogenesis during evolution and at
evaluation; (III) stochastic ontogenesis only at evaluation
time; and (IV) stochastic ontogenesis only during evolution.
Blue areas indicate poor performance; yellow areas indicate
strong performance. Replicates are presented in increasing
order of successful (reach target) evaluations across the hor-
izontal axis; wall heights are presented on the vertical axis.
It is notable that performance is extremely suppressed in the
case where noise is introduced only during the evaluation
phase (III).

dividuals evolved with stochastic ontogeny perform sig-
nificantly better than those evolved with deterministic
ontogeny (Figure 4, IXb vs IXa; p < 1.0 × 10−100,
ES = 0.759).

• There is no significant difference between evaluations in
deterministic or stochastic environments for individuals
evolved with stochastic ontogeny (Figure 4, IXb vs IIb),
but those evolved with deterministic ontogeny show a sig-
nificant decrease in performance in these worlds (Figure
4, IXa vs I; p < 1.0× 10−25, ES = 0.355).

• When species evolved with deterministic ontogeny and
a sinusoidal presentation (Scenario C) are evaluated in
a simulation with an unpredictable friction coefficient,
performance decreases (Figure 4, Xa vs. Figure 2, VII;
p < 1.0 × 10−25, ES = 0.390). In contrast, where SO
is used, performance is maintained and no significant dif-
ference is observed (Figure 4, Xb vs Figure 2, VIII).

• Aggregate performance changes in the simulation with an
unpredictable friction coefficient are driven by an increase
in the number of successful runs (more replicates achieve
some competency in the task), and an increase in the max-
imum performance achieved by individual runs (Figure
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5). In the Scenario C version of this treatment, the im-
provement is driven more by the increase in successful
runs and less by the increase in maximum performance
(Figure 5, Xa vs Xb).

Figure 4: Box-whisker plot (where diamonds indicate means
and whiskers indicate 1.5×IQR, or population extremes
where there are no outliers) showing differences between
treatments when the physical environment is noisy, mani-
fest in this case in the form of unpredictable friction coef-
ficients (µf ). Populations evolved with deterministic onto-
genesis show decreased performance, including populations
evolved in a sinusoidal environment which have equivalent
performance in the predictable world to those evolved with
stochastic ontogenesis. In contrast, populations evolved
with stochastic ontogenesis are able to accommodate the ad-
ditional environmental noise and do not exhibit decreased
performance.

Conclusions
The main conclusion drawn from this work is that the perfor-
mance of the evolutionary system is significantly improved
when SO is applied in the translation from evolving geno-
type to expressed phenotype. This improvement arises from
an increase in the performance of high-scoring replicates (as
shown in Figures 2 and 4), and also from a general increase

Figure 5: Heatmaps showing fitnesses at evaluation time
in an uncertain world for: (IXa) deterministic ontogenesis;
(IXb) stochastic ontogenesis; (Xa) deterministic ontogenesis
in incremental Scenario C; and (Xb) stochastic ontogenesis
in incremental Scenario C. Blue areas indicate poor perfor-
mance; yellow areas indicate strong performance. Repli-
cates are presented in increasing order of successful (reach
target) evaluations across the horizontal axis; wall heights
are presented on the vertical axis. Treatment Xa shows re-
duced performance for some replicates (darker columns on
left-hand side); this is evidence of compromise due to the
uncertain world. Treatment Xb, where species have evolved
with SO, show robustness to this change.

in the number of runs performing well (shown in Figure 6).
The possibility that there is an artefact in the method of eval-
uation arising from the inclusion of SO has been eliminated
by looking at performance when DO is used during evolu-
tion and SO in evaluation. Since in this case performance
is comparatively poor, the improvements in fitness with SO
point to a general change in evolutionary pressure, from
favouring brittle solutions early on (that cause suboptimal
species to arise and persist), towards solutions that colonise
broader areas of the evolutionary space and thus fare better
in a broader range of task configurations. Stochasticity in
the genotype–phenotype mapping is modulating the evolu-
tionary system itself.

It is also shown that the effects of SO transcend specific
instances of the evolutionary system. The increased perfor-
mance of species evolved in both Scenario A (where sub-
task presentation is random) and Scenario B (where sub-
task presentation changes monotonically) points to a gen-
eral mechanism at work when SO is applied. The lack of
observable effects in Scenario C implies that this incremen-
tal evolutionary technique has captured some of the advan-
tages of SO. However, since this technique is the best from
a broader sweep of parameters in this problem (i.e. it is a
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strongly task-specific formulation), the SO method is still
advantageous since it is situation-agnostic. In other words,
the naive SO algorithm performs as well as the task-specific
Scenario C treatment, so should be preferred.

Last, SO species handle unseen environmental uncer-
tainty better than DO species. Where DO species evolved
in Scenario C perform well in the initial problem, their ad-
vantage is lost in the more difficult Uncertain World prob-
lem, used here as a proxy for crossing the reality gap. Since
species evolved with SO do not show the same performance
drop, there is an implication that SO is a general mechanism
for handling uncertainty. In other words, the important re-
sult that the sinusoidal treatment performs poorly in the de-
terministic ontogeny/stochastic environment world but well
in the deterministic ontogeny/deterministic environment and
stochastic ontogeny/stochastic environment implies that al-
though the sinusoidal environment has some effect on the
evolutionary system, much less robustness is incorporated
into the final populations than with the SO scheme. The in-
creased robustness is evident in Figure 5, Xa vs Xb, where
absolute performance does not show significant improve-
ment, but the overall number of successful replicates (where
some progress is made in the task) increases.

To put this result in terms of Jakobi’s radical envelope-
of-noise hypothesis, Stochastic Ontogenesis appears to be
a workable alternative to this scheme, at least for base-set
robustness. A noisy coefficient of friction has been used
as a proxy for a difference between simulation and the real
world. Although only a preliminary demonstration in sim-
ulation, it has been shown that species evolved with SO are
able to perform well even in environments in which they
have had no prior experience at all: environments where a
base-set aspect, friction, is varied as if moving from simula-
tion to reality. SO populations show robustness to this varia-
tion; indeed, this robustness stems from SO. Unlike Jakobi’s
scheme, the environmental noise was not present during evo-
lution so SO in that respect fulfils the role of the envelope of
noise. It has not been conclusively shown that it is an al-
ternative for base-set exclusivity, nor that the results found
in simulation will translate effectively to a real reality-gap
problem. However, this interesting question will be the fo-
cus of immediate future work.

In other further work, the extent to which this result
will generalise across different neuroevolutionary problems,
both inside and beyond Evolutionary Robotics, should be
the first point of investigation. In addition, the relationship
between the complexity (or sensitivity) of the evolutionary
problem in question and the degree to which ontogenic noise
can be applied should be elucidated. No decrease in perfor-
mance was observed in the present work for even the most
noisy genotype–phenotype mapping (where σ2 = 0.2); un-
derstanding the limits in particular problem instances will
shed light on the complexity of the task itself.

Finally, since it is relatively cost-free to add an SO mecha-
nism into existing neuroevolutionary platforms, researchers
may wish to consider exploring this dimension alongside

others in their own work.

Figure 6: Histograms showing distribution of final fitnesses
of individuals for treatments that involve ontogenic noise
during evolution, evaluation, neither, or both. Treatments
using deterministic ontogenesis are shown in the left-hand
column; treatments using stochastic ontogenesis are shown
in the right-hand column. A clear shift towards higher fit-
nesses (distances from target) in all runs, as well as many
more high-scoring runs, can be seen in the stochastic treat-
ments. A clear suppression of fitness is observed in treat-
ments with uncertain friction coefficients (noisy µ) and de-
terministic ontogenesis.
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Abstract

The field of Embodied Evolution has been strongly develop-
ing during the last ten years by more than doubling the yearly
number of contributions since 2008 (Bredeche et al., 2018).
Many different scenarios and tasks have been addressed and
some works have already focus in formalizing and standard-
izing the paradigm. There hasn’t been a lot of effort, how-
ever, towards comparing and improving the performance of
the algorithms, which is essential to increase the complexity
of the experimental setups and therefore the applicability of
the technique. This paper extends the work started in (Trueba,
2017) to compare different variations of EE algorithms with
the incorporation of a Differential Evolution based distributed
EE algorithm.

Introduction
Since its creation in 2002, Embodied Evolution has been ap-
plied mainly to evolve (optimize) multi-robot coordination
for collectively solving a task.

As an evolutionary approach, EE has potential to pro-
vide successful results in complex dynamic scenarios, due to
the capability of dealing with high-dimensional non-linear
search spaces. However, this potential has still to be ex-
ploited to improve its performance and extend its applica-
tion, which involves comparing and testing EE algorithms
to keep improving them.

In this line, a preliminary work (Schut et al., 2009) com-
pared the performance of a traditional implementation of
dEE against two variations of a genetic algorithm. Later,
(Trueba, 2017) presented a thorough comparison among
several EE algorithms and Cooperative Coevolution Evo-
lutionary Algorithms (CCEAs). The comparison run on a
complex collective surveillance and location task by a group
of UAVs. The experimental tests compared three EE al-
gorithms (one distributed and two encapsulated versions)
and three CCEAs variations. As a result of the compari-
son, the EE algorithm (CDEE) (Prieto et al., 2015) produced
the highest performance with the lower number of iterations,
significantly outperforming any CCEA implementation.

This papers extends the work of (Trueba, 2017) by pre-
senting a combination of the CDEE structure with some op-
erators used in the differential algorithm (Brest et al., 2007).

The new algorithm, Distributed Differential Embodied Evo-
lution (DDEE), is also tested on the collective surveillance
and location task used on the comparisons in (Trueba, 2017).

Distributed Differential Embodied Evolution
DDEE follows the structure of an EE algorithm and mimics
the mating and replacement activation processes of CDEE.
The operation of these events is stochastic and task and sce-
nario independent and then they are triggered based on prob-
ability distributions rather than on the occurrence of specific
events on the scenario. As part of the replacement operator
the algorithm runs a genetic recombination which is tradi-
tionally a very simple and naive version of crossover and/or
mutation that generates a new genotype based on one or two
existing ones.

Algorithm 1: Distributed Diff. Embodied Evolution
initialize p robots
while evolution is active do

simulate one step
map individual robot fitness→fr
for robot← 1 to p do

if ager == Tmaturity then
if fr < fparent,r then

active← parent
end

end
if ager > Tmaturity then

if rand(0, 1) < PmatingandReplacement then
active← recombination.DE operator
fparent,r ← fr
age← 0

end
end
ager++

end
end

DDEE aims to improve the genetic recombination process
by adapting the more complex genetic recombination imple-
mented in DE to generate a new genotype. As in DE, the new
genotype is subject to a evaluation period which takes place
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during the maturity time already implemented in CDEE. Al-
gorithms 1 and 2 shows the pseudocode of DDEE including
the implementation of the alternative recombination opera-
tor.

Algorithm 2: Distributed Diff. Embodied Evolution
Operator recombination.DE() is

pbest← 0.15;
create a pool with affine genotypes within the

population→ Pelig;
best← random individual from top pbest from Pelig;
random1← random individual from Pelig;
random2← random individual from Pelig;
randomGen← randi[0, genotype.length];
for i← 0 to genotype.length do

if rand(0, 1) < crossRate or i == randomGen
then

active.g[i]← active.g[i] + F*(best.g[i] -
active.g[i]) + F*(random1.g[i] - random2.g[i]);

else
active.g[i]← current.genotype[i];

end
return active

end
end

The concept of eligible population is used to promote the
creation of species. Only a subset of the population which
fulfills an affinity criterion, based on genotypic distance, is
selected as candidates. This criterion has been used to define
a variation of DDEE which includes this tendency to favor
genetically close individuals: DDEE with kin selection.

Results
The experimental setup uses the aforementioned surveil-
lance and location task where each robot (see (Trueba, 2017)
for more details) evolves a neural controller which decides
what to do and where to go in each time step. The scenario
has been tested for three different configurations regarding
the degradation rate of the accuracy of the location of the
robots. The higher the degradation the more complex the
task and the higher the dependence on a good task decom-
position. On this setup three algorithms were tested: CDEE,
the recently defined DDEE, and its variation including kin
selection, DDEE with kin selection. Fig. 1 shows that for
low and moderate degradation, DDEE clearly outperforms
CDEE and therefore any result obtained in (Trueba, 2017) in
terms of final performance. For the high degradation setup,
DDEE fails dramatically since it is not capable of exploit-
ing the creation of species adequately but the incorporation
of kin selection changes this outcome. CDEE with k.s. ap-
pears to be less stable and varies more from run to run but it
still outperforms CDEE in low and moderate degradation. In
the case of high degradation, although still very oscillating,
many runs produce a very efficient behavior which, if the al-
gorithm can be adjusted to eliminate, or reduce, the bad runs

we will get a highly improved DDEE. Summarizing, DDEE
and DDEE with kin selection have produced the best results
obtained so far in this complex task after a exhaustive com-
parison with several algorithms, and it appears to be much
room for improvement.

Figure 1: Comparison of distributed DE algorithms for dif-
ferent configurations of the surveillance and location task.
Each line represents 25 runs of 10000 time steps
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Abstract

This paper investigates the evolution of modular robots using
different selection preferences (i.e., fitness functions), aiming
at novelty, speed of locomotion, number of limbs, and com-
binations of these. The outcomes are analyzed from differ-
ent perspectives: sampling of the search space, evolved mor-
phologies, and evolved behaviors. This results in a wealth of
findings, including a surprise about the number of sampled
regions of the search space and the effect of different fitness
functions on the evolved morphologies.

Keywords: evolutionary robotics, morphology evolution,
generative encoding, novelty search, search space

Introduction
In this paper we consider evolutionary robot systems where
both the “bodies” and the “brains”, i.e., the morphologies
and the controllers, of the robots are evolvable. As opposed
to the majority of evolutionary robotics studies, we focus on
the evolution of morphologies. In an earlier paper we inves-
tigated the evolution of several morphological features, e.g.,
Size, Symmetry, Number of Limbs, Proportion, in a system
where selection ignored the behavior, and the fitness was
based on the novelty of the newly generated robot morphol-
ogy, cf. (Miras et al., 2018). The main goal of this paper is to
investigate how the evolved morphological features change
when using different criteria for selection.

To this end, we define a task (locomotion) that induces
a behavior-based fitness measure (speed) and evolve robots
under various fitness functions. In particular, we compare
four options, 1) based purely on a relative morphological
measure (novelty) as in our previous paper, 2) based purely
on a behavioral measure (speed), 3) based on the combina-
tion of novelty and speed, and 4) based on novelty, speed,
and an absolute morphological measure (length of limbs).
Our specific research questions can be grouped around three
subjects:

• Search space sampling: What proportions of the search
space are being explored under these different fitness
functions?

• Morphology: How do the dominant morphologies depend
on the selection preferences? Which morphological prop-
erties are influenced most by varying the fitness function?

• Behavior: How is the behavior of the evolved robots
affected if we combine a behavior-oriented fitness with
morphological preferences?

Related Work
The task of locomotion is commonly applied in Evolution-
ary Robotics, as for instance Sims (1994), that in his sem-
inal work, evolved morphologies and controllers of robots
using a directed-graph-based generative encoding. Like-
wise, Hornby and Pollack (2001) utilized an L-System as a
representation to conjointly evolve “body” and “brain”, de-
spite the difficulty of body-brain co-evolution pointed out
in Cheney et al. (2016). Moreover, Wampler and Popović
(2009) investigated methods for generating efficient mor-
phological shapes and motion styles. Samuelsen and Glette
(2014) studied measures for morphological diversification
when evolving generative robot morphologies. And, another
study (D’Angelo et al., 2013) examines the influence of the
size of the robots in the success of learning a gait, while Aoi
et al. (2017) analyzed the coordination of multiple limbs for
legged robots. Regarding the relationship between the en-
vironment and the morphological traits of the robots, Auer-
bach and Bongard (2014) verified an interesting influence of
the environmental complexity on the complexity of the mor-
phologies. These results, however, do not regard modular
robots.

Design Space
Robot Morphology

The phenotypes of the morphologies (“bodies”) are com-
posed of modules (Auerbach et al., 2014) as shown in Fig. 1.
The morphologies (Fig. 2) are flat, i.e., the modules do not
allow attachment on the top or bottom slots, but only the
lateral ones. And, any module can be attached to any other
through its attachable slots, except for the sensors, which

224



Figure 1: Robot modules: Core-component with controller
board (C); Structural brick (B); Active hinges with servo
motor joints in the vertical (A1) and horizontal (A2) axes;
Touch sensor (T). C and B have attachment slots on their
four lateral faces, and A1 and A2 have slots on their two op-
posite lateral faces; T has a single slot which can be attached
to any slot of C or B. The sequence of letters (T or n) in C
and B indicate if there is a sensor on the laterals left, front,
right and back (for C only), in this order.

Figure 2: Example evolved robots, resembling a sea turtle on
land that locomotes by powerstroke (left), and a salamander
that locomotes by side-to-side (right).

can not be attached to joints. Each module type is repre-
sented by a distinct letter in the genotype and by a different
color in the phenotype.

For analyzing the morphological properties of the robots,
we used a framework proposed in our previous work (Mi-
ras et al., 2018), containing eight morphological descriptors.
For the current study the framework was incremented with
a new descriptor, and additionally, had one of them refor-
mulated. The descriptors, for which a more detailed expla-
nation can be found in our previous work, range from 0 to
1 and are named: Branching, Number of Limbs, Length of
Limbs, Coverage, Joints, Proportion, Symmetry and Size.
The descriptor Joints was reformulated with the only differ-
ence that the concept of effective joint is no longer being
attached by both slots to the core-component or a brick, but
to any module type.1 The new descriptor is called Sensors
(Fig. 3) and is defined with the Eq. (1):

C =

{
c

cmax
, if cmax > 0

0 otherwise
(1)

where c is the number of sensors and cmax is the number of
free slots in the morphology.

1We decided to reformulate it after observing that very often the
robots develop limbs formed purely by a sequence of joints.

Figure 3: Example morphology containing a single sensor
(green arrow), and two more free slots (orange arrows).

Robot Controller
The phenotype of the controller (“brain”) is a multilayer
Artificial Neural Network, not necessarily fully connected
(Fig. 4, right). For every joint in the morphology, there exists
an equivalent Oscillator neuron in the network, and every
sensor is reflected as an input of the network. The interme-
diate topology may vary for each robot and is composed of
neurons which might have Linear or Sigmoid transfer func-
tions. The weights of the connections range from −1 to 1.
In this paper, the neurons are also referred to as nodes and
the connections as edges.

Evolution
Generative Encoding
Our generative encoding to represent the genotypes of the
robots is a grammatical parallel rewriting system called
Lindenmayer-System (Jacob, 1994), and conjointly includes
elements relative to both morphology and controller, as
in (Hornby and Pollack, 2001). The grammar of an L-
System is defined as a tuple G = (V,w, P ), where

• V , the alphabet, is a set of symbols containing replaceable
and non-replaceable elements.

• w, the axiom, is a symbol from which the system starts.

• P is a set of production-rules for the replaceable symbols.

The following didactic example depicts the process of
iterative-rewriting of an L-System. For a determined num-
ber of iterations each replaceable symbol is simultaneously
replaced by the elements of its production-rule. Given w =
C, V = {C,B, T} and P = {C : {C,B}, B : {T}, T :
{C, T}}, the rewriting follows as:

Iteration 0: C
Iteration 1: C B

Iteration 2: C B T
Iteration 3: C B T C T

Each genotype is a distinct grammar, making use of the
same alphabet (Tab. 1), and the alphabet is formed by types
of morphology modules and commands to attach them to-
gether, as well as commands for defining the structure of the
controller. To construct a robot, firstly (early development),
the axiom of the grammar is rewritten into a more complex
string of elements, according to the production-rules of the
grammar (the parameter of number of iterations was set 3).
Secondly (late development), this string is decoded into a
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Figure 4: Process of decoding an early-developed pheno-
type into a late-developed phenotype with morphology and
controller.

phenotype. The decoding process of the phenotype of mor-
phology and controller is illustrated in Fig. 4. During this
construction phase, two references are always maintained
in the phenotype, one for the morphology (pointing to the
current module) and one for the controller (pointing to the
current edge). The application of the commands to the phe-
notype happens in the current module for the morphology
and in the current edge for the controller.

Modules
C core-component
B brick
A1 vertical joint
A2 horizontal joint
T touch sensor

Morphology-mounting commands
addr add the next module to the right
addf add the next module to the front
addl add the next module to the left

Morphology-moving commands
moveb move reference to the module at the back
mover move reference to the module to the right
movef move reference to the module to the front
movel move reference to the module to the left

Controller-change commands
bnode add a new node to the neural network
bedge add a new edge to the neural network
bperturb perturb the weight of an edge
bloop add a self-connection edge to the network

Controller-moving commands
bmvFTC move current edge origin-reference to a child
bmvFTP move cur. edge origin-reference to a parent
bmvFTS move cur. edge origin-reference to a sibling
bmvTTC move cur. edge dest.-reference to a child
bmvTTP move cur. edge dest.-reference to a parent
bmvTTS move cur. edge dest.-reference to a sibling

Table 1: Alphabet of the grammars. (cur.=current and
dest.=destination)

Evolutionary Operators
For all the experiments, the same evolutionary operators and
parameters were applied. The population size was µ = 100,
being evolved for 100 generations. In each generation: an
offspring λ = 50 was created by producing 1 individual
from each of 50 binary tournaments for parent selection and
mutating the new individual. From the resulting population
of µ parents and λ offspring, 100 individuals were selected
for survival, also using binary tournaments. For each fit-
ness function, the experiments were repeated 10 times. The
genotypes were initialized by adding four elements to each
production-rule, one of each of the categories, Controller-
moving, Morphology-mounting, Morphology-moving and
Modules, and, each element of the categories was chosen
randomly. The maximum amount m of modules allowed
in a morphology was 100. So, during the phase of de-
coding the genotype into the phenotype, after reaching the
maximum, the succeeding modules were ignored. Addition-
ally, morphologies without at least one joint or with inter-
secting parts were considered invalid, and though having
been kept in the population, were not evaluated, receiving
a value of zero to the measurement of speed. The crossovers
were performed by taking the production-rules randomly
from the parents, and all individuals underwent mutation
by adding/deleting/swapping one random element from a
random production-rule/position. The crossover probability
was 100%, as it is possible that during the rewriting of the
L-System, only the rules of one single parent end up being
expressed. And, as it is not rare that one mutation happens
for non-expressed genes, thus, to minimize this effect the
mutation rate was 100%.

Fitness Functions
The fitness function for the diversity-oriented search (Nov-
elty Search) is defined as N = n, where n is a measure of
novelty which is calculated as the average distance to the
k-nearest neighbors of an individual, for which k = 1 and
the distance is the Euclidean distance (Lehman and Stanley,
2008) regarding the nine morphological descriptors. The set
of neighbors for the comparison is formed by the current
population, plus an archive, to which every new individual
has a 10% probability of being added, with the individuals
added to the archive remaining in it until the end. This fit-
ness has a purely relative morphological property.

Concerning the definition of the fitness functions for the
behavior-oriented searches, some of them combine differ-
ent properties. The first fitness (Speed 1) is calculated as
S1 = s, where s is a measure of the speed (m/s) of the
displacement of the robot’s head from its initial position to
its final position during the evaluation time, having a purely
behavioral character. The second fitness (Speed 2) is cal-
culated as S2 = s ∗ n, combining behavioral and relative
morphological characters. And, the third fitness (Speed 3) is
calculated as S3 = s ∗ n ∗max(0.1, 1−E), where E is the
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descriptor Length of Limbs defined by Eq. (2). This fitness
combines behavioral, relative morphological, and absolute
morphological characters.

E =

{
e

emax
, if m >= 3

0 otherwise
(2)

where m is the total number of modules of the body, e is the
number of modules which have two of their faces attached to
other modules (except for the core-component), and emax =
m− 2 – the maximum amount of modules that a body with
m modules could have with two of their faces attached to
other modules, if containing the same amount of modules
arranged in a different way. The types of modules would not
have to be necessarily the same, as long as the body had the
same amount of modules.

Experimental Setup

This study2 conducted four distinct experiments3 evolving
robots for the behavior of undirected locomotion in a plain
terrain, using a different fitness function in each. One of
the fitness functions is a diversity-oriented search, i.e., Nov-
elty Search (Lehman and Stanley, 2008), while the other
three are behavior-oriented searches. The rationale for hav-
ing three different behavior-oriented fitness functions is ex-
plained hereafter.

A search space can be seen as different layers which
build-up over each other, being them the design space, the
representation and the reproduction operator. These layers
result in a set of phenotypes, which in interaction with the
environment can produce a series of behaviors. In our previ-
ous work we analyzed the morphological search space of the
encoding that we use to manipulate our design space (Miras
et al., 2018). The results showed the possibility of reaching
great levels of morphological diversity, there being though, a
tendency to very commonly discovering morphologies with
few and long limbs (note that “long” is relative to the size of
the body).

Having these observations in mind, for the current work
we tested one behavior-oriented fitness, aiming high speed
on the behavior of undirected locomotion, and two more
with the same goal but, including penalties regarding pref-
erences for morphological traits. The motivation to apply
the penalties was attempting to drive the search away from
the previously observed tendencies for the common morpho-
logical trait of having few limbs. For the behavior-oriented
fitness functions, each robot was evaluated during a period
of 30 seconds.

2The code for reproducing all experiments can be found at the
link https://tinyurl.com/y8469tt2.

3The resulting data of the experiments can be found at https:
//tinyurl.com/y9xsyh6q.

Considering the natural trade-off 4 among the descriptors
Number of Limbs, Length of Limbs and Branching, we may
suppose that any of them would play the same role of tack-
ling the tendency for few limbs. Nevertheless, rewarding for
Number of Limbs or Branching could lead evolution to sim-
ply explore several short limbs or several branching areas
with short limbs, respectively. Thus, the descriptor Length
of Limbs was chosen for the penalty.

Results and Discussion
Search Space Sampling and Diversity Levels
To examine the sampling of the morphological phenotypic
search space, we use a measure we call Number of Sampled
Cubes (NSC). The NSC is accumulated along the full evo-
lutionary run, and accounts for the number of cubes in the
morphological multidimensional space discovered, that is,
the amount of distinct morphologies (within a determined
granularity for our morphological descriptors) ever found
along the full evolution. In these experiments, the grid of
cubes has its dimensions composed of the nine morpholog-
ical descriptors, with each one divided into 100 bins of size
0.01. Every new morphology is attributed to a proper cube
given its descriptors, and if the cube does not contain any
morphology yet, one more unit is summed to the NSC.

When we observe the diversity levels, naturally, all the
fitness functions show a decline tendency (Mann-Kendall
p < 0.001) for the mean of the measure of novelty n along
the generations (Fig. 5c). Furthermore, as expected, the
means of n for N , S1, S2, and S3 in the final populations
are significantly (Wilcoxon p < 0.05) different. This diver-
sity differentiation corroborates a disparity for the speed s,
shown in Figure 5a, so that the non-penalized fitness func-
tions are more greedy and better performers, being thus less
diverse.

For the NSC measure in the final population (Fig. 5b),
the diversity-oriented fitness N naturally presents a much
higher value than the behavior-oriented fitness S1. Never-
theless, the fitnesses S2 and S3, which combine searches for
behavior and diversity, present even higher values (all dif-
ferences are significant, Wilcoxon p < 0.05). The average
distance among the points is, though, higher for N than the
other functions. Thus, S2 and S3 sample more cubes, while
N samples cubes further from each other.

In Fig. 6 we see the concentration of morphologies in
the cubes of the morphological multidimensional space, ex-
plored by each fitness function along all the evolutionary
runs (grouped together). These plots show the existence of
cubes which are clearly much more often revisited than the
majority of the cubes, with N and S1 having much more
concentration of revisited cubes than S2 and S3. This obser-
vation helps to explain why the last two have a significant

4The higher the Branching, the higher the Number of Limbs
(Pearson 0.3); The higher the Length of Limbs the lower the Limbs
(−0.4) and the Branching (−0.1), p < 0.05.
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Figure 5: Progression of the mean of the population averaged over all runs for (a) The speed measure s for the behavior-oriented
fitness functions; (b) The NSC measure; (c) The novelty measure n.

Figure 6: Concentration of morphologies in each sampled
cube of the morphological multidimensional space consid-
ering all runs. Including all morphologies explored, each
bar represents the frequency of morphologies in one specific
cube, and the bars are sorted in descending order. All charts
are scaled on the y-axis limited to 200 and in the x-axis lim-
ited to 500.

greater value for the measure NSC, once by revisiting dis-
covered cubes less often they explore more the space.

When we correlate the frequencies for cubes of the indi-
vidual runs for each function, we see (Fig. 7, left) that the
runs of N are highly positively correlated, while the runs of
S1, S2 and S3 have much weaker correlations.

This way, although also unclear why, it seems that by
searching purely for diversity, evolution has a stronger bias
when sampling the search space in independent runs than
by searching for behavior. We should clarify here that this
tendency regards only a regularity in the most commonly ex-
plored morphologies. For instance, although S1 has a much
lower value of NSC thanN when sampling the search space,
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Figure 7: (left) Median Pearson correlations of the fre-
quencies of the cubes between the different runs for each
fitness function. For each function, a matrix comparing
all pairs of runs was performed, and the significant cases
(p < 0.05) were used to calculate medians of Pearson cor-
relations. (right) Pearson correlations for the frequencies of
the cubes between all pairs of fitness functions.

the most common cubes explored by the different runs of N
present a much greater intersection than the ones explored
by S1. That is,N samples more and is more consistent when
the search is repeated.

Additionally, comparing the cubes5 explored by all runs
grouped together between each pair of fitness functions, we
verify also that all pairs are positively correlated (Fig. 7,
right). Considering that it includes the pair of functions that
searches purely for diversity and purely for locomotion (N
vs S1), this could perhaps be evidence of the influence of the
search space in the morphological traits of the population.

5The frequencies presented in Fig. 6 were correlated between
each pair of fitness function. As each function might find differ-
ent sets of cubes, the cubes that exist for one function of the pair
and not for the other are valued as zero for this last one. Pearson
correlations with p < 0.001.
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Figure 8: The most commonly generated morphologies in 3
sample runs. From left to right, the most to the least com-
mon.

Morphological Traits
To illustrate the tendency of the reproduction operator, Fig-
ure 8 shows the 10 most common morphologies of three
sample runs for each fitness function. These morphologies
usually possess one or two limbs only, using the other mod-
ules to make these limbs a little longer. Although S3 mainly
follows the same trend, there are also cases of tree or four
limbs, demonstrating the influence of the selection towards
the traits related to the penalty.

On the other hand, when observing the best robots in
Fig. 9, we see that S3 and N produce champions with mor-
phologies very different from the common ones, possessing
actually multiple limbs. The best individuals in S2 also de-
viate from the common shapes, while S1 presents largely
similar robots having a single limb.6

So far the presented results might lead us to suspect that
the predominant morphological traits of the champion robots
for S1 and also largely S2 are due to the observed tendency
of the search space for few limbs. However, assessing the
distributions of the morphological descriptors in the final
population, we can have additional insights about the influ-
ence of the selection on the morphologies. Figure 10a shows
the difference in the means of the morphological descrip-
tors among the fitness functions, and the first relevant fact
is that the predominant traits when realizing the diversity-
oriented search are usually different from when realizing any
of the behavior-oriented searches.7 And more importantly,

6A video showing the locomotion of some of these robots is
available at https://tinyurl.com/ydbs7nt8.

7All pairs of comparisons between N and the behavior-oriented

Figure 9: Best individuals of the last generation in one sam-
ple run. From left to right, the best to the worst. The loco-
motion styles are: Speed 1: Rolling, for all morphologies;
Speed 2: 1-Sidewinding, 2-Undulating Worm, 3-Rowing,
4-Rolling, 5-Walking, 6-Rowing, 7-Rowing, 8-Undulating
Worm, 9-Rowing, and 10-Rowing; Speed 3: 1-Rowing, 2-
Rowing, 3-Walking, 4-Walking, 5-Sidewinding, 6-Walking,
7-Walking, 8-Crawling, 9-Walking, and 10-Walking.

these differences seem characterized in different directions,
according to the nature of each fitness function. For in-
stance, S1 and S2 present lower values of Branching, Num-
ber of Limbs, and Symmetry, with a greater value of Length
of Limbs and Joints than N, while for S3, which includes
a penalty for long limbs, it is exactly the opposite. This
example demonstrates the morphological penalties leading
to more multi-limb, branching, and symmetrical morpholo-
gies. When observing the mean of the descriptors along the
generations in Fig. 11, we see the tendency (Mann-Kendall
p < 0.001) of Branching and Number of Limbs to increase
and of Length of Limbs to decrease for S3, still according
to the penalty. Thus, when we evaluate the result of the
full search with S3 (Fig. 8) morphologies with few limbs
seem dominant, while studying the progress over genera-
tions (Fig. 9) this tendency is decreased. And with S2, is is
it also decreased, though much less.

All behavior-oriented searches seem to explore Size,
which is not a surprise, since a large body more easily can
produce a large displacement of the head and thus achieve
a high speed s. Proportion, which is kept at a stable level
for most functions, drops drastically for S1, as this case was
dominated by single-limb, and thus disproportional, robots.
Coverage decreases for most functions but S1, as its pre-
dominant final morphologies are similar to snakes (Fig. 9),
covering the whole body area.

searches are significantly (Wilcoxon p < 0.05) different, except
for N vs S2 of Branching, Size and Sensors, and for N vs S3 of
Proportion.
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Figure 10: Comparison of the mean of the runs for the morphological descriptors. (a) shows the measures for all fitness
functions in the final populations (S and I refer whether the difference in the averages between a determined fitness function
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Figure 11: Mean of the population averaged over all runs for the morphological descriptors along the generations.

Moreover, we try to understand the traits of the high and
low rankers, seeing clearly the influence of the selection in
the morphological traits of the population. The Low and
High Rankers regard two groups of robots with significantly
different average speed. To divide the populations accord-
ing to this concept, for each fitness function, the median of
the speed was calculated to separate the population into two
groups between which the averages of the runs were tested
statistically significant (Wilcoxon p < 0.001). The group
with the highest average speed was considered the group of
High Rankers, and the one with lowest speed was considered
the group of Low Rankers. Fig. 10b shows the difference
in the means of the morphological descriptors for the Low
and High Rankers. The most interesting cases are Number
of Limbs and Symmetry, which present higher means for
the Low Rankers with all fitness functions, that is, the more
limbs , the slower. This is in accordance with the previ-
ous observation that the more penalized the fitness function,

the higher the mean of Number of Limbs/Symmetry and the
lower the mean of s.

Behavior
Figure 5a displays the average speed for the three behavior-
oriented fitness functions. Comparing the mean speeds be-
tween each function in the final populations, we verify that
they are significantly (Wilcoxon p < 0.05) different. The
more penalized the fitness, the lower the speed, thus, in the
order S1, S2, S3, and finally N , which is purely novelty.

When observing the prevalent locomotion style obtained
with each fitness function, we see that for S3, the style is
Walking (Fig. 9), characterized by a synchronized alterna-
tion of limb movement, while for S2 it is Rowing, char-
acterized by simultaneous limb stroking, and for S1, it is
Rolling.8 Additionally, in Fig. 2 we see examples of man-

8Videos shown at https://tinyurl.com/ydbs7nt8.
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ually selected robots which are not included in the best-
rank, but which present an interesting life-like locomotion
style. Thus, in our experiment, walking and other com-
plex locomotion strategies proved relatively slow compared
to the simple, rolling ones. One possible explanation for this
could be that one of the most efficient ways to achieve a high
speed according to our fitness measure and environment, is
to grow large and through this achieve a large absolute dis-
placement of the robot’s head during the fitness evaluation.
Also, rolling can be an efficient locomotion style as long as
the environment permits it, and similar behavior has been
observed in other studies (Samuelsen and Glette, 2014).

However, “for many animals, natural selection may tend
to favor structures and patterns of movement that increase
maximum speed”, and, “in almost every case, legged ani-
mals can move faster over land than animals of similar size
that lack legs” (Alexander, 2003). It is not clear why the
trait of few long limbs showed to be predominant, and the
above remark makes us wonder if it might be due, not to
some advantage of having fewer limbs, but to the challenge
of having multiple limbs. For example, having one limb
that permits locomotion is a challenge in itself, while hav-
ing multiple limbs not only multiplies this challenge, but
also carries an additional challenge of synchronization, to
avoid limbs pulling in different directions and impairing dis-
placement. Perhaps adding a life-time learning ability to the
robots would allow them to learn how to use their limbs bet-
ter and obtain higher speed. Moreover, given that the com-
plexity of the environment may influence the complexity of
the resulting robot morphologies (Auerbach and Bongard,
2014), maybe an increase in the complexity of our environ-
ment would have an interesting effect on the morphological
traits of the population.

Conclusion and Further Work
We investigated the evolution of modular robots from dif-
ferent perspectives: coverage of the search space, evolved
morphologies, and evolved behaviors. We compared several
selection preferences (i.e., fitness functions) and observed
that novelty selection sampled fewer cubes in the space of
possible morphologies than a combination of speed and nov-
elty, cf. Fig. 5 (b). This is a surprising result and currently
we are researching this ‘anomaly’ to understand and clar-
ify it. Furthermore, we saw a clear effect of the fitness
function on the evolved morphologies. The final popula-
tions in Fig. 9 exhibit visible patterns internally and clear
differences from each other. Looking at the morphologi-
cal descriptors we noted that all of them are influenced by
the selection preferences. Considering evolved behaviors,
the outcomes are not surprising in terms of pure speed val-
ues, cf. Fig 5 (a), but the locomotion patterns are interest-
ing to see as they often resemble gaits of existing animals,
https://tinyurl.com/ydbs7nt8. Overall, the pe-
nalized fitness functions resulted in slower robots, pointing
to a trade-off between maintaining diversity and increasing

quality. For further work we intend to 1) deepen the investi-
gation of the search space coverage; 2) evolve in a non-plain
terrain to test the effect of the environment in the morpholo-
gies and controllers; 3) add life-time learning to assess its ef-
fect on the morphologies and the structure of the controllers.
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Nature has invented several different mechanisms to im-
plement locomotion. In some organisms, locomotion is a
result of coordination of muscle movements in distinct parts
of the body, e.g. walking behavior. It has been a source of in-
spiration for various artificial systems, e.g. Owaki and Ishig-
uro (2017). In other natural organisms, locomotion is an
emergent effect of local interactions between many simple
agents moving as aggregated swarms in their environment,
e.g. amoeboid movement in eukaryotic cells, amoeba, and
slime-molds. In such continuous locomotions, flows of sub-
strates form pseudopodium towards favorable regions of the
environment. The substrates that form the pseudopodium
are taken from other parts of the organism located in less
favorable regions. This displacement of substrates leads
to a crawling-like movement of the organism. A compar-
atively similar mechanism is the locomotion of leaderless
flocks of animals which have inspired several methods of
self-organized locomotion for artificial swarms (Hornby and
Pollack, 2001; Varughese et al., 2016). A related field is
the formation of shapes in artificial swarms via reposition-
ing of mobile agents, e.g. (Rubenstein et al., 2014). Here
we report on a previous work (Zahadat and Schmickl, 2017)
demonstrating a self-organized amoeboid-like locomotion
controlled by a variation of a plant-inspired algorithm, called
Vascular Morphogenesis Controller (VMC) (Zahadat et al.,
2017). The VMC is initially introduced to guide the growth
of artificial structures via a self-organized process, in the
context of project flora robotica. The algorithm is inspired
from competition of different branches in a plant enabling
the plant to reach the areas with better conditions (e.g. more
light). Here a variation of VMC is used to direct the loco-
motion of an organism by the means of growing branches
towards favorable regions while the non-favorable branches
are retracted leading to an amoeboid-like locomotion.

Vascular Morphogenesis Controller
The morphology of a plant changes over time as a result
of interplays between the encoded genome and the envi-

Figure 1: a schematic example VMC-guided organism.

ronment (Scarpella et al., 2010). The branches of a plant
seek local resources such as light from their immediate ex-
ternal environment and receive shares of limited common
resources, i.e. water and minerals, from roots distributed by
their internal vessel system. The common resource reaching
a branch is used for the growth of the branch and produc-
tion of new parts, i.e. new branches. The vascular system
of a plant is dynamic and changes based on competitions
for common resource between different branches (Leyser,
2011). A hormone called auxin is produced at the tip of each
branch depending on its success in accessing local environ-
mental resources (e.g. the amount of light). The branches
in better locations produce larger amounts of the hormone.
The hormone flows root-wards and regulates the quality of
the vessels in its way. A branch with higher quality of ves-
sels, receives larger shares of the common resource leading
to further growth. This in turn may lead to a positive feed-
back by positioning the branch in an even better location,
more production of the hormone and better vessels, and thus
even further growth of the branch. A high share of the lim-
ited common resource for successful branches means lower
shares of the resource for the others which maybe lead to
decrease or stop of growth in the branches in less favorable
regions of the environment.

The VMC abstracts the above concepts into a decentral-
ized algorithm acting on growing acyclic directed graphs
(see Fig. 1). The success of a leaf i in a graph de-
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pends on the local environment and parameters of the
system, Si := ωconst +

∑
s∈Sensors ωs · Is, where Is

is the sensory input, and ωconst, ωs are the constant and
sensor-dependent production rates. The success value is
transferred from each node to its parent where the total
value of the success at the parent is Sm = g(ρconst +∑
s∈Sensors ρs · Is) ·

∑
b∈branches Sb, where ρconst, ρs are

the constant and sensor-dependent transfer rates and g(x) is
a sigmoid function mapping x to the range of (0, 1). The
success passing from a node to the parent regulates its ves-
sel, as Vi = Vi+α ·(Sβi −Vi), where alpha is the adaptation
rate of the vessel, and β is a competition factor. The com-
mon resource at a parent node m is distributed between its
children, Ri = (Rm − c) · Vi∑

b∈branches
Vb

, where Ri is the

resource reaching the child i, and c is the consumption rate
of the resource at the parent node. If Ri > Thadd at a leaf,
the leaf grows into an internal node by addition of new chil-
dren (branches) to it. If all the children of a node are leaves
and their Ri < Thdel, the children are deleted altogether
and the node becomes a leaf.

Implementation and Results
Unlike biological plants and the original versions of VMC,
here we allow the root node of the graph to change over time.
If the resource reaching the children of the root is higher
than a threshold, the new root of the graph is the child with
the higher resource and all the input edges of the node are
reversed. In the current implementation, an organism grows
from an initial root and every node can get two children. The
environment contains a linear gradient of an environmental
modality towards a target. Every leaf is capable of sensing
the local value of the environmental modality (for simula-
tion details see Zahadat and Schmickl (2017)). Fig. 2 shows
the behavior of an organism moving towards a static target.
The VMC parameters are evolved for such an environment).
To test the reactivity of the evolved system in a dynamic en-
vironment, the same parameters are used for an organism in
a setup where the position of the target circulates between
four corners of a square. Fig. 3 represents the center of mass
of the organism in the dynamic setup (for a video of this
experiment, see https://youtu.be/2zOhRzRHRP0).

Conclusion
A variation of a plant-inspired algorithm for self-organized
growth is successfully implemented here to conduct an
amoeboid-like locomotion. Although the single agents are
only capable of local sensing and perceive no directional in-
formation, the swarm-like organism as a whole is capable of
motion towards preferable regions of the environment.
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Figure 2: Morphology of the organism over time

Figure 3: Trajectory of the center of
the mass. The + signs show the posi-
tion of the target at different times.
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Abstract

Self-replication is a key aspect of biological life that has been
largely overlooked in Artificial Intelligence systems. Here
we describe how to build and train self-replicating neural net-
works. The network replicates itself by learning to output
its own weights. The network is designed using a loss func-
tion that can be optimized with either gradient-based or non-
gradient-based methods. We also describe a method we call
regeneration to train the network without explicit optimiza-
tion, by injecting the network with predictions of its own pa-
rameters. The best solution for a self-replicating network was
found by alternating between regeneration and optimization
steps. Finally, we describe a design for a self-replicating neu-
ral network that can solve an auxiliary task such as MNIST
image classification. We observe that there is a trade-off be-
tween the network’s ability to classify images and its ability
to replicate, but training is biased towards increasing its spe-
cialization at image classification at the expense of replica-
tion. This is analogous to the trade-off between reproduction
and other tasks observed in nature. We suggest that a self-
replication mechanism for artificial intelligence is useful be-
cause it introduces the possibility of continual improvement
through natural selection.

Introduction
The concept of an artificial self-replicating machine was first
proposed by John von Neumann in the 1940s prior to the dis-
covery of DNA’s role as the physical mechanism for biolog-
ical replication. Specifically, Von Neumann demonstrated
a configuration of initial states and transformation rules for
a cellular automaton that produces copies of the initial cell
states after running for a fixed number of steps (Von Neu-
mann and Burks, 1966). Hofstadter (1980) later coined the
term ‘quine’ in Gödel, Escher, Bach: an Eternal Golden
Braid after the philosopher Willard Van Orman Quine, to
describe self-replicating expressions such as: ‘is a sentence
fragment’ is a sentence fragment.

There has also been work done in making physical self-
replicators. Notable examples include tiles (Penrose, 1959),
molecules (Wang et al., 2011), polymers (Breivik, 2001),
and robots (Zykov et al., 2005).

In the context of programming language theory, quines
are computer programs that print their own source code. A

trivial example of a quine is the empty string, which in most
languages, the compiler transforms into the empty string.
The following code snippet is an example of a non-trivial
Python quine written in two lines.

s = ’s = %r\nprint(s%%s)’
print(s%s)

While self-replication has been studied in many automata,
it is notably absent in neural network research, despite the
fact that neural networks appear to be the most powerful
form of AI known to date.

In this paper, we identify and attempt to solve the chal-
lenges involved in building and training a self-replicating
neural network. Specifically, we propose to view a neural
network as a differentiable computer program composed of
a sequence of tensor operations. Our objective then is to con-
struct a neural network quine that outputs its own weights.

We tested our approach using three distinct classes
of methods: gradient-based optimization methods, non-
gradient-based optimization methods, and a novel method
called regeneration. We further designed a neural network
quine which has an auxiliary objective in addition to the job
of self-replication. In this paper, the chosen auxiliary task
is MNIST image classification (LeCun and Cortes, 1998),
which involves classifying images of digits from 0 to 9, and
is commonly used as a ‘hello world’ example for machine
learning.

We observed a trade-off between the network’s ability to
self-replicate and its ability to solve the auxiliary task. This
is analogous to the trade-off between reproduction and other
auxiliary survival tasks observed in nature. The two objec-
tives are usually aligned, but for example, when an animal
has been put in starving conditions, its sex hormones are
usually down-regulated to optimize for survival at the ex-
pense of reproduction. The opposite occurs as well: for ex-
ample, in male dark fishing spiders, the act of copulation
results in a sudden irreversible change to its blood pressure,
immobilizing it and leaving it vulnerable to cannibalization
by the female spider (Drake, 2013).
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Motivations
Modern artificial intelligence is primarily powered by deep
neural networks for applications as diverse as detecting
diabetic retinopathy (Gulshan et al., 2016), synthesizing
human-like speech (Shen et al., 2017), and executing strate-
gic decisions in Starcraft (Vinyals et al., 2017). In line with
ALIFE 2018’s theme of going beyond AI, we list several mo-
tivations for studying self-replicating neural networks.

• Biological life began with the first self-replicator (Mar-
shall, 2011), and natural selection kicked in to favor or-
ganisms that are better at replication, resulting in a self-
improving mechanism. Analogously, we can construct a
self-improving mechanism for artificial intelligence via
natural selection if AI agents had the ability to replicate
and improve themselves without additional machinery.

• Neural networks are capable of learning powerful repre-
sentations across many different domains of data (Bengio
et al., 2013). But can a neural network learn a good rep-
resentation of itself? Self-replication involves a degree
of introspection and self-awareness, which is helpful for
lifelong learning and potential discovery of new neural
network architectures.

• Learning how to enhance or diminish the ability for AI
programs to self-replicate is useful for computer security.
For example, we might want an AI to be able to execute its
source code without being able to read or reverse-engineer
it, either through its own volition or interaction with an
adversary.

• Self-replication functions as the ultimate mechanism for
self-repair in damaged physical systems (Zykov et al.,
2005). The same may apply to AI, where a self-
replication mechanism can serve as the last resort for de-
tecting damage, or returning a damaged or out-of-control
AI system back to normal.

Related Work
Quines have been written for a variety of programming lan-
guages. The Quine Page (Thompson, 1999) contains code
contributions of quines written in 55 different languages. An
Ouroboros set of programs extends the concept of a quine by
having a program in language A generate the source code for
a program in language B, which then generates the source
code for a program in a language C, and so on, until it fi-
nally generates back the source code for the initial program
in language A. Endoh (2017) made an Ouroboros with 128
programming languages in it.

Our work focuses on building a self-replication mecha-
nism via weight prediction. Denil et al. (2013) demonstrated
the presence of redundancy in neural networks by using a
portion of the weights to predict the rest. There are also
neural networks that can modify the weights of other neural

networks (Schmidhuber, 1992; Ha et al., 2017), which have
been shown to be useful in meta-learning an optimizer (Ravi
and Larochelle, 2016; Andrychowicz et al., 2016). Schmid-
huber (1993) proposed an architecture and a training algo-
rithm for a self-referential recurrent neural network, which
is philosophically very similar to our work in that the net-
work refers to itself rather than another network. To our
knowledge, our work is the first to attempt the task of self-
replication in neural networks.

Building the Network
How can a neural network refer to itself?
Problem with Direct Reference A neural network is
parametrized by a set of parameters Θ, and our goal is to
build a network that outputs Θ itself. This is difficult to do
directly. Suppose the last layer of a feed-forward network
has A inputs and B outputs. Already, the size of the weight
matrix in a linear transformation is the product AB which is
greater than B for any A > 1.

We also looked at open-source implementations of two
popular generative models for images, DCGAN (Radford
et al., 2016) and DRAW (Gregor et al., 2015). They use
12 million and 1 million parameters respectively to generate
MNIST images with 784 pixels.

In general, the set of parameters Θ is a lot larger than the
size of the output. To circumvent this, we need an indirect
way of referring to Θ.

Indirect Reference HyperNEAT (Stanley et al., 2009) is
a neuro-evolution method that describes a neural network
by identifying every topological connection with a coordi-
nate and a weight. We pursue the same strategy in building
a quine. Instead of having the quine output its weights di-
rectly, we shall set it up so that it inputs a coordinate (in a
one-hot encoding) and outputs the weight at that coordinate.

This overcomes the problem of Θ being larger than the
output, since we are only outputting a scalar Θc for each
coordinate c.

Vanilla Quine
We define the vanilla quine as a feed-forward neural network
whose only job is to output its own weights.

Figure 1: Structure of a vanilla quine

Suppose the number of inputs is A, and the number of
units in the first hidden layer is B, then the size of the pro-
jection matrix would be the product AB which is greater
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than A for any B > 1. Hence, we cannot have the projec-
tion itself be a parameter of the network due to the one-hot
representation. We thus decide to use a fixed random pro-
jection to connect the one-hot encoding of the coordinate to
the hidden layer. All other connections, namely the connec-
tions between the hidden layers as well as the connections
between the last hidden layer and the output layer, are vari-
able parameters of the neural network.

Von Neumann argued that a non-trivial self-replicator
necessarily includes three components that by themselves
do not suffice to be self-replicators: (1) a description of
the replicator, (2) a copying mechanism that can clone de-
scriptions, and (3) a mechanism that can embed the copying
mechanism within the replicator itself (Von Neumann and
Burks, 1966). In this case, the coordinate system that assigns
each of the weights a point in the one-hot space corresponds
to (1). The function computed by the neural network corre-
sponds to (2). The fixed random projection corresponds to
(3). We explain below reasons for our choices of (1), (2), and
(3), while keeping in mind that alternatives to these choices
are interesting future research directions.

(1) One-hot Input Encoding A one-hot encoding is a vec-
tor that contains exactly a single ’1’, and is 0 everywhere
else. If we directly input the coordinate instead of using a
one-hot encoding, then the network will not be sufficiently
expressive. This is because for any coordinate c, the dif-
ference between f(c) and f(c + 1) is constrained by the
network’s Lipschitz bound, hence the network cannot accu-
rately output the weights at c and c + 1 if their difference
is sufficiently big. We demonstrate a visualization of this in
Figure 2: contiguous weights might be very different, but
contiguous outputs cannot be very different.

Figure 2: Log-normalized illustration of the weights and
weight predictions of a quine without one-hot encoding

(2) Multi-Layered Perceptrons

yi = σi(Wixi + bi) (1)

Multi-layered perceptrons (MLPs) are feed-forward neu-
ral networks that consist of repeated applications of Equa-
tion 1, where at the ith layer of the network, σi is an ac-
tivation function, Wi a weight matrix, bi a bias vector, xi
the input vector, and yi the output vector. MLPs are known
to be good function approximators, specifically a feedfor-
ward neural network with at least one hidden layer forms a
class of functions that is dense in the space of continuous
functions under a compact domain (Hornik, 1991; Cybenko,
1989). While not precluding other kinds of generative neural
network architectures, this makes an MLP seem like a suit-
able candidate for a neural network quine, because we think
it is expressive enough to derive and store a representation
of itself.

(3) Random Projections We believe that random projec-
tions are a good choice as an embedding layer to connect
a one-hot representation into the network because of their
distance-preserving property (Johnson and Lindenstrauss,
1984) and the fact that random features have been shown to
work well both in theory and practice (Rahimi and Recht,
2008). Indeed, they form a key component of Extreme
Learning Machines (Huang et al., 2006) which are feed-
forward neural networks that have proven useful in classi-
fication and regression problems.

Auxiliary Quine
We define the auxiliary quine to be a vanilla quine that
solves some auxiliary task in addition to self-replication. It
is responsible for taking in an auxiliary input and returning
an auxiliary output.

Figure 3: Structure of an auxiliary quine

In this paper, we chose image classification as the aux-
iliary task. The MNIST dataset (LeCun and Cortes, 1998)
contains square images (28 pixels by 28 pixels) of handwrit-
ten digits from 0 to 9. These images are to be fed in as the
auxiliary input. It is possible to make the connection from
the auxiliary input to the network a parameter rather than a
random projection, but in this paper, we only report results
for the latter.

The auxiliary output is a probability distribution over the
ten classes, where the class with the maximum probability
will be chosen as the predicted classification. 60000 images
are used for training and 10000 images are used for test-
ing; we have no need for a validation set since we are not
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strictly trying to optimize for the performance of the classi-
fier. Our primary aim in this paper is to demonstrate a proof
of concept for a neural network quine, which makes MNIST
a suitable auxiliary task as it is considered an easy problem
for modern machine learning algorithms.

Training the Network
Network Architecture
Before describing how the neural network quines are
trained, we specify the exact network architecture used in
our experiments below for both the vanilla quine and the
auxiliary quine. In both cases, they are MLPs composed of
two hidden layers with 100 hidden units each where every
layer is followed by a SeLU (Klambauer et al., 2017) activa-
tion function. In the case of the auxiliary quine, the one-hot
coordinate is projected to the first 50 hidden units, while the
MNIST input is projected to the next 50 hidden units. The
auxiliary output is a vector of size 10 (number of classes)
computed by a softmax.

The total number of parameters is 20,100 for the vanilla
quine, and 21,100 for the auxiliary quine. The nature of
the quine problem and our choice of the one-hot encoding
means that the input vector will be of the same size as the
number of parameters. These are small networks by modern
deep learning standards where millions of parameters are the
norm, but it is a challenge to handle input vectors with di-
mensions much larger than 20,000.

How do we train a neural network quine?
Self-Replicating Loss We define the self-replicating loss
to be the sum of the squared difference between the actual
weight and its predicted value. A vanilla quine is achieved
when this loss is exactly zero. Because of numerical impre-
cision errors, we can expect that in practice, optimizing this
loss will nonetheless result in a number slightly above zero,
except for the trivial zero quine where all the weights are
exactly zero to begin with.

LSR =
∑
c∈C

∥∥∥fΘ(c)−Θc

∥∥∥2

2
(2)

Auxiliary Loss It is possible to jointly optimize an exist-
ing loss function with the self-replicating loss so that a neu-
ral network gains the ability to self-replicate in addition to
an auxiliary task it specializes in. We define the auxiliary
loss to be the sum of the self-replicating loss LSR and the
loss from the auxiliary task LTask, with a hyperparameter
λ to scale both losses to a similar magnitude. An auxiliary
quine can be trained by optimizing on the auxiliary loss, but
we do not expect to see a near-zero loss, unless it is also per-
fect at the auxiliary task. In our MNIST experiment, LTask

is the cross-entropy loss, which is commonly used for clas-
sification problems.

LAux = LSR + λLTask (3)

Training Methods There are three distinct classes of
methods that we can use to train our neural network quines.

• Gradient-based methods Stochastic gradient descent
(SGD) and its variants are the workhorse algorithm for
training deep neural networks today. In our case, the loss
function is a moving target, since Θc changes after each
gradient update. Updating the loss function after every
mini-batch update is expensive. To avoid that, we split
the set of possible coordinates into random mini-batches
of size 10, and update the loss function after every training
epoch. In other words, each training epoch will consist of
running through the set of all possible coordinates. We
do not use a validation set for our experiments, while the
test loss is computed at the end of every training epoch af-
ter updating the loss function. Below is pseudo-code for
training a vanilla quine. A similar procedure is used to
train an auxiliary quine with LSR replaced with LAux to
account for the auxiliary task.

Pseudo-code for training a vanilla quine via optimization:
begin

Initialize set of parameters ΘC

Initialize number of training epochs T
for t := 0 to T do

Θt := ΘC

Divide Θt into random mini-batches
for each mini-batch do

Compute LSR

ΘC := optimize(ΘC , LSR)
end

end
end

• Non-gradient-based methods Optimization methods
that do not make use of gradient information can also
be used to train neural networks. For example, evolu-
tionary algorithms have been used successfully to train
deep reinforcement learning agents with over four mil-
lion parameters (Such et al., 2017; Salimans et al., 2017).
For the same reasons of computational efficiency as men-
tioned above, we shall choose to execute non-gradient-
based optimization in mini-batches. The training algo-
rithm is identical to the pseudo-code shown above, except
with optimize being non-gradient-based. We only con-
sider hill-climbing in this paper.

• Regeneration method Perhaps somewhat surprisingly, it
is also possible to train a vanilla quine without explic-
itly optimizing for the self-replicating loss. We do so by
replacing the current set of parameters with the weight
predictions made by the quine. Each such replacement is
called a regeneration. We then alternate between execut-
ing regeneration and a round of optimization to achieve a
low but non-trivial self-replicating loss. We note that re-
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generation is sensitive to choices of weight initialization
and activation function.

Pseudo-code for Regeneration:
begin

Initialize set of parameters ΘC

Initialize number of generation epochs G
Initialize number of optimization epochs T
for g := 0 to G do

// Optimization
for t := 0 to T do

Θt := ΘC

Divide Θt into random mini-batches
for each mini-batch do

Compute LSR

ΘC := optimize(ΘC , LSR)
end

end
// Regeneration
for c ∈ C do

Θc := fΘC
(c)

end
end

end

Results and Discussion
In the experimental results produced below, we used a mini-
batch of size 10 for training. λ in LAux and the temperature
for the softmax in the auxiliary output are set to 0.01.

Vanilla Quine
We trained a vanilla quine with classical SGD (lr = 0.01),
SGD with momentum (lr = 0.01, ρ = 0.9), ADAM
(Kingma and Ba, 2014), Adagrad (Duchi et al., 2011),
Adamax (Kingma and Ba, 2014), and RMSprop (Tieleman
and Hinton, 2012) with default hyperparameter settings on
the self-replicating loss for 30 epochs. The quine was initial-
ized with the same procedure as in He et al. (2015), and the
initial loss LSR prior to any training was 90.16. We observe
in Figure 4 that Adamax performed the best, while Ada-
grad exhibited increasing loss rather than plateauing. RM-
Sprop (not plotted) was found to explode the loss right from
the start of training. We carried on training the quine on
Adamax for 100 epochs, achieving a best test loss of 32.10
by the end of training, which is a third of its pre-trained
value.

Is this a quine?
It is hard to quantify how significant it is to reduce the self-
replicating loss to a third of its pre-trained value. After all,
our goal was to produce a self-replicator, but if the loss we
achieved is not close to zero, then it seems that we have
not reached our goal. On the other hand, replication mecha-
nisms are rarely perfect. Even in nature, replication mecha-

Figure 4: Comparison of gradient-based optimization meth-
ods used to train a vanilla quine

nisms often contain high levels of noise, sometimes referred
to as ‘mutation’ or replication error.

Adams and Lipson (2009) constructed a mathemati-
cal framework to calculate the self-replicating quotient
of a replicator, which measures the log likelihood ratio
of a perfect self-replication happening via the replicator’s
noisy replication mechanism compared to it happening by
chance. For example, Zykov et al. (2005) estimate the self-
replicating quotient of Penrose Tiling (Penrose, 1959) to be
below 0.69 and that of animals to be at least 46.05. This
framework is useful for distinguishing between trivial and
non-trivial replicators. To compute this metric for our net-
work, we need to compute the chance that a random neu-
ral network would produce a copy of itself within the same
ε-ball as achieved by our vanilla quine. Assuming that a
random network has a uniform distribution of outputs from
[−0.5, 0.5] (a big assumption), then the self-replicating quo-
tient for the vanilla quine is 6.44, which implies a certain
amount of non-triviality.

Another measure we can look at is the average weight pre-
diction margin, which is defined as the average absolute dif-
ference between the weights and the weight predictions. The
pre-training loss of 90.16 corresponds to an average weight
prediction margin of 0.067, while the post-training loss of
32.10 corresponds to an average weight prediction margin
of 0.040. This suggests we still have significant room for
improvement. However, it is worth pointing out that the rel-
atively small pre-training weight prediction margin reflects
the fact that modern best practices for the choice of weight
initialization and activation function keep the output in the
same order of magnitude as the input.
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Hill-climbing
Next, we use a hill-climbing algorithm to train the vanilla
quine. The algorithm works by iteratively perturbing the pa-
rameters of the network with diagonal Gaussian noise and
keeping the perturbation if it results in an improvement. This
is equivalent to an evolutionary algorithm with a population
size of 1. In this case, we do not need the gradients, hence
the training process only requires the forward and not the
backward pass, which makes each training epoch computa-
tionally cheaper. Nonetheless, it takes around 5000 epochs
to find a solution that is on par with that found by classi-
cal SGD after 10 epochs. We found that doing hill-climbing
on the solution that SGD converged to improves it signifi-
cantly, but the same does not hold true for the solution that
Adamax converged to. This suggests that the solution found
by Adamax is already a local optima.

Figure 5: Training a vanilla quine via hill-climbing

Regeneration
Finally, we use regeneration to train the vanilla quine, set-
ting T = 1 with Adamax as the optimizer. Each generation
epoch is very computationally expensive as it involves as
many forward passes as there are parameters in the network
to replace its actual weights with its outputs. However, one
epoch suffices to reduce the test loss substantially, with the
best self-replicating loss of 0.86 found after ten generation
epochs. This corresponds to a self-replicating quotient of
10.06 and an average weight prediction margin of 0.0065,
which is an order of magnitude better than the best solution
found previously.

One might wonder if the solution we found via regenera-
tion might simply be the zero quine, i.e. all the weights are
zero. Indeed, we find that iteratively injecting the network
with its predicted weights has a similar effect as statistical
shrinkage. It effectively learns to reduce the self-replicating

Figure 6: Training a vanilla quine via regeneration

loss by shrinking the order of magnitudes of the weights,
thus creating a small weight prediction margin. Without the
optimization step (when T = 0), a visual inspection of the
network reveals that it rapidly converges to the zero quine.
However, with the optimization step, the solution found ap-
pears to be non-trivial: the order of magnitude of the weights
are in line with what we would observe in a normal neural
network. The strong attraction of the zero quine also un-
derscores the importance of having an additional auxiliary
task.

Figure 7 shows a visualization of the solution found by
regeneration.

Figure 7: Log-normalized illustration of the weights and
weight predictions of two hidden layers in a vanilla quine
that has been trained with regeneration
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Auxiliary Quine
We trained an auxiliary quine on the MNIST image classi-
fication task with Adamax using the default hyperparameter
settings on 30 epochs. The quine was also initialized with
He init, and the initial loss LAux prior to any training was
1072.05. We observe in Figure 8 that somewhat counter-
intuitively, after the initial drop, the auxiliary loss actually
increases over time instead of converging. This is due to
the network prioritizing the task loss LTask over the self-
replicating loss LSR despite the fact that it is being opti-
mized on their sum. The same trend is observed when we
repeat the experiment on other gradient-based optimization
methods besides Adamax. After 30 epochs, the network
achieved an accuracy of 90.41% on the held-out test set,
which is comparable to the 96.33% achieved by an identical
network whose only objective is MNIST image classifica-
tion. This shows that self-replication occupies a significant
portion of the neural network’s capacity, but it is hearten-
ing nonetheless that joint optimization of the objectives is
possible. If we leave the auxiliary quine running, the task
loss eventually converges, while ignoring the exploding self-
replicating loss.

This is an interesting finding: it is more difficult for a net-
work that has increased its specialization at a particular task
to self-replicate. This suggests that the two objectives are at
odds with each other, but that the gradient-based optimiza-
tion procedure prefers to maximize the network’s special-
ization at solving the MNIST task, even at the expense of
a reduction in its ability to self-replicate. (It is not immedi-
ately obvious from Figure 8, but the first few training epochs
reduce the self-replicating loss too.)

There are parallels to be drawn between self-replication
in the case of a neural network quine and biological repro-
duction in nature, as well as specialization at the auxiliary
task and survival in nature. The mechanisms for survival
are usually aligned with the mechanisms for reproduction,
however when they come into conflict with each other, the
survival mechanism usually is prioritized at the expense of
the reproduction mechanism (except in rare cases like that
of the male dark fishing spider). We hypothesize that in na-
ture, self-replication might rapidly become trivial without
the presence of an auxiliary task, just as we have observed
here in the case of a neural network quine.

Hill-climbing progressed too slowly for us to observe any-
thing meaningful, but we do not expect to observe the same
behavior because the algorithm, by definition, does not al-
low for harmful changes to the overall loss to be made. The
regeneration techique cannot be used in this case, because
we require the auxiliary input for each generation and ran-
dom inputs do not work well.

Conclusion
In this paper, we have described how to build and train a
self-replicating neural network. Specifically, we proposed to

Figure 8: Training an auxiliary quine with Adamax

treat the problem of self-replication in a neural network as a
problem of weight prediction, and devised various encoding
and training schemes to solve this problem. This allowed us
to create a neural network quine, which akin to a computer
program quine, outputs its own source code (weights in this
case).

We have identified three interesting future directions for
research. Firstly, we can seek to improve weight predic-
tion by assuming a low-rank matrix factorization for the net-
work’s weights as in Denil et al. (2013). Secondly, we can
attempt to build neural network quines using more sophis-
ticated models and representations, for example a convolu-
tional neural network quine might be interesting. Thirdly,
we can extend the concept of self-replication to universal
replication: a neural network that can replicate other neural
networks.
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Abstract

An ongoing discussion in biology concerns whether intrinsic
mortality, or senescence, is programmed or not. The death
(i.e. removal) of an individual solution is an inherent feature
in evolutionary algorithms that can potentially explain how
intrinsic mortality can be beneficial in natural systems. This
paper investigates the relationship between mutation rate and
mortality rate with a steady state genetic algorithm that has a
specific intrinsic mortality rate. Experiments were performed
on a predefined deceptive fitness landscape, the hierarchical
if-and-only-if function (H-IFF). To test whether the relation-
ship between mutation and mortality rate holds for more com-
plex systems, an agent-based spatial grid model based on the
H-IFF function was also investigated. This paper shows that
there is a direct correlation between the evolvability of a pop-
ulation and an indiscriminate intrinsic mortality rate to muta-
tion rate ratio. Increased intrinsic mortality or increased mu-
tation rate can cause a random drift that can allow a popula-
tion to find a global optimum. Thus, mortality in evolutionary
algorithms does not only explain evolvability, but might also
improve existing algorithms for deceptive/rugged landscapes.
Since an intrinsic mortality rate increases the evolvability of
our spatial model, we bolster the claim that intrinsic mortality
can be beneficial for the evolvability of a population.

Introduction
Mortality is a fundamental component of natural systems
that is caused by intrinsic factors (senescence, or deterio-
ration with age) or extrinsic factors such as predation, dis-
ease and accident. However, the explanation and origins of
senescence are still debated. Despite the plurality of reasons
that cause mortality, its rate in a given population can shape
selective pressures and thereby overall evolvability. Consid-
ering recent publications by Kowald and Kirkwood (2016)
and Goldsmith (2016), which discuss whether aging is pro-
grammed or not, it is relevant to test whether mortality poses
any benefit for evolutionary algorithms (EAs) that could sup-
port any of the existing theories.

Proponents of non-programmed senescence support the-
ories such as mutation accumulation (Medawar, 1952), an-
tagonistic pleiotropy (Williams, 1957), and the disposable-
soma theory (Kirkwood, 1977). Proponents of programmed
aging largely support theories on evolvability (Weismann.,

1889; Goldsmith, 2016) and altruistic aging (Yang, 2013;
Werfel et al., 2017; Herrera et al., 2017), while not nec-
essarily excluding the aforementioned theories on non-
programmed senescence. The evolvability theory of senes-
cence states that species vary in their capacity of evolution
(Goldsmith, 2016). Since a population where individuals
don’t die would reside in a zero-evolvability state (Gold-
smith, 2008), this theory hypothesizes that programmed ag-
ing and other life span limiting features can aid the evolv-
ability of a species.

Evolvability is the population’s ability to traverse the fit-
ness landscape without passing through non-functional re-
gions (Smith, 1970; Haubold and Wiehe, 2006). This defi-
nition is different from some existing measures of evolvabil-
ity (Altenberg, 1994; Wagner, 1996; Lehman, 2012) since
it is not directly the ability of a population or individual to
produce fitter or more varied individuals when compared to
their parents. The ability of the individual or a population to
produce better adapted offspring or more diverse individuals
is less important than the ability of the population to find a
better solution across generational time. A population that
can produce better fit individuals in one generation might be
unable to cross a local valley in the fitness landscape that
needs to be crossed to find a better solution. Therefore, we
analyze the efficiency at which a population is able to tra-
verse the fitness landscape over generational time as a proxy
of evolvability.

Since senescence is prevalent in nature—salmon and oc-
topi dying after spawning of their offspring or elephants dy-
ing after running out of their last set of teeth—it is inter-
esting to investigate whether the phenomenon of senescence
can be beneficial in simulated models. Intrinsic mortality
leading to evolvability has been mostly discussed hypothet-
ically Goldsmith (2014). Notably, Herrera et al. (2017) in-
vestigated evolvability of a population of agents in a rapidly
changing environment. They show that a terminal age al-
lows the population to better continuously adapt to its en-
vironment. In addition, Lehman et al. (2015) showed that
extinction events can lead to a better evolvable EA. How-
ever, in contrast to the work presented here, extinction events
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were discriminative and kept certain elites in the population.
Although evolution is usually seen as including incremental
improvements over generational time, some solutions might
require evolutionary steps that make individuals worse than
their ancestors. This could enable progeny to find a solu-
tion in the search space that is more distant, and perhaps
ultimately more efficient, than the ancestor’s solutions. As
a testbed for this potential leap, we used a deceptive fitness
function—an adjusted version of the H-IFF function (Wat-
son et al., 1998) —and a genetic algorithm (GA) to simulate
a population of individuals.

A common issue with GAs is that optimal hyperparame-
ters highly depend on the given domain. Generational GAs
inherently implement a mortality mechanism, since the en-
tire population is replaced by a new population of offspring
every generation (when no elitism is implemented). More-
over, deletion in steady state algorithms has also been in-
vestigated for e.g. dynamic environments and shown to per-
form similar to generational EAs (Vavak and Fogarty, 1996).
The application of a mortality rate in GAs can therefore also
elucidate if such mechanisms should be implemented in an
existing GA to better traverse the fitness landscape.

Before discussing the methods illustrating the effect of
mortality, it is useful to clarify some concepts from evolu-
tionary dynamics that lead to the premise of the paper. Con-
sidering any population of individuals at carrying capacity
in an environment and stating that the mortality rate is fixed
in this population, the mutation rate greatly influences the
types of genes in the population and the resulting stable at-
tractor space in a quasispecies equilibrium. As explained
by Nowak et al. (2006), when considering a sequence space
of a specific gene, there can be several optima in this space
(Schuster and Swetina, 1988). Depicted in Figure 1, if the
average mutation rate u is below a specific critical value u1,
the stable (robust) state of the gene in the population will
end up in a narrow peak. When the mutation rate is at a
value between u1 and u2, the narrow peak becomes an un-
stable region in the sequence space for the population and
the population will in turn converge to the broader sequence
space with a lower fitness value. If the mutation rate is in
turn increased to be higher than u2, there will be no stable
state and the sequence space in which the population resides
is random. However, if genes in a population of individuals
already reside in the broader lower fit state, how can it tra-
verse the sequence space to end up in the narrow peak that
is the better fit solution? Traversing this state space would
either require an individual to drastically mutate into that
region, or a population could gradually move to the region
through genetic drift. Nowak’s mutation rate threshold val-
ues are however only valid for a population of mortals. If
immortality could occur, the immortal individual residing in
the narrow peak will always stay there (since it cannot be
outcompeted) and eventually, its offspring have a chance to
also occupy the narrow region no matter how high the mu-

Figure 1: Stable populations on a sequence landscape un-
der changing mutation rates. Blue areas represent the se-
quence space the population occupies under different mu-
tation rates u. u1 and u2 are mutation rate thresholds
which make the population stable in narrow high peak (top),
broader peak (middle) or unstable (bottom). Height of the
black bars represents the fitness value of specific sequences.
The distance between bars indicates the genetic distance
between specific sequences. Adjusted from Nowak et al.
(2006).

tation rate is. Therefore, if we consider δ to be the mortality
rate, we claim that there exists a mortality rate threshold δ1
and δ2 similar to the mutation rate thresholds.

Accepting this relationship between the mortality rate and
the mutation rate, we test whether the theory can be exper-
imentally verified. Using a difficult to solve deceptive state
space landscape (H-IFF) on both a steady state GA and a
spatial model can elucidate how this relationship influences
the evolvability of a population. The steady state GA is used
as an abstract model to see the general effects of mortal-
ity on the evolutionary progression on this deceptive fitness
landscape. Whereas, as described by Werfel et al. (2017),
spatial models can elucidate aspects of mortality that equate
to natural systems. The spatial model, which contains an
inherent extrinsic mortality rate emerging from local com-
petition, is used to isolate the influence of intrinsic mortality
to see whether the concept of mortality is relevant for evolv-
ability in natural systems.

Methodology
The experiments are divided in a benchmark optimization
implementation using a steady state GA and an agent-based
grid model 1. In both simulations, the fitness value of an
individual is calculated based on the H-IFF function. The
selection/deletion operators in the spatial model are inher-

1The source code for the steady state GA and the agent-
based grid model can be found here: https://github.com/
FrankVeenstra/ALife2018
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ent properties between the interactions of the individuals
and their environment while the steady state GA uses a ran-
dom selection operator. Including an extrinsic mortality me-
chanic in the spatial model allows us to (1) test whether
the mutation rate can alter the stable region in the sequence
space of the genomes as explained by Nowak et al. (2006)
(Figure 1), and (2) investigate if an additional intrinsic mor-
tality rate influences the evolvability. The experiments in-
vestigate if mortality alters the evolutionary progression of
a population of individuals containing binary genomes and
whether this enables the population to traverse the state
space landscape more efficiently.

H-IFF

The H-IFF function generates a deceptive fitness landscape
for binary genomes. The fitness landscape is fractal that
makes it difficult to solve with any kind of optimization
strategy (Watson et al., 1998). Considering a binary genome
composed of 64 bits, the H-IFF landscapes where the fit-
ness is given over a function of the number of ’1’ bits in
the genome is depicted in Figure 2. The gray area illus-
trates the possible fitness values an individual can achieve
with a certain number of zeros in its genome. For exam-
ple, the maximum fitness of an individual with either only
zeros or only ones is 192 and this value is the global max-
ima for this problem. However, when half of the genome
is composed of zeros and half ones, the fitness value of that
particular individual ranges somewhere between 4 and 160
depending on the specific order of bits. In between each of
the peaks lies another local peak which contributes to the
fractal nature of the H-IFF function. This implementation is
slightly different from the original implementations where
the genes may be NULL, 0 or 1 Watson et al. (1998). The
NULL possibility has been omitted in order to make the al-
gorithm simpler (e.g. less computational requirements) and
easier to visualize. Omitting the NULL possibility reduces
the self-similarity calculations by one layer. The maximum
fitness of 64-bit H-IFF is 192 instead of 448 as in the origi-
nal implementation. However, the landscape is unchanged,
with as many local optima as the original implementation.

Steady State GA

The steady state GA with a mortality rate implements a 64
bit genome composed of either ones or zeros which are ran-
domly initialized. Genes in the genome are mutated with
a probability given by the mutation rate. Note that mutat-
ing a gene will randomly assign a bit of 1 or 0, so the gene
swaps a bit with a half the contingency in mutation events.
Thus, a mutation rate of 0.1 means a gene is mutated with
10% probability but changed with only 5% probability. This
implementation ensures that a mutation rate of 1.0 does not
produce offspring with the complementary bit string of their
parent’s genome, but rather an entirely random set of bits.

Figure 2: The H-IFF fitness space landscape. Potential
fitness value (y) values and the number of ones present in
the genome(x). All possible solutions can be plotted within
the gray area.

Figure 3: Illustration of the spatial model. Green repre-
sents plant biomass, blue rabbit biomass. Snapshot taken
after the first few cycles of the spatial model

Each steady state GA iteration is as follows: (1) a ran-
dom individual is chosen, (2) the chosen genome is copied,
mutated and evaluated, (3) the new genome is compared to
a random individual in the existing population, and (4) the
new genome replaces this second individual if the fitness for
the new genome is higher. For a population size n, a gen-
eration consists of n iterations. After each generation, indi-
viduals are independently checked for deletion with a prob-
ability given by the mortality rate. Deleted individuals were
marked with a fitness value of −1 but kept in the population
and unable to reproduce. The population was logged after
each generation. No crossover was implemented to isolate
the effect of the solely the mutation rate.

We ran 20 individual simulations of 100,000 generations
and a population size of 50 individuals with different val-
ues for the mortality rate and mutation rate. A mutation rate
sweep from 0.0 to 1.0 was done changing the mutation rate
approximately exponentially. A similar sweep was done for
the mortality rate, although the 0.64 and 1.0 mortality rates
have been excluded since these values lead to early extinc-
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tion of the population.

Spatial Model
The spatial model is an agent-based grid model. Like
the steady state GA, the spatial model implements the H-
IFF fitness landscape, though only 32-bit H-IFF to re-
duce computational requirements which were considerably
higher compared to the steady state GA. In contrast to
the steady state implementation, the population was initial-
ized with genomes in the middle local optima of the H-IFF
fitness landscape (0000-0000-0000-0000-1111-1111-1111-
1111) with a corresponding fitness value of 64. From this
starting configuration it is particularly challenging to find
the global optima since no random individuals are close to
any of the global optima which is the case in random initial-
ization. Moreover, when randomizing genomes, the fitness
of random individuals can by chance be so low that the pop-
ulation is never able to survive without manually increasing
their fitness. Hence, the local optimum was chosen as the
initial genome of all individuals in the population.

The spatial model is similar to a predator prey model
and consisted of a 250 × 250 grid where cells are either
type 0 (prey) or 1 (predator). One can imagine the prey
and predators to be plants and rabbits respectively, where
predators were subject to evolution and each predator cell
contained a binary genome. The fitness value derived from
a predator’s genome translates into food consumption effi-
ciency (a metabolic efficiency). The ability to acquire food
from the environment efficiently enables predators to grow
faster, thereby producing more offspring. The parameters
used were chosen based on prior experimentation. At each
iteration, a given amount of biomass is added to plant cells,
according to a biomass production rate which was an abso-
lute value of +0.0016, with a maximum biomass value of
1.0. Type 1 cells attempt to move to a neighboring cell with
4/5 chance (moving up, down, left, right or stay put). If the
target position is occupied by another predator, or if the posi-

tion is out of the grid, the predator will not move. For com-
putational efficiency, the grid is sequentially updated from
left to right and top to bottom, ensuring that predators move
only once per iteration. Predator cells reproduce with a 1/10
chance if their biomass is above twice the reproduction cost
(reproduction cost was 0.4). Offspring start with a biomass
equal to the reproduction cost times 0.8 (0.32). The repro-
duction cost was subtracted from the biomass of the parent
predator.

When a predator cell moves on a prey cell it con-
sumes the prey’s biomass with an efficiency rate of
(fitness/maxfit). The predator will not increase its
biomass over the 1.0 limit; any unused plant biomass is
left in the cell. At every iteration, predator cells lose 0.02
biomass as a maintenance cost. Predators with biomass be-
low 0.01 are removed from the population (extrinsic mortal-
ity from starvation).

In contrast to the steady state GA, the spatial model im-
plements both intrinsic and extrinsic mortality. For intrinsic
mortality we implemented a terminal age, and the extrinsic
mortality results from local competition, which is similar to
the implementation of Werfel et al. (2017). To explore the
relationship between intrinsic mortality and mutation rate
different mutation rates and terminal ages are compared.
The main results indicate how often, and how quickly, the
global maximum was found on 32 bit H-IFF.

Results
In both the steady state approach and the spatial model, a
correlation between mutation rate and mortality with respect
to finding the global optimum can be observed (Table 1 &
Table 2). This relationship in the steady state genetic al-
gorithm is very specific for finding the global maximum on
64-bit H-IFF within the given simulation time. The mutation
rate and mortality rate explain 89 % of the variation seen in
the ability to traverse to the global optimum in H-IFF (Fig-

Table 1: Times the optimal solution is found in the steady state GA. Varying the mutation rate (u) and terminal age (δ).
Results are taken from 20 runs of each set of parameters on 64-bit H-IFF. The lower-case value represents the average number
of generations (thousands) that had to be simulated before finding the global optimum. Mutation rates above 0.32 and below
0.01 have been omitted since the global optima is never found in these scenarios

u\δ 0.0 0.005 0.01 0.02 0.03 0.04 0.06 0.08 0.12 0.16 0.24 0.32
0.01 0 0 0 0 0 0 0 0 0 0 0 2
0.02 0 0 0 0 0 0 0 0 0 0 2 2
0.03 0 0 0 0 0 0 0 0 0 0 2026 0
0.04 0 0 0 0 0 1 0 0 0 1443 3 0
0.06 0 0 0 0 0 0 0 3 2017 1150 0 0
0.08 0 0 0 0 0 1 1822 1919 3 0 0 0
0.12 0 1 0 1518 1934 7 0 0 0 0 0 0
0.16 2 1135 1735 3 0 0 0 0 0 0 0 0
0.24 4 0 0 0 0 0 0 0 0 0 0 0
0.32 4 0 0 0 0 0 0 0 0 0 0 0
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ure 4). The evolutionary progressions differ across various
mutation rates where mortality rates or mutation rates that
are too high lead to too much variation and less fit individ-
uals. If the mortality rate or mutation rate is too low, the
population quickly stagnates in a local optimum. The proper
ratio of mutation rate and mortality rate leads to a population
residing in an unstable local optimum, but still fit enough to
traverse the top of the fitness landscape and explore multi-
ple peaks. The results of 20 runs using the steady state GA
are shown in Figure 5 (top). Figure 5 (middle and bottom)
depicts the fitness and diversity on the H-IFF landscape over
generational time, which can help to determine how single
runs are able to traverse the fitness landscape. Using the op-
timal mutation rate to mortality rate ratio, the ability of a
population to produce adaptive diversity over generational
time can create diversity while still hugging the top of the
landscape. Hence, informally, we refer to this phenomenon
as hill-hugging since the GA crosses valleys but does not
move to a low region in the search space compared to higher
mutation/mortality rates.

The spatial model produces a similar effect to the steady
state GA. Additionally, the optimal mortality rate to muta-
tion rate in the spatial model is less prone to lose the global
optima once it has been found (Figure 6). This might be
because a better fit population is able to sustain more indi-
viduals than a lower fit population (Figure 7). A specific
ratio of mutation rate to terminal age that is optimal for the
population to traverse the state space landscape can also be
observed (Figure 8). The individuals of the spatial model,
in contrast to the steady state GA, were initialized with indi-
viduals residing in the middle of the state space landscape.
The results illustrate that despite being in a local optimum
furthest away from the global optima, the solution can still
be quickly found with the right parameters.

Table 2: Number of optimal solutions for 32-bit H-IFF
on a spatial model. Results are taken from 20 runs for each
combination of mutation rate (u) and terminal age (TA). ε
marks combinations where the population went extinct in
all runs. Data from terminal age 1000 and 2000 not shown.

u \TA 40 50 60 80 120 160 500 -
0.01 5 0 0 0 0 0 0 0
0.015 19 8 0 0 0 0 0 0
0.02 ε 20 15 0 0 0 0 0
0.03 ε 10 20 20 0 0 0 0
0.04 ε 1 11 20 12 0 0 0
0.06 ε ε 2 6 20 20 0 0
0.08 ε ε 1 1 20 20 0 0
0.12 ε ε 0 0 2 9 20 0
0.16 ε ε ε 0 0 1 20 17
0.24 ε ε ε 0 0 0 1 14
0.32 ε ε ε 0 0 0 1 2

Figure 4: Relationship between the mutation rate and
mortality rate. Mutation rate is shown in logarithmic scale.
Symbols represent number of optimal solutions found for
64-bit H-IFF. Darker colors represent more solutions for
those parameters (up to 100% success). Exponential fit for
the data: y = 0.1538× e−7.28x, with R2 = 0.89

Individual runs with a terminal age of 60 (Figure 7) show
a similar phenomenon as the non-spatial model; a lower
mutation rate leads to premature convergence more quickly
while a high mutation rate creates an unstable population.
Moreover, the speed of finding the global maximum in the
spatial model also differs depending on different mutation
rate and mortality rate variables (Figure 6). Here speed was
derived from the number of cycles the spatial model ran be-
fore finding the global maximum. The only difference to
Figure 6 comparing mutation rate 0.02 and terminal age 50,
with mutation rate 0.16 and terminal age 500 is that the lat-
ter needs to simulate significantly less individuals before the
maximum is found (two sided Mann Whitney-u test p value
0.008) while the difference in speed of the number of cy-
cles was not significant (two sided Mann Whitney-u test p
value 0.2). The median number of individuals simulated be-
fore finding the global maximum was 971,792 and 188,148
respectively. Thus, a higher terminal age in this compar-
ison needed to simulate less individuals. Apart from this
anomaly, the speed plot of using individuals as a measure
looks almost identical to (Figure 6) and is therefore not in-
cluded in the paper. For EAs, the number of individuals sim-
ulated should be minimized though simulation time in terms
of cycles is what matters in natural populations.

Interestingly, when using no terminal age, the average
age of the individuals in the population stays relatively the
same across different mutation rates while the maximum age
is significantly higher in high mutation rate scenarios (two
sided Mann Whitney-u p value of 7 · 10−8). These results
could suggest that the best fit individual is unable to produce
many functional offspring due to the high mutation rates,
meaning that it has in turn a higher chance to outcompete
the other individuals in the populations since the competi-
tors are less fit. The elites thus become older in scenarios

246



(a) (b) (c)

Figure 5: Evolutionary Progress for different Mortality Rates. (top) The average fitness and percentiles (25-75 dark grey;
0-100 light grey) of 20 runs using a mutation rate of 0.08 and a mortality rate of 0.04 (a), 0.08 (b) and 0.16 (c). Distribution
of the population across the H-IFF landscape of a single run in comparing the distribution and fitness of individuals across the
landscape (middle) and plotting the distribution and fitness over generational time (bottom). The blue dots represent individual
genomes and the area on H-IFF they occupy at fixed intervals.

Figure 6: Speed of solving H-IFF for the spatial model.
Times the global maximum found divided by the average
number of iterations ·10, 000 the spatial model ran varying
the mutation rate (x) and the maximum age.

with a high mutation rate; with no terminal age, the max-
imum age of the population under high mutation rates can
grow as high as 20,000 cycles. As shown in Table 2, as high
mutation rates also lead to more less fit individuals in the
population, the mutation rate is necessarily low, otherwise
the population will go extinct as denoted by ε in Table 2.
This is what happens during an error catastrophe as seen in
nature.

Discussion
This paper demonstrated that evolvability is significantly in-
fluenced by the mutation and mortality rate ratio in a genetic
algorithm and a spatial model using the H-IFF fitness land-
scape. In particular, the H-IFF function, despite its decep-
tiveness, can be traversed by a steady state GA by simply
including an indiscriminate mortality rate. Since a fitness
landscape in nature is likely highly convoluted, we speculate
that programmed aging could be, as Goldsmith (2016) men-
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(a) (b) (c)

Figure 7: Individual runs showing maximum fitness values across generational time when implementing a terminal age of 60
and a mutation rate of 0.02 (a), 0.03 (b), 0.04 (c). Each cycle represents 100 iterations of the spatial model.

Figure 8: Optimal mutation rate as a function of terminal
age. Note the logarithmic scale for terminal age. The contin-
uous line shows an exponential fit: 0.1903−0.1907 ·e0.0028,
with r2 = 0.9936 (values closer to one indicate a better fit).

tions, beneficial for the evolvability of a population. The bet-
ter a species can traverse the fitness landscape without going
through low fitness regions, the more plausible it is that the
species finds more adaptive traits and the better it is able to
cope with changing environments. In our case, the short-
est path to the global maximum of H-IFF from the center of
H-IFF was to mutate individuals in the appropriate lesser fit
local maxima. Our results suggest that there is an optimal
mortality rate for a given mutation rate, which could be con-
sidered to improve EAs, especially steady state EAs. Steady
state algorithms with no chance of removing elite individu-
als may result in premature convergence. However, the ad-
dition of random mortality can enhance such algorithms and
allow them to efficiently traverse the state space landscape.
The mutation to mortality rate has an optimal ratio that de-
pends on multiple factors. The population size and size of
the functional genes are also a contributing factor though ex-
perimenting with these variables was out of the scope of this
paper.

Figure 8 shows that the optimal mutation rate saturates

as the terminal age increases. The difference between a ter-
minal age of 1000, 2000, or no terminal age, is small. As
described in the mutation accumulation theory by Medawar
(1952), this terminal age is so high that natural selection
would not be influenced by it, and this can therefore explain
why individuals do not reach an older age. Although in the
steady state GA the best solution is frequently lost, this is
not the case in the spatial model, which indicates a poten-
tial difference in robustness of a spatial model compared to
the GA but might also be attributed to the genome size used.
The spatial model has a higher probability of keeping the
best solution in the population since a fitter population can
sustain more individuals than a less fit population. This in-
creased stability ensures that the global maximum is not lost.
Interestingly, in order to get the same amount of evolvabil-
ity as before finding the global optima in spatial models, the
mutation rate, intrinsic mortality rate or extrinsic mortality
factors would need to increase again.

Species in natural environments suffer from both intrin-
sic (aging) and extrinsic death (predation, accidents). Ex-
trinsic mortality is known to fluctuate, both in predictable
ways (seasons) and depending on external factors (diseases,
variable predation pressure). We have shown a clear correla-
tion between mortality and mutation rate for optimal evolv-
ability, which means that such fluctuations in mortality rates
could have a negative impact in the evolvability of popu-
lations. Evolving an intrinsic death factor may alleviate this
problem: when external pressure is high, aging is not a dom-
inant factor. However, if external mortality is decreased,
then intrinsic death prevents the death rate to mutation rate
equilibrium to get too far off balance, preserving evolvabil-
ity. Hence the evolutionary advantage of an intrinsic mortal-
ity rate.

Undefined domains with potential deceptive landscapes,
such as robotics simulations, may also have an optimal ra-
tio. Though we think it is likely that due to the unknown
convolution of the landscape in different regions, this opti-
mal ratio changes in different locations of the landscape and
thus changes across generational time. An additional feature
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of the mortality to mutation rate ratio is that this determines
the broadness of the hills in the landscape that can be occu-
pied across generational time in a stable way. A higher mu-
tation rate or mortality rate would then determine the search
space the simulator is occupying, and a broader stable region
might result in more abstract general phenotypes that could
be better transferable to robots. Robotic simulators, a com-
mon domain for EAs, is a promising field for future applica-
tions. It would be especially interesting to see if an optimal
ratio of mortality and mutation rate can surpass existing al-
gorithms like Age Fitness Pareto Optimization (Schmidt and
Lipson, 2011), Age Layered Population Structures (Hornby,
2006) and Novelty Search (Lehman, 2012).

Conclusion
This paper demonstrated an explicit relationship between
mutation rate and mortality rate for optimal evolvability on
a deceptive fitness landscape in both spatial and non-spatial
evolutionary models. As an alternative to proposed theories
showing how intrinsic mortality is advantageous for altru-
istic aging, we claim that intrinsic mortality governs evolv-
ability and that it is thereby a potentially evolvable trait, sup-
porting theories of programmed death. Moreover, in scenar-
ios of fluctuating extrinsic mortality rates, an intrinsic mor-
tality rate would keep the evolvability the same which might
further support why intrinsic mortality has an evolutionary
benefit. The results not only increase our understanding of
senescence but hold potential benefit for deceptive/rugged
landscapes in evolutionary algorithms.
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tion.

Herrera, M., Miller, A., and Nishimura, J. (2017). Altruistic
aging: The evolutionary dynamics balancing longevity and
evolvability. Mathematical Biosciences and Engineering,
14(2):455–465.

Hornby, G. S. (2006). ALPS: The Age-Layered Population Struc-
ture for Reducing the Problem of Premature Convergence.
In Proceedings of the 8th annual conference on Genetic and
evolutionary computation, pages 815–822.

Kirkwood, T. B. L. (1977). Evolution of aging. Nature, 270:301–
304.

Kowald, A. and Kirkwood, T. B. (2016). Can aging be pro-
grammed? A critical literature review. Aging Cell,
15(6):986–998.

Lehman, J. (2012). Evolution through the Search for Novelty. PhD
thesis, University of Central Florida.

Lehman, J., Miikkulainen, R., and Sun, G. (2015). Extinction
events can accelerate evolution. PLoS ONE, 10(8).

Medawar, P. B. (1952). An unsolved problem of biology.

Nowak, Martin, A., Nowak, M. A., and Nowak, Martin, A. (2006).
Evolutionary Dynamics: Exploring the Equations of Life.
Harvard University Press.

Schmidt, M. D. and Lipson, H. (2011). Age-Fitness Pareto Opti-
mization. In Genetic Programming Theory and Practice VIII,
volume 8, pages 129–146.

Schuster, P. and Swetina, J. (1988). Stationary mutant distributions
and evolutionary optimization. Bulletin of Mathematical Bi-
ology, 50(6):635–660.

Smith, J. M. (1970). Natural Selection and the Concept of a Protein
Space. Nature, 225.

Vavak, F. and Fogarty, T. (1996). Comparison of steady state and
generational genetic algorithms for\nuse in nonstationary en-
vironments. In Proceedings of IEEE International Confer-
ence on Evolutionary Computation, pages 192–195.

Wagner, G. P. (1996). Homologues, Natural Kinds and the Evolu-
tion of Modularity. American Zoologist, 36:36–43.

Watson, R., Hornby, G., and Pollack, J. (1998). Modeling building-
block interdependency. Parallel Problem Solving from Nature
PPSN V, 1498:97–106.

Weismann., A. (1889). Essays upon heredity and kindred biologi-
cal problems. Oxford,Clarendon Press.

Werfel, J., Ingber, D. E., and Bar-Yam, Y. (2017). Theory and as-
sociated phenomenology for intrinsic mortality arising from
natural selection. PLoS ONE, 12(3).

Williams, G. C. (1957). Pleiotroy, natural-selection, and the evolu-
tion of senescence . Evolution, 11(4):398–411.

Yang, J. N. (2013). Viscous populations evolve Altruistic pro-
grammed ageing in ability conflict in a changing environ-
ment. Evolutionary Ecology Research, 15(5):527–543.

249



The Complexity Ratchet: Stronger than selection, weaker than robustness

Vincent Liard1,2, David Parsons1, Jonathan Rouzaud-Cornabas1,2 and Guillaume Beslon1,2

1Inria Beagle Team, F-69603, France
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Abstract

Using the in silico experimental evolution platform Aevol, we
evolved populations of digital organisms in conditions where
a simple functional structure is best. Strikingly, we observed
that in a large fraction of the simulations, organisms evolved
a complex functional structure and that their complexity in-
creased during evolution despite being a lot less fit than sim-
ple organisms in other populations. However, when submit-
ted to a harsh mutational pressure, we observed that a signifi-
cant proportion of complex individuals ended up with a sim-
ple functional structure. Our results suggest the existence of a
complexity ratchet that is powered by epistasis and that can-
not be beaten by selection. They also show that this ratchet
can be overthrown by robustness because of the strong con-
straints it imposes on the coding capacity of the genome.

Introduction
Despite decades of deep interest by different scientific com-
munities (including artificial life, population genetics, com-
putational biology and, of course, evolutionary biology), the
question of the evolution of biological complexity is still
controversial. While there is a general agreement — tem-
pered by the recognition that complexity has decreased in
some organisms (Batut et al., 2014) — that biological com-
plexity has globally increased during geological time, there
is no general agreement on whether or not this is a gen-
eral trend (McShea, 1996). But the most discussed point
is the ultimate causes of complexity increase. Roughly, two
classes of theories are competing to explain this increase:
those based upon selection and those invoking the variation
process itself. According to theories of the former class,
complexity rises because complex organisms are more likely
to outcompete simple ones in a demanding environment (but
the precise mechanisms vary among the authors). For the-
ories belonging to the latter class, complexity is rooted in
the properties of the variation process that is supposed to
be biased toward an increase in complexity (there again, the
origin of the bias varies among the authors). Examples of
the former can be found in Adami et al. (2000) or Yaeger
et al. (2008). A famous tenant of the latter is Gould (1996)
who proposed that, since complexity has a lower bound, it

can only increase through a random variational process (the
“drunkards walk” model), hence the observed trend. Fol-
lowing a similar “neutral” hypothesis, Soyer and Bonhoef-
fer (2006) proposed that the complexification trend is due to
duplication being less deleterious than deletion, an unbiased
mutational process is then likely to produce more and more
complex organisms on the long run.

There are many reasons why evolution of complexity is
controversial (Miconi, 2008). Two of them are central: First,
the lack of universally accepted measure of complexity (al-
though an elegant way to bypass this difficulty has been
proposed by Adami (2002) who considers complexity as
equivalent to the quantity of information an organism in-
tegrates about its environment); Second, biological organ-
isms are multi-scale systems that can increase their com-
plexity at different organization levels. A striking exam-
ple is the strong loss of complexity undergone by endosym-
bionts that is directly linked to the emergence of a new sys-
tem through the association of an eukaryote and a bacterium
(Batut et al., 2014). Even when considering single organ-
isms, there is no reason to suppose that the variations in com-
plexity (or quantity of information) are homogeneous across
the genome/transcriptome/proteome/phenotype. Some well
known paradoxes such as the C-Value paradox (Thomas,
1971) and the G-Value paradox (Hahn et al., 2002) illus-
trate the fact that the quantity of information encoded in the
genome may not be linked to the quantity of information
at the phenotypic level. Hence, while most models used to
investigate evolution of complexity focus on a single orga-
nization level, it is necessary to consider the evolution of
complexity at a given level in the context of the complexity
needed at higher levels. Following this idea, in order to in-
vestigate whether or not the complexity increase is selected,
one has to use a multi-scale model and let organisms evolve
in an environment requiring only a simple phenotype (hence
excluding the selective hypothesis). By observing whether
this simple phenotype will be encoded by a complex func-
tional organization, it is then possible to distinguish between
passive and active trends towards complex structures.

Here we used the Aevol model (Knibbe et al., 2007; Batut
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et al., 2013) to implement this research program. Aevol
is a digital evolution platform in which organisms are en-
coded at the genome level but with a decoding procedure
directly inspired from the biological genotype-to-phenotype
mapping and an abstract description of the functional levels
(proteins and phenotype). Since this decoding procedure in-
cludes many degrees of freedom, it allows the different lev-
els (typically genome, proteome and phenotype) to evolve
different levels of complexity. For instance a simple phe-
notypic function can be encoded by many different genes
or, conversely, by a single gene. Similarly, the genome can
evolve to be more or less compact depending on the amount
of non-coding sequence and the sharing of sequences among
multiple genes by e.g. operons or gene overlapping. This
decoupling of complexity levels among the different levels
makes Aevol perfectly suited to study the evolution of com-
plexity. We used a slightly modified version of the model in
which the environment allows for very simple organisms to
thrive and studied a very large number of evolutionary tra-
jectories to test whether or not these trajectories show some
“arrows of complexity”. Our results show that even though
simple organisms are likely to have a higher fitness than
complex ones, most lineages show a long-term increase in
complexity during evolution. This shows that even in sim-
ple environments there is a “complexity ratchet” that cannot
be beaten by selection. However, when a complex organism
experiences an increase in its mutation rate, its complexity
is very likely to fall-down, ultimately switching to a sim-
ple structure. This shows that while selection is not power-
ful enough to drive evolution toward simplicity, the need for
mutational robustness is.

Methods
The Aevol model
Aevol (www.aevol.fr and references therein) is an in sil-
ico experimental evolution platform developed by the Bea-
gle team. Figure 1 presents an overview of the model. Since
Aevol has been extensively described in previous publica-
tions, here we will only describe its basic organization and
focus on the structure of the information coding as it is the
target of in our experiments.

Overview The rationale of Aevol is that the structure of
the fitness landscape is likely to be strongly determined by
the structure of the biological information coding. Hence,
Aevol mimics precisely the biological genomic structure
as well as the process of genotype-to-phenotype mapping.
These structures are then embedded in an evolutionary loop
that includes classical selection operators and a large vari-
ety of mutational operators including base switch, small in-
sertions, small deletions and large scale chromosomal re-
arrangements (duplications, deletions, inversions, transloca-
tions). All mutation operators have their own rate expressed
in mutations.base-pair−1.generation−1 (mut.bp−1.gen−1).

Figure 1: The Aevol model. (A) Overview of the genotype-
to-phenotype map. (B) Population on a grid and evolution-
ary loop. (C) Local selection process with a Moore neigh-
borhood. (D) Variation operators include chromosomal re-
arrangements and local mutations.

Information coding in Aevol Each individual owns a
genome containing its heritable information. The genome is
a binary double-strand sequence. It is decoded in two steps:
Transcription and Translation. Transcription uses consen-
sus promoter signals as starting sequences and hairpin-
like structures as terminators. Translation uses consen-
sus Ribosome-Binding-Sites (RBS) and an artificial genetic
code based on triplet codons (including START and STOP
codons). The sequence of codons then constitutes the pri-
mary structure of a protein. Importantly, this decoding pro-
cess introduces degrees of freedom between the genome and
the proteome: complex genomes can encode for simple pro-
teomes (e.g. if all genes have the same sequence). On the
opposite, complex proteomes can be encoded on small se-
quences if genes share sequences through e.g. polycistronic
mRNA or overlapping genes. These degrees of freedom are
similar to the ones real organisms own.

Given the primary structure of a protein, Aevol computes
its functional contribution. Although mimicking biological
processes at the sequence level is feasible, it is — at least
to date — impossible to compute the function of a protein
from its primary structure in a realistic way. That is why
Aevol uses an abstract mathematical formalism to describe
the functional levels (i.e. protein functional contribution and
phenotype). In Aevol all functions are expressed in a one-
dimensional continuous “functional space” (more precisely
on the [0, 1] interval) by an activation value in the [−1, 1] in-
terval (upper and lower bounds corresponding to a fully ac-

251



tivation and to a fully inhibition respectively). In this space,
proteins are described as isosceles-triangle-shaped kernel
functions. These triangles can themselves be described by
three parameters (their mean m, height h and half-width w)
which are computed from three interlaced variable-length
binary codes in the primary structure of the protein (hence
the longer the gene the more precise the m, w and h values).
Once all the kernels have been computed from the protein set
(Figure 1.A, center), they are summed to compute the phe-
notype (Figure 1.A, right). As for the genome-to-proteome
step, this procedure introduces degrees of freedom between
the proteome and the phenotype. Indeed, the combination of
different proteins can result in a simple functional shape e.g.
if the proteins share the samem and w values (see Complex-
ity measures section below).

Finally, in Aevol, the fitness is computed as the exponen-
tial of the difference between the phenotypic function and
a target function indirectly representing the abiotic condi-
tions the organisms evolve in (in light red on Figure 1.A,
right). Classically in Aevol the target function is defined
by a sum of Gaussians, hence requiring a virtually infinite
number of triangular kernels to be perfectly fitted. In the
experiment described here, we used a modified version of
Aevol in which the target function is described by triangles,
hence being perfectly fittable by the phenotype (see below).

Experimental design
In order to test whether evolution has a spontaneous ten-
dency to increase complexity or whether the complexity in-
crease is due to the environmental pressure, we let evolve
populations of 1,024 individuals in Aevol in a null model
where the environment is so simple that it does not require a
complex proteome nor a complex genome. To this aim, we
designed an environmental target which shape is an isosce-
les triangle (Fig. 2.A – to be compared to the classical en-
vironment used in Aevol experiments, Figure 1.A, light red
filled curve). Hence, the target can be fitted by a single pro-
tein and thus a single gene. More precisely, the target is an
isosceles triangle with mean m = 0.5, height h = 0.5 and
half-width w = 0.1. Note that although this target can be
fitted with a single gene, it is still hard to fit since it requires
that the corresponding gene be long to get enough precision
(see previous section).

All simulations are initialized with a random 5,000
bp genome containing one functional gene. We tested
three mutation rates1: µ = 10−4, µ = 10−5 and
µ = 10−6 mut.bp−1.gen−1. Each population evolved for
270,000 (270k) generations. We then reconstructed the lin-
eage of the best final individual and the statistics of the fit-
ness, genome size, number of genes and structure of the pro-
tein network along the line of descent from generation 0 to

1We also tested µ = 10−7 but evolution was too slow for the
data to be usable on 270k generations only.

Figure 2: (A) Phenotypic target used during the experiment.
(B, C) Genome (top) and proteome (bottom) of a simple
(B) and a complex (C) individual (both evolved exactly in
the same conditions; µ = 10−5 mut.bp−1.gen−1). The red
dashed line indicates the target function. (D) Zoom on the
proteome of the complex individual.

generation 250k (the last 20k generations being canceled be-
cause the notion of a fixed lineage vanishes when getting
close to the final generation). We then repeated the exper-
iment 100 times for each mutation rate for a total of 300
simulated evolutions.

Complexity measures
Generally speaking, there is no consensus on complexity
measures. Moreover, since Aevol is a multiscale model,
one has to choose different measures for the different lev-
els (typically here the sequence level — the genome — and
the functional level — the proteome). We thus adopted two
strategies. First, we adapted principles from Adami et al.
(2000) to Aevol in order to get quantitative measures at the
genome and proteome levels by estimating the quantity of
information stored in both structures. Second, we designed
a qualitative classification of “simple” (S) vs. “complex” (C)
organisms based upon the structure of the model.
Quantitative measure at the sequence level Aevol pro-
vides numerous statistics on the lineage of a given organ-
ism. In particular, it provides statistics about the number
of “essential” base pairs (i.e. base pairs which, if mutated,
change the phenotype of the organism). Hence, this measure
can be directly used to estimate the quantity of information
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stored on the genome CG. Note that it may be very differ-
ent from the genome size since the genome can accumulate
non-coding sequences. It can also be shorter than the sum of
gene lengths since genes can share sequences through gene
overlapping.

Quantitative measure at the functional level While
measuring complexity on the genome is relatively straight-
forward, measuring complexity on the proteome is more dif-
ficult. Indeed, in a first approximation, one could consider
that the proteome complexity is given by the number of non-
degenerated proteins2. However, since different proteins can
perform similar functions, this would overestimate the quan-
tity of information contained in the proteome. Hence, we
considered proteome information in a more precise way by
estimating the number of different parameters in the pro-
teome. The functional complexity measure CP is then the
sum of the number of different m, different w and different
h values (all with a small tolerance ε = 0.001 to account for
rounding errors) used to encode the protein set.

Qualitative classification To study the long-term fate of
simple vs. complex organisms, we defined a qualitative clas-
sification procedure. Since the environmental target con-
strains the functional (i.e. phenotypic) level we chose to
classify organisms according to their functional structure,
hence focusing on the proteome level. A simple solution
would have been to define a threshold on the quantitative
measure but this threshold would be arbitrary. To avoid this,
we used knowledge from the model structure to define the
two classes. In Aevol, if all the non-degenerated proteins of
an organism have the same meanm and the same half-width
w, then their functions linearly sum-up to produce a trian-
gular phenotype with the same characteristics. We used this
property to propose the following classes:
Simple organisms (S – Simples) are organisms for which
all the non-degenerated proteins have the same function (i.e.,
the samem andw values, both with an ε = 0.001 tolerance),
possibly with different activity levels (h). Figure 2.B shows
an example of a simple individual. Note that all organisms
owning a single protein are necessarily simple but that Sim-
ples may contain many genes and many proteins (possibly
differing in their h values).
Complex organisms (C – Complexes) are organisms own-
ing at least two non-degenerated proteins for which either
the triangle mean m or the triangle half-width w values are
different (with the same tolerance ε). Figures 2.B and 2.C/D
show examples of S and C individuals respectively.

Results
Among the 300 simulations we analyzed, 210 were classi-
fied as C (see Methods) at generation 250k. Table 1 shows

2Degenerated proteins encode for triangles which area is equal
to zero (i.e. h = 0 and/or w = 0). These proteins hence don’t
contribute to the phenotype.

the repartition of S and C organisms for the 3 mutation rates.

Mutation rate (µ) Number of S Number of C

10−4 mut.bp−1.gen−1 39± 9.6 61± 9.6

10−5 mut.bp−1.gen−1 29± 8.8 71± 8.8

10−6 mut.bp−1.gen−1 22± 8.0 78± 8.0

Table 1: Number of S and C lineages at generation 250k
for the three tested mutation rates. 95% Confidence Intervals
(CI95%) estimated from the number of samples in both classes:
CI95% = 1.96

√
NSNC/(NS +NC − 1).

We first verified that the C organisms (resp. S) correspond
to those accumulating information (resp. not). Figures 3
and 4 respectively show the amount of information of the
proteomes (CP ) and the genomes (CG) for S and C organisms
and for all the mutation rates3.

Figure 3: Distribution of functional complexity CP for the
Complexes (top) and Simples (bottom). Colors indicate
the mutation rates. Blue: 10−4 mut.bp−1.gen−1; Red:
10−5 mut.bp−1.gen−1; Green: 10−6 mut.bp−1.gen−1

Figure 3 clearly shows that Simples tend to accumulate
less information in their proteome. The amount of infor-
mation in the genome also tends to be smaller for Sim-
ples although the trend is less clear (Figure 4). This dif-
ference is not surprising given that our qualitative classifi-
cation is based on the proteome structure and that Aevol al-
lows degrees of freedom between the information coding in
the genome and the information coding in the proteins (see
Methods). Both figures also show a strong effect of mutation
rates: the higher the mutational pressure, the lower CG and
CP . This is not a surprise either, since this effect has already
been described in the literature (Knibbe et al., 2007; Fischer
et al., 2014) albeit on the genome size. Contrary to the trend
on the amount of information, this effect is more pronounced
on the genome, probably because mutational effects directly
affect the genome but only indirectly the proteome.

3Note that CG and CP cannot be quantitatively compared since
they account for information content in a binary sequence and in a
set of real values respectively.
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Figure 4: Distribution of genomic complexity CG for the
Complexes (top) and Simples (bottom). Same color code as
in Figure 3.

Simple organisms are fitter than complex ones
Having observed organisms evolving either simple or com-
plex functional structure in the same simple environment,
the decisive question is whether or not complexity is driven
by selection. Figure 5 shows the fitness of the lineage at
generation 250k against CG and CP . It clearly shows that
simpler organisms have a higher fitness than more complex
ones. This is confirmed by the fitness distribution among
the two qualitative classes (Figure 6): Figure 6 shows that
many Simples reach a fitness that approaches 1 (mean fit-
ness of Simples: 0.97 ± 0.02), the best possible fitness in
Aevol, while Complexes hardly evolve fitnesses higher than
0.5 (mean fitness of Complexes: 0.38± 0.04)

This result demonstrates that in our simulations, the
switch between functional simplicity and functional com-
plexity is not driven by selection. On the opposite, here,
complex functional structures evolve in spite of selection.

Complex organisms evolve greater complexity
So far we have analyzed only one time point: generation
250k. To address the dynamics of the evolution of com-
plexity, we analyzed the fate of S and C organisms between
generations 10k and 250k. Table 2 shows that the class (S or
C) an organism belongs to at generation 10k is in most cases
permanent, suggesting it is part of the organism’s identity.

Table 3 presents the evolution of CG, CP and the fitness
of organisms that retained their S/C identity between gen-
erations 10k and generations 250k. Even though the S→S
organisms had their CG decrease, we see that their CP re-
mains constant and their fitness increases only slightly on
average. This is because their CP is already very close to
the lower bound at generation 10k, and their fitness already
close to the optimum, leaving only so much space for im-
provement. On the other hand, the C→C organisms had both
their CG and CP but also their fitness increase (Figure 7).
This demonstrates the existence of some kind of complex-

Figure 5: Fitness of the lineage at generation 250k as a func-
tion of (top) functional complexity ∼ log(Cp) and (bottom)
genomic complexity ∼ log(CG). Triangles and circles in-
dicate lineages classified as S or C respectively; Same color
code as in Figure 3. Linear regressions, top: Fitness ∼
log(CP ): r-square 0.70 and p-value < 10−15; bottom:
Fitness ∼ log(Cg): r-square 0.39 and p-value < 10−15.

Figure 6: Distribution of fitness values at generation 250k
for Complexes (top) and Simples (bottom). .

ity ratchet that is stronger than selection (Simples are still
far fitter than Complexes) while being created by selection
itself (selection tends to make complex organisms become
even more complex).
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µ = 10−4 µ = 10−5 µ = 10−6

PS→S
94.4± 7.5%

(34/36)
89.7± 11.0%

(26/29)
86.4± 14, 3%

(19/22)

PC→C
92.2± 6.7%

(59/64)
95.8± 4.7%

(68/71)
96.2± 4.3%

(75/78)

Table 2: Fraction of organisms that conserved their S/C
identity between generations 10k and 250k. Values in paren-
theses give the number of individuals with identity S (resp.
C) at generations 250k and 10k. CI95% computed from the
fractions PI→I and PI→I at generation 250k and NI10k,
the number of individuals of identity I at generation 10k:
CI95% = 1.96

√
PI→IPI→I/(NI10k − 1).

∆CG ∆CP ∆Fitness
S→S −36.2± 14.3 −0.05± 0.12 +0.06± 0.02
C→C +33.3± 23.1 +3.97± 0.65 +0.16± 0.14

Table 3: Mean CG, CP and Fitness variation between gen-
erations 10k and 250k for organisms that conserved their
identity. CI95% computed from the standard deviation and
the number of individuals: CI95% = 1.96

√
σ2/NI10k.

Figure 7: Evolution of CP in a Complex individual from gen-
eration 0 to generation 270k.

Effect of robustness constraints on complexity
It is well known that under elevated mutational stress, ro-
bust lineages can be selected against fitter ones (Wilke et al.,
2001) and that genome compactness is a direct driver of
mutational robustness (Knibbe et al., 2007). Hence, if fit-
ness cannot drive evolution toward complexity reduction, as
shown previously, we hypothesized that robustness could,
by imposing a strong complexity limit on the genome.

To test this hypothesis, we submitted the 300 final pop-
ulations to a harsh mutation rate during 100k generations.
Specifically, each population was further evolved with mu-
tation rates 10, 100 and 1,000 times greater than the initial
rate (without exceeding the extreme rate of µnew = 10−3)
Table 4 shows the percentage of former complex organisms

having switched to simple (C→S) for the different levels of
mutation rate increase.

µ = 10−4 µ = 10−5 µ = 10−6

µnew = 10−3
60± 12%

(37/61)
86± 8%
(61/71)

91± 6%
(71/78)

µnew = 10−4 /
8± 6%
(6/71)

13± 8%
(13/78)

µnew = 10−5 / /
4± 4%
(3/78)

Table 4: Fraction of C→S transitions for all initial (columns)
and final (lines) mutation rates. Values in parenthesis give
the number of transitions and number of C at generation
250k. CI95% = 1.96

√
PC→CPC→S/(NC250k − 1).

Among the 600 experiments, 437 started with C organ-
isms. 191 (43.7± 6.1%) of those switched from C to S (Ta-
ble 4). Strikingly, while these C→S organisms experienced
a harsh robustness constraint, their fitness strongly increase
(mean variation: +0.72± 0.04 during the 100k generations
of the experiment). In contrast, the 261 C→C organisms
experienced a fitness variation of +0.16 ± 0.2. Note that
although they retained their C identity, these organisms ex-
perienced a strong complexity decrease in reaction to the ro-
bustness pressure (CG and CP mean variation: −135.1±21.8
and −2.04± 0.78 respectively).

Compared to the proportion of C→S switches in the main
experiment, the C→S proportion in this robustness experi-
ments is huge, and even more so when focusing on the ex-
treme rate µnew = 10−3. Note that the robustness pressure
needs to be very harsh to observe this effect (Table 4). This is
probably due to selection for robustness already acting dur-
ing the first part of the experiment: at generation 250k the
C organisms were probably already robust enough to cope
with a reasonable increase in the mutational pressure.

Discussion
By evolving in a very simple environment populations of
digital organisms whose complexity can evolve at the ge-
nomic and functional levels independently, we were able to
acquire important insights into the evolution of complexity.
First, the continuous increase in complexity in such a non-
demanding environment is a strong argument in favor of a
“complexity ratchet”, i.e. an irreversible mechanism that can
add components (or information) to the evolving system but
that cannot get rid of existing ones, even though this could
be more favorable (Cairns-Smith, 1995). Indeed, one of the
most astonishing observations is that the complexity ratchet
clicks and goes on clicking despite the selective advantage
of simple solutions over complex ones. Second, by submit-
ting the same organisms to a harsh robustness constraint, we
have shown that, contrary to selection for fitness, selection
for robustness, when severe, can overcome the ratchet and
push complex organisms back toward simplicity.

255



In our experiments, simple organisms are fitter than com-
plex ones. Previous results with Aevol, showed that se-
lection for robustness favors streamlined genomes (Knibbe
et al., 2007); and that the joint effect of duplications and
deletions biases mutations toward reduction (Fischer et al.,
2014). Then, if selection, robustness and mutational biases
all push in the same direction — simplicity — what is the
force that counterbalances them all hence leading to com-
plexity increases? To answer this question, we first have to
look back at Table 3. It shows that even though Complexes
stay far worse than Simples, Complexes still substantially
gain fitness between generations 10k and 250k: although
complexity increases in spite of selection, its increase is nev-
ertheless driven by selection! This immediately points to-
ward a negative epistatis phenomenon: mutations that would
have been beneficial in a given S individual are deleterious
in the genetic context of C individuals (and reciprocally).
Indeed, selection only acts on the basis of the local topology
of the fitness landscape, which depends on the genetic back-
ground of the individuals. In a C genetic context, negative
epistasis forbids the acquisition of some genes that could be
highly favorable in an S context. Since gene deletion is obvi-
ously deleterious, the only available evolutionary path for al-
ready complex organisms is a headlong rush toward increas-
ing complexity by acquiring new genes. Hence the ratchet
clicks, further widening the fitness valley that separates the
current genome from a simple one, soon making it so wide
it is very unlikely to be crossed. Indeed, it has already been
shown that in natural populations, epistasis correlates with
complexity (Sanjuán and Elena, 2006).

The geometric properties of Aevol functional structure
provide a good illustration of the ratchet mechanism. In
our experiments, the phenotypic target can only be fitted by
a single triangular kernel/protein. However, as soon as the
proteome contains a protein with m 6= 0.5 or w 6= 0.1, this
is no longer possible because the function that remains to
be fitted (i.e. the target minus the protein kernels) becomes
multilinear... and the ratchet starts clicking. In other words,
each protein added to the proteome increases the complexity
of the function that remains to be fitted, forbidding its fitting
by a single triangle and triggering further gene recruitment.

Now, if selection cannot overcome the ratchet, how come
an increase in mutational pressure can? It is known that se-
vere robustness constraints can overcome selection by im-
posing an upper limit to the amount of information an or-
ganism can transmit to its offspring at the genetic (Eigen
and Schuster, 1977) and at the genomic (Knibbe et al., 2007;
Fischer et al., 2014) levels. In our experiments, raising the
mutation rate strongly decreases the storage capacity of the
genome, hence forcing gene elimination despite the fitness
loss. This can lower epistatic constraints enough to allow
the transition from complexity to simplicity.

Table 1 shows that the ratchet does not systematically start
clicking: in nearly one third of our simulations, evolution

leads to simple solutions. Moreover, we saw that the path
toward simplicity or complexity is taken very early in the
simulations (often before generation 1,000, data not shown)
which indirectly confirms that the ratchet is engaged when
the organisms recruits its first genes. But how is this initial
direction determined? Starting with a single gene, the or-
ganisms can evolve in two ways: (1) optimizing this gene
by mutation, (2) recruiting new genes through a duplication-
divergence mechanism. Depending on this highly contin-
gent alternative, evolution is more or less likely to lead to
either S or C identity. However, selection can also play its
role: since the former path gives higher fitnesses, clonal in-
terference between both paths is likely to favor simplicity.
Hence, if our explanation is correct, the fraction of Simples
should increase in very large populations (clonal interfer-
ence being more frequent in large populations).

Finally, if contingency explains the initiation of the
ratchet and epistasis explains its mechanisms, what about
its long term behavior? Will the ratchet click forever, thus
reaching very high complexities? In our simulations the fi-
nal complexity seems to be bound despite a great room for
improvement in most of the C organisms (Fig. 5). Three
effects can bound complexity: (1) As complexity grows, the
advantage provided by new genes may become too small for
selection to allow their fixation. Indeed, Lynch and Conery
(2003) proposed that genome complexity is mainly driven
by population genetics effects. However this is unlikely to
explain the apparent bound we observe since Complexes can
still improve greatly (Fig. 6). (2) Proteome complexity
needs to be encoded in the genome but there is an upper
bound to the amount of information a genome (hence a pro-
teome) can carry with given mutation (Eigen and Schuster,
1977) and rearrangement (Fischer et al., 2014) rates. (3) The
waiting time to the next innovation grows as the organism
becomes more complex. Indeed, it is well known that evo-
lution suffers from a “cost of complexity” that slows down
adaptation as the number of selected traits increases (Orr,
2000). In our simulation, Simples fit the target globally —
as a single trait — while Complexes virtually split the target
in parts which they fit more or less independently. Hence
Complexes are likely to suffer from the cost of complexity:
complexity increase can slow down in such a way that it
would require virtually-infinite waiting time to approach the
two above-mentioned bounds.

When experimenting with models, a tricky question is al-
ways to tell evolutionary trends apart from model artifacts.
Here, we used Aevol, a model that has already proven its
consistency, but that nevertheless has its limits. Among
them, three at least are likely to interfere with our results.
First, as in all ALife models, we deal with very small popu-
lations compared to natural populations. Larger population
size may change the initial direction toward S or C or the
upper complexity bounds ; but since selection cannot invert
the ratchet we hypothesize that our conclusions qualitatively
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hold whatever the size of the population. Second, the prop-
erties of our artificial chemistry may differ from real bio-
chemistry. In particular, dosage effects are stronger in Aevol
than in Nature. However, this property is likely to limit the
complexity increase since gene duplications are more delete-
rious in the model than in Nature. Then, this should not alter
our main conclusions. Last but not least, although Aevol is
a multi-scale model, it lacks some scales that are likely to
play a crucial role in the evolution of complexity. In par-
ticular it lacks a complex ecosystem and a gene network.
Hence, we cannot observe here the effect of niche construc-
tion that are often proposed as a major player in the evo-
lution of complexity. On the gene network side, our results
match very well those we got when we used the RAEvol ver-
sion of the model to evolve genetic networks in constant vs.
variable environments (Beslon et al., 2010; Vadée-Le-Brun
et al., 2016). Indeed, in these experiments the complexity of
the network appeared to be driven by the mutation rate and
highly complex networks evolved even in constant environ-
ments. This opens the interesting perspective of replicating
the present experiments in RAevol.

Our work opens many other perspectives. Specifically, we
would like to analyze the evolutionary dynamic of our pop-
ulations at a finer grain. In particular, analyzing the effect
of every single mutation on complexity, fitness, evolvability
and robustness depending on the mutation type (point mu-
tations vs. rearrangements) would allow for a better char-
acterization of the epistatic interactions in the model. Fi-
nally, the most engaging perspective would be to generalize
the mechanism observed here to other kinds of systems. In-
deed, an open question is whether this complexity ratchet
could contribute to Open-Ended Evolution (Banzhaf et al.,
2016), hence opening the door for non-selectively-driven
Open-Endedness. A difficult question here is whether epis-
tasis has an equivalent in other Open-Ended systems such as
economy or innovation.

In conclusion, we would like to stress that our results,
gathered on a null model, do not imply that there is no
such thing as selection for complexity. But importantly,
they show that selection for complexity is not mandatory for
complexity to evolve. Hence, complex biological structures
could flourish in conditions where complexity is not needed.
Reciprocally, the global function of these complex structures
could very well be simple. We think this result is greatly sig-
nificant for both evolutionary biology and systems biology.
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One of the most striking features of life on earth is the dra-
matic diversity and creativity produced by Darwinian evolu-
tion. As the field of artificial life has matured, interest has
grown in recapitulating similar levels of diversity in silico. It
is immediately obvious that artificial life has not yet reached
this goal (Bedau et al., 1998). On the other hand, there is no
reason to think that artificial life systems are missing some
fundamental component of the evolutionary process.

Emily Dolson and her coauthors have worked towards for-
malizing an approach focused on identifying (thus poten-
tially overcoming) barriers to open-ended evolution (Dol-
son et al., 2015; Taylor et al., 2016). The goal of this work
is principally to operationalize part of this framework to
study whether or not coevolving host-parasite communities
in Avida exhibit ongoing open-ended evolution. While do-
ing so, we will introduce a few quantitative measures of evo-
lutionary change that are rooted in traditional ecological the-
ory and are suitable for coevolving communities.

Avida
Briefly, in Avida hosts and parasites are self-replicating
computer programs that execute CPU cycles to copy their
genomes and thus reproduce. Copying instructions is not
perfect, so mutations can affect offspring genomes (Ofria
and Wilke, 2004).

Host-Parasite Coevolution
In these experiments, parasites were able to infect hosts
whenever they performed at least one task the hosts did not
also perform (Zaman et al., 2014). We seeded the popula-
tions with a single host unable to perform any tasks. After
a brief period of time (2000 updates, or about 20 genera-
tions), we infected at most 400 hosts with a parasite capable
of only performing the simplest logic function, NOT. These
evolution experiments only ran for a total of 100,000 updates
(about 1,000 generations) in order to maintain tractability
when using extremely large populations.

In order to vary the number of tasks available to digital or-
ganisms, we first ran experiments where hosts and parasites
had available all 77 one, two, and three input logic func-
tions. We sorted the frequency of evolved tasks, and selected

the 25 most frequent preserving their rank ordering. Thus,
when we ran experiments with only three tasks, the most
frequently evolved three were used. We ran 20 replicates for
each of the task treatments. For two task treatments (7 and
15), we additionally ran coevolution experiments where we
increased or decreased the population size.

Measures of Evolution
Shannon Diversity of Edges A classic metric of diversity
commonly used across disciplines is Shannon’s Diversity In-
dex (H). It combines information about the number and the
evenness of the distribution of species in a community. The
equation for H is

H = −
X∑
i=1

xi log2(xi) , (1)

where X is the number of unique species, and xi is the pro-
portion of the community composed of species i.

Here, we used Shannon’s index to measure the diversity
of unique edges in the interaction network between digital
hosts and parasite by identifying which host and parasite
phenotypes interacted and their frequency in the community.

Morisita-Horn Community Overlap Index Another
classic, though much more obscure, ecological metric is
Morisita’s overlap index (Horn, 1966). Intuitively, the
Morisita-Horn extension spans the range [0, 1], where
MH = 0 indicates totally distinct communities and MH = 1
indicates two communities composed of the same species
with the same abundances. The Morisita-Horn overlap is
defined as

MH =
2
∑S

i=1 xiyi(∑S

i=1
x2
i

X2 +

∑S

i=1
y2
i

Y 2

)
XY

, (2)

where X and Y are the number of species in community X
and Y respectively, xi(yi) is the proportion of community
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X(Y ) composed of species i, and S is the total number of
unique species.

Here, we used this metric to measure the overlap between
independently coevolved replicate communities within the
same treatment as well as the overlap within the same com-
munity at different points in time. The latter measurement
allowed us to quantify how much churn coevolving commu-
nities experienced through time, while the former gave us
a metric of coevolution’s repeatability. We again used the
edges in the interaction network rather than the individual
species in each community as the focal unit (see Shannon
Diversity of Edges).

Results and Discussion
We observe an increase in the diversity of edges in coevolved
communities as we increase the number of potential tasks
organisms have available to them (Fig. 1). Increasing the
number of available tasks is akin to increasing the complex-
ity of the phenotypic space hosts and parasites can occupy.
Interestingly, the diversity levels off after only about 7 tasks
(Fig. 1, green line). When we increase the size of the world,
we see a continued increase in the level of diversity as the
number of tasks increases. Thus, we conclude that the diver-
sity of the community is limited by the number of organisms
we are able to keep alive.
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Figure 1: Shannon diversity of host-parasite edges. The con-
nected green line depicts the Normal world size data, while
the two extra sets of dots indicate increased and decreased
world sizes (ExLow - 900; Low - 3,600; Normal - 14,400;
High - 57,600; ExHigh - 230,400).

We see a hump-shaped curve when measuring the to-
tal community change as the number of available tasks in-
creases. We measured this by summing the difference be-
tween the maximum similarity possible and the measured
Morisita-Horn index at each time point (Fig 2). While in-
creasing the world size has a substantial effect when there
are 7 tasks available, the effect is muted in the more com-
plex 15-task environment. One potential explanation is that
community change is smoother in large phenotypic spaces,
leading to fewer spikes of activity.
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Figure 2: Sum of community change over time. The same
treatments are depicted as in Fig 1.

Finally, we observe that coevolution with limited pheno-
typic space available leads to similar communities, while
increasing the number of tasks in the environment quickly
leads to distinct host-parasite networks (Fig 3). Interest-
ingly, increasing the population size slightly increases the
similarity between replicates. Perhaps this is because larger
populations are able to exploit more phenotypic space.
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Figure 3: Morisita-Horn overlap between replicate commu-
nities within treatments.
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Abstract

Grid cells in the hippocampal formation are a valuable sys-
tem to study both for neuroscientists and for neural network
researchers, as these neurons present both a window into
higher-level cognitive processes such as navigation, as well
as inspiration for how to build artificial neural navigation sys-
tems. Grid cells are believed to represent an animal’s coordi-
nates in two-dimensional space in a general fashion, useable
for geometric computations by downstream neural networks,
and earlier neural models have indeed shown how grid cells
can be decoded for navigational purposes. However, accu-
mulating evidence shows that grid cells are not as stable as
assumed by models, but that they exhibit various geomet-
ric distortions depending on time and place. This presents
a challenge to grid cell decoding models, which mainly sepa-
rate into “nested” and “combinatorial” ones. Here we present
a new and simplified version of a nested grid cell decoder,
demonstrate that this decoder can cope with distortions, and
show how this relates to a fundamental property of nested
grid cell decoding. By providing positive proof that a nested
decoder can navigate with distorted grid cells, we hope to in-
spire further neuroscientific investigation into the biological
plausibility of different models for grid cell-based navigation.

Introduction
Navigation is an interdisciplinary problem area relevant to
both artificial life and neuroscience; it is an important capa-
bility for situated and embodied agents, and neuroscientific
research on navigation has provided a valuable window into
the inner workings of higher-level cognition. Particularly in
the hippocampal formation of mammals, numerous spatially
selective neurons have so far been identified (Moser et al.,
2017), including place cells, border cells, head-direction
cells and grid cells. Grid cells are particularly intriguing be-
cause of the highly fascinating patterns these neurons gen-
erate across space (Hafting et al., 2005), that appear almost
algorithmic in nature. Specifically, they respond to the ani-
mal’s location in the two-dimensional plane in a hexagonal
pattern; the neurons activate whenever the agent is located
on the vertices of an equilateral triangular lattice imagined
to span the entire space available to the animal (Fig. 1A).

The mathematically appealing patterns of grid cells have
suggested they might implement a spatial coordinate system:

The collective activity of all grid cells might uniquely de-
scribe the animal’s current coordinates and be useful for in-
ferring geometric relationships (Fiete et al., 2008), and grid
cells have now been shown to be decodable into goal vectors
by hypothetical downstream neural networks, enabling an
agent to navigate toward arbitrary goal locations by reading
out the current activity of the grid cell population and com-
paring this to a stored version of the grid cell activity corre-
sponding to the goal (Edvardsen, 2015; Bush et al., 2015).
While these models are interesting architectures for artifi-
cial agents, they also provide proofs of concept that real grid
cells might contribute to “vector navigation”—thus guiding
future neuroscientific research into the function of grid cells.

However, the universal decodability of grid cells has been
questioned, particularly by recent discoveries that grid pat-
terns are not as stable and predictable as models have as-
sumed (Krupic et al., 2015; Carpenter and Barry, 2016).
Grid patterns have been shown to distort in various ways,
for example by shearing and rescaling as a function of the
amount of time spent in a particular environment. As such
distortions challenge the assumptions of different proposed
grid cell decoders, they might help discern any differences
in their biological viability. In particular, two major ap-
proaches to grid cell decoding are the “nested” (Stemmler
et al., 2015) and the “combinatorial” (Fiete et al., 2008) de-
coders. In this paper we show that a nested decoder can
cope with distorted grid cells, without addressing the ques-
tion of whether a combinatorial decoder could similarly be
made able to handle the distortions. Thus, while our results
allay the criticism that grid distortions might present a prob-
lem for grid cell decoding in general, they leave open the
question of whether combinatorial decoding remains viable.

Next in this paper we first describe grid cells, grid mod-
ules, how to decode one module and how to combine mul-
tiple modules in a nested fashion to navigate long distances.
This presents a new, simplified version of our earlier model
for nested decoding (Edvardsen, 2015) that makes it easier
to reason about the effects of distortions. We then add dis-
tortions to the model, show that navigation with one module
still succeeds, and demonstrate that navigation with mul-
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tiple, differently distorted modules also succeeds. Before
concluding, we show how our results relate to a fundamen-
tal property of nested decoders, by demonstrating that the
model can cope even with “perturbed” grid patterns.

Grid cells organized into grid modules
Fig. 1A shows examples of four different idealized grid
cells, each box a top-down heatmap of a 4 m wide square
arena, showing where that particular grid cell might be ac-
tive. All grid cells in this paper were generated by evaluating

GC(x,y) = max
[
0, −0.2+

2

∏
d=0

(
1+ cos

(

(x−Ox) · 2π/S · cos(R+d · π/3) · 2/√3 +

(y−Oy) · 2π/S · sin(R+d · π/3) · 2/√3
))]

(1)

at any given (x,y) location, making a hexagonal pattern by
intersecting three waves 60◦ apart (Solstad et al., 2006). A
grid cell is here characterized by the parameters S, R and O;
S is the scale of its pattern, given as the distance between
two peaks, R is its orientation, fixed at π/2 in this paper, and
O is the two-dimensional offset of the pattern from some
arbitrary point of reference. Cells with the same scale and
orientation are said to belong to a grid module, which is our
fundamental unit for grid cell-based navigation; assuming
there is sufficient coverage of cells in a given module, there
will always be an active subset of neurons to help localize
the animal no matter where it might be located. As the first
three grid cells in Fig. 1A have the same scale (0.9 m) and
orientation, they belong to the same module, while the fourth
cell, of different scale (0.6 m), belongs to a different one.

The collective activity of all grid cells in a given module
can be visualized by arranging them in a matrix according
to their individual offset values Ox and Oy, so that cells with
similar offsets—thus highly overlapping grid patterns—are
located nearby in the matrix, while cells with less overlap-
ping patterns are located farther apart. Fig. 1B shows ex-
amples of such “neural sheet” matrices at various snapshots
in time, each pixel showing the instantaneous firing rate of a
particular grid cell, with all pixels in a given matrix recorded
simultaneously. The first matrix shows a grid module that in-
cludes the first three cells from Fig. 1A, recorded while the
agent is located at the goal in the box center. The grid cells
from Fig. 1A are in this matrix represented respectively by
the 1st, 6th and 11th upper row pixels from the left.

Each matrix reveals a single “bump” of activity dis-
tributed among the grid cells, potentially wrapping around
horizontally from the upper left corner to the upper right cor-
ner and vertically from both upper corners to the lower mid-
dle of the matrix. This is because the neural sheet reflects the
“twisted torus” topology inherent to the hexagonal grid cell
pattern (Guanella et al., 2007). The second matrix shows the
same module, but with the agent located 20 cm east of the
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Figure 1: Navigating with a single grid module. (A) Top-down
view of 4 m wide square box; heatmaps of where four grid cells are
active (blue/red colors for low/high activity). White cross indicates
goal location in box center. First three grid cells have scale 0.9 m,
y offset (Oy) of 0 cm and x offsets (Ox) of 0 cm, 15 cm and 30 cm.
Fourth cell has scale 0.6 m. (B) Matrices with snapshots of con-
current activity within a full grid module at different points in time.
Each plot shows collective activity of all 30×26 cells in the mod-
ule, each pixel indicating a given neuron’s instantaneous firing rate
and arranged according to its offset values Ox and Oy. First matrix
shows case with agent in box center, second matrix after moving
20 cm east, third matrix another 20 cm east and fourth matrix after
then moving 20 cm south. (C) Mechanism for decoding a single
grid module, consisting of 12 units each responsible for detecting
the expected module state should the goal be located ∼8 neurons
in a particular direction from the current location, here configured
to navigate back to the location indicated in top matrix in B. Center
matrix shows current module state. Radial bars show activation of
each detector. Black semi-circular notch shows final goal direction
from the population vector average of all detectors’ contributions,
correctly indicating the goal to be to the north-west. (D) Trajecto-
ries from navigating with decoder outlined above. 400 trials were
started from locations randomly sampled across the area of a 0.6 m
radius disc. Trials terminating within 4.5 cm of true goal location
were deemed successful and shown in blue. Failed trials shown
in red. Trajectories were plotted with 5× subsampling through-
out paper. (E) Trace of boundary where decoded vector flips from
pointing inward to pointing outward (blue line). Dashed line shows
maximum possible starting distance for trials in D, showing that
some trials might start outside this boundary and thus fail.
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previous location—the activity bump has thus shifted to the
right in this updated snapshot. The third matrix shows the
activity a further 20 cm east, while the fourth matrix shows
the activity after the agent has then moved 20 cm south.

Navigating with a single grid module
Comparing the first and the fourth matrices, we see that the
collective activity of the grid module has updated to reflect
the agent’s new location southeast of the goal, by moving
the bump to the right and down from its initial location in
the matrix. The principle behind the grid cell decoder is to
recognize the correct shift of the bump needed to bring it
back to its correct place in the matrix. Fig. 1C shows how
we propose to do this: A set of detectors is instantiated for 12
different directions, each detector consisting of a “template”
of the expected state of the grid module should the goal be
located in a particular direction away from the agent.

For a given current state of the grid cell module, the task
of the decoder is then to compare that current state to each
of these 12 template states. We have implemented this as the
dot product between the template matrix and the current ma-
trix (after flattening both to vectors), essentially correspond-
ing to a neuron with multiplicative synapses between input
signals from corresponding current state and target state grid
cells. Fig. 1C shows how the different detectors activate in a
situation corresponding to the fourth matrix in Fig. 1B—the
detectors corresponding to northwesterly goal directions are
the most strongly activated, thus correctly compelling the
agent to move northwest in order to reach the goal.

In Fig. 1D we use this mechanism to navigate, starting the
agent at random locations sampled from the area of a 0.6 m
radius disc. In 1 cm timesteps, the agent updates the grid
cell population to reflect its current location, compares this
to the grid cell population for the goal using the mechanism
outlined above, and calculates its next movement direction
from the population vector average of a set of unit vectors
pointing in the directions indicated by the 12 detector units,
weighted by their corresponding activation values. This pro-
cess iterates until the agent’s current location is less than
2.5 cm from five timesteps ago, signalling that the agent has
reached what it believes to be the goal and started oscillat-
ing around this point. Fig. 1D shows the outcome of 400
such trials, blue lines indicating successful trials that ended
within 4.5 cm of the goal and red lines showing failed trials.

These trials clearly separate into two classes; the success-
ful ones that precisely hit the intended goal location, and the
unsuccessful ones that instead aim directly toward one of
a discrete set of erroneous target locations, distributed in a
hexagonal pattern. Because grid cells have a repeating pat-
tern, such ambiguity will inevitably arise as you go too far
away from the goal. Fig. 1E clarifies this by tracing out the
boundary at which the decoded goal vector flips from point-
ing inward, i.e. less than 90 degrees away from the true goal
direction, to instead pointing away from the goal (blue line).

Considering the radius of starting locations (dashed line),
some trials in Fig. 1D may evidently have started outside of
the valid navigational range for this single grid module.

While the range of this system is quite short, the system
is able to pinpoint the correct goal location with high preci-
sion; one immediate proposal for how to increase the navi-
gational range of this system would thus be to trade some of
this precision for an increase in range. We could e.g. zoom
up the scale of the grid module by a factor of a thousand,
and assuming the agent remained able to hit the goal loca-
tion, we would then have gained a thousandfold increase in
range “for free”. However, we cannot expect this to be viable
biologically, as there will inevitably be noise in the system
e.g. due to error from path integration processes (proposed
to participate in maintaining grid patterns in the real brain).

Hence, for a more realistic take on the grid cell decoding
problem, we explicitly introduce some jitter into the coordi-
nates represented by each of the grid modules; specifically,
on each new trial, the true goal coordinates are offset by
a noise vector with random direction and with magnitude
sampled from a Gaussian distribution with standard devia-
tion 5 % of the grid scale. Once such jitter is taken into
account, simply scaling up one grid module might no longer
be a viable way of increasing navigational range while main-
taining sufficient precision. A possible solution, for which
there is biological backing, is then to combine information
from multiple modules of different scales—described next.

Combining multiple grid modules for nested
grid cell decoding across longer distances

In a nested view of the grid system (Stemmler et al., 2015),
we assume there exists a grid module with a sufficiently long
navigational range to exceed the agent’s behavioral require-
ments (Fig. 2A). While this module might be too jittery to
successfully hit the goal location, we then assume that addi-
tional smaller-scaled modules can fine-tune the navigational
resolution once the agent gets closer to the goal. Fig. 2B
shows a smaller grid module (yellow) nested within a larger
one (blue), as well as the criterion we propose for handing
off control from the larger to the smaller module: An extra
detector unit, configured to detect the target location itself,
is added to the larger-scaled module—the green line here
showing the area within which this unit will fire above a
certain threshold. We propose that decoding is an iterative
process, where the largest-scaled module has control of the
decoded goal direction until its target detector exceeds its
threshold. It will then yield control of the navigation process
to the next, smaller module—with its own set of detectors—
which assumes control until its respective target detector is
sufficiently strongly activated, and so on. This nested pro-
cess, executed on every timestep, can be maintained for as
long as there are smaller-scaled grid modules available.

A high amount of jitter in large-scaled modules is thus
acceptable as long as the agent can be delivered into the
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valid navigational range of smaller-scaled modules with less
debilitating jitter (Fig. 2C). Grid cells in the real brain are
known to cluster into multiple coexisting grid modules of in-
creasing scale, and intriguingly, these modules seem to have
a fixed ratio between their successive grid scales, so that the
sequence of grid scales within an animal constitutes a geo-
metric progression (Stensola et al., 2012). There is thus an
exponential growth in range as more modules are added.

Say we wanted to navigate from distances of up to 2 m
while coping with jitter—we could e.g. configure our agent
to utilize eight distinct grid modules, with grid scales pro-
gressively increasing from a lower value of 0.3 m with a
fixed ratio of 1.5 between modules, for a largest scale of
∼5 m. Fig. 2D first demonstrates how each of these mod-
ules would perform individually, each box showing 400 tri-
als with only one of the eight modules present. Using only
a small-scaled module, trials terminate early in a multitude
of erroneous goal locations. As scale increases, the “catch-
ment area” for the correct goal location grows too, thus im-
proving the number of trials that head toward the correct
target—however, the amount of jitter increases as well, so
the precision is no longer sufficient for trials to succeed. The
largest grid module’s catchment area encompasses all trials,
yet 87 % of trials still failed because of the jitter (Fig. 2E).

If we instead combine several modules as described
above, the agent should enjoy both the long range of the
larger modules and the precision of the smaller modules. In
Fig. 2F, with the agent now combining all eight modules in
a nested fashion, almost all trials successfully reached the
goal within specified tolerances. Drilling further into the
agent’s behavior, histograms in Fig. 2G–H show respectively
the deviation in decoded goal direction and the identity of
the currently driving grid module, as a function of distance,
for all timesteps across all successful trials in Fig. 2F. At far
distances, the larger modules are in control of the agent—
gradually yielding control to the smaller modules as the goal
is approached (Fig. 2H). This maintains the deviation at a
low level until the agent is immediately adjacent to the goal
(Fig. 2G), thus ensuring successful navigation in these trials.

Navigating with a single distorted grid module
In the preceding sections we assumed perfectly hexagonal
grid patterns, reliably adhering to the equilateral lattice ev-
erywhere. However, this is not an accurate description of
the real situation, as grid patterns in real animals have been
shown to distort from the perfect hexagonal grid in various
ways. For example, Stensola et al. (2015) showed that with
increased exposure to a particular enclosure, grid patterns
may gradually shear away from the walls of the box, while
Barry et al. (2007) showed that when a familiar enclosure
is compressed, grid patterns may also rescale to match the
new dimensions of the box. Interestingly, other co-recorded
grid modules might stay fixed at their previous scales (Sten-
sola et al., 2012), highlighting the notion that different grid
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Figure 2: Navigating with multiple grid modules. (A) Maximum
trial distance was increased to 2 m (dashed line). Catchment area
of largest-scaled grid module (#8) is sufficiently large to contain
all trials (blue line). Thin solid lines indicate jitter in the corre-
sponding module. (B) Nested within module #8 is the next-largest-
scaled module (#7, yellow line). Drop-off area from module #8
(green line) is inside catchment area of #7, thus nested naviga-
tion should succeed. (C) In total eight modules are nested within
each other, grid scales organized in a geometric progression from
a smallest value of 0.3 m with a fixed ratio of 1.5 between suc-
cessive modules. (D) Trial outcomes if the agent were to navigate
using only one of the eight possible modules. Upper left shows
400 trials with smallest module. Module scale increases in stan-
dard reading order. Smaller-scaled modules are more ambiguous
and have a denser distribution of erroneous goal locations, but the
larger-scaled modules experience more jitter and hence are also in-
sufficient by themselves. Each box shows a 4.5 m wide square
top-down view of environment. (E) Failure rates in each of the sit-
uations shown in D, red indicating trials that failed outside of the
expected catchment area for a module of the given scale (calculated
according to 0.15 m ·1.5i−1 for module i), yellow indicating trials
that failed within the catchment area but due to jitter were not able
to hit within the success criterion of 4.5 cm. (F) Trials combining
all eight modules in a nested fashion. Almost all trials were suc-
cessful. (G) 2D histogram showing deviation in the decoded goal
direction as a function of distance (normalized per column). His-
togram includes samples from every 1 cm timestep in all successful
trials in F. Decoding error is kept low until immediately adjacent to
the goal. (H) Histogram as in G, but here showing which module
was active at the given timestep.
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modules might distort incoherently. Several more examples
of grid cells deviating from the idealized hexagonal pattern
have been identified (Carpenter and Barry, 2016).

While the purpose and underlying mechanisms of these
distortions are still unknown, their mere presence poses a
challenge for grid cell navigation models: Can these de-
coders still function when grids are not perfectly hexagonal
(Krupic et al., 2015; Carpenter and Barry, 2016)? To in-
vestigate how our decoder copes with distortions, we have
thus incorporated one-axis stretching (Barry et al., 2007;
Stensola et al., 2012), one-/two-axis shearing and symmet-
ric shearing (Stensola et al., 2015) into our model as fol-
lows. Each distortion is represented in Fig. 3A by a func-
tion D : (x,y) 7→ (x̃, ỹ) that maps the agent’s true (x,y) coor-
dinates to the distorted coordinates (x̃, ỹ). These distorted
x̃ and ỹ values are then used when determining grid cell
activation using Eq. 1. The specific expressions used for
stretch, one-/two-axis shear and symmetric shear distortions
are given respectively by Dstretch, Dshear and Dsymmetric (the
latter two based on formulations in Stensola et al., 2015):

Dstretch(x,y) =
[

a 0
0 b

]−1 [x
y

]
(2)

Dshear(x,y) =
[

1 a
b 1

]−1 [x
y

]
(3)

Dsymmetric(x,y) =
(

x
1+a

,
y

1+a · x/1+a

)
(4)

See Fig. 3B for examples of resulting distorted grid cells.
The first question to address is whether navigation with

a single grid module can still succeed when the constituent
grid cells are distorted. If we assume that all grid cells within
a given module distort in the same way, which seems to be
the case biologically (Stensola et al., 2012, 2015), we ex-
pect the neural sheet to look the same as without distortions:
Because distortion is a function of location, all cells will
experience the same x and y distortion simultaneously—the
activity bump in the neural sheet should thus retain its shape.

We can therefore attempt to navigate with a distorted grid
module by using the same decoder as earlier, unmodified.
Fig. 3C shows catchment areas traced as before, but with dis-
tortions in effect. Inside these boundaries, the decoded goal
vectors point inward toward the goal, a promising sign that
navigation with distorted modules might succeed. Fig. 3D
presents a set of navigation trials performed with a sheared
grid module as shown in Fig. 3A second column, demon-
strating that a large proportion of trials remained able to
reach the goal. Observe that the shape of the catchment area
has been distorted as in Fig. 3C, and that the distribution of
erroneous goal locations has also similarly been distorted.

Careful observation of the trajectories reveals that they
might now curve; because the decoder is unaware of any
distortions in effect, it would not know e.g. that a decoded
goal vector pointing east might in fact correspond to a north-
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Figure 3: Distorted grid cells in a single module. (A) Examples
of four distortions, shown here as the difference due to distortion,
hence x̃− x in upper and ỹ− y in lower row. Columns show re-
spectively Da=1, b=0.67

stretch , Da=0, b=0.3
shear , Da=0.3, b=0.3

shear and Da=0.3
symmetric.

(B) Grid cells distorted as in A. (C) Catchment area of modules dis-
torted as above (blue), with undistorted version from Fig. 1E shown
for comparison (light blue). (D) Traces from 400 navigation trials
with a single grid module experiencing one-axis shear as in second
column above. Many trials are successful, but trajectories toward
the goal often curve because the decoder is unaware of the distor-
tion. (E) New set of 400 trials as in D, but now with compensation
as in Eq. 5 applied to the decoder’s output. (F) Scatter plot show-
ing deviation from true goal direction as decoded at all timesteps
from successful trials in D (yellow) and E (green). Without apply-
ing compensation to the decoder output, the decoded goal direction
deviates depending on the particular distortion experienced.

eastern bearing under the distorted regime. Fig. 3F shows
a scatter plot of this deviation from the true goal direction
during successful trials in Fig. 3D (yellow dots), revealing a
clear pattern of deviation. For grid distortions that produce
constant x̃ and ỹ gradients throughout space, which includes
Dstretch and Dshear but not Dsymmetric, there is a simple rem-
edy in adjusting the decoded goal vector (ṽx, ṽy) using

[
vx
vy

]
=

[
∂ x̃/∂x ∂ x̃/∂y
∂ ỹ/∂x ∂ ỹ/∂y

]−1 [ṽx
ṽy

]
(5)

as the final step. Fig. 3E shows a new set of trials employing
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this compensation mechanism. The trajectories no longer
curve as in Fig. 3D, and Fig. 3F confirms that the deviation
has been corrected (green dots). Note however that, because
the curving mostly affects only the path lengths and has little
influence on the ultimate success of the trials, we do not
actually apply this compensation in the rest of this paper.

Navigating with multiple distorted modules
Having verified that navigation with a single grid module
succeeds despite distortions, we now ask whether navigation
over longer distances, combining multiple nested modules,
can also succeed with distorted modules. We expect this to
work as long as larger-scaled modules remain able to deliver
the agent into the catchment area of the smaller-scaled ones.
To investigate this we next ran a set of trials as in Fig. 2F,
but with the eight modules distorted using a mix of one-axis
stretching, one-/two-axis shearing and symmetric shearing
(Fig. 4A, details in caption). In other words, we have con-
figured the agent not only to utilize distorted grid modules,
but to have differently distorted modules—should this suc-
ceed, it would be a stronger demonstration of capability than
having one single distortion apply equally to all modules.

Example grid cells from each of the eight modules are
shown in Fig. 4A, while Fig. 4B shows outlines of each
module’s catchment area together with the “drop-off areas”
from their respective larger-scaled modules. The condition
for successful navigation is that the agent should always be
dropped off fully inside the catchment area for the lower-
scaled module; Fig. 4B confirms this to apply to the present
configuration, but note that in some areas, the extra trial-by-
trial jitter in each module’s represented coordinates might
cause some of these boundaries to intersect and potentially
cause problems. Fig. 4C shows 400 trials with these dis-
torted grid modules, but without any additional jitter; all
trials were successful. Navigation is still largely success-
ful when the trials are run with additional trial-by-trial jitter
(Fig. 4D), with a few exceptions due to failures from the ex-
tra jitter. Except for this caveat, though, we see that grid
distortions pose no problem for the navigation process with
nested grid cell decoding, and that this applies even when
different modules are distorted incoherently.

Navigating with perturbed grid cells
The previous results highlight an appealing feature of nested
grid cell decoders, in that they don’t require precisely inter-
locked conjunctions of grid activity across all modules in or-
der to work. This is in contrast to combinatorial decoders—
the main alternative to nested decoders—which exploit the
combinatorial growth in the number of unique conjunctions
of activity across all modules as new modules are added, to
theoretically enable navigation far beyond the range of the
largest module (Fiete et al., 2008). A nested decoder, on
the other hand, can only navigate within the range of the
largest module—although with a geometric progression of
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Figure 4: Navigating with multiple distorted modules. (A) Ex-
ample grid cells from each of the eight modules in the navigation
model, largest module (#8) upper left and decreasing in standard
reading order. The specific distortions are the following, in the
same order: Da=0.3, b=0.0

shear , Da=0.3, b=0.3
shear , Da=0.15

symmetric, Da=1.0, b=0.67
stretch ,

Da=0.67, b=1.0
stretch , Da=0.0, b=−0.3

shear , Da=0.3
symmetric and Da=0.0, b=0.3

shear .
(B) Catchment areas for each module (blue), and drop-off areas
from the next larger-scaled module (red)—these must stay within
the catchment areas of their smaller-scaled peers for navigation to
succeed. The largest module has no relevant drop-off area from
above; instead is shown the maximum possible starting distance
during trials (dashed line). Note the different scale bars, reflecting
the geometric progression of grid scale. (C) 400 trials with eight
modules distorted as above, without any additional jitter applied to
the modules. All trials were successful, despite the distortions and
despite modules being incoherently distorted. (D) New 400 trials
as in C, but now with additional trial-by-trial jitter of 5 % of the
grid scale (applied to each module’s coordinates prior to applying
distortions and evaluating Eq. 1). Despite jittery and incoherently
distorted modules, navigation succeeded in a vast majority of cases.

grid scales, this range does rise exponentially. In exchange,
though, nested decoding faces a far simpler requirement
for successful navigation, namely that larger-scaled modules
need only deliver the agent into the realm of a smaller-scaled
module. The smaller modules do not even need to partici-
pate in the process until the larger modules finish their jobs.

This should mean that a nested decoder can function in
yet more adverse conditions than those considered so far.
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Specifically, we will consider what happens to the naviga-
tional system when modules are perturbed at locations far
away from the goal. By “perturbed” we mean that the cells
no longer keep perfect track of the agent’s exact position rel-
ative to the goal, but that e.g. due to noisy path integration,
the grid cells’ firing locations might jump around and no
longer resemble grid patterns when far away from the goal.

Fig. 5A shows how we have implemented these perturba-
tions, by using the same formalism of a D : (x,y) 7→ (x̃, ỹ)
function. However, this function no longer changes gently
across space as in Fig. 3, but instead presents noisy maps that
might violently jumble the grid pattern around. Specifically,
the x and y offset maps were generated by selecting 300 ran-
dom points within a 4 m radius disc, for each point sampling
an offset value from a Gaussian distribution with standard
deviation 15 cm, and then interpolating across these points
(using Clough-Tocher interpolation from the SciPy software
package). As mentioned above, though, we only want these
perturbations to be in effect when the agent is far away from
the goal—we assume that an agent would realistically be
able to gradually correct these perturbations from sensory
inputs as it approaches a familiar goal location. We therefore
fade away the effect of perturbation toward the goal, using a
Gaussian fade with standard deviation 0.6 m (Fig. 5B).

In Fig. 5C–D, to see the effects of the perturbation in more
detail, we analyze a grid pattern before and after by perform-
ing two-dimensional autocorrelation on each 3× 3 subdivi-
sion of the spatial response heatmap. Autocorrelograms are
frequently used in the neuroscience literature to quantify the
degree of “gridness” of a particular neuron, as the hexagonal
symmetry of a grid cell becomes apparent when correlating
the spatial response map in this fashion. Fig. 5C shows that,
as expected, there is hexagonal symmetry in the autocorrel-
ograms for the non-perturbed grid cell. In Fig. 5D, however,
we see that the neuron only has hexagonal autocorrelation
structure in the central subdivision, i.e. close to the goal.
The neuron therefore behaves as a grid cell when close to
the goal, but at farther locations the perturbation might mean
that this neuron would not have been classified as a grid cell.

Thus, in some respects, these perturbed cells do not be-
have as grid cells when sufficiently far away from the goal
location. Can these neurons still contribute to a successful
navigational process? Fig. 5E–H present results similarly
as in Fig. 4A–D, but with a new configuration of the model
where the grid modules experience a perturbation as just de-
scribed. Similar to how the trial-by-trial jitter was specified
as a proportion of grid scale, we find it reasonable to assume
that larger-scaled modules get perturbed on a proportionally
larger scale—noise points are therefore more spread-out, but
have a higher amplitude, for larger-scaled grids, and the ra-
dius for the fade-away near the goal is also larger for the
larger-scaled modules. Fig. 5F shows that the catchment ar-
eas for each individual module has largely retained its shape
from the undistorted situation—this is as expected, since we
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Figure 5: Navigating with perturbed grid modules. (A) Type of dis-
tortion maps used to generate perturbed grid modules, shown as in
Fig. 3 by its offset maps and a resulting example cell. (B) As in A,
but now with the distortion fading away toward the goal location.
(C) Undistorted grid cell of scale 0.3 m. The rate map is split into
3×3 subdivisions (left), each of which is then autocorrelated to see
whether there is any repeating grid structure in the cell’s behavior
(right). (D) Disrupted cell from B, analyzed as in C. The hexagonal
structure in this neuron’s behavior has been severely perturbed in
the subdivisions away from the goal location, but some grid struc-
ture remains near the goal location. (E–H) Results as presented in
Fig. 4A–D, but here with a navigation model consisting of eight
perturbed grid modules. Navigation was successful despite grid
cells being perturbed at locations away from the goal location.
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have assumed that the perturbation fades off toward the goal
location. The conditions are therefore in place for nested de-
coding to succeed; when trials are run either without or with
jitter, shown respectively in Fig. 5G and Fig. 5H, we see that
navigation with perturbed grids indeed was successful.

Discussion
In this paper we have presented a new and simplified version
of our earlier nested grid cell decoder (Edvardsen, 2015),
able to perform vector navigation over arbitrarily long dis-
tances using multiple modules. Our earlier model performs
nested decoding as part of a larger neural navigation system
that also includes path integration components to generate
the grid cells; here we instead look at the decoding problem
in isolation, thus we calculate the grid patterns directly for a
simpler overall model. The decoding mechanism itself has
also been simplified, now only requiring a set of 13 detec-
tor units per module. Whereas the earlier model decoded all
modules in parallel and used different weighting of output
from different modules, the new version uses a simpler ap-
proach to combining multiple modules, by making explicit
the underlying principle that a nested decoder only strictly
needs to follow the signal from one module at a time.

We then showed that this nested grid cell decoder can
cope with distorted grid cells, and that navigation can suc-
ceed even when different grid modules experience differ-
ent distortions. In Stemmler et al. (2015), which presents a
nested decoder based on recursive population vector read-
out of the full grid cell population, they point out that it
is possible to accommodate grid modules with distortions
such as shearing in their decoder. However, while they com-
pensate for these distortions directly in their readout mecha-
nism, here we show that the decoder might not even need to
be aware of the distortions for navigation to succeed.

We showed how this relates to a fundamental property
of the nested view of the grid system, namely that naviga-
tion can proceed as long as each grid module can guide the
agent from inside the drop-off area from a larger module
and into the realm of a smaller module. We underscored this
by showing that nested decoding succeeds even when grid
patterns are perturbed—to the point of no longer resembling
grid cells—in locations away from the goal. Our nested nav-
igation model was able to cope with these challenges with
no change to its decoding mechanism, whereas e.g. a com-
binatorial system sensitive to unique conjunctions of activity
across all modules, would likely have to be retrained or ac-
count for the distortions through some other means.

We have thus demonstrated a nested grid cell decoder ro-
bust to disturbances in the form of jitter, distortions and per-
turbations of grid patterns. Noisy path integration can hence
support successful grid decoding, so this might be a viable
architecture for neuromorphic robot navigation if extended
with circuitry for motor control, obstacle avoidance, etc.

There is also the question of how these results relate

back to the biological system. It remains an open question
whether real grid cells participate in vector navigation, and if
so, whether this occurs according to nested decoding, com-
binatorial decoding or some other mechanism. Our results
here show that a nested decoder can be robust to the chal-
lenges of noise and distortions that are relevant in a biolog-
ical setting, and also that nested decoding can have modest
resource requirements in terms of numbers of neurons and
synapses. To address these questions on the role of real grid
cells in navigation, more data is needed e.g. about how these
neurons behave when animals navigate across long distances
in their natural environments (Geva-Sagiv et al., 2015).
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Abstract

Neuromodulation is a pervasive biological process impacting
neural activity at many scales. Changes in the concentration
of a single neuromodulator can drastically alter the dynam-
ics of a circuit. Nevertheless, how circuits can be both sen-
sitive to the effects of neuromodulators, yet maintain stable
behaviors in the face of constantly changing concentrations
of them, is still poorly understood. Past work addressing this
has focused on isolated circuits or individual neurons. In this
paper, we study the effects of neuromodulation in the con-
text of a complete brain-body-environment model. We use a
genetic algorithm to find configurations of a dynamical neu-
ral network able to walk with and without the presence of
an extrinsic neuromodulatory signal. We analyze, in some
detail, networks, which break and cope under the effects of
neuromodulation. We identify common stability mechanisms
among successful networks, which correspond to previously
proposed ideas. In addition, results indicate that propriocep-
tive feedback provides a stability mechanism for coping with
neuromodulation that has not previously been considered in
the literature.

Introduction
Neuromodulation is a pervasive biological process involv-
ing the release of chemicals in the brain which can drasti-
cally alter neural activity over many scales in both time and
space. Because of this, neuromodulation has been identi-
fied as a crucial process in defining circuit output and or-
ganism behavior. Even with one of the most well-studied
and tractable model organisms, C. elegans, which has had
its entire connectome mapped, we cannot predict behavior
or circuit output without knowledge of the neuromodulatory
concentrations and receptors present (Bargmann, 2012).

The effects of neuromodulation have been shown to of-
fer tremendous flexibility in modifying neural activity at a
variety of scales (Dayan, 2012; Fellous and Linster, 1998).
However, in living organisms there are often dozens of neu-
romodulators which are constantly changing concentrations
during the life of an organism (Lyte and Freestone, 2010).
How can circuits be simultaneously sensitive to neuromod-
ulator concentrations (with added flexibility as a result) and
yet capable of maintaining behavioral stability as concentra-
tions change (and rarely become over-modulated)?

Most computational models of neuromodulation have fo-
cused on trying to harness neuromodulation for improv-
ing performance on various tasks (Yoder, 2017; Yoder and
Yaeger, 2014; Soltoggio et al., 2007; Husbands et al., 2010).
These approaches generally do not explore how networks
maintain behavioral stability despite neuromodulation’s po-
tentially disruptive effects (Grashow et al., 2009). Of the
projects that have explored this problem using computa-
tional models (Goldman et al., 2001) and those that have
proposed stability mechanisms (Marder, 2012), the vast ma-
jority have only considered isolated circuits.

In contrast, in this paper we explore the behavioral sta-
bility problem in the context of a complete brain-body-
environment system. We use a model which is computa-
tionally tractable, well-studied, and was originally created
to provide insight into how neural dynamics can generate
behavior (Chiel et al., 1999; Beer et al., 1999; Beer, 2009).
We extend this model to include a neuromodulatory signal
which could correspond to the release of hormones over a
day/night cycle. We evolve neural network controllers to
produce walking behaviors, first in the absence of neuro-
modulation and then in the presence of it. We then evaluate
these networks under different neuromodulatory conditions.
This approach has two main benefits. First, because evo-
lution is used to discover effective configurations, we place
no prior assumptions on the way that the walking behavior
is performed. Second, because we have a complete compu-
tational model of the brain, body, and environment we can
consider mechanisms beyond the level of isolated circuits.

The primary aim of this work is to gain insight into mech-
anisms which enable behaviors to be maintained in the face
of neuromodulation. The rest of this paper is organized to
accomplish this goal. First, we explore how neuromodula-
tion affects behavior. Next, through analysis of walkers that
“break” and “cope” under the effects of neuromodulation,
we demonstrate how specific parameter differences result
in stabilizing or non-stabilizing behavior. Finally, we re-
late these stabilizing criteria to previously proposed stability
mechanisms (Marder, 2012) and a novel one, proprioceptive
feedback.
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Methods
Except for our introduction of a neuromodulator, we use the
model as specified in Beer and Gallagher (1992).

Body model
The model consists of a body with a single leg with a foot,
and effectors that can lift and rotate the leg. The body can
be accelerated if the leg is down and the net torque from the
two opposing effectors results in rotation. The acceleration
is forward or backward depending on the direction of the ro-
tation. If the foot is up, then the rotation as governed by the
effectors only impacts the orientation of the leg and the body
does not move. If the foot is lowered, then it is allowed to
stretch beyond its nominal length and angle, but no forces
can be applied. If the distance between the body’s center
of mass and foot is too great, the leg snaps back to nomi-
nal length and maximum angle, the body loses support, and
translational velocity is 0. In the experiments, an agent is
always initialized with the leg in the fully forward position.

Three variants of this model have been studied differing
in whether sensory feedback is available constantly (reflex-
ive pattern generators, RPGs), only occasionally (mixed pat-
tern generators, MPGs), or absent (central pattern genera-
tors, CPGs). When present, sensory feedback is provided
continuously by the leg’s joint angle. Networks may include
more than three neurons, in which case the additional neu-
rons are inter-neurons which have no direct impact on the
effectors.

Neural model
Each of the three effectors of the agent are controlled by sep-
arate neurons in a continuous time recurrent neural network
(CTRNN). Each neuron i has the state equation

τiẏi = −yi +
N∑
j=1

wjiσ(Mtyj + θj) +MtswiSt (1)

where yi is the state of each neuron, τi is the time constant,
wji is the weight of the connection between the jth and ith
neuron, θj is a bias term, swi is the weight of the connection
from the leg angle sensor to the ith neuron, S is the angle
of the leg angle sensor relative to the body at time t, M is
the instantaneous modulation signal at time t, and σ is the
standard logistic activation function.

Neurons are named after the effectors they control: For-
ward Swing (FS), Backward Swing (BS), and FooT (FT).
The foot is down when FT’s output is above 0.5 and up oth-
erwise. When the foot is up, the output of BS and FS scale
the torques swinging the leg, when down these outputs scale
the translational force applied to the body. If M = 1, there
is no modulation and the equations are the same as past work
(Beer and Gallagher, 1992). For CPG networks, sensor con-
nection weights are always set to 0 (swi = 0).

BS FS

FT

Forward

effector

Backward

effector

Foot

effector

Angle

sensor

Neuromodulator

Timesteps

Figure 1: Body, controller, and neuromodulation. The neu-
ral circuit is fully inter-connected (black arrows). Effector
neurons (black) control the antagonistic muscles and the foot
(cyan). When present, sensory input from the leg angle sen-
sor (green) is provided to each neuron. Neuromodulation
(magenta) impacts signals sent across every connection and
changes in intensity over time (inset). Black ticks indicate
each step (50) a perfect walker can take during an evaluation
(2200 timesteps).

Neuromodulation
Neuromodulation was introduced to the system via an ex-
ternal signal. This signal was designed to be extrinsic (i.e.,
controlled by something outside of the network itself), un-
avoidable (i.e., neurons cannot alter receptivity) and varying
slowly over time. The level of modulation in the system is
given by a sinusoidal curve with a single period over the du-
ration (D = 2200) of the evaluation, as follows:

M(t) = 1 +A · sin(2π
t

D
) (2)

where Mt is modulation level at time t, A is the intensity
with which neuromodulation impacts the system during an
evaluation. The signals delivered across synaptic connec-
tions between different neurons and from the sensor to neu-
rons are effectively multiplied by the extrinsic modulation
signal. Thus, both network activity and coupling between
the agent and environment are modulated. The activation
signal delivered via the self-loop of individual neurons are
modulated as well. Therefore, neurons can become more or
less influenced by their state depending on the presence of
the neuromodulatory signal. This model of neuromodulation
meets criteria used in definitions of neuromodulation as de-
fined by others (Buckley, 2008; Fellous and Linster, 1998).
In particular, this extrinsic form of neuromodulation is not
excitatory or inhibitory, but rather amplifies or dampens ex-
isting activity.

Evolutionary algorithm
A real valued genetic algorithm (Back, 1996) was used to
evolve the CTRNN parameters. During evolution, neurons
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had two evolvable parameters: a bias [-16,16] and time con-
stant [0.5,10]. In addition, there were evolvable connection
weights [-16,16] from each neuron to every other, includ-
ing itself. RPG and MPG networks also included evolvable
connection weights from the leg angle sensor to each neu-
ron. Thus, for a CPG network of size n there were 2n+ n2

evolvable parameters and for MPG and RPG networks there
were a total of 3n + n2. To evaluate the fitness of an indi-
vidual, the neural circuit and body are simulated. The mo-
tor neuron outputs are initially randomized. The system is
numerically integrated over 2200 time steps by the forward
Euler method at a step size of 0.1. The fitness of an individ-
ual is proportional to the distance covered in this time. Note
that the duration of an evaluation is an order of magnitude
larger than the original work, effectively allowing a perfect
walker to take 50 steps instead of 5 (Beer et al., 1999). This
allows a slowly changing neuromodulatory signal which im-
pacts single steps at different levels of modulation. MPG
networks were tested once with and once without sensory
input and their fitness was the average of the two.

Results
In this section we report on experiments evolving and test-
ing networks both with and without neuromodulation. We
demonstrate how neuromodulation disrupts behavior by first
evolving networks to walk proficiently and then testing them
while applying neuromodulation. We then show behavioral
stability is possible by evolving networks exposed to neu-
romodulation during evolution. We show where a highly
proficient, but brittle walker “breaks” under modulation.

We then highlight stability mechanisms in a walker that
copes with modulation. Finally, we show RPG networks’
parameter selection for proprioceptive feedback may help
to explain their increased behavioral stability compared to
CPG networks.

Evolving walkers
To explore how neuromodulation affects networks, we
evolved and then tested groups of different types and sizes of
networks. We reproduced the same set of experiments set in
(Beer, 2009) (with exceptions noted in the methods section)
to evolve CPG, MPG, and RPG networks, each of which
was varied in size (3-5 neurons). To evolve controllers for
each group, 100 evolutionary runs were performed, running
with a population size of 1000 for 500 generations. The top
network from each evolutionary run was selected and its pa-
rameters recorded. This produced nine ensembles of 100
networks each. On average, all groups produced effective
walking behavior (Figure 2).

Quantifying robustness to neuromodulation
To evaluate how well networks coped with neuromodula-
tion, we ran a series of tests with varying degrees of it. We

Figure 2: Robustness to neuromodulation in evolved walk-
ers. (Top) Fitness of networks evolved without neuromodu-
lation (Left) and with neuromodulation (Right). Each col-
umn indicates aggregate fitness of 100 networks (mean,
standard error, outliers). (Bottom) Robustness to neuromod-
ulation of networks evolved without neuromodulation (Left)
and with neuromodulation (Right). Each column indicates
aggregate robustness to neuromodulation of 100 networks
(mean, standard error, outliers). MPGs were tested with (+)
and without (-) leg angle sensor input.

found that walkers were significantly disrupted by the modu-
latory signal. To quantify how well walkers performed when
exposed to neuromodulation we defined robustness to neu-
romodulation of a walker as the average number of times its
fitness was greater than 90% (of its best) over 50 trials with
varying intensities of neuromodulation (A between [0.01,
0.5], see equation 2). Figure 2 summarizes results for each
evolved network ensemble. Trends indicate that increased
network size moderately increases robustness to neuromod-
ulation. Also, results indicate that added sensory feedback
in RPGs and MPGs (MPG+ tested with sensory feedback)
drastically increases robustness to neuromodulation.

Evolving walkers robust to neuromodulation

In order to show behavioral stability in the face of neuro-
modulation was possible for all types and sizes of networks,
we evolved a second set of networks to walk in the presence
of neuromodulation. To do this, we repeated the same exper-
iments as before except that we included neuromodulation at
a high intensity (A = 0.5) during evolution. In this condi-
tion, the ensembles on average evolved to not only be profi-
cient walkers, but also to be quite robust to neuromodulation,
including every RPG network scoring maximally (Figure 2).
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QS1 QS2 QS3 QS4

QS1 QS2 QS3 QS4

Figure 3: Four quasi-stable states driving locomotion. QS1:
Foot pushing down, BS drives body forward. QS2: Foot
pushing down (no torque). QS3: Foot up, FS rotates leg for-
ward. QS4: Foot up, BS and FS both ON (no torque). Gray
background color indicates changing state, thick circles in-
dicates a neuron is ON (thin, OFF). Edges represent connec-
tions with the circles (inhibitory) and rectangles (excitatory)
indicating target ends. Asterisk (*) indicates neuron is bi-
stable (may tend to stay ON or OFF), neurons may turn ON
(+) or OFF (-) when external input is zero.

Understanding how neuromodulation can break
the behavior of a proficient walker
To understand how walking is disrupted, we selected a net-
work and examined its dynamics under the effects of neu-
romodulation. We used a previously published and well-
analyzed CPG3 (CPG size 3) network (Beer et al., 1999).
First, we instantiated it in our model, and verified that it pro-
duced a high fitness score similar to published results. We
then tested its performance at different constant values of
M (instead of time varying) and found its behavior to break
easily. Henceforth, we will refer to this CPG3 as the brittle
walker. To understand how its walking is disrupted we will
first review how it produces locomotion.

This network operates by transitioning cyclically between
four quasi-stable states that correspond to different stages of
a single forward step. The states are considered quasi-stable
because some of the neurons maintain a fixed output while
others change. This network was labeled a “BS-switch” net-
work, because its neural dynamics involve two quasi-states
in which only the output of the BS neuron transitions. Figure
3 shows the network’s quasi-stable states and neural outputs.

QS1 QS3

QS4

QS2
QS3

QS2

QS1

QS3

QS4

Figure 4: Normal and modulated (broken) BS trajectories in
the brittle walker (CPG3). The thick yellow lines show the
neural trajectory with quasi-stable states (Figure 3) labeled.
The black, blue, and red lines indicate the SSIO curve under
the effects of zero (M=1), dampening (M=0.56), and ampli-
fying (M=1.1) neuromodulation.

Understanding individual neuron dynamics To under-
stand the dynamics of specific neurons, steady state input
output (SSIO) plots and curves are helpful. An SSIO curve
(Figure 4) indicates equilibrium points for the long-term be-
havior of a neuron (BS) given a starting level of activation
and a constant input. As shown in Figure 4, in the normal
(M = 1) condition there is a cyclic neural trajectory. As
outputs of FT and FS change, the amount of input to BS via
FT→BS and FS→BS changes as well.

Identifying breaking points of a brittle walker We iden-
tified the breaking points of this network by testing it with
fixed values for M (equation 1). Using this approach, we
found the network does not even take a single step when
tested with M ≥ 1.1. The network similarly ceases to take
a single step at M ≤ 0.56. Figure 4 shows the neural tra-
jectory of the BS neuron in both normal and breaking condi-
tions. In the breaking conditions, walking ceases when the
system reaches a stable equilibrium point.

WhenM = 1.1 the network does not transition from QS1
to QS2 because the BS neuron does not turn OFF (OFF is
used here to indicate a near zero output, but is analogous to
a very low firing-rate or silence. ON likewise is analogous
to a high firing-rate). In QS1, there are three forces act-
ing upon the BS neuron: the negative bias of the BS neuron
(driving down output), the excitatory self-loop of BS, and
the FT→BS inhibitory connection. Normally BS turns OFF
because the FT→BS inhibitory connection decreases input
to BS. The effective change in the weights of all connections
(110%) results in a stronger BS self-loop (+1.55) which tries
to keep BS ON. However, the FT→BS does not increase in
as great a magnitude (+0.32) and so BS stays ON.

Similarly, when M = 0.56 the network does not transi-
tion in QS3 because BS does not turn ON. In this state there
are only two forces acting on BS, the bias of BS (-9.57) and
the excitatory connection (+11.59) FS→BS. Normally, BS
turns ON because the FS→BS connection increases input to
BS. The effective weight change (56%) weakens FS→BS
and so it cannot overcome BS’s negative bias.
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Identifying stability mechanisms: comparing
brittle and stable walkers with similar dynamics
We can illuminate stabilizing mechanisms by comparing
two networks that have similar dynamics, but in which one
copes with neuromodulation and the other breaks. To find
networks robust to neuromodulation with similar dynamics
to the brittle walker for comparison, we searched through the
two ensembles of CPGs with 3 neurons (CPG3) which were
evolved with and without neuromodulation. As discussed in
Beer et al. (1999), there are a rich set of possible dynamical
configurations which produce locomotive behavior. In par-
ticular, there exists a number of possible dynamical module
configurations which produce cyclic quasi-state transitions.
We classified the dynamics of CPG3 networks in our ensem-
bles using an approximate quasi-state transition categoriza-
tion algorithm.

CPG networks with three neurons evolved with and with-
out neuromodulation showed similar dynamical configura-
tions to those previously documented (Chiel et al., 1999). In
particular, we found many “BS switch” CPGs (which have
identical dynamics to the brittle walker) in both. We selected
one “BS switch” network which had maximally stable be-
havior in the face of neuromodulation (from the ensemble
evolved with neuromodulation) to analyze and compare to
the brittle walker. Henceforth, we refer to this CPG3 as the
stable walker. We used the stable walker to search for evi-
dence of stability mechanisms.

Stable walker’s stabilizing mechanisms
Analysis of the stable walker revealed two different mecha-
nisms that prevent it from breaking. We can see in figure 5
that the stable walker successfully transitions cyclically be-
tween the four quasi-states, avoiding any stable equilibrium
points. Note that neuromodulation is even more extreme in
these plots with M = 0.5 and M = 1.5. What are the pa-
rameters which cause this difference in trajectories?

When M > 1, because neuromodulation effectively mul-
tiplies network weights, we saw in the brittle walker that
the ratio of the BS→BS and FT→BS weights was criti-
cal (−3.20 vs. 15.54). In this stable walker, however, the
FT→BS was large (−15.21) and matched the BS→BS con-
nection (15.99), hence the modulation amplifies the two op-
posing signals, keeping them matched and allowing BS to
turn OFF in QS1 despite the parameter shift.

When M < 1, we saw the brittle walker did not tran-
sition in QS3, because the FS→BS connection was not
strong enough to turn BS ON, due to the negative bias in
BS (−9.57). In the stable walker, BS has a positive bias
(2.16) instead. This removed the constraints on the con-
nection FS→BS. In all “BS-switch” networks with maximal
robustness to neuromodulation (from the ensemble evolved
with neuromodulation) examined (9 total including the one
selected), there was a positive BS bias with closely matched
BS→BS and FT→BS magnitudes.

QS1 QS3

QS4

QS2

QS1 QS3

QS4

QS2

QS1 QS3

QS4

QS2

Figure 5: Stable walker’s BS trajectories (CPG3). The thick
yellow lines show the neural trajectory with quasi-stable
states (Figure 3) labeled. The black, blue, and red lines indi-
cate the SSIO curve under the effects of zero (M=1), damp-
ening (M=0.5), and amplifying (M=1.5) neuromodulation.
Note the x-axis value ranges have shifted (relative to Figure
4) considerably due to the change in bias in the BS neuron.

There was a single “BS switch” network in the ensemble
evolved with neuromodulation (CPG3) that had a negative
bias, but its robustness to neuromodulation was sub-optimal
(0.647). The top performing CPG3 in the ensemble evolved
without neuromodulation was actually a “BS switch” neuron
which had a positive bias.

Interestingly, another common configuration, CPG3 net-
works with “FS switch” dynamics, (occurred in 4 of the top
10 CPG3s in (Chiel et al., 1999)) appeared 18/100 times
in the ensemble evolved without neuromodulation, but only
1/100 times in the ensemble evolved with neuromodulation.
This configuration, has similar dynamics to “BS switch” net-
works except that in two quasi-stable states it is the FS neu-
ron (instead of BS) whose output changes. The single net-
work that did evolve the “FS switch” dynamics (from the
ensemble evolved with neuromodulation) was sub-optimal.
This is an area worthy of further investigation as it may re-
flect selection of certain dynamical structures more robust to
neuromodulation than others.

Why are RPGs robust to neuromodulation?
Results show that RPGs are substantially more robust to
neuromodulation than CPGs (of all sizes), but to understand
why requires understanding how they operate compared to
CPGs. CPGs are totally dependent upon the internal states
of their neurons to drive dynamics. As a result, the network
must intrinsically generate well-timed oscillations. RPGs,
however, have proprioception in the form of connections
from a leg angle sensor. Thus, RPGs are different in that
they can use an external stimulus to drive neurons to transi-
tion and thus RPGs are not required to intrinsically generate
oscillations. Many RPG configurations proficient at walk-
ing involve the individual neuron states being turned ON or
OFF via input coming from the leg sensor angle. Of course,
in principle an RPG could still make use of the same driv-
ing mechanics as CPGs or a combination of both. How-
ever, analysis of the parameter values (Figure 7) of evolved
RPG3s showed that they tended to select strong magnitudes
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for weights from the leg angle sensor to each neuron, espe-
cially for the BS and FS neurons. In fact, the vast majority
of RPG3 networks (evolved with and without neuromodula-
tion) had a strong excitatory connection from the leg sensor
to the BS neuron. Thus, when the leg is moved to the front of
the body it strongly increases input to the BS neuron which
will then turn ON, driving the body backward. Similarly, the
vast majority of RPG3 networks had a strong inhibitory con-
nection from the leg angle sensor to the FS neuron, which is
beneficial because as the leg reaches the tail end of the body
(where it registers a negative signal) it becomes important
for the FS neuron to turn ON in order to rotate the leg for-
ward again.

Most RPGs cope with amplifying neuromodulation
By identifying the critical modulation levels at which net-
works break we can gain more insight into the stabilizing
features of RPGs. As demonstrated with the stable walker
(CPG3), different stabilization mechanisms may be required
for amplifying and dampening modulation. Figure 6 shows
average fitness as a function of different constant levels of
neuromodulation for different network types (all evolved
without neuromodulation). This provides further insight into
the robustness to neuromodulation of RPGs, beyond what
figure 2 captured. It clearly shows that RPGs are excep-
tionally good at coping with amplifying neuromodulation.
Figure 6 reports only networks of size 3, but the RPG ad-
vantage was consistent across all sizes. Because RPGs gen-
erally depend on the sensory input to turn neurons ON and
OFF, when modulation is amplifying, the amount of sen-
sory input is increased, however, since the neurons already
switch states rapidly, in many cases this simply does not sig-
nificantly impact the output of the circuit. The output of a
circuit is squashed (Equation 1) so regardless of how high
the state of a neuron is, the maximum output is still 1. In the
discussion that follows this section, we will elaborate on the
biological significance of this.

Constraints in RPGs robust to neuromodulation
In addition to the selection for strong magnitudes for leg
angle sensor connection weights, we also found a strong
trend for networks evolved with neuromodulation to se-
lect for neuron biases with a low magnitude. This selec-
tion of neuronal biases is drastically constrained (Figure 7)
for RPGs evolved with neuromodulation compared to those
evolved without it. By keeping the magnitude of these neu-
ral components (biases) minimized, the whole network be-
comes more resilient to neuromodulation because the strong
weights from the leg angle sensors (which are modulated
and hence effectively increased and decreased in weight) can
drive mechanics without interference from them. If the BS
neuron had a strongly negative bias, for instance, then when
M = 0.5 (a value for M which many RPGs are disrupted),
the dampened signal from the sensor to BS alone would have

Figure 6: Fitness as modulation varies. The left plot shows
how fitness varies between networks of size 3. The trends
in this sample are representative of networks of all sizes.
The right plot shows a kernel density estimation of the dis-
tribution of fitness values when M = 1.5 for each network,
highlighting the high fitness of the RPGs. MPGs were tested
both with (+) and without (-) sensory feedback.

Figure 7: Parameter distribution of RPG3 networks. Se-
lected parameters with distributions for each neuron bias and
the weight of the connection from the leg angle sensor (sW)
to each neuron.

trouble turning the BS neuron ON when the leg reaches the
front of the body. Conversely, if the bias of BS was very
high, then the dampened signal from the sensor to BS alone
would have trouble turning the BS neuron OFF when the leg
reaches the back of the body. Of course, it is possible to
have input from other neurons to help overcome such strong
biases, but this is an additional parameter constraint. In fact,
analysis showed that RPG3 networks with extreme biases
are very rarely robust to neuromodulation.
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Discussion
Our model has demonstrated stability mechanisms related
to some proposed mechanisms by Marder (2012), but also
to some new ones. In analyzing the differences between
networks of particular dynamical configurations we ob-
served stability mechanisms at different levels of organiza-
tion, some of which could not be observed in past work fo-
cused on individual neurons or isolated circuits. We describe
connections between our model and to three previously pro-
posed stability mechanisms below.

The first mechanism observed in our models was the
matching ratio of the BS self-connection and the FT→BS
connection. This mechanism corresponds closely to the sta-
bility mechanism suggested by Marder (2012), “modulators
that coordinately act on opposing processes.” In our model
two signals opposing each other are amplified or damp-
ened together and while the exact neural state trajectories
do change, the qualitative behavior is maintained.

The second mechanism we observed corresponds to the
stability mechanism, “the saturation of post-synaptic activ-
ity,” suggested by Marder (2012). The general structure of
many evolved circuits is such that they are already produc-
ing a maximum output, thus amplifying input to an already
nearly maximal output does not change the circuit signifi-
cantly. This is a mechanism that applies to the individual
neuron level. It applies especially to the RPG networks in
which leg angle sensors drive fast transitions, thus when am-
plified by modulation the behavior is maintained.

Increased robustness to neuromodulation of CPGs with
additional neurons is evidence of a third mechanism sug-
gested by Marder (2012), “Modulators act coordinately on
multiple targets to keep systems functionally matched.” This
mechanism necessarily occurs beyond the level of a single
neuron, requiring that neurons change their output while a
circuit itself produces the same output. In the three neuron
circuits we examined this is not possible, because if the out-
put of a neuron changes, the output of the circuit necessarily
changes as well. Thus, this is worthy of more inquiry in
larger CPGs.

Stable transition driving mechanisms One way to un-
derstand networks robust to neuromodulation in our model
is that the principle drivers of state transitions are largely
immune to the effects of neuromodulation. The mechanism
used by the CPG3 network that maintained high walking
proficiency regardless of modulation level (stable walker)
to transition during QS3 was fundamentally different than
the CPG3 network whose walking was easily disrupted by
modulation (brittle walker). The selected mechanism in the
stable walker was a positive bias to turn BS ON. Since biases
are not modulated in our model, this rendered the network
largely immune to disruptive modulation in the QS3 transi-
tion. This is a selection for a stable transition driving mech-
anism that is not highly constrained to the weights of the

network. Thus, despite all neurons being equally affected
at a mathematical level, the network can select for driving
mechanisms that are less contingent upon the weights of the
network and more contingent upon the intrinsic properties
of the system, such as the biases of the individual neurons.

Another example of a stable transition driving mechanism
is the sensor angle signal, which frequently drives the tran-
sitions of neurons in RPG networks. While the strength of
the signal sent from the leg angle sensor is modulated, the
timing and polarity of that signal itself are not modulated.
This suggests that proprioceptive feedback could be a very
important stability mechanism in general.

Alternative stability mechanisms One documented sta-
bility mechanism excluded in this paper is the selective sen-
sitivity of individual neurons, which is made possible be-
cause a neuron’s receptors have sensitivities to combina-
tions of neuromodulator concentrations. A computational
model and biological experiments (Goldman et al., 2001)
have demonstrated that when considering the state space
of possible neuromodulatory chemical concentrations for an
individual neuron, there are sensitive and insensitive direc-
tions a neuron can move through. This is a powerful mech-
anism which enables a neuron to maintain output levels de-
spite changing levels of chemical concentrations when the
neuron is insensitive to the direction of change.

This mechanism and its computational demonstration are
significant, however, it focuses on a single, isolated neuron.
Nature frequently selects redundant mechanisms at multiple
levels of organization, and so we should expect (and we have
found evidence of) other mechanisms at different levels of
organization. Thus, we intentionally avoided a model that
could include this stability mechanism as our goal was find
evidence of stability mechanisms not yet demonstrated.

Sensory feedback: isolation provokes over-modulation
Organisms and circuits rarely appear to become “over-
modulated,” but we speculate this may be because sensory
feedback is normally present and may serve as an impor-
tant stabilizing mechanism. In terms of evolutionary selec-
tion, we would expect the behaviors that are the most vital
to evolutionary fitness to have direct ties to bodily/sensory
feedback. This is a means to ensure survival in a wide va-
riety of neuromodulatory states (arguably relating to emo-
tional states as well). When too isolated, either socially
(Weiss, 1973) or via sensory deprivation (Heron, 1957), the
brain/body falls into maladaptive states. External feedback
is exactly what is lacking in these conditions. Thus, we sug-
gest that sensory feedback, as evidenced in this work, has
potential implications at a variety of levels from a single
neuron up the level of an entire organism.
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Conclusion
We have demonstrated with a computational model of a
brain-body-environment system that, in principle, certain
stability mechanisms previously proposed and newly dis-
covered, can enable a system to maintain behavioral stability
in the face of an extrinsic and unavoidable form of neuro-
modulation. Studying this model has provided a deeper un-
derstanding of some of the issues involved in coping with
neuromodulation. We found evidence that very different
mechanisms may be required to deal with the high (ampli-
fying) and low (dampening) ends of the neuromodulatory
spectrum. In addition, our inclusion of proprioceptive feed-
back shows that when a network’s dynamics rely on an ex-
ternal signal, they are often much more robust to neuromod-
ulation than those that do not.

Future Work
We see three main directions for additional research. First,
in order to better understand how organisms can maintain
stable behaviors in the face of neuromodulation, our com-
putational approach could be extended. Potential exten-
sions include examining additional forms of neuromodula-
tion (such as the modulation of synaptic plasticity), other
neural models ( spiking, biophysically realistic, etc.), larger
networks, and alternative (non-locomotive) tasks.

Second, we envision biological experiments to test hy-
potheses about neuromodulation coping mechanisms gen-
erated by this work. For instance, in our model sensory
feedback served an important role in stabilizing behavior in
the face of neuromodulation. Thus, since all organisms are
embodied we hypothesize that removing sensory feedback
would decrease an organism’s neuromodulation coping abil-
ities.

Finally, results from this work inform the creation of arti-
ficial systems which include neuromodulation. Specifically,
results indicate sensory feedback enables stable behavior de-
spite strong modulatory effects. Thus, to ensure behavioral
stability, efforts to harness the flexibility of neuromodulation
should be accompanied with access to sufficient stabilizing
mechanisms.
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Abstract 
Spiking neural networks, thanks to their sensitivity to the 
timing of the inputs, are a promising tool for unsupervised 
processing of spatio-temporal data. However, they do not 
perform as well as the traditional machine learning 
approaches and their real-world applications are still limited. 
Various supervised and reinforcement learning methods for 
optimising spiking neural networks have been proposed, but 
more recently the evolutionary approach regained attention 
as a tool for training neural networks. 
Here, we describe a simple evolutionary approach for 
optimising spiking neural networks. This is the first 
published use of evolutionary algorithm to develop 
hyperparameters for fully unsupervised spike-timing-
dependent learning for pattern clustering using spiking neural 
networks. Our results show that combining evolution and 
unsupervised learning leads to faster convergence on the 
optimal solutions, better stability of fit solutions and higher 
fitness of the whole population than using each approach 
separately.  

Introduction 
Spiking neural networks (SNNs) and evolutionary 
algorithms (EAs) are two classical methods which are 
undergoing a revival. Due to their intrinsic properties 
discussed below, SNNs are a promising tool for processing 
time-series data. However, the same properties also make 
them harder to train to successfully perform complex tasks 
which non-spiking neural networks (NNs) can be trained to 
perform (Mnih et al., 2015). Most attempts to improve the 
performance of SNNs (Bohte, Kook and PoutrHan, 2000; 
Ponulak and Kasiński, 2010) at least partly abandon the 
unsupervised learning paradigm which was inspired by the 
brain (Hebb, 1950).   

In this study, we use an EA to optimise learning 
hyperparameters of unsupervised SNNs. While using EAs 
to develop NNs is not a new idea (Belew, McInerney and 
Schraudolph, 1992), they are classically used either as a 
training method for developing networks’ weights or to 
develop architecture of the network. Our aim is to provide a 
proof of concept that EAs can be used to develop learning 
hyperparameters of SNNs, and to develop a tool which will 
aid further exploration of the full potential of SNNs with 
brain-inspired learning. Furthermore, we aim to create a 
system in which both evolution and learning contribute to 

achieving the full potential of the model, thus mimicking 
development of visual pattern recognition reported in, 
amongst others, cats (Hubel and Wiesel, 1970), primates 
(Wilson and Riesen, 1966) and humans (Kalia et al., 2014), 
where the evolved nervous system is optimised in response 
to post-natal visual experience. 

After a brief overview of SNNs and EAs for NNs, we 
provide an overview of our model and details of the 
experiments, followed by results and conclusions.  

Background 

Biological Neurons and Spiking Neural Networks 
SNNs are the third and most recent generation of NNs and 
were inspired by the firing paradigm of the biological 
neurons. In SSNs, each neuron accumulates inputs and fires 
only upon reaching its firing threshold; the change in the 
internal state of the firing neuron is rapid and approximately 
identical every time, and has the appearance of a spike 
(Hodgkin and Huxley, 1952). Thus, the state of each neuron 
is analogue but passing information between neurons is 
binary. This accumulation of the signals within the neurons 
offers a novel way of incorporating the temporal relations 
within the dataset into the network’s activity. It has been 
proposed that this transient collective synchronisation  
makes SNNs particularly suitable for unsupervised 
processing of spatio-temporal patterns (Hopfield and Brody, 
2001). 

In the brain, there are two main types of neurons: 
excitatory and inhibitory. Excitatory neurons increase the 
internal state of their targets, whereas inhibitory neurons 
decrease it; the former makes their target neurons more 
likely to reach their firing threshold, whereas the latter 
decreases the chance of spiking. 

Unsupervised Learning 
SNNs frequently use biologically-inspired unsupervised 
learning algorithms. One of the standard approaches is 
Hebbian learning, especially the spike-timing-dependent 
plasticity (STDP) rule. A change of weight between pairs of 
neurons is a function of the difference of their firing times. 
If the presynaptic neuron fires before its target neuron thus 
contributing towards its activation, the weight increases – 

276



this is known as long term potentiation (LTP)(Bi and Poo, 
1988; Markram et al., 1997). Conversely, if the firing order 
is reversed and the presynaptic neuron is silent prior to its 
target activation, the weight decreases leading to long term 
depression (LTD). In addition to those two standard rules, 
in this study we use a third, more recently observed in the 
brain rule: if the presynaptic neuron is inhibitory, the weight 
always increases if the pair of neurons fire within a certain 
time-window, irrespectively of the order of firing (inhibitory 
LTP, inhLTP) (Bi and Poo, 1988; D’amour and Froemke, 
2015).  

Evolutionary Algorithms for Neural Networks 
Biological evolution relies on the assumptions that there 
exists variability in some hereditary features, and some 
variants of these features promote organism’s reproduction 
or survival (“survival of the fittest”) thus becoming more 
dominant in the population. Inspired by nature, standard 
EAs work by creating a population of possible solutions, and 
then alternately assessing their fitness and further exploring 
the most promising solution spaces by replacing a 
proportion of the population with near-identical clones of 
the fittest solutions. Unlike supervised learning methods, 
EAs do not require sets of correct input-output pairs. EAs 
more closely resemble reinforcement learning (RL) 
methods, and are rapidly gaining popularity as a scalable 
alternative to RL in deep neural network (DNN) training 
(Salimans et al., 2017). The solutions developed with EAs 
were more robust to parameter perturbations due to the fact 
that EAs find a parameter space containing populations of 
close to optimal solutions rather than a single set of optimal 
parameters (Lehman et al., 2017). EAs with exploratory 
behaviour were shown to reduce the number of solutions 
stuck in the local minima (Conti et al., 2017). When it comes 
to SNNs, an EA directly developing synaptic weights was 
demonstrated to reduce complexity of the solutions in 
memory-dependent tasks in a simulated 2D world (Saggie, 
Keinan and Ruppin, 2004). 

In addition to using EAs as learning algorithms which 
train the synaptic weights, it is also possible to use EAs to 
develop the whole architecture of a network. 
NeuroEvolution of Augmenting Topologies  (NEAT) 
(Stanley, Bryant and Miikkulainen, 2003) is one of the most 
popular genetic algorithms (GA) for architecture 
development and relies on directly encoding every 
parameter of the network. It starts with a basic network and 
gradually adds complexity to it, thus avoiding creating 
overly complex networks when increase in the complexity 
does not improve fitness. It has been successfully used in 
SNNs, adaptive NNs (Stanley, Bryant and Miikkulainen, 
2003), DNN and neural Turing Machines (Greve, Jacobsen 
and Risi, 2016). 

 In addition to using EAs to train or develop networks’ 
architecture, EAs have also been used to develop networks’ 
learning methods. In this approach, EA samples the global 
parameter space and the neural network’s learning 
algorithm optimises the proposed solutions through the local 
search (Belew, McInerney and Schraudolph, 1992). EAs 
have been used to develop the hyperparameters of 
backpropagation (Rumelhart, Hinton and Williams, 1986) 
and conjugate gradient learning algorithms in traditional 

NNs (Belew, McInerney and Schraudolph, 1992).  They 
also have been used to develop learning rules in supervised 
NNs (Chalmers, 1990). In SNNs, EAs were used to adjust a 
STDP parameter for each synapse (Floreano and Mondada, 
1996) as well as develop parameters of a pre-determined 
Hebbian learning rule (Baxter, 1992). However, in the latter 
case, training had a fully supervised element in the form of 
setting the input and output values to the desired values in 
order to direct Hebbian-like learning in the hidden layer. In 
both cases, weights were initialised with new, random 
values for each population and were not inherited. 

Overview of the Model 
Kozdon and Bentley (Kozdon and Bentley, 2017) described 
an ensemble of unsupervised SNNs for parallel processing 
of spatio-temporal data. During that study, the networks’ 
learning parameters had to be manually adjusted whenever 
the type of data changed. The need for adjusting the 
parameters was the consequence of using STDP: during 
training, data which strongly activates the network leads to 
strengthening of the weights until all neurons fire at all 
times, whereas data which weakly activates the network 
decreases the weights until the network becomes silent. To 
overcome this bottleneck and to explore whether evolution 
might provide a useful alternative, in this work we test 
automatically developing the STDP hyperparameters using 
an evolutionary approach.  

Table 1: Predetermined range of the STDP parameters 

Parameter Min value Max value 
discharge 0.006 1.0 
LTP 1.0 2.0 
inhLTP 1.0 2.0 
LTD 0.0 1.0 

Figure 1 A) We used a three-layer feed-forward network. 
Vectorised binary bitmap was mapped onto the input layer, 
one pixel per one neuron. Spiking activity of the output 
layer was processed to have a form of a vector of the sum of 
spikes at a given time point. B) Activity vectors were 
clustered using Self Organizing Maps. Here vectors of 
spiking activity in response to bitmaps depicting moving 
cross, ellipse, grid and square were clustered. Precision was 
calculated as the proportion of cases which belonged to the 
dominant population in the node, weighted by the number 
of cases in the whole map. The total score was the sum of 
scores of all nodes.  
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Spiking Neural Network 
We use a previously described setup (Kozdon and Bentley, 
2017) utilising fully-connected three-layer feed-forward 
SNNs consisting of integrate-and-fire neurons (Abbott, 
1999) (Fig. 1a), 15% of which were inhibitory. Weights are 
initialised with random values between 0 and 2, and 
clamped between 0 and 4. An STDP unsupervised algorithm 
is used to adjust the weights, and the rules are defined 
separately for excitatory and inhibitory neurons, in 
accordance with the published biological observations (Bi 
and Poo, 1988; D’amour and Froemke, 2015). If a neuron 
and its target fire during the same iteration, the weight is 
multiplied by the parameter LTP. Conversely, if the target 
neuron fires in the absence of the presynaptic neuron firing, 
the synaptic weight between them is multiplied by the 
parameter LTD, which is lower than 1.  

However, for pairs of neurons consisting of an inhibitory 
presynaptic neuron and excitatory postsynaptic neuron, if 
the target neuron fires during the same iteration, an iteration 
before or after the inhibitory neuron, the weight between 
them is multiplied by the parameter inhLTP. 

The spiking activity of the output layer is represented as 
a vector of a total number of spikes at a given time point. 
Vectors encoding spiking in response to different pattern 
classes are clustered using Kohonen maps (Self Organising 
Maps, SOM) (Wehrens and Buydens, 2007) and clustering 
precision is calculated (Fig. 1b). 

Evolution of Learning Parameters 
Throughout this study, we focus on the four main 
parameters which affect STDP, namely LTP, LTD, inhLTP 
and discharge size. As described previously (Kozdon and 
Bentley, 2017) LTP, LTD and inhLTP parameters of our 
model define the rate of change of the weights in the STDP 
paradigm. Discharge is the size of a single output from a 
single neuron, and its size multiplied by the weight 
correlates with the likelihood of the target neurons to fire 
and, consequently, with the likelihood of the connections 
being strengthened. As these “genes” are epistatic – the 
phenotype they give depends on the activity of the other 
genes – in order to avoid separating sets of values which 
perform well together, we decided not to perform cross-over 
and instead we alter the genotype using only mutation. 
However, we are not excluding the possibility that this 
model could be adjusted to further benefit from the addition 
of cross-over. 

At the beginning of the evolutionary process, we generate 
a population of SNNs with randomly initialised weights. 
Each network has one chromosome with four genes 
representing the LTD, LTP, inhLTP and discharge 
parameters; their initial values are random floats contained 
in the pre-defined for each parameter range. Table 1 lists the 
ranges of values the parameters are restricted to. For the 
discharge parameter, the values were restricted to the 
previously tested range of values which permitted spiking 
but did not lead to instant oversaturation of the signal. For 
LTP and inhLTP, we selected range of values which allows 
doubling of the synaptic strength, and for LTD values which 
allow the synaptic strength to decrease up to the point of the 
synapse becoming silent.  

During training phase, weights are plastic. Sets of spatio-
temporal patterns are mapped onto the network’s input layer 
and weights are adjusted according to the STDP rules 
determined by the hyperparameters. The spatio-temporal 
patterns used are inspired by the in vivo experiments on 
pattern recognition in rats (Thomas et al., 2004), cats (Hubel 
and Wiesel, 1970) and primates (Wilson and Riesen, 1966), 
during which the animals are placed in front of a screen and 
made to watch simple geometric patterns such as stripes, 
circles and squares move on the screen while the animals’ 
brain activity is being recorded. 

During testing, fitness is established using a set of sixteen 
patterns containing all possible combinations of shape and 
direction, then by creating a Kohonen map with spiking 
activities of the SNN in response to each pattern, and 
calculating clustering precision of each network.  

From the second generation onwards, next generation is 
created based on the fitness of the SNNs from the previous 
generation. Top third of the networks is used to populate 
next generation in one of three ways: 

1.! The parent is retained. Both the learning 
hyperparameters and weights remain the same (the 
latter requires the child not to undergo training 
between its creation and fitness assessment). 

2.! The hyperparameters remain the same but the child 
undergoes a round of training thus potentially 
changing its weights. 

3.! One of the four hyperparameters is mutated and the 
child undergoes training in order for the change of the 
learning parameters to influence the weights.  

The size of the mutation is determined as 
 

!!!!!!!!!!!!!!!!!!!!!!" = ! $ %&'&()*+,'     (1) 
 
where in x = 0.05 in order to balance the size of the change 
in all generations with the range of the values each 
parameter can take (range for all is ! 1, based on earlier 
experiments, the smallest meaningful change is ! 0.001). 
The direction of the change is selected randomly. New 
values are not bound by the initial parameter value 
constraints listed in Table 1. 

If any of the organisms in the best third of the population 
has fitness lower than 50 (lower than an average randomly-
generated organism), it is removed from the genetic pool 
and the slots which would belong to its three children are 
initialised with different random values instead. 

The division into the three above categories was chosen 
in order to 1) preserve good solutions and test them on a new 
data set to see if the organisms could generalise 2) retain fit 
hyperparameters while taking advantage of the possibility 
of training improving the fitness even further 3) explore the 
hyperparameter space in the neighbourhood of fit solutions. 
As the hyperparameters affect the SNNs only during 
training, training has to take place here, and it is not possible 
to test different hyperparameters but the same weights. 
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Experimental Details 

Experiment 1: Evolving Learning Parameters for 
Classification of Spatio-Temporal Patterns 
The objective of the first experiment was to determine 
whether the collaboration of an EA and STDP leads to the 
development of an algorithm capable of clustering shapes 
by the direction they move. The cycle consisted of creating 
a generation, training organisms and establishing their 
fitness, and was repeated twenty times.  

A population of thirty fully connected forward SNNs was 
initialised with random weights and random values of the 
learning hyperparameters. Each network had 500 input 
neurons, 500 hidden neurons and 10 output neurons. In the 
first generation, all networks were trained using 20 x 25 
pixel binary bitmaps (Fig. 2) which were mapped onto the 
500 input neurons (pixel one onto neuron one etc.) in such a 
way that “black” pixels always made the neurons fire, and 
“white” pixels did not cause any excitation. The bitmaps 
contained one of four geometric patterns – cross, ellipse, 
grid and rectangle. Each shape consisted of 40 black pixels 
and was placed at a random location within the bitmap. Then 
the shape would continuously move left, right, top or bottom 
with the speed of 1 pixel per iteration. One training cycle 
consisted of 20 patterns, each being shown for five frames. 
Fitness was defined as the ability to cluster the inputs by the 
movement direction.  

Experiment 2: Evolving Small Populations 
Based on the results of experiment 1, we decided to decrease 
the population size in order to reduce the probability of 
optimal parameters appearing by chance in the first 
generation. This was done in order to test if optimal 
parameters can be developed if they were not present in the 
population, and not just propagate in the population after 
being randomly generated in the first generation.  

The experiment was carried as previously, with the 
exception of population size being decreased from 30 
organisms to 12 per generation. 

Experiment 3: Evolving Fitness in the Absence of 
Training  
To test if consistent selection of fit child solutions alone was 
sufficient to develop increasingly fit solutions, we used the 
setup of experiment 1 and turned training off. In this set up, 
weights of the networks did not change. As the 
hyperparameters affect the networks’ performance through 
affecting STDP during training, the hyperparameters were 
not affecting fitness either, and any increase in fitness was 
solely due to the EA filling the population with organisms 
which were good at generalising and consistently performed 
well in tests, and random initialisation of very fit organisms 
when organisms with fitness below 50% were removed from 
the parent pool.  

Experiment 4: Evolution in the Absence of 
Architecture Inheritance 
The objective of this experiment was to determine the role 
of the inherited weights developed by STDP vs the learning  

Table 2 Fitness during the evolutionary and learning 
process (experiment 1) 

Generation Best [%]  Top 3 [%] Worst [%] 
1 97.5, 

SD = 5.6 
92.9,  
SD = 3.5 

27.5,  
SD = 25.6 

10 100,  
SD = 0 

97.9,  
SD = 3.6 

48.8, 
SD =  9.3 

20 100,  
SD = 0 

99.2,  
SD = 1.8 

47.5,  
SD = 7.1 

 

hyperparameters evolved by the EA in a population shaped 
by both evolution and training. In all previous experiments, 
children inherited weights of their parents (even though 
sometimes those weights were then modified by training). 
In this experiment, weights were not inherited by children. 
Thus, children would only inherit the capacity to learn but 
not the experience of their parents. 

Figure 2 Examples of bitmaps used as input data. A) First 
data set consisted of square, grid, ellipse and cross. Each 
shape was composed of 40 black pixels, it was placed at a 
random location within the visual field (20 x 25 pixels, one 
for each input neuron) and moved up, down, left or right 
with the speed of 1 pixel per frame. Experiments 1-5 defined 
fitness as the ability to cluster the inputs by movement 
direction, experiment 6 used clustering by shape. 

Figure 3 Experiment 1 Performance of SNNs during 
optimisation including evolution and unsupervised learning 
A) Precision of best, three best and worst network. B) 
number of SNNs in the population which were 100% 
precise C-F) Convergence of parameter values during the 
evolutionary process. Each colour indicates one of the five 
repeats; size indicates fitness. 
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Experiment 5: Random Parent Selection 
In this experiment organisms were not sorted according to 
fitness and parents were selected at random to analyse the 
role of survival of the fittest in achieving optimal solutions.  

Experiment 6: Clustering Input by Shape 
In order to test if the EA can successfully optimise the 
learning hyperparameters for other tasks, we changed our 
definition of fitness from the ability to cluster the inputs by 
the movement direction to the ability to cluster by the shape 
used. In this experiment, the mutation parameter x was 
increased from 0.05 to 0.1 and the number of mutated genes 
increased from 1 to 2 in order to compensate for the fact that 
the initial solutions were further from the optimal values.  

 Results and Discussion 

Fitness During Evolution and Learning 
Results of experiment 1 showed that with a population of 30 
organisms, networks with 100% clustering precision 
appeared in the first generation, amongst the organisms with 
randomly generated initial hyperparameters, and after one 
round of training were present in 4 out of 5 experiments 
(Fig. 3a, Table 2; due to overlap between the best and top 3 
average categories, SD is not shown in Fig. 3). Best 
organism achieved stable 100% precision (SD = 0 %) after 
3 generations. The overall fitness of the whole population 
steadily increased during the evolution and training process, 
and the total number of 100% fit solutions in the population 
increased from 0.8 (SD = 0.45) to 3.0 (SD = 2.7) (Fig. 3b). 
Evolution initially explored the whole permitted range of 
parameter space, and the convergence towards a narrower 
range of parameters was seen during evolution (Fig. 3c –f). 
Weight differences between the parents and children with a 
mutated gene (Fig. 4 A-D) and average change per synapse 
increased with time, but the absolute value of the changes 
and number of changed synapses decreased. This indicates 
that later mutations caused larger, bi-directional changes 
focused on a smaller number of synapses – the latter partly 
due to an increasing number of synapses being silenced. 

Weight differences between the parents and children with an 
additional round of training and the number of synapses 
changed decreased with time indicatingthat the effect of 
additional training was decreasing with time. 

Emergent Fitness in Smaller Populations 
As in the experiment 1 the population was big enough to 
lead to a random creation of optimal and near optimal 
solutions in the first generation. We then wanted to more  

Table 3 Fitness in the absence of training (experiment 3) 

Generation Best [%]  Top 3 [%] Worst [%] 
1 82.5,  

SD = 2.8 
80.8,  
SD = 4.3 

7.5,  
SD = 16.7 

10 97.5,  
SD = 3.4 

92.9,  
SD = 1.9 

46.2,  
SD =  25.9 

20 90.0,  
SD = 5.6 

87.9,  
SD = 4.6 

33.7,  
SD = 31.1 

Figure 4 Experiment 1 Weight differences between the parents vs children with a mutated parameter and an additional round 
of training (A-D) and the parents vs children with unmodified parameters but with an additional round of training (E-H).  
N = 5, ten parent-child pairs per category per time point, 255000 synapses per network. 

Figure 5 Experiment 2 Fitness in a small population with 
suboptimal initial parameters. A) Fitness of the population. 
B) Number of solutions with 100% precision. 

Figure 6 Experiment 3 Fitness in the absence of training. A) 
Fitness of the population. B) Number of solutions with 
100% precision. 
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closely look at the emergence of optimal solutions when no 
near optimal solutions were present in the initial population. 
In order to test this, we decreased the size of the population 
and included only the instances where the precision of the 
fittest organism in the first generation was below 95%. In 
generation 1, the fittest networks had precision of 88.8 % 
(SD = 5.3) (Fig. 5A). In all experiments, a solution with 
precision of 100% was found in generation 2 (SD = 0). The 
number of optimal solutions in the population had a positive 
trend (Fig. 5B), but it was lower than in experiment 1.  

Fitness Without Training 
To further examine the source of the increase in fitness of 
the population, we kept selecting the fittest organisms in 
each generation but did not train them. Fitness in the first 
generation was lower in comparison to results achieved with 
training (82.46%, SD = 2.8% vs 92.5%, SD = 5.6%, which  
indicates that training alone improved fitness of networks 
with randomly generated learning hyperparameters. 
Selecting the fittest organisms led to an increase in fitness 
in all categories but this increase was not stable and SD did 
not decrease (Table 3). Overall, the best results were 
introduced to the population in the first generation and 
having children alone did increase the overall fitness of the 
population. Training and mutation are needed to create 
optimal solutions and systematically reduce SD.  

Inheritance of Learning Skills  
In all previous experiments, both weights (experience) and 
the STDP parameters (learning skills) were inherited by the 
children. In this experiment, children inherited only the 
hyperparameters. Performance of best and top three 
networks was not significantly different from the baseline 
(experiment 1) (Fig.7B). These results indicate that the 

evolved hyperparameters led to successful learning 
irrespectively of the network’s weights. 

Fitness Without the Survival of the Fittest. 
In this experiment parents were chosen at random, 
irrespectively of their fitness. Precision of the best, three 
best and worst networks was significantly lower than in the 
baseline experiment 1 (Fig. 8A). The slight observed 
increase in fitness with time may be due to the higher overall 
number of training cycles in the later generations. The 
number of optimal solutions in the population remained 
constant and was lower than the baseline (Fig. 8B).  

Shape Detection 
In contrast to experiments 1-5, here we defined precision as 
the ability to cluster the spatio-temporal patterns based on 
the shape and not movement direction. Precision in 
generation 1 was lower than when clustering by movement 
direction and did not reach 100% average during 20 
generations (Fig. 9A). However, a positive trend was 
observed for the precision of the whole population (Table 4) 
and precision reached in generation 20 was 20% higher than 
reached by the same SNN model with manually adjusted 
parameters (Kozdon and Bentley, 2017).  

When comparing values of the hyperparameters between 
networks optimised for direction detection (experiment 1) 
vs shape detection, we can see that their initial average 
values were about 0.5 for discharge and LTD and 1.5 for 
LTP and inhLTP (i.e. the average of random values was in 
the middle of the permitted range). During evolution, the 
average hyperparameter values moved away from these 
values and towards the preferred parameter space. Networks  

Table 4 Fitness of networks optimised for shape detection 

Generation Best [%]  Top 3 [%] Worst [%] 
1 75.0,  

SD = 6.2 
72.1,  
SD = 4.8 

18.7,  
SD = 17.0 

10 82.5,  
SD = 2.8 

80.0,  
SD = 2.8 

46.3,  
SD =  3.4 

20 85.0,  
SD = 5.6 

81.6,  
SD = 3.7 

45.0,  
SD = 5.2 

Figure 7 Experiment 4 Fitness in networks which inherit 
hyperparameters but not weights. A) Fitness of the 
population. B) Average population fitness in evolution with 
and without training. 

Figure 8 Experiment 5 Fitness without the survival of the 
fittest. A) Fitness of the population. B) Number of solutions 
with 100% precision. 

Figure 9 Clustering spatio-temporal inputs by shape. A) 
Fitness of the population B) Values of the hyperparameters, 
optimizing for recognizing direction (grey) vs recognizing 
shape (black). Empty markers indicate random average 
values in generation 1, filled markers evolved values in 
generation 20. 
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optimised for shape detection preferred lower discharge 
values (0.1, SD = 0.3 vs 0.61, SD = 0.3) and LTD values 
closer to the limits of the permitted range. Preferred 
parameter spaces for LTP and inhLTP were not significantly 
different.  

Conclusions 
In this study, we tested a setup combining an EA for 
developing learning hyperparameters and SNNs with STDP. 
Previous attempts to adjust the hyperparameters using 
manual selection and random search were not successful. 
However, evolution enabled the SNN to achieve high 
precision with minimal computational effort for the 
direction and shape detection tasks.  

Importantly, the evolutionary process led to filling the 
population with networks which were performing well in 
multiple generations and thus were better at generalising. 
Through the mutation process, it further explored the 
parameter space in the neighbourhood of the promising 
solutions. Both evolution and unsupervised training played 
a role in developing optimal solutions thus working at both 
the level of identifying the fittest networks in the population 
and learning in individual networks.  

Despite the fact that we were not developing architecture 
directly, changing the hyperparameters changed the firing 
patterns during training and in consequence the weights. 
Some weights decreased to 0 and could not recover, which 
is equivalent to pruning connections in the original fully-
connected SNN and changing its topology.  

When detecting movement direction, the EA arrives at 
near-optimal solutions very early during the evolution and 
training process, which is consistent with the proposed 
suitability of the SNNs for performing this type of task, and 
with the previous observations that SNNs perform better 
than chance even without training (Kozdon and Bentley, 
2017).  

The link between the genotype – the learning 
hyperparameters - and phenotype is emergent and depends 
on the activity of the network, which in turn is determined 
by both the genotype and experience. This makes our 
evolutionary approach unusual in comparison to standard 
EAs, and more closely resemble the process through which 
the brain developed. 

It has been proposed that non-inherited learning and 
heritable capacity to learn can guide evolution by improving 
fitness and altering the search space in which evolution 
operates  (Baldwin, 1896; Hinton and Nowlan, 1987). 
Moreover, human babies are believed to undergo two main 
stages of brain optimisation (Wexler, 2010): the first one is 
developing what we recognise as the human brain with the 
stereotyped patterns of neuronal pathways (developed by 
evolution); the second is adapting neuronal weights in 
response to experience, including learning from parents. 
Thus, our model of inheritance can be said to contain also 
this second stage of development.  

Over all, we believe that by automating development of 
learning hyperparameters for SNNs, our model can replace 
informed and random search and overcome short-term 
research bottlenecks, but more importantly it is a tool which 
allows to further test the unexplored potential of the brain-

inspired unsupervised learning in SNNs in what is the most 
obvious way: through evolution.  
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Abstract

Direct reciprocity is one of the mechanisms for sustaining
mutual cooperation in repeated social dilemma games. Zero-
determinant (ZD) strategies allow a player to unilaterally set
a linear relationship between the player’s own payoff and the
co-player’s payoff regardless of the strategy of the co-player.
The original ZD strategies were derived for infinitely repeated
games. Here, we analytically search for ZD strategies in
finitely repeated prisoner’s dilemma games. Our results can
be summarized as follows. First, we present the forms of
ZD in finitely repeated games, which are directly extended
from the known results for infinitely repeated games. Sec-
ond, for the three most notable ZD strategies, the equalizers,
extortioners, and generous strategies, we derive the threshold
discount factor value above which the ZD strategies exist. Fi-
nally, we show that the only strategy sets that enforce a linear
payoff relationship are either the ZD strategies or uncondi-
tional strategies.

The prisoner’s dilemma game is widely used for study-
ing the emergence of cooperation where two individuals are
involved in a social dilemma and each individual selects ei-
ther cooperation (C) or defection (D). An individual obtains
a larger payoff by selecting D no matter what the other indi-
vidual does. However, mutual defection, which is the unique
Nash equilibrium of the game, yields a smaller benefit to
both players compared to mutual cooperation. Cooperation
can be sustained in the prisoner’s dilemma game and other
social dilemma games through various mechanisms (Nowak,
2006; Sigmund, 2010).

In 2012, Press and Dyson found a novel class of strate-
gies in the repeated prisoner’s dilemma game, called zero-
determinant (ZD) strategies (Press and Dyson, 2012). ZD
strategies impose a linear relationship between the payoffs
of a focal individual and its co-player regardless of the
strategy that the co-player implements. The advent of the
ZD strategies has opened new lines of investigation of di-
rect reciprocity. Most of the previous studies for the ZD
strategies have been conducted under the assumption of in-
finitely repeated games. Finitely repeated games are prob-
ably more realistic than infinitely repeated games and are
compatible with experimental studies. In this presentation,

we study the ZD strategies in the finitely repeated pris-
oner’s dilemma game. There are a few related studies which
have investigated ZD strategies in finitely repeated games
(Hilbe et al., 2015; McAvoy and Hauert, 2016; McAvoy and
Hauert, 2017).

Here, we consider the finitely repeated prisoner’s
dilemma game with memory-one strategies. The symmet-
ric two-person prisoner’s dilemma game has a payoff matrix
of (C D

C R S
D T P

)
, (1)

where T > R > P > S and 2R > T + S. The entries
represent the payoffs that the focal player, denoted by X ,
obtains in a single round of a repeated game. Each row and
column corresponds to the action of the focal player, X , and
the co-player (denoted by Y ), respectively. The two players
repeat the game where subsequent rounds, given the current
round, take place with probability w (0 < w < 1), which is
called the discount factor.

Consider two players X and Y that adopt memory-
one strategies, with which they rely on only the outcome
of the last round to decide the action to be submitted
in the current round. A memory-one strategy is com-
posed of a 5-tuple; X’s strategy is given by a combina-
tion of p = (pCC, pCD, pDC, pDD) and p0, where 0 ≤
pCC, pCD, pDC, pDD, p0 ≤ 1. pCC is the conditional prob-
ability that X cooperates when both X and Y cooperated
in the last round, pCD is the conditional probability that
X cooperates when X cooperated and Y defected in the
last round, and so forth. p0 denotes the probability that
X cooperates in the first round. Similarly, Y ’s strategy is
composed of a combination of q = (qCC, qCD, qDC, qDD)
and the probability to cooperate in the first round, q0,
where 0 ≤ qCC, qCD, qDC, qDD, q0 ≤ 1. Because both
players use a memory-one strategy, the stochastic state
of the two players in round t (t ≥ 0) is described by
v(t) = (vCC(t), vCD(t), vDC(t), vDD(t)), where vCC(t)
is the probability that both players cooperate in round t,
vCD is the probability that X cooperates and Y defects,
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and so forth. The expected per-round payoff to player
X in the repeated game is calculated by πX = (1 −
w)

∑∞
t=0 w

tv(t)S⊤
X where SX = (R,S, T, P ). Similarly,

the expected per-round payoff to player Y is calculated by
πY = (1− w)

∑∞
t=0 w

tv(t)S⊤
Y where SY = (R, T, S, P ).

We search for player X’s strategies which impose a linear
payoff relationship between the two players, i.e.,

απX + βπY + γ = 0. (2)

When α ̸= 0, we rewrite χ = −β/α and κ = −γ/(α + β)
to transform Eq. (2) to

πX − κ = χ(πY − κ). (3)

By definition, the equalizer, which is one of the special
cases of the ZD strategies, unilaterally sets the co-player’s
payoff, πY , to a constant value irrespective of the co-player’s
strategy. To derive a solution for the equalizer strategies
in the finitely repeated game, we proceed with the follow-
ing idea: If a strategy p ensures that the payoffs of the two
players are on a horizontal line in the πX -πY space, regard-
less of the co-player’s strategy, then the payoffs must be on
that horizontal line if the co-player uses unconditional co-
operation or unconditional defection. Substituting the co-
player’s unconditional cooperation and unconditional defec-
tion into the payoff equations provides the necessary con-
ditions imposed on X’s strategy. A straightforward com-
putation then shows that these necessary conditions are in
fact also sufficient. Specifically, πY,0000 is the payoff of Y
when q = (0, 0, 0, 0). Similarly, πY,1111 is the payoff of
Y when q = (1, 1, 1, 1). If X adopts an equalizer strategy,
πY,0000 = πY,1111 must hold true regardless of q0. From this
constraint, we derived the necessary conditions that the strat-
egy is the equalizer strategy in the finitely repeated games.
We inversely showed that those necessary conditions were
also sufficient. The resulting expression of the equalizer in
finitely repeated games is given by

pCD =
pCC(T − P )− ( 1

w + pDD)(T −R)

R− P
, (4)

pDC =
( 1
w − pCC)(P − S) + pDD(R− S)

R− P
. (5)

These equations extend the results previously obtained for
w = 1 (Press and Dyson, 2012).

We next identified the condition for w under which equal-
izer strategies exist. Owing to the constraints of 0 ≤
pCC, pDD ≤ 1, the condition is given by

w ≥ wc ≡ max

(
T −R

T − P
,
P − S

R− S

)
. (6)

When the game is repeated sufficiently many times as speci-
fied in Eq.(6), the equalizer strategies exist. By further anal-
yses, we showed that the condition was the same for the ex-
tortioner and the generous strategy.

All strategies except for the equalizer are given in the form
of Eq. (3). Next, we derive the expressions of X’s strategy
that realizes the equation. By applying the same idea used
for the equalizer, we derived either

wp =



1− ϕ(χ− 1)(R− κ)− (1− w)p0

1 + ϕ [(χ− 1)κ− χT + S]− (1− w)p0

ϕ [(χ− 1)κ+ T − χS]− (1− w)p0

ϕ(χ− 1)(κ− P )− (1− w)p0


, (7)

or

p0 = pCC = pCD = pDC = pDD (0 ≤ p0 ≤ 1) (8)

to satisfy Eq. (3). The former corresponds to the ZD strate-
gies and the latter corresponds to the unconditional strate-
gies in finitely repeated games, respectively. In the former
case, κ = P is equal to the extortioner while κ = R is the
generous strategy, respectively.

In conclusion, we analyzed ZD strategies in finitely re-
peated prisoner’s dilemma games with general payoff ma-
trices. The prominent results derived in the present paper
are two-fold. First, we derived the threshold discount fac-
tor value, wc, above which the ZD strategies exist for the
equalizer, extortioner, and generous strategies. All of them
share the same threshold value. Second, we revealed that the
memory-one strategies that impose a linear relationship be-
tween the payoff of the two players are either ZD strategies
or an unconditional strategy. The latter class includes the un-
conditional cooperator and unconditional defector as special
sets. For further details, see our published paper (Ichinose
and Masuda, 2018).
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The outcome of human interactions is influenced by fair-
ness (Fehr and Fischbacher (2003)), which often stands in
disagreement with typical payoff-maximising – and ratio-
nality – assumptions. In this context, while the dynamics of
fairness in two-person interactions has been given significant
attention, mostly in the context of Ultimatum Games (UG)
(Güth et al. (1982)), the challenge introduced by groups
has not received a corresponding emphasis. In many situ-
ations individuals decide, collectively, to give up some of
their wealth to punish unfair behaviour of others (Fehr and
Schmidt (1999)): collective bargaining of work contracts,
the Chinese concept of tuangou (or group buying), policy-
making by coalitions, international climate summits or the
simple act of scheduling a group dinner are a few examples
where interactions take place in groups in which individual
assessment of fairness contributes to the overall degree of
fairness reflected in the (collective) group decision process.
Also, the fact that individuals often participate in multiple
groups makes it important to understand to which extent our
network ties and the way groups are assembled influence
overall fairness. Here we present a summary of our recent
works in which we employ computer simulations to analyse
the population dynamics arising from Multiplayer Ultima-
tum Game (MUG), where proposals are made to groups, and
interactions take place in complex networks of exchange and
cooperation (Santos et al. (2017, 2016, 2015)).

In MUG, we assume that proposals are made by one in-
dividual (the Proposer) to the remaining N − 1 Responders,
who must individually reject or accept the proposal (Santos
et al. (2015)). Since individuals may act both as Proposers
and Responders, each individual has a strategy characterised
by two real numbers, p and q. The Proposer will try to split
the endowment, offering p to the Responders. Each of the
Responders will individually accept the offer made to the ex-
tent that his/her q-value is not larger than the p-value of the
Proposer. Overall group acceptance will depend upon M ,
the minimum fraction of Responders that must accept the of-
fer before it is valid. Consequently, if the fraction of individ-
ual acceptances stands below M , the offer will be rejected.
Otherwise, the offer will be accepted. In this case, the Pro-

poser will keep 1 − p to himself and the group will share
the remainder, each obtaining p/(N − 1). If the proposal is
rejected, no one earns anything (Santos et al. (2015)).

We shall note that the theoretically predicted outcomes
in MUG follow the same forecast as for the 2-person UG.
The maximum payoff of an individual is obtained when p
(value of proposal) is the smallest possible. As any accepted
proposal yields more payoff to a Responder than a rejection,
we anticipate frequent acceptances and very low proposals.
In fact, reasoning in a backward fashion, the conclusions
regarding the sub-game perfect equilibrium of both UG and
MUG anticipate the use of the smallest possible p and q,
irrespectively of N and M (Santos et al. (2016)).

On top of explicitly considering the role of groups, by us-
ing MUG we also provide an additional path to disambiguate
the true intentions of individuals when playing Ultimatum
Games. It is a long-standing debate whether people propose
fair offers because they fear a rejection – thus earning 0 – or
due to other-regarding preferences and equalitarian motives.
With MUG, increasingM increases the risk in having a pro-
posal rejected, by imposing stricter rules for a group to ac-
cept a proposal. This way, if proposals rise in response of an
increase in M , we may anticipate that people fear their pro-
posals being rejected. Contrariwise, proposals rising with
N increases means that people care about the overall level
of group equality and fairness.

Here we report the results of computer simulations (San-
tos et al. (2015, 2016, 2017)) that were previously built and
executed in order to address some of the previous questions:
1) what is the effect of varying N on the overall fairness in
agents’ societies? 2) What is the effect of varying M? 3)
What is the effect of considering different group arrange-
ments – e.g., groups overlapping to different extents, a prop-
erty that can be formalised through complex networks met-
rics (see below) – in the ensuing levels of fairness? 4) What
are the differences between different types of learning pro-
cesses (e.g., social vs individual learning)?

In the results here reported, we assume that MUG is
played over an underlying network of contacts, considering
the usual group formation process of multiplayer games on

286



� � � � � � � � � � � � � � � � � � � � �

� � � � � � � � � � � � � � � � � � � � �

0 5 10 15 20
0.0

0.1

0.2

0.3

0.4

0.5

0.6
0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.2 0.60.3 0.4 0.5

M=0.5

pr
op

os
al

/a
cc

ep
ta

nc
e

structural power (SP)

proposal, <p> acceptance, <q>

pr
op

os
al

/a
cc

ep
ta

nc
e

b)

a)

M=0.1 0.5 0.9 M=0.1 0.5 0.9

<p>

<q>

SP=0.4

Figure 1: The levels of fairness when playing MUGs in-
crease with a) the fraction of individuals needed to render a
proposal accepted (M ) and b) the level of structural power
(SP ) between individuals in the population, a property con-
trolled by the underlying network of contacts. population
size=Z=1000. These results correspond to an average over
100 runs considering 10 different networks for each SP .

networks in which one node defines, together with his/her
direct neighbours, a group (Santos et al. (2008)). This way,
individuals may appear repeatedly in the interaction groups
of others, which may provide increased structural power
(SP ) to some individuals over others. We define the SP
of A over B as SPA,B = |I(A)∩I(B)|

|I(B)| , where I(X) repre-
sents the groups in which individual X appears and |I(X)|
represents the number of groups in I(X). One may note
that, using the Kronecker δA,B to identify edges between
A and B (e.g, 1 if an edge connects nodes A and B and 0
otherwise), denoting by oA,B (overlap) the number of com-
mon neighbours between A and B and by kx the number
of neighbours of X, then the SP of A over B is given by
SPA,B =

2δA,B+oA,B

kB+1 . Intuitively, if one individual is a di-
rect neighbour of other (δA,B = 1), they will meet in at least
two groups, where each one will be the focal in each group.
They will meet one more time for each of their oA,B com-
mon neighbours. If B has connectivity kB , then this node
participates in kB + 1 groups, providing the proper normal-
isation to SPA,B The average SP of one node is defined
as SPA = |R(A)|−1

∑
i∈R(A) SPA,i, where R(A) is the

set of individuals reached by individual A, either directly or
through a common neighbour.

We simulate the evolution of p and q in a population of
size Z=1000, much larger than the group size N (average N
is 7). Initially, we equip individuals with values of p and q
drawn from a discretised uniform probability distribution
in {0, 0.01,...,1} containing 101 values. The fitness Fi of

an individual i of degree k is determined by the payoffs
resulting from the game instances occurring in k+1 groups:
one centred on her neighbourhood plus k others centred
on each of her k neighbours. Values of p and q evolve
as individuals tend to imitate (i.e., copy p and q) those
neighbours that obtain higher fitness values. First of all, we
observe that the values of proposal systematically increase
with M (see Fig. 1a) supporting the idea that stricter group
decision rules augment the levels of fairness in the popula-
tion (Santos et al. (2015)). Preliminary experimental results
with humans (Santos et al., in preparation) also support this
conclusion. In (Santos et al., 2015) we also show that the
effect of N is contingent on M : fairness increases with
N if M is high. These conclusions are valid if, instead
of imitation, individuals interact with the same probability
with anyone in the population (well-mixed assumption) and
strategies are adopted resorting the agents’ own experience,
following a process of individual reinforcement learning
(Santos et al. (2016)). Also, Fig. 1b shows the average
proposal p and acceptance threshold q that we obtain, as a
function of the network SP (Santos et al. (2017)). Clearly,
high values of SP lead to higher average values of p and q,
in which case individuals adopt fairer strategies. Our results
suggest that a strong interdependence of groups taking part
in collective decisions, here quantified by means of the SP ,
may be central in promoting seemingly paradoxical human
features such as fairness.

Acknowledgements. This work was supported
by FCT Portugal (Grants: SFRH/BD/94736/2013,
PTDC/EEI-SII/5081/2014, PTDC/MAT/STA/3358/2014,
UID/BIA/04050/2013 and UID/CEC/50021/2013).

References
Fehr, E. and Fischbacher, U. (2003). The nature of human altruism.

Nature, 425(6960):785.

Fehr, E. and Schmidt, K. M. (1999). A theory of fairness, compe-
tition, and cooperation. Q J Econ, pages 817–868.

Güth, W., Schmittberger, R., and Schwarze, B. (1982). An ex-
perimental analysis of ultimatum bargaining. J Econ Behav
Organ, 3(4):367–388.

Santos, F. C., Santos, M. D., and Pacheco, J. M. (2008). Social
diversity promotes the emergence of cooperation in public
goods games. Nature, 454(7201):213.

Santos, F. P., Pacheco, J. M., Paiva, A., and Santos, F. C. (2017).
Structural power and the evolution of collective fairness in
social networks. PloS ONE, 12(4):e0175687.

Santos, F. P., Santos, F. C., Melo, F. S., Paiva, A., and Pacheco,
J. M. (2016). Dynamics of fairness in groups of autonomous
learning agents. In Autonomous Agents and Multiagent Sys-
tems, pages 107–126, Cham. Springer.

Santos, F. P., Santos, F. C., Paiva, A., and Pacheco, J. M. (2015).
Evolutionary dynamics of group fairness. J Theor Biol,
378:96–102.

287



Can justice be fair when it is blind? How social network structures can promote or
prevent the evolution of despotism

Cedric Perret1, Simon T. Powers1, Jeremy Pitt2 and Emma Hart1

1Edinburgh Napier University, Edinburgh, EH10 5DT
2Imperial College London, London, SW7 2BT

c.perret@napier.ac.uk, s.powers@napier.ac.uk, e.hart@napier.ac.uk, j.pitt@imperial.ac.uk

Abstract

Hierarchy is an efficient way for a group to organize, but often
goes along with inequality that benefits leaders. To control
despotic behaviour, followers can assess leaders’ decisions
by aggregating their own and their neighbours’ experience,
and in response challenge despotic leaders. But in hierarchi-
cal social networks, this interactional justice can be limited by
(i) the high influence of a small clique who are treated better,
and (ii) the low connectedness of followers. Here we study
how the connectedness of a social network affects the co-
evolution of despotism in leaders and tolerance to despotism
in followers. We simulate the evolution of a population of
agents, where the influence of an agent is its number of social
links. Whether a leader remains in power is controlled by the
overall satisfaction of group members, as determined by their
joint assessment of the leaders behaviour. We demonstrate
that centralization of a social network around a highly influ-
ential clique greatly increases the level of despotism. This is
because the clique is more satisfied, and their higher influ-
ence spreads their positive opinion of the leader throughout
the network. Finally, our results suggest that increasing the
connectedness of followers limits despotism while maintain-
ing hierarchy.

Introduction
The efficiency and stability of self-organized open systems
are strongly dependent on the agents’ capacity to sustain co-
ordination and cooperation. For instance, to build a new
structure, a group of robots need to decide of their respec-
tive roles such as harvester to get resources, manufacturer
to create the required parts and builder to assemble them.
Power suppliers and consumers within a smart grid have to
adjust the scheduling of production and consumption to ef-
ficiently reduce power waste. Humans collectively decide
of rules to manage common resources and limit selfish be-
haviours. Whether it is in artificial or natural social systems,
autonomous agents need to constantly take collective deci-
sions to coordinate complex tasks. Furthermore, collective
decisions can also encompass the creation and modification
of crucial institutional rules that affect group welfare e.g.
rules governing the distribution of resources; as in human
societies (Ostrom, 1990; North, 1990) or electronic self or-
ganized institutions (Pitt et al., 2012). To cope with the com-

plexity inherent of large scale coordination, human societies
tend to facilitate collective decision making by switching
to hierarchy with a minority of influential individuals i.e.
leaders, and a majority of influenceable individuals i.e. fol-
lowers (Hooper et al., 2010; Powers and Lehmann, 2014;
Perret et al., 2017). Similarly, hierarchy has been shown
to be highly relevant to artificial social systems by reduc-
ing the cost of organization (Pugliese et al., 2015; Chih-Han
et al., 2010). However, hierarchy also implies an important
cost. In human societies, leaders tend to evolve despotic
behaviour where they exploit followers in order to increase
their own resources (Mitchell, 1915; Carneiro, 1970; Hay-
den and Villeneuve, 2010). This “iron law of oligarchy”
ultimately leads to an overall reduction in the productivity
of the group (e.g less production of resources through col-
lective action) (Summers, 2005). Evidently, such behaviour
should be avoided in an artificial social system. Yet, the
mechanisms behind the evolution of such despotism and in-
equality are still not fully understood.

Common explanations emphasize the importance of a sur-
plus of transmissible resources (Mattison et al., 2016), the
capacity of followers to avoid domination, or the ability of
leaders to impose domination (Johnstone, 2000; Summers,
2005). However, and as described by the famous quote of
John Acton: “Power tends to corrupt, and absolute power
corrupts absolutely”, it has also been suggested that the sole
asymmetrical distribution of power is enough to lead to in-
equality and despotism. (Mitchell, 1915). Power can be de-
fined as the influence of individuals on collective decisions.
Leaders might exert this influence to leverage institutional
rules, and ultimately tilt the distribution of cost and bene-
fits toward their own advantage. But even if leaders have
a huge influence on collective decisions in hierarchical soci-
eties (Gavrilets et al., 2016), their behaviours are constrained
indirectly by the satisfaction of the rest of the group. For in-
stance, an intolerable selfish leader could be, for the follow-
ers, worth the cost of overthrowing him. However, follow-
ers often lack direct knowledge of the leader’s behaviours
and decisions. To enforce such control, they judge decision-
makers by the state of the laws and rules they manage. In re-
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sponse to too despotic rules, they can then start a revolution
to overthrow the leader. This form of justice, where individ-
uals judge how institutions and decision-makers treat them,
is defined as interactional justice (Schermerhorn, 2012), and
is a common way in which individuals exert control over
their institutions in natural social systems. Yet, the moni-
toring of institutions and a fortiori leaders is greatly depen-
dent on the individuals having knowledge of the state of the
system. This is because the agents first need to make a self-
assessment of how they are being treated, i.e. build their own
opinion from their personal experiences; and then make a
collective assessment about whether to try to induce change,
i.e. aggregate the opinions of other agents. Although this
kind of opinion formation based on individual and social
learning produces a global assessment of the current state
of institutions, it is also constrained by the knowledge ac-
cessible to individuals. Because of the size and complexity
of large human groups, this knowledge is often incomplete.
Indeed, leaders have a strong influence on followers’ opin-
ion. In addition, leaders are often surrounded by a clique –
a limited number of highly influential individuals, such as a
patriarchal clan in early agricultural societies (Kaplan et al.,
2009) or key policy-makers in contemporaneous communi-
ties (Miller, 1958). By providing them with preferential ac-
cess to resources, leaders can cause the clique to have a posi-
tive opinion, which they then spread throughout the network
as a result of their high connectedness. The opinion of fol-
lowers thus becomes biased by the clique, blinding them to
the actual level of inequality. This blindness limits the con-
trol of followers on the leader’s decision. In recent work,
Pitt (2017) modelled this process and has formally demon-
strated that a centralized social network with a leader and a
clique biases the transfer of knowledge, and ultimately leads
to misconceptions on the current fairness level of the soci-
ety. From this, it was predicted that an incomplete transfer
of knowledge could blind the interactional justice of follow-
ers and allow the evolution of despotic leaders. However,
this prediction has remained untested so far.

Here we address this by using an evolutionary model to
answer the following question: how does social network
structures affect the evolution of despotism in hierarchical
societies ? In the model, agents are explicitly organized in
a centralized network with the leader as the central node.
Agents are described by their preferences on the distribution
of resources, and their opinions on the actual level of fair-
ness in the society. We use a Moran process (Moran, 1958;
Lieberman et al., 2005) to simulate the evolution of their
distribution preferences and study how the network struc-
ture affects the level of despotism. Our results highlight a
negative effect of centralization on the evolution of distri-
bution preferences, with more centralised networks leading
to followers accepting higher levels of despotism as inter-
actional justice becomes biased. But on the flip side, we
show that the level of despotism can be limited by increas-

ing the connectedness of followers. By doing so, interac-
tional justice becomes effective at constraining the leader,
allowing the benefits of hierarchy to be realized without the
costs. Our results contribute to the knowledge on the evo-
lution of hierarchy, institutions and justice, key concepts to
understand natural social systems and design artificial self-
organized system.

Model definition
To investigate the impact of social network structure on the
evolution of despotism, we have developed a model to sim-
ulate the evolution of distribution preferences within a hi-
erarchical society. This section provides an outline of the
model with a detailed description of the mechanisms imple-
mented: the network structure, the distribution of resources,
the interactional justice and the reproduction.

Model outline and life cycle
We consider a fixed-size population of N individuals ex-
plicitly organized in a directed network. The population is
composed of one leader deciding of the distribution of re-
sources and N − 1 followers. In addition, the population
is divided between Nc highly influential individuals called
clique members which includes the leader, and No individ-
uals with low influence called outgroup members . The life
cycle consists of:

1. The group produces an amount of resource that is dis-
tributed amongst group members according to the distri-
bution preference of the leader, zL (Equation 2).

2. Each individual builds its own subjective mindset about
the fairness of resource allocation, m, as a function of the
resources it personally received and its own distribution
preference (Equation 3).

3. Each individual builds its opinion about the overall fair-
ness of the resource distribution, o, by aggregating its own
mindset and the mindsets of the neighbouring individuals
(individuals linked to the focal individual) (Equation 4).

4. Each individual compares its opinion to its distribution
preference z. If the opinion is higher than the preference,
the individual is considered defiant and pays a cost to at-
tempt a revolution.

5. In case of a large proportion of defiant individuals within
the population, i.e. above a revolution threshold T , a new
leader and clique are chosen within the defiant individu-
als. The network is then rebuilt.

6. A random individual dies and is replaced by another indi-
vidual with a probability proportional to its fitness (Equa-
tion 5). This reproductive process is repeated R times.
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Individuals are modelled by one cultural trait; their dis-
tribution preference z defined between equal (z = 0) and
strongly skewed (z = 1). In leaders, this trait zL is trans-
lated into the function defining the distribution of resources
with zL = 0 representing a fair leader and zL = 1 a despotic
leader. In followers, this trait is translated into their toler-
ance towards inequality, with the minimum z = 0 equal to
no tolerance and the maximum z = 1 equal to the max-
imum tolerance where any level of despotism is accepted.
The agents are also indirectly described by their influence α,
here translated into the probability that the focal node is con-
nected toward another individual. The trait z evolves follow-
ing a Moran process described in the reproduction section
(Moran, 1958; Lieberman et al., 2005). In addition, when
a new individual is born, its z trait can mutate at a rate µz.
When a mutation occurs, a random value is sampled from a
truncated Gaussian distribution centered on the current value
of the trait, with variance σz.

Network structures
To study how hierarchy can affect the evolution of despo-
tism, we explicitly describe the social structure of the pop-
ulation by a directed social network. In this network, each
node represents an individual and each directed link repre-
sents a social contact from one individual to another. We
define the in-degree and the out-degree of an individual as
the number of links connected respectively toward and from
this focal node. The influence of an individual is taken to be
its connectedness α defined as the probability of an individ-
ual to be connected toward another individual. To build the
network, we use an algorithm derived from the Erdős–Rényi
model (Erdős and Renyi, 1959) as follows:

1. The leader and all members of the clique are fully con-
nected.

2. For each individual, a directed link is created from the
individual i to the individual j following a probability αc

if the focal individual i is member of the clique or is the
leader, and αo if the focal individual i is a follower.

If a node is not connected to any individual at the end of
the algorithm, one link is added from that node towards a
randomly chosen individual. The network structure is then
described by the value of αc and αo. We consider a network
as random when αc = αo, and as centralized when αc > αo.

Distribution of resources
At each round, the group produces a fixed amount of re-
sourcesB = 2N . The resources are distributed as a function
of the social position si of the individual, with the social po-
sition of the leader, clique and followers being respectively
0, 1 and 2. The fitness wi(t) of an individual i at a time t is
equivalent to the resources received:

wi(t) = B ∗ f(si(t)) (1)

The function defining the distribution f(si(t)) is modulated
by the leader preference zL such that :

f(si(t)) =
e−si(t)∗zL(t)∑N

j=1 −esj(t)∗zL(t)
(2)

The distribution of resources is normalized and is bounded
between an equal distribution of resources (with z = 0) and
a strongly asymmetrical distribution of resources (with z =
1 ). We make the assumption that the leader has full control
on collective decision. This is a common assumption in the
literature on the evolution of despotism (Buston et al., 2007).

Interactional justice
Each individual i has an opinion oi(t) describing its view of
the current fairness of the society. It is the result of its own
mindsetmi(t), which is calculated from its own personal ex-
perience, and the mindset of its incoming social neighbours.
First, an individual’s mindset is calculated by comparing the
resources it received with an egalitarian distribution:

mi(t) =
1/N − p(t)

1/N − pmin
(3)

The mindset is normalized by the difference between the
maximum share 1/N and the minimum possible share pmin.
As a result, the mindset is not dependant of the absolute
amount of resources produced B. The opinion oi(t) of indi-
vidual i is then calculated as:

oi(t) =
mi(t)L+

∑k
j=1mj(t)

ki(t) + L
, (4)

with j an incoming neighbour, ki(t) the in-degree of the fo-
cal node, andL a weight determining the relative importance
of its own experience compared to the mindset of neigh-
bours.
The variables m and o are bounded between 0 (totally satis-
fied) and 1 (totally dissatisfied). An individual is considered
defiant if its opinion value is more than its tolerance thresh-
old zi(t). A defiant individual then pays a cost to attempt a
revolutionC. In case of a large proportion of defiant individ-
uals within the population, i.e. above a revolution threshold
T , the current leader and clique become outgroup members
and a new leader and clique are chosen from the defiant in-
dividuals. The network is then rebuilt.

Reproduction
We consider here the evolutionary process as only cultural
evolution (Boyd and Richerson, 1985). The evolution of the
population is modelled by a Moran Process (Moran, 1958;
Lieberman et al., 2005). This has been shown to be an ef-
ficient method to study evolution in finite populations and
keeps the size of the population constant. The reproduction
follows a death-birth process. At each time step, a randomly
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chosen individual dies. Then, the vacant node is replaced
by the offspring of an individual chosen within the popula-
tion with a probability proportional to its fitness, i.e. fitness-
proportionate selection. The individual chosen to die is also
competing to fill the vacant node with one of its own off-
spring. More formally, the new individual has a probability
P (i) to be the offspring of individual i according to :

P (i)(t) =
wi(t)∑N
j=1 wj(t)

, (5)

with N the population size, and j = 0 the individual pre-
viously occupying the node. We assume that a vacant node
can be replaced by any other individual in the population i.e.
the individual changing its distribution preference can learn
from the observation of any other individual. Because we
consider the opinion formation to happen on a longer time
scale than the evolution of cultural items, this process is re-
peated R times by generation.

Results
In this section we report our experimental results. To pro-
vide a comprehensive investigation of our research question,
we perform two analyses. In our first analysis, we consider
that only the leader expresses its distribution preference zL
and that followers’ distribution preference zf is fixed. Then,
we combine mathematical analysis and numerical simula-
tions to study the effect of the network structure e.g. αc and
αo on the evolution of despotism. In our second analysis,
we relax this assumption and use numerical simulations to
allow both leader and follower preferences to evolve. We
define the level of despotism as the level of inequality im-
posed by the leader which is here its distribution preference
zL.

Analysis 1: Evolution of despotism level with fixed
followers’ tolerance
We consider first that only the leader expresses z and that
followers’ distribution preference zf is fixed. The fitness of
the leader wL(t) is equal to:

wL(t) =
1∑N

i=1 −esi∗zL(t)
. (6)

It can be shown that:

dwL(t)

dzL
=

∑N
i=1 sie

−si∗zL

(
∑N

i=1 e
−si∗zL)2

> 0 (7)

In other words, an increase in the level of despotism zL al-
ways increases the fitness of the leader and should be posi-
tively selected. However, it can exist a value z∗ of the leader
trait zL between 0 and 1 for which the group undergoes
a revolution. In this case, the leader becomes a follower
and its trait z no longer affects the distribution of resources.
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Figure 1: Mean value of the evolutionary stable point z∗ in
function of the connectedness of the clique αc and connect-
edness of the outgroup αo

When the tolerance of followers is fixed, the distribution of
resources is the only selection pressure existing on z. Con-
sequently, the level of despotism zL will evolve towards the
stable point z∗ defined as the maximum value of z for which
a revolution will not occur. The value of this evolutionary
stable point is a function of the network structure, i.e. αc and
αo, for a given followers’ tolerance and revolution threshold.
Because it is not possible to analytically calculate z∗, we use
numerical simulations to determinate its value as a function
of αc and αo. The default parameters used in the simula-
tions, unless otherwise specified, are N = 500, Nc = 25,
L = 1, T = 0.1, zf = 0.25, R = 100. For each set of pa-
rameters considered, 100 independent simulations have been
realized. The results presented, unless otherwise specified,
are the mean value of replicates.

Figure 1.A demonstrates that centralization of the net-
work structure leads to a higher level of despotism z∗. The
maximum level of despotism z∗ = 0.71 is obtained for the
minimum αc and maximum αo; and the minimum level of
despotism z∗ = 0.35 obtained for the minimumαc and max-
imum αo. To better understand the contribution of each vari-
able, a statistical model has been built. To take in account
the heteroskedacity inherent to the model, we built a mixed
linear regression model with αo as a random effect. It shows
that αc, αo and their interaction have a significant effect on
the level of despotism at equilibrium z∗ (p-value< 1.10−6).
Because the presence of significant interaction limits the in-
terpretation of the statistical model, a graphical representa-
tion is presented in figure 1.B and figure 1.C. They show that
αc has a linear positive effect on the level of despotism while
αo has a exponential linear effect on the level of despotism.
In addition, it also depicts a strong interaction between the
two variables with the positive effect of αc on despotism be-
ing strongly dependent of the value of αo. In other words, a

291



more centralized system lead to higher despotism only when
followers are also disconnected from each other. Therefore,
it suggests that increasing connectedness of outgroup mem-
bers is a efficient way to limit the evolution of despotism.

Analysis 2: Evolution of despotism level and
follower’s tolerance
In our second analysis, we allow the tolerance of follow-
ers to evolve. Because of the complexity of the model, we
use numerical simulations to analyse the model. The results
of interest are the mean value of the distribution preference
z and the level of despotism defined as the leader’s value
of distribution preference zL. In addition, we present the
mean value of mindset m obtained from self-assessment,
the mean value of opinion o obtained from interaction with
neighbours, the mean value of bias defined as the difference
between m and o and the frequency of revolution events
within the population. Because of the presence of a muta-
tion operator, the system is an ergodic Markov Chain with
no absorbing states. Therefore, the result of interest is the
stationary distribution, which describes how long the sys-
tem spends in each state. To calculate this, we present the
average over long-run time over 5X107 generations by sam-
pling 50 data points every 1X106 time steps. This method is
confirmed as a good approximation of the stationary distri-
bution by the absence of a periodic pattern of cycles and the
standard error between simulations being always less than
0.027 . The default parameters used in the simulations, un-
less otherwise specified, are N = 500, Nc = 25, L = 1,
T = 0.1, R = 100, C = 0.1, σm = 0.01 and µ = 0.01.
The initial values of z are randomly generated. For each set
of parameters considered, 50 independent simulations have
been realized. The box plots represents the dispersion of
the mean value across time. The results presented as scatter
plots show the mean value of replicates and the error bars
represent the standard error between the mean value of repli-
cates.

Figure 2 confirms that increasing the connectedness of the
leader and its clique significantly leads to a higher level of
despotism zL, even when the distribution preference of fol-
lowers also evolves. Figure 2 shows that above 0.1, further
increasing the connectedness of the clique does not have a
significant effect. However, this plateau is explained by the
maximum limit imposed on the distribution preference z.
As before, this result is explained by the evolution of leader
distribution preference being controlled by the threshold at
which followers start a revolution and change the leader
and its clique. Figure 3 highlights the mechanism behind
the centralization effect: an increase in clique connected-
ness αc is translated into a higher negative bias of opin-
ions which leads to a lower frequency of revolution, and
ultimately a higher mean level of despotism. In addition,
Figure 2 demonstrates a similar positive effect of the con-
nectedness of the leader and its clique on the mean value of
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Figure 2: Long-run time averages over 5 X 107 generations
of the mean level of fairness z as a function of clique con-
nectedness αc. Grey circles represent the mean value of dis-
tribution preference of the leader zL. Results are compared
by pairwise Welch’s t-test (***: p-value < 1X10−6)

0.00

0.25

0.50

0.75

1.00

0.0 0.1 0.2 0.3 0.4 0.5

αc

A
v
e
ra

g
e
 o

v
e
r 

ti
m

e

Mean value of mindset

Mean value of opinion

Percentage of revolution event

Figure 3: Long-run time averages over 5 X 107 generations
of the mean mindset, mean opinion z and mean percentage
of revolution as a function of clique connectedness αc. Or-
ange bars represent the mean value of bias defined as the
difference between mindset and opinion.

distribution preference z. In other words, centralization lead
followers to be more tolerant to despotism. By deciding of a
more skewed distribution of resources, the leader increases
its fitness which causes its distribution preference to spread
in the population. This effect associated with the cost of
revolution leads to the mean value of distribution preference
being close to the leader distribution preference. It is also
worth noting that even in a random network and in absence
of bias, followers evolve a relative tolerance to despotism.
In addition, in contrast to the previous result, the model in-
cluding the evolution of followers’ preference has an overall
higher level of despotism. This result is explained by the
follower preference for equality being limited by the cost of
revolution and the necessity of having a threshold proportion
of individuals being in a defiant state at the same time. Fi-
nally, a close-up look at the simulations show that z strongly
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Figure 4: Long-run time averages over 5 X 107 generations
of the mean level of fairness z as a function of clique con-
nectedness αo. Grey circles represents the mean value of
distribution preference of the leader zL.
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Figure 5: Long-run time averages over 5 X 107 generations
of the mean mindset, mean opinion z and mean percentage
of revolution as a function of clique connectedness αo. Or-
ange bars represent the mean value of bias defined as the
difference between mindset and opinion.

vary because of succession of period of increasing despotism
and period of revolution. Indeed, the follower preference for
equality is dependent of the leader preference and leads to
chaotic variations. Despite this, the upper limit value of z
and its average on long-run time confirms the positive effect
of centralization on the level of despotism.

Figure 4 shows that increasing the connectedness of fol-
lowers leads to a lower level of despotism zL, even when
the distribution preference of followers also evolves. In ad-
dition, it demonstrates a similar effect on the mean value
of distribution preference z for the reason stated previously.
Both of these effects have been tested using a linear regres-
sion and are statistically significant (p-value < 1.10−6). It
is worth noting that the effect of the connectedness of fol-
lowers on the level of despotism is smaller in comparison to
the results where the tolerance of followers is fixed. How-
ever, Figure 5 confirms that increasing the connectedness of

followers greatly reduces the bias and therefore increases the
frequency of revolution in response to despotic behaviour. In
other words, the influence of the leader and its clique which
blind followers judgement is dependent of disconnected fol-
lowers. Therefore, the smaller effect of αo on the level of
despotism in this analysis is due to the other constraints af-
fecting the cost and benefit of revolution as stated in the re-
sults looking at the effect of αc . It suggest that the revolu-
tion mechanism also affects the evolution of despotism and
should be investigated in future work.

Discussion
Summary
Despite the potential benefits of the hierarchy, centralization
appears to go along with despotism, i.e. inequality enforced
by leaders. Yet, it is still hard to determine if inequality and
despotism are an inherent consequence of centralization or
the result of a common element. Although different factors
have been identified, the role of distribution of influence and
its impact on knowledge transfer has not yet been investi-
gated. To fill this gap, we have simulated such a scenario
by modelling the evolution of distribution preference in ar-
tificial societies structured in different social networks. The
model developed demonstrates that the centralization of so-
cial networks leads to the evolution of higher despotism and
inequality. In other words, an asymmetrical distribution of
influence is sufficient to create inequality. This result holds
when the tolerance of followers is fixed or in a more real-
istic set-up where tolerance of followers evolve. This result
is explained by the knowledge of followers on the leader’s
decision which is (i) biased by the influential members of
the clique, and (ii) limited by their low connectedness to
other followers. As a consequence, followers can’t impar-
tially enforce their control on leaders and a fortiori on col-
lectively decided institutional rules. Furthermore, the model
demonstrates that the effect of influential members on fol-
lowers’ opinion is strongly dependent on followers having
low connectedness. Indeed, a slight increase in the influence
of followers greatly reduces the despotism created by the
clique influence. However, as shown by comparing the first
and second analysis, this effect is weaker when follower’s
distribution preference is also evolving. Overall, this result
suggests that increasing the connection between followers
could be a solution to limit despotism in social systems.

Related work
The results presented here attempt to bridge the gap between
two main research axes. Previous research work has either
examined the impact of centralization on opinion formation
processes, but without evolutionary processes, or has studied
the evolution of despotism without integrating mechanisms
underlying opinion formation. On the former side, Gavrilets
et al. (2016) have shown that the presence of highly influ-
ential individuals can strongly bias the collective decision.
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Later on, Pitt (2017) has integrated institutional rules and in-
teractional justice into a multi-agent systems and shown that
hierarchy can bias the followers’ opinion on leader decided
rules. We have here confirmed that this result still holds even
when the evolution of individual preferences for the distri-
bution of resources are taken in account. Furthermore, we
have shown that integrating the evolution of followers’ pref-
erences can lead to irregular level of despotism but yet, with
the same qualitative behaviours as when only the leader’s
distribution preference evolves. On the other hand, repro-
ductive skew theory used mathematical models to under-
stand how the conflict between leader and follower affects
the evolution of despotism (Summers, 2005). These models
have identified the important factors behind the evolution of
inequality such as the cost of leaving the group or the rela-
tive cost of conflict with the leader. Later on, evolutionary
models have extended and confirmed this work by taking in
account many connected large groups (Hooper et al., 2010;
Powers and Lehmann, 2014). Our results complete this pre-
vious work by integrating an opinion formation process and
by identifying a new crucial factor in the evolution of in-
equality: the distribution of influence itself as modelled by
social network structure.

On the whole, providing a complete explanation of the
evolution of group organization and complexity is a cru-
cial goal in research (Szathmáry, 2015). The “iron law of
oligarchy” provides such a scenario by stating that (i) hier-
archy emerges when groups grow bigger as a consequence
of egalitarian organization becoming more costly, and (ii)
despotism appears as a consequence of hierarchy distribut-
ing political power asymmetrically. However, this scenario
is missing a micro-level explanation (Mitchell, 1915). The
model developed here has shown that an asymmetric distri-
bution of influence is sufficient to lead to despotism and in-
equality. Along the same line, previous work has shown that
this asymmetric distribution of influence tends to evolve in
large groups to reduce the cost of organization (Perret et al.,
2017). Taken together, this work draws a first outline of a
mechanistic description of the iron law of oligarchy.

Finally, our model predicts that the capacity of follow-
ers to efficiently control leader’s decision is crucial to limit
despotism. This result is supported by evidence from be-
havioural economics experiments. In particular, two eco-
nomics games called the ultimatum and the dictator game
implement a similar version of the presented model. In the
ultimatum game, one of two players has to decide how to
split a fixed amount of money and the second player can
choose to either accept it and both receive their shares; or
refuse it in which case neither receive anything. However,
in the variant called dictator game, the second player can’t
decide to accept or refuse. Experimental results show that in
the ultimatum game, the proposer keeps in average 60% of
the total amount while in the dictator game the share kept by
the proposer goes up to 72% (Oosterbeek et al., 2004; Engel,

2010). In conclusion, the ability of followers to punish the
leader reduces its tendency toward despotism. Importantly,
our results show that centralization of the social network can
blind the judgement of followers and transform the distribu-
tion of resources from an ultimatum game to a dictator game.

Assumptions and further work
We made a number of assumptions to keep our model
tractable. First of all, the model developed considers only
blind evolutionary processes as a driver of change in dis-
tribution preferences. However, cognitive processes might
also affect the evolution of agent preferences and lead to a
lower level of despotism e.g. followers predict that a low
level of despotism favour their positions. This difference
suggests that integrating cognitive processes might be cru-
cial to limit despotism in artificial social systems and would
be worth investigating. Yet, it is important to note that our
results still hold over large time scales in which blind evo-
lutionary processes are a good predictor of cultural change
(Boyd and Richerson, 1985). Another assumption made
concerns the division of the society into only three groups
and with only one leader. In natural social systems, hier-
archy can be composed of many more layers. But this is
unlikely to change our qualitative results since the results
presented are explained by the asymmetrical distribution of
influence. Nonetheless, it is crucial to explore similarly the
evolution of despotism in other hierarchical network struc-
tures. Finally, we have considered here a simplified version
of the revolution process. Weingast (1997) have used a game
theory model to show that the cost of coordination required
to make a revolution would lead to either a fair society or a
strongly despotic one. In our model, this limit induced by
coordination is represented by the minimum amount of de-
fiant individuals required to start a revolution. Similarly we
find that society can switch from equality to strong despo-
tism, but we also show that groups might vary widely along
this range. In addition, our results demonstrate that this ef-
fect is affected by the structure of the social network. How-
ever, extending the current model to integrate more explic-
itly revolution as a Volunteer’s Dilemma game, along with
individual strategies for playing this game, could provide a
better insight on the evolutionary dynamics of despotism. In
particular, it could clarify the impact of follower’s connect-
edness on the evolution of despotism.

Conclusion
Social systems organised in hierarchy tend to develop into
despotism with inequality created by and for the leaders. It
has been proposed that the sole asymmetrical distribution
of power is enough to lead to such transition. In particular,
the leader and its influential clique could bias the opinion
of weakly connected followers, ultimately crippling the fol-
lowers’ capacity to control the leader’s decision. Yet, this
scenario was missing of a model integrating and testing ex-
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plicitly these mechanisms. To fill this gap, we have devel-
oped a model integrating evolutionary processes, opinion
formation and interactional justice. We have used numeri-
cal simulations to investigate the impact of centralization of
the social network on the evolution of the level of despotism.
Our results have demonstrated that the centralization of a so-
cial network would lead to higher despotism and inequality.
It predicts that a transition from equality to despotism will
happen in presence of (i) highly influential individuals with
a preferential access of resources; and (ii) lowly connected
followers. In addition, our model demonstrates how a low-
level process such as opinion formation can strongly drive
the evolution of a higher property, here the group organiza-
tion.
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Abstract

We introduce the idea of Synthetic Acoustic Ecology (SAC) as
a vehicle for transdisciplinary investigation to develop meth-
ods and address open theoretical, applied and aesthetic ques-
tions in scientific and artistic disciplines of acoustic ecology.
Ecoacoustics is an emerging science that investigates and in-
terprets the ecological role of sound. It draws conceptually
from, and is reinvigorating the related arts-humanities dis-
ciplines historically associated with acoustic ecology, which
are concerned with sonically-mediated relationships between
human beings and their environments. Both study the acous-
tic environment, or soundscape, as the literal and concep-
tual site of interaction of human and non-human organisms.
However, no coherent theories exist to frame the ecological
role of the soundscape, or to elucidate the evolutionary pro-
cesses through which it is structured. Similarly there is a lack
of appropriate computational methods to analyse the macro
soundscape which hampers application in conservation. We
propose that a sonically situated flavour of Alife evolutionary
agent-based model could build a productive bridge between
the art, science and technologies of acoustic ecological in-
vestigations to the benefit of all. As a first step, two simple
models of the acoustic niche hypothesis are presented which
are shown to exhibit emergence of complex spectro-temporal
soundscape structures and adaptation to and recovery from
noise pollution events. We discuss the potential of SAC as a
lingua franca between empirical and theoretical ecoacoustics,
and wider transdisciplinary research in ecoacoustic ecology.

Introduction
There is increasing interest across ecological science (Pi-
janowski et al., 2011; Sueur and Farina, 2015), arts (Bar-
clay and Gifford, 2018; Monacchi and Krause, 2017; Mc-
Cormack et al., 2009) and humanities (Turner et al., 2003)
in listening to, recording, investigating and interpreting the
acoustic environment - or soundscape - as the interface of
human and natural systems. If bioacoustics can be charac-
terised as the study of the isolated duets of vocalising crit-
ters, then the nascent field science of ecoacoustics is con-
cerned with investigating and interpreting the ecological rel-
evance of the strains of full orchestra. A similar shift is ev-
ident in the arts as representation in field recordings and
music has broadened from individual voices to collective

creature choruses as more powerful, informative narratives
in soundscape composition (Monacchi, 2013; Barclay and
Gifford, 2018). However, there is a paucity of coherent the-
ory addressing the ecological significance of global sound-
scapes, lack of effective computational tools for ecological
monitoring (Sueur et al., 2008) and many latent creative
applications, for example in musical composition or game
world design. Just as Alife modelling has potential to medi-
ate theoretical and empirical biology (Wheeler et al., 2002),
we propose that a sonically situated flavour of Alife, which
we call Synthetic Acoustic Ecology (SAC), may be a produc-
tive vehicle for investigation and a nexus of exchange be-
tween science, art and technological facets of acoustic ecol-
ogy in advancing our appreciation of soundscape as an inter-
face of human and natural systems which both reflects and
affects our coupled environments.

Soundscape, Ecoacoustics and Acoustic Ecology

The term ‘soundscape’ has been used by a variety of disci-
plines to describe the relationship between a landscape and
the composition of its sound in both real and virtual worlds
(Grimshaw and Schott, 2007). Originally coined in the con-
text of urban design (Southworth, 1967) Soundscape was
later used by a group of environmentally-aware radio artists
and sonic sociologists to describe ‘the acoustical characteris-
tics of an area that reflect natural processes’ (Schafer, 1977).
The scientific discipline of soundscape ecology recently pro-
posed a framework to investigate soundscape in terms of
the causes and consequences of biological (biophony), geo-
physical (geophony), and human-produced (anthrophony)
sounds that emanate from a landscape (Pijanowski et al.,
2011). The emerging interdisciplinary science of Ecoa-
coustics subsumes both soundscape ecology and bioacous-
tics (Sueur and Farina, 2015) to study the ecological role of
sound. There is a growing impetus to develop acoustic ecol-
ogy as a truly interdisciplinary endeavour (Barclay and Gif-
ford, 2018), bridging traditional disciplinary divides. This is
where we position Synthetic Acoustic Ecology.

Whereas bioacoustics infers behavioural information
from intra- and interspecific signals, ecoacoustics inves-
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tigates the ecological role of sound at higher ecological
and evolutionary organisational units - from population and
community up to landscape scales. Sound is understood as
a core ecological component (resource) and ipso facto, due
to structuring by competition, an indicator of ecological sta-
tus (source of information). The field has been substantially
bolstered by the increasing availability and decreasing costs
of automated recording devices (Acevedo and Villanueva-
Rivera, 2006; Farina et al., 2018), cheap storage and de-
velopments in acoustic data processing (Truskinger et al.,
2014). However, whilst it has drawn from theories of related
ecological disciplines including bioacoustics, and landscape
ecology (Turner et al., 2001), there is an absence of coher-
ent theory regarding the ecological significance of the macro
soundscape. This not only constrains theoretical advances,
but hampers potential applications such as environmental
monitoring and prediction. Ecoacoustics is born of Bioa-
coustic Big Data, but lacks coherent theories and computa-
tional tools for effective development and application.

Acoustic Niche Hypothesis
Three hypotheses underpin ecoacoustics. The morphologi-
cal adaptation hypothesis (MAH) and the acoustic adapta-
tion hypothesis (AAH) are borrowed by bioacoustics and
describe how signals evolve through ecological feedback;
the acoustic niche hypothesis is core to ecoacoustics (and
is also the hardest to evaluate) and describes the evolution of
soundscape complexity. The MAH focuses on the ‘sender’
and hypothesises that the embodied form (body size, trachea
length, beak shape etc.) will shape potential range of signals
(Bennet-Clark, 1998). The AAH (Morton, 1975) predicts
that acoustic properties of an environment can influence the
evolution of vocalizations in certain species.

In his formulation of the ANH, musician-turned bioacous-
tician Bernie Krause pointed out that both morphological
and behavioural adaptations can also be triggered by inter-
specific interference when organisms’ calls contain similar
frequency and timing features (Krause, 1993). The ANH
was proposed after observation of complex arrangements of
non-overlapping signals in recordings of soundscapes across
multiple habitats. Krause postulated that this could be ex-
plained by evolutionary pressure to minimize spectral or
temporal overlaps in interspecific vocalizations. The ANH
expands Hutchinson’s ecological niche concept (Hutchin-
son, 1957) by adding a sonic dimension to evolutionary
ecospace. That vocalising species partition acoustic space
to minimise interference from sympatric species has long
been recognised (Duellman and Pyles, 1983) in bioacous-
tics. As illustrated in Figure 1, frequency partitioning across
major taxa is common in tropical biomes, including frogs
(Amézquita et al., 2011), although the theory has also been
challenged (Chek et al., 2003).

The more significant and controversial prediction follows
that soundscape structure is a proxy for ecological integrity:

Figure 1: Spectrogram (0 − 22.5 kHz) of a field record-
ing made in the Ecuadorian amazon showing inter-taxon fre-
quency partitioning of the acoustic environment. The vocal-
isations of each taxa are bandlimited, minimising frequency
overlap between species; quasi temporal partitioning can
also be observed in anuran species, although it is not clear
here if this is conspecific or heterospecific.

less-disturbed habitats with unaltered species assemblages
will exhibit higher levels of coordination between inter-
specific vocalizations than more heavily disturbed habitats,
where species assemblages are in rapid flux. Likewise, inva-
sive species could create biophonic disturbances, thereby al-
tering natural acoustic partitioning (Pijanowski et al., 2011).
This implies that if we listen in the right way we can hear
the health of an ecosystem.

ANH is foundational to ecoacoustic theory and has ma-
jor implications for ecological monitoring and prediction,
however empirical validation and development of applica-
tion is hard: firstly because it is not clear exactly what it
means for a soundscape to exhibit ‘higher levels of coordina-
tion’; secondly because measurement of ecological integrity
and even biodiversity remains contentious (Hillebrand et al.,
2018); thirdly we lack appropriate computational meth-
ods for community-level machine listening (Eldridge et al.,
2016). Whilst research into bioacoustically motivated ma-
chine listening algorithms for automated species detection is
well developed (e.g. Stowell and Plumbley (2014)), commu-
nity level indices are less well developed. Recent research
evaluating community acoustic indices against classical bio-
diversity measures in marine (Harris et al., 2016) and terres-
trial (Sueur et al., 2014) habitats are promising, but new re-
search directions are needed. Thus empirical theory testing
is hampered by lack of requisite computational technology,
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but computational development requires clearer conceptual
models and empirical methods. Modelling provides a com-
plementary mode of investigation to potentially break this
impasse by stimulating new, empirically testable, questions
and exploring computational acoustic metrics.

Ecoacoustic Perspectives in Performance
Technical and conceptual inspiration also comes from re-
lated creative practices. Research and practice in ecosystem
based sound art and computer music has shared theoretical
foundations with Alife and a history of dialog across these
disciplines. For example, Waters (2007) conceptualises
music as complex dynamical interaction within an ecosys-
tem of performer, instrument and environment, emphasis-
ing the aesthetic value of emergence. Earlier work in Alife
and sonic ecosystems (McCormack, 2003) demonstrated the
artistic potential of agent based evolutionary systems with
implicit fitness through competition for resources, eliminat-
ing the fitness bottleneck of more conventional evolutionary
models. The value of emergent complexity in ecosystem
based music is emphasised further by Bown (2009), Eigen-
feldt and Pasquier (2011) and in work such as Di Scipio’s
Audible Eco-Systemic Interface (Di Scipio, 2003). Princi-
ples and methods developed through these works are carried
through in the models presented in this paper.

Towards a Synthetic Acoustic Ecology
The potential for agent-based evolutionary modelling to in-
vestigate the ANH, and advance understanding of the in-
teractions between soundscape, agents and environment is
patent, but as yet unexplored. Rich cross-disciplinary in-
teractions are afforded as software models can productively
draw upon insights from generative experimental music and
machine listening research to both develop ecological appli-
cations and in turn to feed back into creative practice.

Whilst standard symbolic models may provide a platform
to investigate ecological and musical implications of the
acoustic niche hypothesis in the abstract, we propose that
much more can be gained through a commitment to emer-
gent, embodied and situated models á la Alife. A commit-
ment to Emergence (rather that explicitly simulating higher
levels of soundscape structure) is critical to ecoacoustic in-
vestigation because we are interested in understanding how
these macro behaviours arise from the interactions of vo-
calising organisms with each other via their environment
(both physical and the acoustic environment to which they
contribute and adapt). It is exactly this scaling up from
bioacoustic investigation of reciprocal individual commu-
nication (signal-receiver) model to understanding the com-
plex, messy dynamics of acoustic communities which ecoa-
coustics seeks to expound. And the reason for paucity of
theoretical frameworks methods. Sonic Situatedness means
direct implementation in digital audio rather via symbolic
representations and a commitment to implement listening

and vocalising via digital audio analysis and synthesis meth-
ods. These could be run offline, but also allows for real-
time audio processing through which the model interacts
with real-world acoustic environment on biological-critter-
like time scales. Sonic embodiment therefore requires a mi-
crophone and speaker (and attendant digital-analogue con-
verters). As well as embodying key properties of the phe-
nomena of study, this sonically situated approach develops
in silico - in vivo models, which interface with complex re-
alities they seek to understand; we believe this may be of
value as a vehicle for cross-disciplinary exchange and appli-
cation at the intersects of technological and biological sci-
entific and artistic enquiry

Models and methods
We implement a sonically situated agent-based evolutionary
model of the ANH. The ANH implies a direct form of eco-
logical inheritance, as in classical niche construction (Day
et al., 2003). However, whereas the activity of one species
may create an ecological opportunity for another species in
other dimensions of ecospace (for example, fish thriving up-
stream of beaver dam) the acoustic environment is a shared,
finite resource: acoustics activity of one species is at best
irrelevant (if outside perceptual range – think bats and ele-
phants) and often in competition between species.

Two models were built. The aim of model 1 was to es-
tablish the minimal conditions for the emergence of spectro-
temporal partitioning through low level agent-environment
competitive interactions. Model 2 investigated the impact
of adding greater variation in agent temporal and frequency
parameters on complexity of agent calling behaviours and
soundscape structure; the response of the population to ex-
ternally induced environmental sound, simulating noise pol-
lution, was also investigated. Source code and example out-
puts from these models are available online (Eldridge and
Kiefer, 2018).

Model 1: Simple Acoustic Niche Partitioning
The basic premise of the acoustic niche hypothesis was
tested: that interference from heterospecific signals will re-
sult in spectro-temporal partitioning of the shared acoustic
environment. A synchronous evolutionary model was im-
plemented using asexual reproduction, where each agent can
be seen as a proto-species. Agents exist in a non-spatially-
explicit, acoustic world; they all hear each other equally.
Model audio is calculated at a sample rate of 44.1 kHz with
floating point accuracy. A timestep t represents a period of
512 audio samples.

Genome and state Each agent is genetically specified by
a frequency (f ) and phase (θ) which determine both vocal-
ising and listening behaviours; agent state is represented by
an energy level ε.
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Agent vocalisation and hearing Agents vocalise at time
step t, if t mod η = θ, where η is a global constant. When
vocalising, they emit a sine tone for 512 samples at fre-
quency f (at one of 96 possible pitches, linearly spaced be-
tween 200 Hz and 9800 Hz) and universally defined ampli-
tude. As observed in biological species (e.g. (Amézquita
et al., 2011)) frequency range of hearing f ±β is wider than
vocalising frequency, where β is a fixed, universal amount.
Because we are interested in population-level effects, bioa-
coustic notions of ‘sender’ and ‘receiver’ are consolidated
into one asexual critter: Vocalising agents also ‘listen’ in the
same time step by calculating the value

µi =

∑f+β
f−β(g − ai)

2β

where g is a vector of spectral magnitudes of the global
soundscape, and ai is a vector containing the spectrum of
the vocalisation of an agent i. µi is used to calculated an
energy change εi + δi as follows:

δi =


Ccomms ifµi < T,

−Xover ifµi > Tover

−Xmasked otherwise

If µi is above fixed threshold T , communication is con-
sidered to be masked and the agent loses energy (tax); if it
is below T vocalising is potentially successful and agent ac-
crues energy. If µi is above a higher threshold Tover then the
area of the spectrum is considered to be overcrowded and the
agent is taxed more heavily. Thresholds, energy credits and
taxes are fixed and constant across the population.

Agent behaviour and fitness assignment Just as in wild
ecosystems (rather than cattle or pigeon or optimisation
tasks), fitness is defined implicitly (McCormack, 2003), rela-
tive to the current state of the environment. All agents vocal-
ising at timestep t are taxed by amount Xvox, representing
the energy that is needed to create sound. These vocalisa-
tions are mixed and written to a global soundscape buffer
which is readable by all agents and stored as a cumulative
record of population evolution. At each timestep, a Fast
Fourier Transform (FFT) of the global soundscape is calcu-
lated (FFT size: 512, hop size: 512), consisting of the sum
of all agent vocalisations, and any additional environmental
sound (see below).

Asexual reproduction and death When any agent energy
εi reaches a defined threshold Trepro, asexual reproduction
may occur with probabilityPspawn. A fixed reproductive tax
Xrepro is imposed and a single offspring is introduced into
the population. θ are creep mutated with wrap-around with
a fixed probability in a uniform distribution Pmut. Mutation
changes are drawn from a normal distribution, and scaled by

Smut. f is mutated with a lower probability Pmutf reflect-
ing more considerable physiological changes necessary for
changes in vocalisation pitch (Bennet-Clark, 1998). Every
timestep, agents with εi ≤ 0 are removed from the popula-
tion.

Initialisation and parameters The population was ini-
tialised with Npop individuals; gene values are drawn ran-
domly from uniform distributions and initial energy values
εi are drawn from a normal distribution (µ : 220, σ : 50).
Figure 2 shows a typical run of the model over 200,000
timesteps, parameterised as follows: β : 20, η : 100,
Xvox : 5, Xmasked : 5, Xrepro : 50, Xover : 250,
Ccomms : 17, Trepro : 300, T : −6.1, Tover : −5.13,
Pmut : 0.1, Pmuff : 0.05, Smut : 0.15, Npop : 500. Param-
eter values were experimentally determined to afford long-
term stability of population size.

Model 2: Introducing variation in vocal complexity
and perceptual acuity
The second model investigates the impact of greater vari-
ation in agent vocalisation and listening behaviours on the
complexity of the resultant soundscape.

Genome and state In addition to frequency (f ) and phase
(θ), agents in this model have an expanded genome to rep-
resent hierarchical temporal structures with shifting period-
icity, as observed in the syllables and phrases of birds, frogs
and bat species (Bohn et al., 2008). Vocalisation is depen-
dent on the following conditions at timestep t:

t mod ηi = θ ∧ seq(t)

where ηi is individual periodicity rather than a global con-
stant as used in model 1, within the range [0, ηmax], and
seq(t) is a function that divides time into sections (equiv-
alent to musical bars) or length ηi, and chooses whether a
vocalisation occurs during that section, according to a vari-
able length pattern bit pattern. It is defined as follows:

seq(t) = (2

⌊
t
ηi

⌋
mod Θlen ∧Θpattern) > 0

Θlen defines the length of the sequence (measured in sec-
tions or bars), in the range [1,Θmax]. Θpattern defines the
pattern of the sequence. For example, if Θpattern is equal to
1002 then an agent will vocalise every three bars.

Vocalisations still occur at a single genetically encoded
frequency (f ), but recognition bandwidth β is also evolv-
able between global limits βmin and βmax. To accompany
this change, threshold T is expanded to a threshold range
between Tlo and Thi. For each agent, T is calculated be-
tween these global limits to conserve overall ‘area’ of spec-
tral energy-magnitude within which vocalisations are judged
to be successful or masked. This results in agents with
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high β having a better opportunity of reproducing, balancing
against the implicit advantage for agents with low β. Agent
behaviour, energy assignment, and reproduction are identi-
cal to model 1. With these new additions, the genome in
model 2 contains {f, θ, η, β,Θlen,Θpattern}.

Initialisation and parameters The model is initialised as
model 1, with the following additions: Tlo : −5.87, Thi :
−5.36, βmin : 20, βmax : 50, ηmax : 100, Θmax : 8.

Analyses Model performance was evaluated by examining
i) the evolution of population-level soundscape structures
and ii) population-level adaptation to externally induced
noise pollution. Both full models were further compared
to null modes in which agent phenotypes (time-frequency
parameters of their vocalisations) were randomised at each
time step, rather than genetically determined.

Quantitative evaluation of niche separation is an open
problem. On the assumption that niche formation leads
to structuring of soundscape, established complexity met-
rics were adopted as a proxy for evaluation: spectral en-
tropy (SE) (Kapucu et al., 2016) and Lempel-Ziv Complex-
ity (LZC) (Lempel and Ziv, 1976). SE is a measure of the
complexity or regularity of the frequency dynamics of a sig-
nal; LZC measures the randomness and harmonic variability
of signals. LZC works in the binary domain; following Aboy
et al. (2006), each spectral frame was thresholded at the me-
dian to create binary input sequences. Both metrics were
calculated from sequential 100-frame averages of the spec-
trogram soundscape, reflecting the maximum small-scale
vocalisation periodicity that was permitted in both models.

Population adaptivity was evaluated by simulating inter-
ference from noise pollution. After allowing the population
to stabilise (after 40,000 iterations, or approximately 8 min-
utes), a short burst of maximum amplitude, white noise, low
pass filtered at 2 kHz was added to the global soundscape,
and the ability of the population to recover observed.

Results
Spectrograms for both models (figures 2, 3) show sound-
scapes that evolve distinct frequency bands with simple tem-
poral patterns emerging. Both also show population recov-
ery following simulated noise pollution: agents in mid to
lower frequency bands die out due to masking from white
noise; the population gradually recovers to create a sound-
scape exhibiting full-range spatio-temporal structures. Pop-
ulation recovery is evident from plots of population size
(Fig. 4): both models 1 and 2 are robust to noise pollution,
the null model populations become extinct.

Figure 5 shows spectrograms of the first and last minutes
of each model in more detail. In the first minutes, model 1
makes a smooth transition from randomness to visible struc-
ture, while the agents in model 2 rapidly die off, presum-
ably due to stronger competition of resources reflected in

the wider listening bandwidth β, also observable in changes
in population size (figure 4). In the final minute, strong fre-
quency partitioning with regular cyclic patterns are evident
in model 1, due to the fixed global β and η. Model 2 evolves
similar frequency partitioning, but a sparser and more varied
structure due to the more flexible methods of agent vocali-
sation.

As can be seen in figure 6, SE values vary dramatically
between null models and those in which vocalisations are
evolved. For both full models, SE quickly drops from an
initial high value, reflecting the formation of structure from
the initial random population. The value then rises again
when filtered white noise hits. When noise ceases, and
only high frequency vocalising agents are left in the world,
SE drops then slowly rises and stabilises as new spectro-
temporal structures form. In null model 1 SE drops as the
population dies out, creating a simplification of structure; in
null model 2 SE remains high, reflecting the lack of structure
in the small, random population.

Figure 7 shows the results of LZC analysis for both mod-
els and their nulls. For both full models, LZC drops from
an initial high value as structure forms from the initial ran-
dom population, and roughly stabilises in the longer term at
a much lower value. In the null models we see a similar pat-
tern to SE: null 1 drops due to population extinction; null 2
maintains a constant value, reflecting a lack of structure.

Discussion
Our toy models demonstrate that spectro-temporal partition-
ing, creating structured global soundscapes, emerge read-
ily from sonically situated agent-environment interactions.
This partitioning emerges both from random populations,
and from a small population recovering from masking by
noise pollution. That small increases in vocalising and lis-
tening capacities lead to quite significant increases in sound-
scape variation lends credence to this line of enquiry. The
spectrogram for model 2 (figure 3) shows variation in vocal-
ising strategies reminiscent of different taxa, and the audio
files reveal phasing reminiscent of the shifting densities of
tropical anuran choruses.

We also acknowledge that these models are a proof of
concept and need to be more rigorous and grounded in or-
der to be of scientific value. For example, the agents only
emit single frequencies and communicate synchronously. A
more realistic model would support vocalisations of arbi-
trary complexity, and agent memory to allow asynchronous
call and response behaviours. Given the number of free pa-
rameters, we are mindful of WYWIWYG (what you want is
what you get) (Wheeler et al., 2002), although we try to mit-
igate by beginning with a minimal model. The models do
however capture the core characteristics of spectro-temporal
soundscape partitioning, and SE and LZC metrics show a
formation of structure, laying the ground for more rigorous
work in SAC in the future.
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Figure 2: Spectrogram of the world soundscape over a typical run of model 1 seeded with a population of agents with randomly
initialised gene and energy values.
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Figure 3: Spectrogram of the world soundscape over a typical run of model 2 seeded with a population of agents with randomly
initialised gene and energy values.
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Figure 4: Population size for all models. Filtered white noise
was introduced at iteration 40,000.

Synthetic Acoustic Ecology as a Lingua Franca for
a Transdisciplinary Acoustic Ecology
These models illustrate the sonically situated principle of
the proposed SAC, where interaction between agents and the
world take place through digital audio, drawing upon meth-
ods and principles of computer music and machine listening.
Just as perceptually situated Alife models Alife afford ex-
ploration of emergent phenomena without regressing to high
level explanatory theories, sonically situated models offer a
means to explore soundscape as an emergent phenomena.

Back in 2001, Seth Bullock suggested that Alife models
might serve as a lingua franca between empirical and the-
oretical biology (Wheeler et al., 2002). Bullock suggests
Alife simulations can open up dialogue between those fol-

lowing formal modelling approaches and the wider biology
community, under the conditions that these models are both
scientifically rigorous and communicable with pedagogical
transparency and clarity – ‘completely rigourous and max-
imally luminous’. We should also be careful to avoid pro-
jecting added reality onto simulated models. Our sonically
situated models output digital audio which is isomorphic in
format with empirical and creative soundscape data; they
can can be auditioned and viewed as spectrograms and anal-
ysed using same machine listening techniques as artistic and
scientific acoustic ecology research. Although our mod-
els are simple, the framework arguably represents a literal
lingua franca, not only between empirical and theoretical
ecoacoustics, but across artistic and scientific, cultural and
biological enquiries concerned with listening to, recording,
analysing and interpreting the soundscape. SAC supports
theoretical investigation to understand how soundscape are
shaped by and shape agent behaviours, and also conceiv-
able may foster insights into novel machine listening meth-
ods for population-level soundscape analyses which could
bolster application in ecological monitoring and prediction.

Future developments
The models presented here provide a proof of concept,
and an initial support for the basic premises of the ANH.
Obvious immediate developments include integration of
biologically-plausible models of vocalisations of organisms
from different taxa, development of agent morphologies and
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Figure 5: Zooming in: first and final minutes for each model
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Figure 6: SE, measured over averages of 100 FFT frames
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Figure 7: LZC, measured over averages of 100 FFT frames

spatial dimensionality. Beside theoretical explication, we
see potential applications in both planning and creative con-
texts: agent-based modelling could contribute to growing re-
search which aims to mitigate the impact of noise pollution
in planned marine development (Codarin et al., 2009) and
land-use changes (e.g. airport expansion, shipping channels
etc.); intriguing compositional prospects also exist for ap-
plication in procedurally generated soundscape synthesis in
VR and game worlds, a similarly vibrant area of research
and development (Yannakakis and Togelius, 2017).

Conclusion
We introduce Synthetic Acoustic Ecology as a fecund vehicle
of enquiry for, and exchange between, scientific and artistic
investigation within the wider field of acoustic ecology. Two
proof-of-concept models of the Acoustic Niches Hypothe-

ses were presented which demonstrated emergent spectro-
temporal soundscape partitioning due competition between
sonically situated agents. We highlight the potential of SAC
as a prospective lingua franca for empirical and theoreti-
cal ecoacoustics, and wider artistic, technical and scientific
exchange, which could lead to genuinely transdisciplinary
frameworks for the investigation of the acoustic environment
as the interface of human and natural systems.
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Kapucu, F. E., VÃlkki, I., Mikkonen, J. E., Leone, C., Lenk, K.,
Tanskanen, J. M. A., and Hyttinen, J. A. K. (2016). Spec-
tral entropy based neuronal network synchronization analysis
based on microelectrode array measurements. Frontiers in
Computational Neuroscience, 10:112.

Krause, B. (1993). The niche hypothesis, a hidden symphony of an-
imal sounds, the origins of musical expression and the health
of habitats. The Explorers journal, Winter:156–160.

Lempel, A. and Ziv, J. (1976). On the complexity of fi-
nite sequences. IEEE Transactions on information theory,
22(1):75–81.

McCormack, J. (2003). Evolving sonic ecosystems. Kybernetes.

McCormack, J., Eldridge, A., Dorin, A., and McIlwain, P. (2009).
Generative algorithms for making music: emergence, evolu-
tion, and ecosystems. In Dean, R., editor, The Oxford Hand-
book of Computer Music. Oxford University Press.

Monacchi, D. (2013). Fragments of extinction: acoustic biodiver-
sity of primary rainforest ecosystems. Leonardo Music Jour-
nal, pages 23–25.

Monacchi, D. and Krause, B. (2017). Ecoacoustics and its expres-
sion through the voice of the arts: An essay. Ecoacoustics:
The Ecological Role of Sounds, pages 297–312.

Morton, E. S. (1975). Ecological sources of selection on avian
sounds. The American Naturalist, 109(965):17–34.

Pijanowski, B. C., Villanueva-Rivera, L. J., Dumyahn, S. S., Fa-
rina, A., Krause, B., Napoletano, B. M., Gage, S. H., and
Pieretti, N. (2011). Soundscape ecology: the science of sound
in the landscape. BioScience, 61(3):203–216.

Schafer, R. (1977). The Soundscape: Our Sonic Environment and
the Tuning of the World. Destiny Books, Rochester, Vermont.

Southworth, M. F. (1967). The sonic environment of cities. PhD
thesis, Massachusetts Institute of Technology.

Stowell, D. and Plumbley, M. D. (2014). Automatic large-scale
classification of bird sounds is strongly improved by unsu-
pervised feature learning. PeerJ, 2:e488.

Sueur, J. and Farina, A. (2015). Ecoacoustics: the ecological inves-
tigation and interpretation of environmental sound. Biosemi-
otics, 8(3):493–502.

Sueur, J., Farina, A., Gasc, A., Pieretti, N., and Pavoine, S.
(2014). Acoustic indices for biodiversity assessment and
landscape investigation. Acta Acustica united with Acustica,
100(4):772–781.

Sueur, J., Pavoine, S., Hamerlynck, O., and Duvail, S. (2008).
Rapid acoustic survey for biodiversity appraisal. PloS one,
3(12):e4065.

Truskinger, A., Cottman-Fields, M., Eichinski, P., Towsey, M., and
Roe, P. (2014). Practical analysis of big acoustic sensor data
for environmental monitoring. In Big Data and Cloud Com-
puting (BdCloud), 2014 IEEE Fourth International Confer-
ence on, pages 91–98. IEEE.

Turner, M. G., Gardner, R. H., O’neill, R. V., et al. (2001). Land-
scape ecology in theory and practice, volume 401. Springer.

Turner, P., McGregor, I., Turner, S., and Carroll, F. (2003). Eval-
uating soundscapes as a means of creating a sense of place.
Georgia Institute of Technology.

Waters, S. (2007). Performance ecosystems: Ecological ap-
proaches to musical interaction. EMS: Electroacoustic Music
Studies Network, pages 1–20.

Wheeler, M., Bullock, S., Paolo, E. D., Noble, J., Bedau, M., Hus-
bands, P., Kirby, S., and Seth, A. (2002). The view from
elsewhere: Perspectives on alife modeling. Artificial life,
8(1):87–100.

Yannakakis, G. N. and Togelius, J. (2017). Artificial Intelligence
and Games. Springer.

303

https://doi.org/10.5281/zenodo.1252326
https://doi.org/10.5281/zenodo.1252326


Viva in Silico: A position-based dynamics model for microcolony morphology
simulation

Christoph Bader1, Sunanda Sharma1, Rachel Soo Hoo Smith1, Jean Disset1, and Neri Oxman1

1Massachusetts Institute of Technology, Cambridge, MA 02139
neri@media.mit.edu

Abstract

We present a position-based dynamics model for microcolony
growth. In addition to achieving fast and stable simulation
of thousands of cells, this model allows for the computa-
tion of cell interaction with the environment without sacri-
ficing robustness and predictability. We introduce state-of-
the-art principles of synthetic biology into our framework to
enable biologically-informed microcolony pattern formation.
We give detailed implementation of growth, communication,
and external influences within the system and demonstrate
our method for several scenarios which are experimentally
verified. Finally, we provide a use case for rapid simulations
enabled through our method including parameter search for
tuning spoke-based pattern formation utilizing predefined and
formulated biological primitives.

Introduction
Pattern formation is a prime example of complex synchro-
nized single and multiple cell behavior. The reproducible
emergence of patterns has garnered great interest in the
field of synthetic biology, which uses engineering princi-
ples to design and build biological components, elucidat-
ing new insights on life (Liu et al., 2013). Research ad-
vances in synthetic pattern formation are increasingly en-
abling the ideation and implementation of practical applica-
tions associated with programmable morphologies. Within
the field of engineered living materials, such applications
include nanowire formation (Chen et al., 2015), self-healing
construction materials (Wiktor and Jonkers, 2011), and mul-
tifunctional tissue constructs (Khademhosseini and Langer,
2016).

As cell-to-cell interactions become more complex and
challenging to predict across spatial and temporal scales,
biologically-informed computer aided design (bioCAD)
tools to study and design cell colony behavior become in-
dispensable. Cell colony behavior is frequently modeled by
agent-based methods, where complex global colony charac-
teristics arise from local cell behavior dened on the level of
an individual cell. Popular implementations of this approach
can be found in frameworks such as CellModeller (Rudge
et al., 2012), GRO (Jang et al., 2012), and Biocellion (Kang
et al., 2014).

We introduce an agent-based modeling approach using
position-based dynamics (PBD) (Müller et al., 2007) for the
simulation of local cell interactions. Traditional approaches
using classical dynamics attempt to approximate variations
in acceleration, velocity, and position caused by momen-
tum using numerical integration as a function of applied
forces. In contrast, PBD solves systems of position-based
constraints in an iterative manner. The PBD approach has
been applied to the simulation of both soft and rigid bodies
(Deul et al., 2016), fluids (Macklin and Müller, 2013), and
crowds (Weiss et al., 2017).

This results in two advantages over rigid-body or mass-
spring systems commonly used in agent-based modeling for
colony behavior. First, the robustness and speed of PBD al-
lows for the simulation of large colonies of millions of cells.
Second, simulations become controllable as the positions of
cells can be changed without disturbing the stability of the
system. This enables simple implementation of interactions
of cells with an environment acting upon them.

In this paper we provide a detailed description of our
method and subsequently show simulation results as well as
related in vitro experiments. To conclude, we show a con-
crete example of pattern formation implemented with our
method showcasing some of its advantages.

Method
We describe our model framework for the simulation of con-
trollable pattern formation in microcolonies. We base it on
real-world biological primitives used in the synthetic biol-
ogy context encompassing growth, division, differentiation,
communication through quorum signals, state-switching and
cell interaction with the environment.

Growth
We model the cell population as a set of vertices V =
{v1, ..., vn} where each vertex represents a single cell, or
a collection of vertices represents a cell with a shape of the
cell being determined by edges E = {e1, ..., ej} ∈ V × V .
We name this collection of vertices, cells C = {c1, ..., cm},
where each element ci is either a single vertex or deter-
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mined by a surjective mapping C(vi):V → C, where
T = C−1(ci) are connect by edges in E. The cells C can be
associated with additional properties such as expression rate
of signals, cell type, division rate (doubling per hour), mass,
velocity, size etc. We collect these as a set of state variables
S = {s1, ..., sm}.

The goal of the simulation framework is to predict behav-
ior of colonies containing millions of cells over long periods
of time while still observing cell behavior at the single cell
level. Additionally, simulations should produce patterns fast
and stable, in order to perform parameter searches with nu-
merous initial and boundary conditions of the system. Such
a system will enable users to guide circuit engineering for
final in vitro pattern formation. To achieve this, we model
cell dynamics, growth, and differentiation in a position-
based dynamics framework (Algorithm 1). PBD simulations
solve systems of non-linear constraints updating position di-
rectly in addition to working with a force-based position
estimate. Accordingly, cell interactions during growth are
mostly modeled here by constraints acting on a neighbour-
hood of cells. We use contact, friction, cohesion, cell divi-
sion, and inhibition to mimic the dynamics of an evolving
colony. Cell contact is resolved through the distance con-
straint K(xi, xj) = xi − xj − (ri + rj) ≥ 0 where the
position and size of vi are denoted by xi and ri respectively.
Cell-to-cell kinematic and static friction are adopted from
particle-based schemes (Macklin et al., 2014). To achieve
cell cohesion, an XSPH viscosity model is adapted to up-
date vertex velocities (Macklin and Müller, 2013). Cell di-
vision occurs at a cell-specific rate and is modeled by adding
vertices to the system.

In the case of single vertex cells, vertices are inserted at an
offset to the cell position in the direction of a position gradi-
ent of the local neighborhood. In the case a cell shape is used
for ci, vertices are inserted to T at the bisection of edges
exceeding a cell-specific length, and a new cell ci+1+m is
formed if the cells total edge-lengths exceed a threshold.
In both cases, the cell size is increased over time until the
threshold is reached. Details on the modified PBD algorithm
can be found in Algorithm 1.

Communication

Communication in and across colonies is mediated by se-
cretion of specific molecules and subsequent response when
a threshold concentration is reached. To enable cell-to-cell
signaling, the substrate is modeled as a regular grid on which
signals An (chemical inducers) are modeled as fluids. In
particular, every grid cell queries the cell population for
cells which occupy it. The cells carry associated production
rates for signals depending on their type and their respec-
tive rate is incorporated in a source term sAn

(x). Diffusion
and sourcing is then modeled through the partial differential
equation

Algorithm 1 Framework
construct V = {v1, · · · , vn}, C = {c1, · · · , ci}, E =
{e1, · · · , eq}, S = {s1, · · · , sl}
for all vertices vi do

initialize xi = xi
0, vi = vi

0, wi = 1
mi

end for
for all fields Ak do

initialize Ak = Ak
0

end for
initialize substrate velocity VA = VA

0

loop
for all vertices vi do vi ← vi + ∆twifext(xi)
for all vertices vi do pi ← xi + ∆tvi
for all vertices vi do

generateCollisionConstraints(xi → pi)
end for
loop solverIterations times

projectConstraints(K1, · · · ,Km+coll, p1, · · · , pn)
end loop
for all vertices vi do

vi ← pi−xi

∆t
xi ← vi

end for
velocityUpdate(v1, · · · , vn)
solve∇ · VA = 0
for all fields Ak do

solve δAk(x)
δt = Dk∇2Ak(x) for ∆t

advect dAk(x)
dt = δAk(x)

δt +∇Ak · VA
end for
for all cells ci do

a1, · · · , aq ← sampleSignals(C,Ak)
s1, · · · , si ← grow(V,C,E, a1, · · · , aq, s1, · · · , si)
s1, · · · , si ← divide(V,C,E, a1, · · · , aq, s1, · · · , si)
s1, · · · , si ← differentiate(V,C,E, a1, · · · , aq, s1, · · · , si)

end for

∂An(x)

∂t
= Dn∇2An(x) + sAn

(x) (1)

and discretized by a finite difference scheme. Here, Dn

is the diffusion coefficient of An and specific to the signal.
Furthermore, to enable quorum sensing, cells sample the
grids and associated concentration of the signals and values
are interpolated bilinearly. Obtained signaling information
can be used to make decisions on the cell state.

States
In a recent progression, synthetic finite state machines have
been established using combinations of integrases, enzymes
that insert or excise DNA from a bacterial genome, to record
state in a DNA register and further create phenotypic expres-
sions for each differentiated cell state (Roquet et al., 2016).
The Recombinase-based State Machine (RSM) is thus in-
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dicative of the ability to program cells to carry out higher
level serial operations and cellular computation. Further-
more, a bacterial cell may represent both virtual and physi-
cal properties—achieving not only a logical progression, but
also a change of chemical and physical signals, in relation
to an environment, and spatial positioning relative to other
cells. For this reason, the state variable S in our framework
carries information about cell behavior in the system and is
changed by the sampled quorum signals.

Figure 1: Variability of 2D cell shape in our framework and
effects on global colony morphology. Globular cell shapes
result in a uniform colony boundary shown in (A), while
rod-like cell shapes in (B) and (C) result in colonies with
rougher boundaries.

Environment
By avoiding the use of a force-based model, simulations
using a position-based dynamics approach allow the direct
modification of positions and velocities in their respective
estimates before solving of the constraints. This enables a

Figure 2: Simulation of cell colony morphologies in R3. (A)
3D colony growth under gravity resulting in characteristic
convex shape. (B) unconstrained colony growth.

direct approach for our system to interact with other simu-
lations. In our case, since the signaling process is already
modeled on a grid, we can model the advection of signals
by an external velocity field and solving a simplified fluid
model. We then model the advection of cells using a fluid
velocity field. Similar to fluid implicit particle methods this
allows one to combine simulation of cells in parallel to the
potential mechanics of fluids inside or over the substrate.
Contacts and collisions with external geometries can be re-
solved in a similar fashion, by updating position estimates.

Experiments and Results
We demonstrate our PBD framework through a variety of
scenarios representing growth, cell-to-cell communication,
and cell-environment interaction.

Growth
We demonstrate how distinct global colony morphologies
can be observed from local cell shapes in Figure 1. Cell
shape, as shown above, is modeled as a set of connected
edges. Initial cells are colored and color information is
passed along during division. Figure 1 (A) shows globular
cell shapes with diameters of up to 2 µm. Figure 1 (B) shows
rod-like cell shapes with lengths of up to 3 µm. Figure 1 (C)
shows rod-like cell shapes up to 10 µm in length. Distinct
global colony morphologies can be observed from local cell
shapes. While globular cells result in uniform spoke-like
propagation of cell types from the center outwards, long
strand-like cell shapes result in local curling and a fuzzy
boundary of the emerging colony. Unlike other methods, our
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Figure 3: Two examples of cell-to-cell communication
within our framework. Quorum sensing and response are
illustrated in (A) by an initial cell population sensing two
signals within the substrate and responding by state switches
shown in the diagram. In (B) quorum signaling is illustrated
by a colony expressing two signals.

approach is not limited to flat environments. When gravity
is incorporated in the position estimate in the PBD scheme,
typical 3D cell colony morphologies start to emerge from
interaction of cell division and inhibition. Figure 2 shows
the development of cell morphologies in R3. Initial cells are
colored, and color information is passed along during divi-
sion. Figure 2 (A) shows cells no longer constrained to R2

and growing on a flat substrate plane under gravity. Here,
cell growth is inhibited by the gravity-induced strain on the
cell and through the contact with the substrate plane. In Fig-
ure 2 (B), gravity and substrate plane are removed and cells
divide freely, yet are constrained by the dampening in the
system. In Figure 2 (B) (lower right) cell clusters originat-
ing from two individual cells are isolated and show spherical
cone morphology. This type of simulation is particularly im-
portant in the formation of potential arrangements of cells in
3D for living materials. We give simulation durations in Fig-
ure 2 in Table 1 for up 100000 cells. All measurements were
taken on an Intel Xeon E5-1650v3 at 3.50 GhZ, with 64GB
RAM and NVIDIA Quadro M4000 graphics card.

Figure 4: Examples of interactions of the growth model with
external influences. We show the interaction of the growth
model with a simple fluid dynamics model in (A) simulating
the mixing of cells and viscosity increase of the substrate.
In (B) the interaction of the growth model with an external
object is demonstrated.

Communication
Two examples of cell-to-cell communication within our
framework are shown in Figure 3. In Figure 3 (A) an exam-
ple of quorum sensing with recombinant circuits is given.
Here, two signals are placed on a substrate and cause the
state of the cells to switch according to the diagram in the
upper left of the figure. In Figure 3 (B) an example of quo-
rum signaling with a recombinant circuit is given. Here, the
initial cell type (white) expresses signals A and B. Upon
reaching a threshold concentration, cells switch to another
cell type amplifying the production of the received signal
causing the state-switch. This demonstrates a feedback loop
resulting in a stable spoke pattern.

Environment
Examples of interaction of the growth model with external
influences are shown in Figure 4. Figure 4 (A) presents the
mixing of cells and signals within a substrate hardening over
time (e.g. cooling of agar over time). From left to right, we
show two cell types (A and B), signal A, signal B, and the
velocity field of the system. Signal A induces cell-type A
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Cells 20000 40000 60000 80000 100000
A (m:s) 1:36 2:42 3:57 5:18 6:49
B (m:s) 1:12 1:40 2:12 2:49 3:28

Table 1: Simulation durations for different cell counts in
Figure 2.

and signal B induces cell-type B (red and yellow). Initially,
cells are randomly distributed (leftmost image). Cells and
signals are mixed by the velocity field, which vanishes over
time due to increasing viscosity of the substrate, resulting
in a final stabilized pattern. (B) Shows the interaction of
a spoke forming colony with an external object. Here, we
show that inhibition in our system is temporary and cause
by contact inhibition of growth. Cells that regain free space
and therefore have reduced internal strains are no longer in-
hibited. This results in the restoration of the global colony
morphology.

In Vitro Experiments
Two validations of our simulations through experimental re-
sults are given in Figure 5. Figure 5 (A) confirms the re-
sults of Figure 4 (A), illustrating the mixing of two recom-
binant Escherichia coli (DH5 Pro) populations within an
agar suspension. The heterogeneous distribution of the two
populations is visualized by the expression of either green
or red fluorescent protein (GFP or RFP respectively), and
was imaged using a Canon 5D camera and a transillumina-
tor (SafeLight, Invitrogen). Figure 5 (B) compares in sil-
ico and in vitro results regarding the E. coli colony height
(elevation view). In silico, we simulated the growth of a
colony-similar to Figure 2 (A)-of circa 1 million cells. In
vitro, cells from an overnight culture were grown on Luria-
Bertrani (LB) agar plates for 24 hours at 37◦C, and subse-
quently imaged with a Nikon D3300 camera. Figure 5 (C)
compares in silico and in vitro results of Bacillus subtilis
(ATCC 6051) growth on a soft agar substrate. Decreased
substrate stiffness is correlated with increased cell length
and sliding motility (Fall et al., 2006). Cells were grown
for 24 hours at 30◦C on 1.0% agar supplemented with nu-
trient broth and subsequently stained with propidium iodide
and SYTO 9 (Invitrogen). Samples were imaged using a Le-
ica TCS SP8 confocal system. The in silico model used was
similar to Figure 1 (C), with lower friction between substrate
and cell.

Case Study
The speed and robustness of our system make it valuable
for parameter searches on pattern forming engineered sys-
tems. We leverage our framework for initial predictions
of controlled spoke formation in bacteria. We model low
basal levels of recombinase expression to control switching
frequency and repression of recombinase expression upon

Figure 5: Example validation of simulation results. (A) Il-
lustrates in vitro results of mixing two E. coli strains (one
expressing GFP, one expressing RFP). (B) Comparison of in
silico and in vitro results regarding colony height and shape
(elevation view). (C) Comparison of in silico and in vitro
results of B. subtilis growth on a soft nutrient agar substrate.

switching. This is done through quorum signaling of already
differentiated cells repressing recombinase expression thus
limiting switching of nearby cells.

We parameterize the simulation with three variables: 1)
Switching frequency - the probability of cells switching
from their undifferentiated state to a differentiated state, 2)
Repressor expression - the rate at which the repressor is ex-
pressed by the cells, 3) A random initial configuration of
cells. Results are shown in Figure 6. In Figure 6 from left
to right, switching frequency is decreased and from top to
bottom, repressor expression increased. Sixteen simulations
are given in panels, where the top shows colony morphol-
ogy and the bottom shows repressor concentration. Gener-
ally, switching frequency allows control over the frequency
of spokes, while repressor expression rates allow localiza-
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Figure 6: Examples of a parameter search on microcolony
spoke formation. From left to right we vary switching fre-
quency; from top to bottom, we change repressor expres-
sion. This results in control of frequency of spokes and lo-
calization of spokes respectively.

tion of spokes. Clearly, switching frequency allows for ap-
proximate control over number of spokes formed, and re-
pressor expression allows for tuning of localization of the
spokes. However, the dynamics of the system are more nu-
anced. As an example, high switching frequency and low
repressor expression still result in high repressor concentra-
tion in the substrate due to delayed In Figure 6 from left
to right, switching frequency is decreased and from top to
bottom, repressor expression increased. 16 simulations are
given in panels, where the top shows colony morphology
and the bottom shows repressor concentration. Generally,
switching frequency allows control over the frequency of
spokes, while repressor expression rates allow localization

of spokes. Clearly, switching frequency allows for approx-
imate control over number of spokes formed, and repressor
expression allows for tuning of localization of the spokes.
However, the dynamics of the system are more nuanced.
As an example, high switching frequency and low repres-
sor expression still result in high repressor concentration in
the substrate due to delayed repression in the system and the
ability of more cells to switch. Additional parameter tun-
ing can help to elucidate the system’s response, and may be
addressed in future work.

Conclusions and Future Work
In this paper, we introduced a position-based dynamics ap-
proach to microcolony morphology simulation. Compared
to existing methods the advantages of PBD are large time
steps, guaranteed stability, and ease of control. Drawbacks
of our method as with all PBD systems is the lack of relation
of the model to real world parameters. While the simulations
shown herein can be used to predict general behaviour and
interactions of cells, we do not aim to simulate real world
cell behaviour in its entirety. Additional constraints may be
introduced in the growth model such as bending stiffness
to extend the range of potential organisms and behaviour.
Smart parameter tuning of the simulation model, enabled by
the large number of experimental data obtainable within a
short amount of time may help to align in silico experiments
with in vitro observations.
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Abstract

In biology, there is a direct and dynamic relationship between
an individual’s form, in terms of shape, size, number and con-
nection of limbs, and the functions that the individual can
perform, such as temperature regulation, movement, and re-
production. These relationships influence the biological di-
versity of existing and extinct species, and there is a critical
need for biologists to further understand them. The analysis
of the interplay between form, function, and environmental
constraints on current species is a challenging task. The prob-
lem is difficult to formalize due to the many form and func-
tion models that need to be encoded, requiring real data for
their definition. However, current research focuses on under-
standing how forms of imagined species can evolve to achieve
optimal functions, without using real data to encode species
diversity and functions. In this paper, we present an approach
to study the interplay between form and function. Using real-
life data collected from field experiments, our multi-objective
optimization framework allows for the definition of various
functions, including swimming speed, reproduction potential,
and an organism’s morphology. As an example, we employ
our approach to determine the optimal forms for maximum
swimming speed and reproduction potential in a group of ma-
rine amphipods.

Introduction
Earth’s biological diversity can be represented by a vast ar-
ray of forms (Foote, 1997). These morphologies are shaped
by and affect different functions, including reproduction,
mobility, and resource acquisition. The tight and changing
relationship between form and function has determined the
fate of extinct species. In rapidly changing environments
such as those predicted by future climate scenarios, it is of
paramount importance to understand how form and func-
tion will be affected, and whether species will be able to
adapt or will become extinct. Current experimental tools
and research have limited predictive ability and studying
the evolution of form and function relies on the observa-
tion and experimentation only with current species (Jänes
et al., 2015). Predicting form and function of extinct, fu-
ture, and even impossible species is an invaluable scientific
advancement (Foote, 1997; Grant and Grant, 2011; Wain-
wright, 2007). Future and fictional species in particular can

provide a glimpse of how current species could evolve and
how their form and function could adapt to changing envi-
ronmental conditions (Grant and Grant, 2011; Wainwright,
2007). The exploration of these species and their functions
provides much needed insight, allowing researchers to focus
on aspects such as water flow, temperature, colour change
and courtship among others.

In marine habitats, most species have two life stages,
namely, sedentary and nomadic. These stages have evolved
distinct shapes and can undergo significant changes in form
and size. The differences in shape and size between life
stages can be explained by the environment and the func-
tion that these forms experience. The sedentary stage has
evolved traits to maximize reproduction and feeding at a
cost of reducing mobility (Munguia et al., 2011). Species
in this stage may be territorial or even completely immo-
bile, as is the case of barnacles or mussels (Olson, 1985).
In contrast, in the nomadic stage, a larva or a juvenile is
cast into the water column where it can spend large peri-
ods of time before settling on to new habitats (Palmer et al.,
1996; Roughgarden et al., 1985). These individuals are of-
ten small (< 5mm) and to maximize energy rely on currents
for transport. Species have therefore evolved shapes to help
control buoyancy such as spines or spherical morphologies
(Levinton, 2001). These two morphologically distinct stages
have very specific functions associated with either moving
through the water column or anchoring down to substrates
and resisting flow regimes. Successful species are those that
can maximize their function in both sedentary and nomadic
stages (Munguia, 2014; Munguia et al., 2007) and avoid dis-
turbance (Munguia and Miller, 2008).

Water flow affects movement behaviour and trajectory
(Koehl and Hadfield, 2010). Inertial forces govern move-
ment for large organisms who are usually powerful swim-
mers. In contrast, small organisms are influenced mostly by
viscosity and are thus more sensitive to the influence of flow
speed and turbulence (Koehl and Hadfield, 2010). Morphol-
ogy can also be linked to reproductive success as traits can
be used as indicators of mate quality (Shuster and Wade,
2003). In crustaceans, such traits are often body size and the
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large claw of males. These traits can have a direct effect on
swimming ability or other functions, often as an opposing
force (Darnell and Munguia, 2011).

Existing work in the area of evolving morphologies fo-
cuses mainly on evolving imagined species with particu-
lar traits, such as movement (Miconi and Channon, 2005),
swimming and crawling (Taylor and Massey, 2001), for-
aging (Pilat et al., 2012), and flying (Shim et al., 2004).
These approaches rely on block-like representations of var-
ious alien shapes, usually evolved using single-objective
algorithms with fitness functions defined using simplistic
physics models (Miconi and Channon, 2005) or more com-
plex models limited to a single shape (Shim and Kim, 2006).
There is a lack of computational approaches that analyse
the evolution and extinction of real species as a response to
changes in the environment and population dynamics.

We propose to address this gap through a system that em-
ploys single and multi-objective evolutionary algorithms on
shape encodings of real-life species. In our system, fitness
functions are defined either as regressions based on datasets
collected from real-life experiments and observations of ex-
isting species, or using previously validated biological mod-
els. It is this unique collaboration between computational
methods and biology that permits answering more complex
”what-if” questions about the evolution or extinction of past
and present species. As an example of how our system can
be used, in this paper, we model several traits such as body
size and claw size to test the evolution of shapes in crus-
taceans that rely on swimming but attempt to maximize re-
productive potential. This paper represents a first step in this
direction, with other attributes, environmental constraints
and models easily added to the software architecture. We
focus on gammarid amphipods (Crustacea: Peracarida: Am-
phipoda). The contribution of our work is twofold:

• an approach for evaluating the evolution of form and func-
tion using real data to define species

• a case study evaluating this approach and analyzing the
evolution and extinction of gammarid amphipods species

Related Work
Extensive research interest has been on the evolution of arti-
ficial creatures that can perform various optimized functions
since the 1990s. This work started with the seminal work of
(Sims, 1994a,b), who pioneered the evolution of morpholo-
gies and controllers of virtual creatures. Sims proposed the
use of 3D blocks to represent virtual creatures, with neural
network controllers embedded in the modules. The results
showed various behaviors for independently evaluated learn-
ing tasks, such as swimming, walking, jumping, and follow-
ing a light source. The work was extended in various ways
in the following years, however no work, to the best of our
knowledge, has yet to focus on analyzing the potential evo-
lution and extinction of real-life species. Instead, the focus

is on the evolution of various behaviors from scratch, with-
out any correspondence to real-life species. We detail some
of this research below.

Taylor and Massey (2001) expanded Sims’ work and
evolved swimming and crawling creatures. The Framsticks
system (Komosinski, 2000) evolved stick creatures com-
posed of cylindrical body parts and joints, to show simple
moving and swimming behaviors. The control of the Fram-
sticks creatures is accomplished using an evolved neural
controller, however the system only allows a few individu-
als to be simulated at a time, and the ecosystem is reduced in
size and variables. Shim and Kim (2006); Shim et al. (2004)
again expand on Sims’ work to evolve flying and swimming
morphologies. Miconi and Channon (2006) have success-
fully evolved virtual creatures for the tasks of locomotion
(Miconi and Channon, 2005) and the co-evolutionary task
of box-grabbing. In contrast to Sims work, their model uses
a tree-like model and McCulloch-Pitts neurons. Pilat et al.
(2012) focus on foraging behaviors, while Mazzapioda et al.
(2009) focuses on evolving virtual creatures optimized for
movement on level and uneven terrain. Chaumont et al.
(2007) have used the Sims creature model to evolve walk-
ing and block-throwing (catapults) creatures. Their model
used a subset of Sims neurons and body modules specifi-
cally modified to fit the block-throwing task. Their work
also discusses the prevention of exploitative behavior and
the importance of fitness functions.

In the work analyzed above, the fitness functions are ex-
plicitly defined by software developers. While they tend
to follow some form of physics-inspired equations, e.g., in
the case of Shim et al.’s flying creatures, the fitness func-
tions in general are not driven by measurements of biologi-
cal processes. Moreover, through the nature of the research,
which is focused on the evolution of the best artificially-
created shape, several biological-focused questions are not
answered. These questions are focused less on artificial
creatures, and more on the evolution and extinction of ex-
isting species in response to various changes in environment
and species functions. In our work, we aim to allow sci-
entists to answer these questions through the use of evo-
lutionary algorithms where creatures are evolved from real
species, and fitness functions are defined realistically, using
either data collected from real-life field trips or real biolog-
ical models. We discuss the problem of form and function
in gammarid amphipods (a type of crustacean) below, as an
example of this approach.

Problem Formulation
Form and Function in Crustaceans
There are many functions of the crustacean individual that
are influenced by its shape. These include swimming veloc-
ity, Reynolds number, reproduction potential, and tempera-
ture flow among others. These functions in turn influence
whether an individual survives, and leads, in the end, to the
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Figure 1: Exploring Form and Function using Evolutionary Algorithms

entire species’ survival or extinction. Our approach aims to
study these relationships using evolutionary algorithms and
existing datasets as shown in Figure 1.

A Form Generator module generates various morpholo-
gies using evolutionary algorithms, which will optimize
these morphologies based on various objectives, such as ve-
locity or temperature regulation among others. Fitness func-
tions will be calculated either using real-life datasets or var-
ious biological models. Each generated species is saved into
the repository, from where it can be further analysed. Ini-
tially, as shown in this paper, the morphology encoding is
done manually. However, a large corpus of morphological
information is found on drawn plates, such as the one pre-
sented in Figure 3. We plan to employ image analysis algo-
rithms to deduce form encoding, in particular the separation
into body, antenna and claws groups.

Using various single and multiple-objective algorithms
modeling the relationships between crustacean forms and
various functions, as well as the relationship between var-
ious individuals in a species, we aim to determine the fate
(with respect to survival and extinction) of various species.
Contrary to existing approaches that do not rely on real data
collected from the field, our function evaluation, as dis-
cussed below, is performed as a regression operation or us-
ing formula employing regressed values. This allows a real-
istic perspective on the survival of the generated species.

The focus for this current phase of our work is on body
and claw size, together with other morphological compo-
nents. Given a crustacean individual Ci, we can formally

define it as a series of body parts of size bij , Ci = {bij |bij ∈
R+, j = 1 . . . n}, where n is the total number of body parts
considered. To aid in the function definition, we further
define four key sets, namely, head, body, antennas,
and claws. As the name suggests, the head set contains
the encoding bij that corresponds to the head of the crus-
tacean, with |head| = 1. Similarly, the body set con-
tains all body parts other than claws and antennas, with
1 ≤ |body| ≤ n − 3. The antenna set contains the en-
codings of all antennas, 2 ≤ |antennas|, and the claws
set contains the encodings of all claws, 1 ≤ |claws|, with
the assumption that each crustacean will have at least two
antennas and one claw.
In the absence of a complete taxonomy of existing am-
phipods as well as a complete encoding of all individuals,
it is impossible for a computer to determine, based on the
above encoding, to which amphipod species an individual
belongs to. Instead, we define our own species encoding as
shown in Figure 2. Within a population of amphipods Ci,
all jth body parts bij , for all values of j, are collected and
a normal distribution is fitted to them. To allow for enough
species diversity, each of the body part-specific fitted distri-
bution is divided into three regions, which are assigned an id
of 1 to 3, as shown in Figure 2. The species id of an individ-
ual amphipod is constructed by concatenating the assigned
ids for each individual body part. For example, the species
id for individual C1 in Figure 2 will start with 1, since the
body part b11 is assigned to the first group in the size distri-
bution. We represent the solution to the form and function
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problem using a single chromosome, which encodes the size
of connected body parts, as shown in Figure 3. With infor-
mation about the size of each body part, the functions of
each individual can be evaluated.

As discussed above, there are many trade-offs between an
individual’s form and their various functions. For simplicity,
in this paper we focus on the trade-offs between the veloc-
ity, reproduction potential, and the form of an individual. To
handle these, we propose the application of multi-objective
evolutionary algorithms, such as NSGA-II to optimize to-
wards a solution (Deb et al., 2002). Rather than evolving
solutions towards a single optima, multi-objective evolution-
ary algorithms maintain a set of optimal solutions - termed
collectively a pareto optimal set - that represent different
trade-off solutions to be chosen by the scientist. In this case,
the NSGA-II algorithm is used to optimize the form of an
amphipod both for maximum speed and reproduction poten-
tial simultaneously by applying appropriate crossover and
mutation operators. This problem is interesting from an al-
gorithmic point of view as it involves a number of complex-
ities, including the multi-objective nature of the problem,
the unique collaboration between computer science and bi-
ology, and the use of real-life data collected from the field
to calculate the various objective functions. In the follow-
ing sections, we discuss how the solutions to this problem
may be evaluated, with respect to the objectives of velocity
and reproduction potential, and how solutions are modified
using problem-specific operators.

Fitness Function Evaluation
We evaluate each solution using the following method. For
an individual Ci defined as Ci = {bij |bij ∈ R+, j =
1 . . . n}, we compute the reproduction potential and velocity
using equations 1 and 2.
Since the size of the claw of the males is a sexually se-
lected trait affecting reproduction potential in many amphi-
pod species, we define potential(Ci), the reproduction po-
tential of individual Ci as the relative size of its claw(s) to its

body, excluding antennas:

potential(Ci) =

n∑
j=1,j∈claws

bij

n∑
j=1,j 6∈antennas

bij

(1)

The velocity of an individual Ci is calculated from a re-
gression using data collected from video observations of
swimming individuals. In the laboratory, amphipods col-
lected from the temperate shallow waters of South Australia
are placed inside a small plexiglass cuvette filled with steril-
ized seawater. Their movements are recorded for 1 minute.
The videos are then analysed and velocity (measured in
cm/s) is recorded (Alenius and Munguia, 2012; Cook and
Munguia, 2013). After the video analysis, individuals were
photographed and body parts were measured. This work
has resulted in data from 231 individuals, with information
about the size of the various body parts belonging to the four
sets defined above, as well as their velocity, Reynolds num-
ber, and other environmental information.
In the initialization phase of the experiments, we compute,
from the initial dataset file and for each body part, the re-
gression slope. For each body part j, we compute the slope
y = ajx+cj , and store the regression setRj = {aj , cj , r2j},
where aj and cj are the slope coefficients and r2j is the coef-
ficient of determination for the regression for that particular
body part. When evaluating each individual C〉, we compute
its velocity, velocity(Ci) as the vector sum of the velocity of
each body part:

velocity(Ci) =
n∑

aj ,cj ,r2j∈Rj

r2j ∗ (aj ∗ bij + cj) (2)

It is important to highlight that our approach allows for
the definition of various functions, including among others
the Reynolds number of the body and the heat absorbency
and dissipation of an individual. We focus on velocity and
reproduction potential to showcase the approach, and allow
the extensive analysis of other functions, using other real-
life datasets collected as above, for our future work.

Problem Specific Operators
The proposed optimization framework is based on common
metaheuristic algorithms that are used in conjunction with
the fitness function evaluation method described above. We
employ both single and multi-objective algorithms to ana-
lyze species evolution with respect to velocity and reproduc-
tion potential. Both algorithms apply the same set of evolu-
tionary operators for selection, crossover and mutation, with
a slight modification for the selection operator in the multi-
objective case.
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For each algorithm, a standard Binary Tournament selection
operator is used at the beginning of each algorithm itera-
tion to select two parent solutions from the population. This
selection operator chooses two pairs of solutions from the
same species (as defined above) uniformly at random from
the population, performs a comparison of the fitness of the
solutions within each pair and selects the best solution from
each pair. The species evaluation is performed at the begin-
ning of each iteration. The two selected solutions are then
considered parent solutions for the subsequent crossover op-
erator. In the multi-objective implementation, the individu-
als with the current highest reproduction potential are cho-
sen. If a pool of such individuals exists, then the individuals
are selected uniformly at random for the pool.

A standard single-point crossover is applied to the solu-
tion chromosome of the solutions, where a crossover point is
chosen uniformly at random to divide the chromosome. The
first segment of the chromosome from one parent is then
combined with the second segment of the other parent to
yield valid chromosomes for two offspring solutions.

A mutation operator is then applied, with specified prob-
ability, to the offspring solutions. If a solution is chosen
for mutation, then each gene within its chromosome is ran-
domly flipped, taking into consideration problem constraints
such as an individual’s maximum size.

Experiments
In our experiments, we consider crustaceans from the order
Amphipoda. We consider that each individual Ci has five
body parts, i.e., n = 5, representing respectively: bi1 - head
size; bi2 - claw size; bi3 - body size; bi4 - first antenna; bi5 -
second antenna.

Experimental Parameters
Towards a realistic model, we employ parameters describing
the environment and initial population as shown in Table 1.
This set of experiments focuses on amphipods that are ex-

Parameter Value
Environment density 1,025 kg/m3

Environment viscosity 0.00124725 Ns/m2

Initial population size 50
Initial population generator input, random-repeat, random
Maximum population size 200

Table 1: Environment and Population Characteristics

periencing a marine environment, and thus we employ the
density and viscosity parameters of sea water as shown in
Table 1. While viscosity is a function of temperature, we
take this value to be constant as our model currently does
not consider temperature. A temperature model and other
parameters will be added in future work.

We start with an initial population size of 50 individ-
uals, whose characteristics are given by the value of the
initial population generator parameter. If this
parameter is equal to input, then the characteristics of
the individuals in the initial population are exactly those
present in our collected South Australian dataset. In a
random-repeat experiment, the most optimal individual
(with respect to either speed or claw size, or both) is selected
from the real data set. This individual is then replicated 50
times, with random changes to its size. A random experi-
ment will randomly create individuals with various profiles
to explore fictional or future species.

Single-Objective Evolutionary Algorithm
We implement two single-objective evolutionary algorithms
to optimize the amphipod body shape with respect to veloc-
ity and reproduction potential respectively. We embed the
problem formulation and operators described above within a
standard steady-state genetic algorithm, implemented within
the jMetal optimization framework (Durillo et al., 2006).
We configure the algorithms with a mutation and crossover
probabilities of 0.9 and a maximum number of evaluations
set to 100,000. We evaluated other parameter configurations
but found that these mutation and crossover probabilities
lead to the best results. We executed 30 independent opti-
mization runs, and for these experiments, we consider only
individuals with body sizes between 14 and 16 mm. The
mean and standard deviation for these runs are shown in Ta-
ble 2.

Initial Population Mean Velocity Std. Dev Best Velocity
Input 0.569 cm/s 0.073 0.719 cm/s

Random-repeat 0.828 cm/s 0.237 1.253 cm/s
Random 0.607 cm/s 0.281 1.042 cm/s

Initial Population Mean RP Std. Dev Best RP
Input 0.551 0.348 1.586

Random-repeat 1.048 0.578 2.633
Random 1.061 0.781 3.713

Table 2: Velocity and Reproduction Potential (RP)

As it can be seen in Table 2, the best velocity is achieved
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by the random-repeat population, whereas the best re-
production potential is achieved by the random population.
When optimizing for velocity, the random and input pop-
ulations yield results close in value. However, this is not the
case when optimizing for reproduction potential, where a
much larger variety across classes can be seen. This may be
due to the current model, in which reproduction potential is
only a function of the claw size, disregarding more compli-
cated biological aspects.

Figure 4 presents the extinction of species in the sin-
gle objective implementation for one run, when optimiz-
ing for reproduction potential, for the three types of popu-
lation. We define the extinction generation EG as the gen-
eration where a large percentage of the species become ex-
tinct, that is, the generation where the number of species
drops to below 2. As it can be seen in Figure 4, the input
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Figure 4: Average Species Extinction in the Single-
Objective Implementation - Reproduction Potential

population type achieves extinction around the 18th gen-
eration. In contrast, the random-repeat and random
achieve a species extinction at generations 6 and 13 re-
spectively. The input population type also gives the
best average EG, at EGinput = 19.4, when compared to
EGrandom−repeat = 5.7 and EGrandom = 16.2 for the
other population types, across all runs. The greatest species
diversity until the respective extinction generation is given
by the random-repeat population, with an average of
25.7 distinct species per generation, as opposed to 12.0 and
14.6 for the input and random populations respectively.
The extinction results when optimising for velocity are sim-
ilar and thus not included.

Multiple-Objective Evolutionary Algorithm
We implement a multi-objective evolutionary algorithm to
optimize the crustacean form with respect to velocity and
reproduction potential. We embed the problem formulation
and operators described above within the standard NSGA-
II algorithm, implemented within the jMetal optimization

framework. To allow comparison with the single-objective
case, we also configure this algorithm with an initial popu-
lation size of 50, mutation and crossover probabilities of 0.9
and a maximum number of evaluations set to 100,000. We
again executed 30 independent optimization runs for each
initial population type, and report on mean, standard de-
viation and best individuals. To allow for the meaningful
comparison with the single-objective variant, the mean and
standard deviation for the velocity and reproduction poten-
tial achieved for each of these runs are shown in Table 3.
As it can be seen, the best results for mean velocity and re-
production potential in the multi-objective case are obtained
using the random-repeat population.

The formulation of this problem as a multi-objective opti-
mization allows scientists to understand trade-offs between
form and function, as shown in Figure 5, for the case of
input type initial population.
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We present the extinction of species in the multi-objective
implementation for one run in Figure 6, for the three types
of population. As above, one species remains, in this case
after the 35th generation in the case of the random popula-
tion. On average across runs for the random population, the
extinction generation EG is EGrandom = 34.4, σ = 2.3.
The average EG for input and random-repeat popu-
lations is EGinput = 13.2 and EGrandom−repeat = 11.5
respectively. The initial population that shows the greatest
diversity is random, with an average of 10.10 species un-
til the extinction generation, when compared to 5.53 and 7
for input and random-repeat respectively. It is how-
ever premature to suggest that a random configuration shows
better diversity than a real-life setting, as the model and our
approach has yet to consider a variety of parameters and en-
vironment conditions.

An illustration of the forms of the best individuals ob-
tained by the single-objective optimization of velocity and
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Initial Population
Single Objective Multi-Objective

Mean Std. Dev Best Mean Std. Dev Best Mean RP Std. Dev Best RPVelocity Velocity Velocity Velocity
Input 0.569 cm/s 0.073 0.719 cm/s 0.351 cm/s 0.140 0.840 cm/s 0.060 0.056 0.292

Random-repeat 0.828 cm/s 0.237 1.253 cm/s 0.346 cm/s 0.218 0.861 cm/s 0.143 0.065 0.269
Random 0.607 cm/s 0.281 1.042 cm/s 0.477 cm/s 0.326 1.161 cm/s 0.052 0.033 0.105

Initial Population Mean RP Std. Dev Best RP
Input 0.551 0.348 1.586

Random-repeat 1.048 0.578 2.633
Random 1.061 0.781 3.713

Table 3: Comparison of Optimization Methods with Respect to Velocity and Reproduction Potential (RP)
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Figure 6: Average Species Extinction in the Multi-Objective
Implementation

reproduction potential and by the multi-objective algorithm
respectively are shown in Figure 7, with darker rectangle
representing the claw. In these representations, the head is
represented by a horizontal, thin rectangle, while the two an-
tennas are placed on the head either vertically or slanted due
to figure size limitations.
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Figure 7: Resulting Forms for Best Individuals

Discussion
Our analysis, summarized in Table 3, shows the conflict
between velocity and reproduction potential in the multi-
objective algorithm. One possible explanation for this result
is that the NSGA-II algorithm implicitly includes a diversity
mechanism to spread solutions across the pareto front. This
offers an improvement in terms of diversity over the single

objective mechanism, where no diversity algorithms are im-
plemented. Moreover, the use of a multi-objective mecha-
nism allows us to implement a wide variety of fitness func-
tion, in a realistic scenario that makes biological sense. This
allows scientists to answer what-if questions about the im-
pact of environmental variables and various form and func-
tion combinations, in order to better understand species evo-
lution or extinction.

As expected, we were able to explore species extinction,
following our form-based definition of what constitutes a
species. We also explored what type of initial populations
achieved the best species diversity until the extinction hap-
pened. Perhaps unsurprisingly, when using the initial popu-
lation from our real-life data set, we achieved significantly
lower diversity than when using populations with random
individuals. Understanding the algorithmic and biological
causes for this are still open for experimentation.

Conclusion
The relationship between form and function of biological
species is complex, dynamic and difficult to analyse. Yet,
this relationship and its feedback loops can lead to a species’
extinction or to the evolution of bizarre shapes. In this paper,
we propose an evolutionary approach that focuses on opti-
mizing various morphological traits of amphipods to achieve
specific functions, such as increased swimming velocity or
reproduction potential. The contributions of this paper are
twofold. Firstly, we propose single and multi-objective
evolutionary algorithms with problem-specific operators for
mutation and crossover. Secondly, we embed within these
algorithms biological models informed by observations of
real-life species, obtained from field experiments. This eval-
uation considers environment characteristics such as viscos-
ity, as well as swimming velocity, reproduction potential,
and Reynolds number. In contrast to existing work, our ap-
proach considers more than one objective, and validates the
results using real-life data.

Our experiments obtain various amphipod shapes opti-
mized for swimming velocity and reproduction potential,
and show high species diversity, followed by extinction. We
explore various types of initial populations, either identical
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to the populations depicted by our dataset, or with varying
degrees of randomness. The evolution of species is a com-
plex process that can be modelled using a variety of param-
eters. In this paper, as a first step, we have only considered
swimming velocity and a simplified model of reproduction
potential in amphipods, but other parameters can be consid-
ered in future work. Specifically, of interest are temperature
regulation, more complex reproduction mechanisms, as well
as modelling food resource acquisition.
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Abstract
One of the challenges of this century is to understand the
neural mechanisms behind cognitive control and learning.
Recent investigations propose biologically plausible synap-
tic mechanisms for self-organizing controllers, in the spirit
of Hebbian learning. In particular, differential extrinsic
plasticity (DEP) has proven to enable embodied agents to
self-organize their individual sensorimotor development, and
generate highly coordinated behaviors during their interac-
tion with the environment. These behaviors are attractors of
a dynamical system. In this paper, we use the DEP rule to
generate attractors and we combine it with a “repelling po-
tential” which allows the system to actively explore all its
attractor behaviors in a systematic way. With a view to a self-
determined exploration of goal-free behaviors, our frame-
work enables switching between different motion patterns in
an autonomous and sequential fashion. Our algorithm is able
to recover all the attractor behaviors in a toy system and it
is also effective in two simulated environments. A spheri-
cal robot discovers all its major rolling modes and a hexapod
robot learns to locomote in 50 different ways in 30min.

Introduction
Humans and higher animals learn most behaviors from in-
teraction with the environment. It became more and more
evident that autonomous robotic systems cannot be pro-
grammed for all potentially arising situations and learning
is a necessary ingredient. Reinforcement learning made
tremendous progress in recent years, in particular through
deep networks as function approximators, e. g. Heess et al.
(2017). Nevertheless, it still requires thousands or millions
of trials and it is thus rarely usable in practice with hard-
ware robots if no demonstrations or hand-crafted guidance is
provided. One of the shortcomings is the inefficient explo-
ration of new behaviors. Over the last years, researcher have
started to consider intrinsic motivations (Baldassarre and
Mirolli, 2013) to structure the exploration of autonomous
agents. The general idea is to use generic quantities which
are typically helpful in structuring the exploration process
while e. g. no informative external reward signal is provided.
Prominent principles are information quantities, such as pre-
dictive information maximization (Martius et al., 2013) and
empowerment (Klyubin et al., 2005), measures of artifi-

cial curiosity and learning progress (Schmidhuber, 1991;
Oudeyer et al., 2007; Forestier et al., 2017), prediction er-
ror increase (Pathak et al., 2017), and dynamical systems
approaches such as Homeokinesis (Der and Martius, 2012)
and Differential Extrinsic Plasticity (DEP) (Der and Mar-
tius, 2015).

In this paper, we show how a robot can self-explore a wide
range of behaviors and automatically extract a suitable con-
troller for each of them. We use a dynamical systems frame-
work to create a behavior as an attractor in the brain-body-
environment system using DEP. The behaviors self-organize
within a few seconds of live interaction and are specific to
the embodiment of the robot. Each behavior corresponds
to a potentially useful motion primitive. The behavioral
landscape generated by DEP is then explored thanks to a
repelling potential – in a similar fashion to metadynamics
(Laio and Parrinello, 2002) – that allows a systematic dis-
covery of all possible attractors.

The main contributions of the paper are:

• analysis of the DEP rule and its landscape of attractors for
a toy system,

• development of a mechanism to find all attractors of a dy-
namical system using an adaptive repelling potential,

• empirical validation in a toy system and simulated robots:
a hexapod robot learns to locomote in 50 different ways
in 30min.

In the next section we will start with an introduction to
the DEP learning rule, while in the following ones we will
thoroughly discuss the main contributions of the paper.

Self-organizing behavior – embodied AI
We consider a robotic system with n sensors with values x ∈
Rn, measuring, for instance, the joint angles, and actuators
controlled by y ∈ Rm, which might be for instance target
angles. The controller is chosen to be a simple one-layer
neural network

yti = tanh

 n∑
j=1

Ctijx
t
j

 , (1)
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where tanh(z) is the activation function and Cij is the
synaptic connection between input j and motor unit i. The
robot in its environment maps the action values to the next
sensor inputs. We express this mapping by a function M :

xt+1 = M
(
yt, xt, xt−1, . . .

)
. (2)

The controller architecture seems oversimplified, how-
ever, in this work the synaptic connections Ctij are changing
on a very fast timescale, which makes the controller adaptive
and more powerful than in a fixed setting.

One of the classical unsupervised learning rules, inspired
by the evolution of synaptic connections in the brain, is the
Hebbian rule (Hebb, 1949) which states that connections
between two units are strengthened when they are simul-
taneously activated. Mathematically, it can be expressed as
∆Cij ∝ yi · xj (omitting the time index on all quantities)
or in matrix notation ∆C ∝ xy>, where ∆C denotes the
change in the weights C in a particular time step. As such,
the rule contains no temporal asymmetry, i. e. it does not
distinguish whether the input was activated before the unit
or after. To make it a causal rule, differential Hebbian learn-
ing (DHL) was introduced (Kosko, 1986), which is simply
given by ∆C ∝ ẏẋ> where ẋ stands for the time-derivative
of x. Nevertheless, by expressing the synaptic dynamics in
this way, the connections would be either increasingly po-
tentiated to their maximum value (Long Term Potentiation)
or continuously decreased to zero (Long Term Depression),
leading to a narrow distribution of the weights and no com-
petition between synapses. In this way, it would be difficult
to obtain expressive correlated patterns in the synaptic con-
nections, precluding the possibility to encode rich behaviors,
through learning. Many ways to stabilize Hebbian learning
were proposed. One option is to use a normalization scheme
(synaptic re-weighting). Here the C matrix is normalized
such that the Frobenius norm has a fixed value κ, which is
the first control parameter of our system. The controller of
Eq. (1) thus becomes in matrix notation

y = tanh(Ĉx) (3)

Ĉ = κ
1

||C||+ λ
C ,

where tanh is applied component-wise and λ � 1 is the
regularization constant.

Another problem with both Hebbian and DHL is that the
activation y of the unit is a function of x such that it will
stay in trivial fixed points such as C = 0. This can be
resolved by including feedback from the environment into
the learning, as proposed by the differential extrinsic plas-
ticity (Der and Martius, 2015) (DEP). The derivative of the
output ẏ is augmented by a deviation δẏ given by an in-
verse model F linking observations to causing actions. The
term δẏ can be understood as the change in the previous
action that would explain the observed change in the sen-
sor values. Therefore, instead of ẏ, a new term is used:

˜̇yt = ẏt + δẏt = F (ẋt+1). Note its dependency on the
next sensor value derivative ẋt+1. The DEP rule becomes
(all quantities with time index t):

τ∆Cij = ˜̇yiẋj − Cij (4)

with τ being the time scale of the dynamics, which is the
second control parameter. The inverse model F is sup-
posed to capture the causal relationship between motors and
sensors. It is either known or can be learned from a motor
babbling phase. In the cases considered here F (x) = x is
simply given by the identity since we assume a one-to-one
correspondence between sensors and motors.

Attractors and Their Basins
We first analyze the learning rule by considering the station-
ary behaviors in a simplified system. Let us consider an ide-
alized robotic system where the sensor values reflect the ac-
tions directly, i. e. xt+1 = Iyt which we call the short circuit
setting. We consider the system with two sensor channels.
In this setting, it will be easier to visualize the effect of the
repelling rule, described in the next section.

The system given by Eqs. (2,3) is a dynamical system in
the sensor values for a given controller. By adding the learn-
ing rule Eq. (4), another regulating loop comes into play,
yielding the full dynamical system (DS), including sensors
values and synaptic values. Writing the dependencies ex-
plicitly we have:

xt+1 = f(xt, Ct)

Ct+1 = g(xt+1, xt, xt−1, Ct)

where f and g are the non-linear functions given by Eqs. (2)
to (4). The structure of the system shows the state-space
variables: the controller matrix Ct and the two sensor vec-
tors xt and xt−1. If the dimension of the sensory space is j,
the dimensionality of the full DS will be j2 + j + j.

Nevertheless, from numerical analysis, we empirically
notice that the matrix C converges either to a fixed matrix
or to a limit-cycle with small radius in the C space. There-
fore, we can restrict our analysis to the reduced space of the
sensor vector x by consideringC as constant once converged
to an attractor.

The 2D sensorimotor loop
In order to visualize the stable motion patterns (attractors)
and their basins of attraction, we will carry out the analysis
in a bi-dimensional sensory space, where the sensory space
coordinates (x1, x2) will take values in the interval [−1, 1].

We will consider different instances for the initial condi-
tions xt=0 (or realizations of the DS), that uniformly sample
the sensory space x ∈ [−1, 1]2, while the controller matrix
Ct=0 will be initialized to the identity matrix. Note that Ct

changes according to Eq. (4). Due to the scanning of all ini-
tial conditions in the sensory space, we can obtain a global
picture of the final steady states of the system.
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Motion patterns for 6400 realizations
(κ = 1.80, τ = 20)

Figure 1: Different limit cycles (attractors) for the 2D-system, see
also Figs. 2 and 3.

We look at the steady-state solutions of the DS in the
short-circuit setting for certain control parameters κ and τ .
After convergence we have (Eq. 3):

xt+1 = tanh(C?xt) . (5)

where C? is the fixed point value of Ĉ. We notice a pre-
dominance of oscillatory patterns (Fig. 1) as already formal-
ized in Der and Martius (2015). In particular, period-4 and
period-8 limit cycles, oscillations along the plane bisectors
(1D patterns) and quasi-periodic oscillations. For this rea-
son, we characterize C? as scaled rotation matrices and use
the rotation angle as a descriptive quantity.

Rotation matrices are SO(2) matrices which are orthog-
onal, have determinant 1, and have a Frobenius norm of√

2. Nevertheless, there are some cases where Ĉ is not a
scaled SO(2) matrix. Thus, for the stationary solutions, we
checked if ĈT Ĉ 2/κ2 = I (orthogonality) and if the determi-
nant of C?

√
2/κ is equal to 1 (proper rotations). Note, that

we need the rescaling (
√
2/κ) because Ĉ has Frobenius norm

κ, see Eq. (3). If these conditions are satisfied we can derive
the rotation angle using arctan. If C? does not satisfy the
conditions, it can either correspond to a fixed point in sensor
space (i. e. for C = 0), or to another kind of attractor.

In this way, we can characterize each initial point depend-
ing on its final behavior, as shown in Fig 2, and obtain the
basin of attraction for each attractor w.r.t. the initial point. It
becomes evident that there are large and very small regions
of attraction for the different attractor behaviors. The period-
2 (cyan) and period-4 (±90°) have dominantly large basins.
The higher periods and quasiperiodic orbits have small and
scattered basins, which makes them hard to find.

Apart from that, it is helpful to visualize the C matrices
directly in their Determinant-Trace plane, see Fig. 3, be-
cause it provides an informative 2D coordinate system for

Figure 2: Basins of attraction of the 2D sensorimotor loop for κ =
1.8 and τ = 20. Each dot is the initial point of a simulation which
is colored according to the reached attractor, see colormap for the
rotation angles θ ∈ [−90°, 90°]. Colors outside the continuous
map stand for: period-2 oscillations (cyan), and the fixed point in
zero (bright red).

Figure 3: Visualization of the different normalizedC matrices cor-
responding to the attractors in the determinant-trace plane.

matrices. As expected, the scaled rotational matrices lie on
the line corresponding to det = κ2

/2. In addition, those
matrices without the SO(2) properties can also be distin-
guished in the (det,tr)-plane, for instance the period-2 os-
cillations and the fixed point in zero. Note, however, the
fixed point in zero is an unstable solution that, if slightly
perturbed, will diverge from the origin.

In addition, the number and type of solutions strongly de-
pend also on the control parameter κ. In the next paragraph,
we will see how it influences the dynamics of the system.

Tuning the complexity. Variations of the control param-
eters of the DS are responsible for changes in the stability
and number of stationary solutions. By changing a control
parameter, it is possible to modify the number and the kind
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Figure 4: Number of attractors of the 2D-system depending on
feedback strength κ, for a fixed value of the dynamics time scale τ .

of attractors. In Figure 4 we show how the number of at-
tractors varies depending on the parameter κ. In general,
increasing κ creates an higher number of attractors in the
system, since the non-linearity of tanh becomes stronger.
However, too high values of κ push the state space values to
the saturation region, thereby reducing the total number of
attractor solutions.

In the first part of the present paper, we computed the total
number of stable solutions considering as many as possible
different realizations of the DS. This procedure has been re-
peated for several values of the control parameter κ. In the
following, we will show that it is possible to visit almost all
the attractors of the DS from a single realization.

Repelling Rule – REP-DEP
In the previous section, we found the total number of attrac-
tors by running the DS for every point of a fine grid of initial
conditions, covering the state space uniformly.

In practical settings, however, we have one robotic system
starting from one arbitrary configuration, and we want it to
visit all its stable behaviors. To this end, we will construct a
repelling rule that can lead the system away from the current
attractor, such that, thanks to the dynamics, it can visit the
other ones, in succession, without going back to the previ-
ously visited ones. The repelling rule will be integrated into
the dynamics equation of the C matrix.

The potential picture
We imagine that the controller matrix evolves under the ac-
tion of a certain energy function E, unknown to us. We can
rewrite Eq. (4) as a gradient descent:

∆C = −∇CE (6)

In this picture, the attractors are the minima of this potential
E, and the wider the valleys are, the bigger are the basins
of attraction (Fig. 5a). If we want to lead C away from this
minima, we can write its evolution rule by adding a new
repelling potential R, which has maximum value on top of

every found attractor:

∆C = −∇C(E +RC) (7)

where C is the set of all the minima/attractors found during
the evolution of the C matrix.

Aside from this qualitative picture, the potential has to
be designed such that the closer we are to the attractor,
the stronger will be the repelling contribution. A possible
choice is to consider a sum of multivariate Gaussian pdf s,
with means equal to the attractors’ position (values of C?1)
and covariances Σ set to the identity matrix multiplied by
an appropriate value (Iσ2). This approach is widely known
in the molecular dynamics community as meta-dynamics
(Laio and Parrinello, 2002) and it is used as an exploration
scheme for the configuration space of molecules. Somewhat
related are methods of coupling fields in dynamic field the-
ory (Schöner and Spencer, 2015).

The repelling potential is expressed in the space of the
normalized matrices Ĉ. The gradient of N (Ĉ;C?,Σ), with
C? being an element of the repeller set C, is equal to
−N (Ĉ;C?,Σ) Σ−1(Ĉ − C?). A first version of the po-
tential derivative is then:

∆C = −∇CE + ||C||
∑
C?∈C

N (Ĉ;C?,Σ)Σ−1(Ĉ − C?)

where the norm ||C|| scales the potential back to the un-
normalized space of Eq. (6).

We can picture the effect of these repellers as the addition
of a small term that has its maximum value at the center
of the Gaussian (Fig. 5a), and becomes negligible when we
are in its tails, such that the system is free to evolve under
the dynamics without strong perturbations. To this scalar we
multiply the vector Σ−1(Ĉ−C?), which is scaled by its L2-
norm. In this way, the Gaussian pdf will be the amplitude
factor for the gradient and the direction will be given by the
normalized gradient.

To this repelling contribution, we can add a random kick
that is effective just when we are at the “top” of the Gaus-
sian, where the vector is zero (Fig. 5b). For the same reason,
we should add a regularization term that keeps the denom-
inator different from zero when the current matrix Ĉ con-
verges to an attractor solution. This way, the final equation
becomes:

∆C = −∇CE+ (8)

||C||
∑
C?∈C

wC?N (Ĉ;C?,Σ)
Σ−1(Ĉ − C?) +N (0, ρ)

||Σ−1(Ĉ − C?)||+ ρ

where ρ� 1 andwC? is a weight factor which takes into ac-
count the strength of the repeller (and thus, of the underlying

1The matrix elements of C are considered as a vector, which
will be the variables of the multivariate Gaussians.
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(a) Landscape (black) with original at-
tractors (green). System dynamics (red)
from initial point converges to closest min-
imum. Repeller is added (orange).

(b) Dynamics falls into a new attractor (spu-
rious). New repeller (gray) would create
another spurious minimum (red triangle).
Merging is performed (Fig. 6) leading to one
wider unimodal repeller in Fig. 5c.

(c) The repelling contribution is added to
the underlying potential: the valley has
been filled and the point is free to evolve
towards the next attractor. The next attrac-
tor is found.

Figure 5: Visualization of the REP-DEP algorithm. Attractor landscape, adding repellers (a,b), and merging (c).

attractor). The covariance matrix has to be chosen appropri-
ately since it determines the width of the Gaussian. If it is
too small, the simulation will take more time to get out of
the current minimum. If it is too high, it could cover more
minima at once, preventing us from visiting them.

Nevertheless, this procedure might create two kinds of
spurious minima: the ones next to the previous attractor and
the ones in between two Gaussian repellers (Fig. 5b). The
ones of the first type are progressively shifted towards the
border of the valley by adding Gaussians, the latter appear
whenever the sum of adjacent repellers is a bimodal distri-
bution.

Several methods have been proposed to avoid this prolif-
eration of spurious minima. Branduardi et al. (2012) con-
sider Gaussian potentials with adaptive covariance matrices.
Nevertheless, this approach still suffers from spurious min-
ima of the second type. In the next section, we present the
particular merging criterion we adopted for the Gaussian re-
pellers, which allows to have locally unimodal distributions
and avoid those spurious minima.

Avoiding spurious minima

When adding a new repeller that is close to another one,
we have to check if the resulting distribution is bimodal or
not. In the univariate case, a sum of two Gaussians is uni-
modal if the distance between the centers is less than twice
the geometric mean of the standard deviations: ||µ1−µ2|| ≤
2
√
σ1σ2.

In general, from statistics, we know that 95% of the univari-
ate distribution lies within two standard deviations from the
mean. For simplicity, we consider univariate projection of
the Gaussians along the line connecting the two Gaussians,
see Fig. 6. We employ an empirical criterion to merge the
Gaussians into a single wider Gaussian if their distance is
less than twice the geometric mean of two standard devia-
tions – that means tolerating at most a 5% overlap between

Figure 6: Merging criterion and moment matching procedure for
merged repellers.

unmerged projected Gaussians – that gives:

||µ1 − µ2|| ≤ 4
√
σ1σ2 (9)

The projections are obtained along the vector u = µ1 −
µ2, such that σ2 = ûTΣû with û = u/‖u‖, see Fig. 6. If
the distance is more than 4

√
σ1σ2 the distributions are far

apart and there is almost no overlap between them. Thus, no
substitution will be made, and a new repeller is added.

Moment matching. The merging of the Gaussians still
needs to be done in case Eq. (9) is satisfied. Since the sum
f of two Gaussian pdf ’s is not Gaussian, we have to find
a suitable replacement. We choose to replace the sum f
with a single Gaussian distribution q which has minimum
Kullback-Leibler divergence DKL(f ||q) to the f .

For Gaussian distributions, this reduces to matching the
first two moments: the new Gaussian will then have the same
mean and covariance matrix as the sum. If we call the re-
pellers’ pdf s as fi = N (x;µi,Σi), with weights wi, the
pdf of the sum is

f(x) =
∑
i

wifi(x)
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from which we can compute any moment of order k as:

m(k) = Ef [xk] =
∑
i

wi Efi [xk] =
∑
i

wi m
(k)
i

The explicit expression for the first moment and the second
centered moment of the sum distribution is then:

µ =
∑
i

wiµi (10)

Σ =
∑
i

wiΣi +
∑
i

wiµiµ
T
i − µµT (11)

The new Gaussian will then be simply N (x;µ,Σ). An ex-
ample of this substitution procedure is shown in Fig. 6, for
bivariate Gaussians.

As a last remark for this section, we want to make a clar-
ification about the weights wi of the weighted sum. They
correspond to the “strength” of the respective repellers C?i
and they can range from 0 to 1. The idea is to adaptively
strengthen those repellers that we are not able to leave,
i. e. when we fall in a neighborhood and perform many
merge operations. Thus, on every merge operation, wi is
increased until it reaches 1.

The next section verifies the effectiveness of the repelling
rule, by checking if the system is capable of finding au-
tonomously and systematically its stationary solutions and
switching between them in succession.

Results
The dynamical system is now initialized in a certain state,
from which it evolves following the corrected motion equa-
tions Eqns. (3,4,8) (REP-DEP). We visualize the “repelling
process” in several ways and for several systems. We present
the results for three different settings: the 2D short-circuit
sensorimotor loop as discussed above, for which we have a
ground truth (number and type of attractors for every κ); a
simulated spherical robot; and a simulated hexapod robot.

2D sensorimotor loop: active switching of behavior
For the 2D short-circuit setting, theC matrix has 4 elements.
As mentioned above, the system is not necessarily converg-
ing to a fixed point in the C-space but rather a small limit
cycle. In order to determine whether the dynamics reached
an attractor, we consider a distance measure between the
current state and its recent past using the earth movers dis-
tance. For efficiency, we use an approximation implemented
by Doran (2014).

The result of the automatic switching process is visualized
in the Determinant-Trace plane, see Fig. 7. The repellers are
placed at the previously found attractors (ground truth) visi-
ble by the circles enclosing the black dots. It is also visible
that it escapes from the valley, ready to visit the next attrac-
tor. However, we also notice that sometimes the repellers
are not placed exactly in the same position as the respective
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(κ= 1.80, τ= 20)
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Figure 7: Visualization of the repelling process in the
Determinant-Trace plane (det,tr). The blue line follows the time
evolution of the Ĉ matrix. The starting matrix is equal to the iden-
tity matrix, scaled due to Eq. (3). Black dots represent all attractor’s
values as precomputed by exhaustive search (Fig. 3). The repelling
set C is represented by the empty circles, whereas “unmodified re-
pellers” indicate the value of the first repeller added on top of the
attractor, before being modified by the merging criterion.
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tractors of the system (κ = 1.8, τ = 20). At the beginning, some
distances go actually to zero, but at later time steps the minimum
distance to the true attractors is slightly higher due to the deforming
effect of the repelling potential.

original attractor. This can be explained by the deforming
effect of the repelling potential. When the repeller set con-
sists of many sums of Gaussians, the tail contributions are no
longer negligible and affect the position of the “true” min-
ima. However, most of the original attractors are visited,
as confirmed in Figure 8, which shows the distance between
the current Ĉ matrix and all the original attractors of the sys-
tem.We will conclude this section by showing a comparison
between the total number of attractors and the total number
of sequentially found attractors with REP-DEP, computed
for several values of the control parameter κ, and a fixed
value of τ . As shown in Fig. 9, there is a satisfying agree-
ment between the number of found attractors and the ground
truth.

On average, the number of unmodified repellers (i.e. the
number of sequentially found attractors) is lower than the
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Figure 9: Comparison between the number of attractors and the
number of repellers, for κ varying between 1 and 2.75 with a step
of size 0.05. The value of the parameter τ is fixed to 20.

Figure 10: Simulated spherical robot. (a) It has three massive
weights that are moved along the axis by the actuators. The sensor
values are the axis-orientations, xi. The angular velocities wxi are
expressed relatively to each internal axis of the robot. Picture taken
from Martius (2010).

number of original attractors of the system. This can be
explained considering that some attractors can have a very
small basin of attraction and they might be actually really
hard to find.

In the next two sections, we will show the results of
the REP-DEP in two simulated environments: the spherical
robot and the hexapod.

Simulated spherical robot
The experiments are carried out using the LPZROBOTS sim-
ulator by Martius et al. (2010). The first robotic system
is the spherical robot (Fig. 10). Thanks to the DEP rule,
the system is able to self-organize its degrees of freedom
into low-dimensional motion patterns – such as, rotation
around a fixed horizontal axis, generating essentially 2D
motion patterns. When a repeller is added, the dynamics
is perturbed and the motion re-organizes in a new stable
pattern. The results of the repelling procedure are shown
in the space of the angular velocities around internal axes:
wx1 , wx2 , wx3 . From Fig. 11 we notice that the robot is able
to find the attractors with fixed rotation axis and fixed ve-
locity – i. e. forward and backward rolling behaviors (Video
1 (youtu.be/Aq-ufpnm8Ys)) – represented by a single

Figure 11: Sequentially found attractors visualized in the space of
internal angular velocities (Video 1).

cluster in the space of angular velocities, and then it con-
verges to other high-dimensional rolling modes which in-
volve the movement of all the axes together.

Simulated hexapod robot
In this last section we will present the results of the REP-
DEP for a simulated hexapod robot (Fig. 12a). We use the
same setting as in the original DEP paper Der and Mar-
tius (2015) using delay sensors but without any specifically
crafted inverse model, as done there. As it has 18 DoF with
additionally 12 delayed sensor values, the controller matrix
has 540 entries which make the multivariate Gaussians of
the repellers inefficient. To make it scale to potentially even
higher dimensions, we simple restrict Σ in Eq. (8) to be di-
agonal.

The attractors are visualized in the velocity-space relative
to the body coordinates: vx and vy corresponding to for-
ward and lateral velocity respectively, while wz is the angu-
lar velocity around the vertical axis. In Fig. 12b we show
the results of the switching procedure. For the sake of vi-
sualization, the transition periods between two consecutive
attractors are not plotted. A set of 6 behaviors is selected
and switching between them is shown in Fig. 12c and Video
2 (youtu.be/kDJm4nwdaWY).

Discussion
In this paper, we addressed the problem of self-determined
exploration of an embodied agent. In particular, the model-
ing of early-developmental stages, in which the system has
to quickly react to the environment and learn how to self-
organize its actions in a coordinated manner.

Thanks to the combined action of the DEP self-organizing
controller and the repelling potential, we have been able to
assemble a system capable of traversing through all of its
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(a) (b) (c)
Figure 12: Simulated hexapod robot inspired from a stick insect. (a) It has 18 position-controlled motors and 18 joint-position sensors.
Picture taken from Martius (2010). (b) All 48 attractors displayed in the space of velocities of the robot. (c) A set of 6 behaviors selected for
visualizing the switching between them in a replay phase.

attractors. Each of these attractors is a low-dimensional be-
havior adapted to the particular robot and its environment.

The first part of this work was specifically focused on the
analysis of a toy system in 2D, in order to classify quantita-
tively the variety of its stable solutions. The procedure was
repeated for several values of the control parameter κ, thus
giving us a global picture of the DEP framework for the 2D
sensorimotor loop.

In real situations, however, it is impractical to finely scan
the behavioral landscape by considering many configura-
tions and deriving for each of them the steady-state solu-
tions. Thanks to the REP-DEP rule we have achieved the
most desirable outcome to visit all the minima/attractors,
starting from one arbitrary configuration. In this way we
have been able to navigate through the space of motion pat-
terns, avoiding the creation of spurious minima with the
merging procedure based on moment matching.

We applied this framework to different systems in the Re-
sults section, showing that our findings can also generalize
to higher dimensional systems. Experiments on real hard-
ware still need to be done.

In view of a task-aware scenario, integration between the
REP-DEP rule and standard reinforcement learning can be
considered. The attractor patterns found within a few inter-
actions with the environment could be used as behavioral
primitives in order to perform task-oriented actions, thus
leading to a more efficient learning.

Acknowledgments: CP received fundings from Max Planck
ETH Center for Learning Systems.
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Abstract

The evolution of robots, when applied to both the morpholo-
gies and the controllers, is not only a means to obtain high-
quality robot designs, but also a process that results in many
body-brain-fitness data points. Inspired by this perspective, in
this paper we investigate the relative importance of robot bod-
ies and brains for a good fitness. We introduce a method to
isolate and quantify the effect of the bodies and brains on the
quality of the robots and perform a case study. The method is
general in that it is not restricted to evolutionary systems. For
the case study, we use a system of modular robots, where
the bodies are evolvable and the brains are evolvable and
learnable. These case studies validate the usefulness of our
method and deliver interesting insights into the interplay be-
tween bodies and brains in evolutionary robotics.

Introduction
Evolutionary Robotics (ER) is a field that aims to apply
evolutionary computation techniques to evolve the overall
design, or controllers, or both for real and simulated au-
tonomous robots (Vargas et al., 2014). This approach is
useful both for investigating the design space of robotic ap-
plications and for testing scientific hypotheses of biological
mechanisms and processes (Floreano et al., 2008). In this
paper, we consider ER systems where both the morphologies
and the controllers are evolvable and we investigate their ef-
fect on the quality of the robot’s performance. The naive
version of our research question is “What is more important
for good robot behaviour, a good body or a good brain?”.

To address this issue empirically, we define a task (lo-
comotion) that induces a behaviour-based quality measure
(speed). Using speed as a measure of quality we study a
system of simulated modular robots with possibly complex
bodies that can consist of a large number of modules, have

different shapes and limbs with different lengths. The naive
version of our main research question is then split into two
technical questions.

Q1: Can we isolate and quantify the effect of the bodies
and brains on the quality of the robots?

To this end, we present a method based on swapping
brains and bodies in a given set of robots. Specifically, given
N robots we createN×N new robots by pairing allN bod-
ies with all N brains and evaluate their quality (speed, in
our case). This provides us with a matrix of N × N val-
ues. Performing several statistics on this matrix we obtain
the numbers that shed light on the second technical research
question:

Q2: How do the effects of bodies and the brains com-
pare?

For the current study, we use two groups of robots. The
first set consists of 25 randomly generated bodies with brains
that result from a gait learning process in each body indepen-
dently, while the second set contains the best 25 robots found
by evolution. Analysing the matrices for these two groups
we conclude that our brain and body swapping method can
indeed separate the effects of bodies and brains and that
the relative importance depends on the inspected group of
robots. In particular, we find that the differences are more
prominent in the random set of morphologies than in the
group of evolved robots whose bodies converged by the evo-
lutionary process.

We hope that our brain and body swapping method offers
a useful tool and that our insights will inform future ER re-
search to be able to exploit the interplay between bodies and
brains with new optimisation methods.
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Related Work

Evolutionary Robotics is the combination of evolutionary
computing and robotics Bongard (2013); Doncieux et al.
(2011); Eiben and Smith (2015); Floreano et al. (2008);
Nolfi and Floreano (2000); Trianni (2008); Vargas et al.
(2014); Wang et al. (2006). The field “aims to apply evolu-
tionary computation techniques to evolve the overall design,
or controllers, or both, for real and simulated autonomous
robots” Vargas et al. (2014). This approach is “useful both
for investigating the design space of robotic applications and
for testing scientific hypotheses of biological mechanisms
and processes” Floreano et al. (2008). However, as noted
in Bongard (2013) “the use of meta-heuristics [i.e., evolu-
tion] sets this sub-field of robotics apart from the mainstream
of robotics research”, which “aims to continuously gener-
ate better behaviour for a given robot, while the long-term
goal of Evolutionary Robotics is to create general, robot-
generating algorithms”.

The relationship between body, brain, and the environ-
ment defines the potential for an intelligent behaviour (Beer,
2008). Auerbach and Bongard (2012) made an effort to
quantify and analyse the effects of environment on morphol-
ogy. Also, Smithers (1995) initiated an attempt to quantify
the robot behaviour. It is also worth noting that given the
right conventional controller, robots can benefit from each
others knowledge, however only in a population of fixed
morphologies (Heinerman et al., 2016; Haasdijk et al., 2012;
Matari, 1997). Here, we attempt to quantify and set the stan-
dard for a provisional set of morphologies.

Co-evolution of Bodies and Brains

The long-term vision behind the research that inspired this
work, look upon a development of robotic (eco)systems that
could evolve and adapt to their environment in real-time and
in real-space. This indicates that the robot morphologies are
evolvable, as well as their controllers – in other words, sub-
jects to selection and reproduction mechanisms. We pre-
sume that the robotic organisms as observed are the pheno-
types encoded by their genotypes. In such systems, forming
the good pair between a provisional morphology and a loco-
motion controller showed to be of the highest importance in
order to be functional.

A real-life robotic ecosystem must satisfy several require-
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Figure 1: The Triangle of Life. The pivotal moments that
span the triangle and separate the three stages are 1) Con-
ception: A new genome is activated, construction of a new
robot starts. 2) Delivery: Construction of the new robot is
completed. 3) Fertility: The robot becomes ready to con-
ceive offspring.

ments in order to create a functional framework (Eiben et al.,
2013). The framework, called the Triangle of Life, repre-
sents an overall system architecture with three main com-
ponents or stages, illustrated in Figure 1. The first stage
is the creation of a new robotic organism in the Production
Centre (Jelisavcic et al., 2017a). The second stage develops
in the Training Centre where a newborn robot is training to
acquire skills essential for its survival. The third stage is
marked as a phase of maturity where the robot in question
can potentially conceive a child-robot, i.e. produce a new
genome by means of selection and reproduction. Out of the
three stages, the second one proved to be the most challeng-
ing for the lack of universal controller that could potentially
adapt to an arbitrary morphology.

The problem of designing the universal controller has
been partially solved by separating a controller’s structure
that is dependent on a robot’s morphology and a structure
that is independent. The dependent part forms a core struc-
ture in the form of a coupled CPG that governs physical ac-
tuators on a robot. The independent part defines the weights
between CPG’s coupled neurons based on which is formed
an output pattern, thus providing the means to optimise the
overall robot’s behaviour.

The CPG-based controllers have been proven to perform
well for modular robots. The CPG controller structure is

328



Learner
(HyperNEAT)

CPPNs
R

ob
ot

s
(M

or
ph

ol
og

ie
s)

Evaluation
(Fitness Function)

Topology 
of CPGs

behavior

fitness

coordinates

Controller

Weights 
of CPGs

Termination

Initialization

Figure 2: The overall architecture of the learning system. The working of a controller is determined by the CPG and the CPPN.
The part that can be transferred between different robots is the CPPN. The CPG is strongly grounded in the morphology of a
given robot.

essentially an artificial neural network with a morphology-
dependent structure consisting of pairs of coupled differ-
ential oscillators logically defined for every active joint in
robot’s body. The main components of the CPG controllers
are differential oscillators. Each oscillator is defined by two
neurons that are recursively connected as shown in Fig. 3.

xy out

wxy

wyx

wxo

Figure 3: A differential oscillator with output node as used
in the CPG controller.

These generate oscillatory patterns by calculating their ac-
tivation levels x and y according to the following differential
equations:

ẋ = wyxy + biasx (1)

ẏ = wxyx+ biasy (2)

with wxy and wyx denoting the weights of the connections
between the neurons; biasx and biasy are parameters of the
neurons. If wyx and wxy have different signs the activation
of the neurons x and y is periodic and bounded.

An oscillator’s x node is connected to a linear output neu-
ron that in turn connects to the robot’s active hinge. Output
neurons use the following activation function:

f(x) = (wxo · x− bias) · gain. (3)

with x the activation level from the oscillator,wxo the weight

of the connection between oscillator and output node and
bias and gain parameters. Each active joint in the robot body
is associated with an oscillator and connected to it through
an output neuron that determines the joint’s angle.

The oscillators of neighbouring hinges (i.e., hinges sepa-
rated by a single component) are interconnected by means of
weighted connections between their x neurons. This results
in a chain-like neural network of differential oscillators that
extends across the robot body.

We employ a lifetime learning scheme that includes Hy-
perNEAT to evolve CPPNs, thus capacitating the Lamar-
ckian evolution on the system as described by Jelisavcic
et al. (2017b). Stanley et al. (2009) proposed HyperNEAT,
an indirectly encoded evolutionary algorithm for neural net-
works. The idea behind HyperNEAT is to assign the nodes
in a substrate neural network a location in an n-dimensional
hypercube. The assigned relative positions should in some
way reflect a relationship between the nodes, allowing the
algorithm to exploit the geometry of the problem. The coor-
dinates of two nodes in the hypercube are then input values
for a CPPN, which outputs a value for the weight of their
connection. The CPPN evolves using HyperNEAT (Stanley
and Miikkulainen, 2002) so that the substrate network’s per-
formance is optimised.

The CPPN is an artificial neural network with fixed inputs
and outputs structures that follow certain hyperspace coor-
dinate system and uses coordinate values to feed the inputs.
In this paper, the evolution of CPPNs follows (Stanley et al.,
2009), with some modifications: it uses binary tournament
selection for two parents within a species if there is more
than one individual in that species. If there is only one in-

329



dividual in a species, the best individual of a random other
species is selected as the second parent. Finally, the im-
plementation uses elitism, transferring the best 10% of the
individuals to the next population.

The CPG nodes are positioned in a three-dimensional hy-
perspace. Two dimensions are the relative position of the
active hinges in the robot morphology as proposed by Haas-
dijk et al. (2010). Such modular differentiation allows spe-
cialisation of the active hinge’s movements depending on its
relative position in the robot. The hinge coordinates are ob-
tained from a top-down view of the robot body. Thus, two
coordinates of a node in the CPG controller correspond to
the relative position of the active hinge it is associated with.
The value of the third (z) coordinate varies according to the
type of node and the kind of connection: for connections
within an oscillator, X and y nodes have z = 1, respectively
z = −1. For connections between neighbouring oscillators,
z = 0.

The CPPNs have six inputs denoting the coordinates of a
connection’s source and target and three outputs: the weight
of the connection and the bias and gain for the target node.
For inter-oscillator connections (when z = 0), the gain and
bias outputs are ignored.

The evolution of morphologies is a process determined by
the performance of behaviours that is manifested on a robot.
After every lifetime learning cycle, a generation of robots
is evaluated for their performances. The selection process
is based on two robots selection with the binary tournament.
The detailed explanation of the evolutionary process of mor-
phologies is presented in Jelisavcic et al. (2017b).

The body-brain swap method

Because we employ the architecture shown in Figure ?? our
system has the property that the controller of a robot can be
easily transferred to any other robot, even if they have differ-
ent morphologies. To be more precise, the CPPN of robot A
can be inserted into robot B and induce a controller (a CPG)
that fits the morphology of robot B. Based on this property,
we design a method to isolate and quantify the effects of
robot brains and bodies. This method works for any given
set of N robots that we view as tuples of a body and a brain.
Specifically, robot i is a tuple (bodyi, braini).

Now the body-brain swap method consists of two stages.

In stage 1 we create N × N new robots by pairing all N
bodies with all N brains and evaluate their quality of perfor-
mance fij = f(bodyi, brainj) in the given environment on
the given task. (In our case this is the speed of the robots.)
This provides us with N ×N performance values of fij that
form the swap matrix SN×N with the original body-brain
pairs populating the diagonal.

In stage 2 we define the improvement for swapping a brain
for a given body i as δij = fij − fii and the improvement
for swapping a body to a given brain i as dji = fji − fii.
(Note that the improvement can be negative.) Hereby we
obtain two matrices, the ∆ matrix that contains the δij val-
ues and the D matrix that contains the dij values. To see
whether swapping brains or swapping bodies has a bigger
effect, we compute the average of standard deviations of the
improvement when averaging over all possible alternative
brains (or bodies) for a given body (resp. brain). Specifi-
cally, the average improvement for a given fixed body over
different brains i is µδ,i = 1

N

∑
j δij and the average im-

provement for a fixed brain i is µd,i = 1
N

∑
j dji. For

a fixed body, the standard deviation in the improvement is
then: σδ,i =

√
E[(δij − µδ,i)2], and analogously we define

σd,i for fixed brains.

The purpose of these matrices is to reveal and isolate the
effects of introducing either a new body to an existing brain
or a new brain to an existing body. Specifically, the standard
deviations show how sensitive the performance of a robot is
to changing its body or changing its brain. For instance, a
small standard deviation σδ,i of changing brains in a given
robot i indicates that the body is the determinative factor in
the performance of this robot.

Robot test suites

We use two groups of robots for our analysis. Group 1 con-
sists of 25 randomly generated bodies with brains that re-
sult from a gait learning process in each body independently,
whereas Group 2 contains the best 25 robots found by evo-
lution.

The robots of Group 1 are shown in Figure 4. Each robot
has trained its locomotion capabilities by evolving CPPN
networks using the HyperNEAT algorithm. The CPPNs gen-
erated the weights that are applied to the connections be-
tween CPG coupled neurons. The quality of a CPPN is
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quantified with a locomotion speed the robot develops with
a set of weights. The best performing CPPN is extracted and
used for the swap matrix analysis.

Figure 4: Group 1: 25 randomly generated morphologies.

Figure 5: Group 2: The 25 best performing robots out of the
600 that were generated during the evolutionary processes in
the three lineages. Note that morphologies tend to converge
to similar shapes.

To create Group 2 we run Lamarckian evolution three
times independently starting with a different initial popula-
tion according to the algorithm described in Jelisavcic et al.
(2017b). It is important to note that, in the experimental
set-up from which we extracted robots for Group 2, there
are two evolutionary processes. First, the evolution of mor-

phologies through the cycle captured by the overall trian-
gle in Figure 1. Second, the learning cycle within the In-
fancy stage is also implemented by an evolutionary algo-
rithm since we are using HyperNEAT to develop controllers
in a given robot. Clearly, the algorithm for lifetime-learning

Group 1 Group 2
Fixed Bodies (δ) 0.71 0.91
Fixed Brains (d) 0.97 0.98

Table 1: The average of the standard deviation values for
the ∆ matrix (”Fixed Bodies”) and the D matrix (”Fixed
Brains”) for the 25 robots in Group 1 and Group 2.

does not need to be evolutionary in general, but HyperNEAT
is.

In a system, where lifetime learning is evolutionary,
Lamarckism can be simply implemented by seeding a robots
initial population of controllers from that of its parents. We
test the variant of seeding an offspring’s population that ini-
tialises the HyperNEAT population with the best 5 CPPNs
from each parent. The first generation of robots does not
have a parental seed to start from, so their initial Hyper-
NEAT population consists of randomly initialised networks
only containing the input and output neurons and connec-
tions from every input to every output neuron with randomly
initialised weights and neuron parameters.

We take three randomly-generated populations of 20 mor-
phologies as a representation of an ancestral population.
Each ancestral population represents a beginning of one
morphological lineage. For three lineages that are tested,
10 generations are produced including an ancestral popu-
lation. Out of this lineages, a subset of best-performing
robots’ body-brain pairs was extracted for the Group 2 anal-
ysis. With a population size of 20 and 10 generations in
each of these lineages all together we generate and test 600
robots. Group 2, shown in Figure 5 is formed by the best 25
from the total 600 robots.

Analysis

In this Section, we analyse the importance of brains and bod-
ies in the two groups of robots shown in Figure 4 and 5. Ac-
cording to the body-brain swap method we build the swap
matrix that contains the speed fij of all body and brain com-
binations and the corresponding ∆ and D matrices to show
the effects of brain-swapping and body swapping, respec-
tively. To avoid large tables of numbers we present these
data in heat-maps using grey scales to show the numerical
values in Figure 6.

We compute the average of standard deviations across all
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Figure 6: Heat-maps of speed (raw performance), and the calculated differences between different brains in the same body (∆
values) and different bodies to host the same brain (D values) after learning only (Group 1) and after a Lamarckian evolutionary
process (Group 2).

fixed bodies and fixed brains, for the two groups of robots in
Table 1. We observe that the standard deviations for swap-
ping bodies across fixed brains are higher than the standard
deviations for swapping brains across fixed bodies for both
groups. However, for group 2, which is the product of a
long Lamarckian evolutionary process, the difference be-
tween swapping brains and bodies is much smaller. While
the absolute differences are bigger, we believe it does make
sense that the differences between swapping brains and bod-
ies become smaller, as the bodies are more similar, and the
brains are further evolved in group 2. We thus conclude that
for both randomly generated robots with trained brains, and
evolved robots, the effect of swapping brains appears to be
larger than swapping bodies.

To compare the morphological differences for the two
tested groups of robots, we measured individual genetic dif-
ferences from robots within a group. The heat-map of each
of the groups is presented in Figure 7. We can see that the
population in the Group 1 is structurally far more distant
from each other than in the Group 2. This validates the de-

cision for testing random population, considering that mor-
phologies tend to converge through evolutionary time.

To further inspect the performance of robots with brain-
body swaps, we generate three heat-maps per group (Figure
6): the raw performance, fij , the improvements for swap-
ping brains, δij , and the improvement for swapping bodies,
dji. We order the bodies on the x-axes in decreasing order of
original body-brain performance, i.e., fii. We observe that
again, especially for group 1, the improvements are more
variable for fixed brains than for fixed bodies.

Interestingly enough, we also observe that the perfor-
mances of the original body-brain pairs are not the best
performing pairs in either quality of performance heat-map.
Furthermore, in group 1, there exists a very high-performing
body (body 15) that can achieve the highest performance
(just not with its original brain). In group 2, the results
of swapping are more scattered. This is probably because
group 2 is the product of Lamarckian evolution. While
these observations do not directly relate to our research
questions, we think these observations are useful, as they
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Figure 7: Morphological distances for our two groups of
robots based the tree-edit distance of the Zhang and Shasha
(1989) method. The robots are compared based on their
mandatory attributes: type, orientation, and slot with whom
are they connected.

seem to indicate that gains can be made by using brain-body
swapping, i.e., social learning within co-evolutions of
bodies and brains Haasdijk et al. (2013). The performances
of the most interesting robot behaviours can be viewed on
https://www.youtube.com/playlist?list=

PLwTrswqNLKxfhPWLRRvogR7j6Nmhh7EjZ.

To conclude, we have separated the effects of bodies and
brains on the quality of robot’s performance with evolv-
able bodies as well as evolvable brains, by performing body
swaps. Because of the higher variance for swapping bodies
for fixed brains, we tentatively conclude that the bodies seem
to have a bigger effect. This is especially the case early in
the evolutionary process when there is still a lot of variation
within body types (group 1), but seems to partially persist

over longer periods of evolution (group 2).

Conclusions

In this paper, we introduced a new method that isolates and
quantifies the effect of the bodies and brains (morphologies
and controllers) on the performance of robots. We employed
this method and performed an extensive data analysis to find
out ‘What is more important, the body or the brain?’.

Specifically, we took 25 robots that provided us with 25
bodies and 25 brains. Then we analysed the change of fit-
ness values caused by attaching new bodies to a given brain
and the change of fitness values caused by attaching new
brains to a given body. Comparing the resulting standard de-
viations we discovered that attaching new brains to a given
body resulted in smaller changes in quality than attaching
new bodies to a given brain. This means that the body de-
termined the performance of the robot more than the brain.
Therefore we conclude that the bodies are more‘important’.
Obviously, this conclusion is only supported by the test case
(the sets of robots) we use in this study and we cannot say
anything about the generality of this claim.

Furthermore, we observed that the evolved body-brain
pairs do not always provide the best performance. This is
an interesting finding, as it indicates that there is a yet un-
tapped potential for social sharing of controllers in evolu-
tionary robotics. This certainly raises questions for future
research.

In future work, we aim to apply the body-brain swap
method to analyse populations of evolving robots for dif-
ferent scenarios and associated fitness functions. We aim
to exploit the insights we gain from this – e.g., by apply-
ing social learning techniques – to improve the evolutionary
optimisation techniques employed in evolutionary robotics.
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Abstract

Dung beetles can perform impressive multiple motor behav-
iors using their legs. The behaviors include walking and
rolling a large dung ball on different terrains, e.g., level
ground and different slopes. To achieve such complex be-
haviors for legged robots, we propose here a modular neural
controller for dung beetle-like locomotion and object trans-
portation behaviors of a dung beetle-like robot. The modular
controller consists of several modules based on three generic
neural modules. The main modules include 1) a neural oscil-
lator network module (as a central pattern generator (CPG)),
2) a neural CPG postprocessing module (PCPG), 3) a velocity
regulating network module (VRN). The CPG generates basic
rhythmic patterns. The patterns are first shaped by the PCPG
and their amplitudes as well as phases are later modified by
the VRN to obtain proper motor patterns for locomotion and
object transportation. Combining all these neural modules,
we can achieve different motor patterns for four different ac-
tions which are forward walking, backward walking, level-
ground ball rolling, and sloped-ground ball rolling. All these
actions can be activated by four input neurons. The experi-
mental results show that the simulated dung beetle-like robot
can robustly perform the actions. The average forward speed
is 0.058 cm/s and the robot is able to roll a large ball (about 3
times of its body height and 2 times of its weight) up different
slope angles up to 25 degrees.

1. Introduction
The concept of bio-inspiration has been applied for solv-
ing many problems in different fields, especially in robotics.
Bio-inspired robotics looks at how nature solves complex
tasks and uses it as an inspiration for designing robot con-
trol and structures. One example of bio-inspired robots is
the MIT cheetah robot that can perform impressive locomo-
tion, like running and jumping, with high energy efficiency
(Seok et al., 2013). This shows an advantage of bio-inspired
robotics that uses four-legged animals as a blueprint for de-
veloping a legged, walking, running, and jumping robot.

While locomotion is a basic function of legged robots,
recently object manipulation and transportation have been
also considered as their important functions for applications,
like search and rescue, transportation and exploration, where

a) b)

c) d)

Figure 1: (a) A standing posture of the African dung beetle
Scarabaeus galenus. (b) A ball rolling posture of the dung
beetle. (c) A standing posture of our simulated dung beetle-
like robot. (d) A ball rolling posture of the robot. The en-
vironment and robot model for simulation is provided by
the robot simulation platform called V-REP (Rohmer et al.,
2013). The dynamical property of the simulation is based on
the Vortex physics engine. The parameter of the simulation
is adjusted to be as close to reality as possible with some
simulation constraint. The overall bounding box size of the
robot (i.e., robot body) is 18.6 mm x 10.3 mm x 4.3 mm.
The weight of the robot is around 1.1 kg and the dung ball is
around 2.3 kg. We encourage the readers to see (Thor et al.,
2017) for more details of the robot model.

mobile robots with versatility are in high demand. A tra-
ditional way to provide the object manipulation and trans-
portation abilities for legged robots is achieved by installing
additional manipulators and grippers (Roennau et al., 2014;
Rehman et al., 2015; Schwarz et al., 2016). For example,
SpotMini 1, a small four-legged robot from Boston Dynam-
ics, is equipped with a single manipulator with a gripper
for grasping a small object. To deal with a large object,

1https://www.youtube.com/watch?v=wXxrmussq4E
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the centaur-like robot Momaro with four legs uses two ex-
tra 7 degrees of freedom (DOF) manipulators with dexterous
grippers (Schwarz et al., 2016) for the mission. Other legged
robots, like six-legged robots LAURON V (Roennau et al.,
2014) and Scarabeus (Bartsch and Planthaber, 2009), have
a small gripper on one leg. In general, all these robots have
been developed with separate locomotion and object manip-
ulation/transportation systems. Having an additional manip-
ulation system on the robots often requires extra control as
well as power consumption.

In contrast to the traditional robot developments with lo-
comotion and object manipulation/transportation abilities,
small insects, like dung beetles, can efficiently use their legs
for locomotion as well as object manipulation and trans-
portation (see Figs. 1(a) and 1(b)). In other words, they can
perform walking and ball rolling actions by only using their
own legs and do not require an additional manipulation sys-
tem. Therefore, when using the beetle as a source of inspira-
tion for a legged robot, the robot should be able to use its legs
for both locomotion and object manipulation/transportation.

Only a few works have shown legged robots which follow
the beetle strategy by using their legs to walk as well as ma-
nipulate and transport objects (Koyachi et al., 2004; Takeo
et al., 2009; Inoue et al., 2010; Chen et al., 2017). However,
all these robots require precise kinematic and complex force
feedback control. This ends up to the stop-and-go motions in
order to maintain their stability. In other words, they cannot
perform continuous movements for transporting an object,
especially a large one. Instead of using precise kinematic
and complex force feedback control, Stanton and Channon
(2016) proposed another control technique based on neu-
roevolution and feedback control for object manipulation of
a simulated four-legged robot. Using this technique, how-
ever, requires a long learning time and may result in a com-
plex network architecture which might be difficult to analyze
its sub functions contributing to complex behaviors.

To overcome the problem, we have developed a series
of dung beetle-like robots with different bio-inspired con-
trol approaches (Sørensen and Manoonpong, 2016; Strøm-
Hansen et al., 2017). While our previously developed dung
beetle-like robot systems can perform continuous locomo-
tion as well as object manipulation and transportation, they
can only stably move on a level floor. To expand the op-
erational range of the beetle robot, we present here for the
first time our new modular neural control mechanism with
its analyzable sub-functions. The control mechanism allows
the robot to not only walk with a tripod gait but also use its
hind and middle legs to roll a large ball (3 times of its body
height) (see Figs. 1(c) and 1(d)). With the control approach,
the robot manages to stably and continuously roll the ball
on a level floor as well as up different slope angles up to 25
degrees. To the best of our knowledge, the dung beetle-like
robot with multiple functions (i.e., locomotion with object
manipulation and transportation) that can deal with differ-

ent terrains (i.e., different slope angles) has not been inves-
tigated or shown so far. However, the rationale behind this
study is not only to demonstrate the complex behaviors but
also to show that this neural control approach with a modular
structure can be a powerful technique to solve sensorimotor
coordination problems of many degrees-of-freedom systems
(like legged robots) and to effectively provide complex multi
functions to the systems.

2. Modular Neural Control
The modular neural control has been design for both walk-
ing and ball rolling. The structural design is based on the
modular neural controller for a hexapod robot proposed by
Sørensen and Manoonpong (2016). The main components
of the control are the input neurons, the hidden neurons,
three generic neural networks or modules (neural oscillator
network acting as a central pattern generator (CPG), neural
CPG postprocessing network (PCPG), and velocity regulat-
ing network (VRN), see details below), and the motor neu-
rons. The complete diagram of the modular neural control
is shown in Fig. 2. The CPG module generates the rhyth-
mic patterns from its neurons (C1 and C2 ) which drive the
motor neurons. The modulatory input (MI) projecting to C1

and C2 can change the frequency of the rhythmic patterns.
The output signals from the CPG module are preprocessed
by the PCPG modules to further shape and smooth the sig-
nals. The output signals from the PCPG modules are then
passed to the VRN modules that regulate the amplitude of
the signals before driving the motor neurons. Input neurons
I and hidden neurons H play important roles in regulating
the amplitude. The four inputs I1,2,3,4 shown in Fig. 2(a)
are used to activate different actions of the simulated robot.
All inputs are passed through six hidden neurons H1,2,3,4,5,6

by excitatory synapses. Hidden neurons receive four inputs
from I1,2,3,4 and their outputs are used as inputs to the VRN
modules that regulate the amplitude of the signals from the
PCPG modules. After that, the signals from the VRN mod-
ules will be transmitted to the motor neurons of the robot in
order to perform locomotion and object transportation.

All neurons of the CPG and VRN modules are modeled as
discrete-time non-spiking neurons, with an update frequency
of 15 Hz. The activity of each neuron is described by

ai(t + 1) = Σn
j=1wijoj(t) + bi; i = 1, ..., n,

where n is the number of neurons, bi is a fixed internal bias
term of neuron i, and wij is the synaptic strength of the con-
nection from neuron j to neuron i. The neuron output oi is
given by a hyperbolic tangent (tanh) transfer function. Note,
however, that the input neurons (I1,2,3,4) are configured as
linear buffers (ai = oi). Each PCPG module is modeled as a
combination of a threshold neuron and a mechanism to con-
vert the neural output into a sawtooth wave signal. The hid-
den neurons H1,2,3,4,5,6 are configured with a linear trans-
fer function. All connection strengths and bias terms are
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Figure 2: (a) Modular neural control for locomotion and object transportation. Note that two bottom rows of the connection
strength are the biases of the joint angles. (b) The simulated bio-inspired dung beetle robot using the V-REP simulation
environment. There are four main physical components of the simulated dung beetle. First is the body (brown color) containing
abdomen, thorax, and head. Second part is coxa (yellow). Third part is femur (blue). Fourth part is tibia (purple). (c) The
positive angle direction of each joint. The BC joint angle is positive (+) when the joint swings forwards and negative (-) when
it swings backwards. The CF joint angle is between 0 and its maximum angle (see (d)). The FT joint angle is between 0 and
its maximum angle (see (d)). The configuration of the motor neurons on the simulated robot. Minimum and maximum angles
are shown for all joints of the right legs which are identical to those of the left legs. The abbreviation of the joints are BC:
Body-Coxa, CF : Coxa-Femur, FT : Femur-Tibia. Subscript numbers of the joints define location of the leg. Subscript numbers
(0, 3) refer to the front left and right legs; (1, 4) for the middle left and right legs; (2, 5) for the left and right hind legs.
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indicated by the numbers beside the connection lines (see
Fig. 2(a)). These fixed connection strength and bias values
are here empirically set to obtain the desired locomotion and
object manipulation patterns. All of these synaptic weights
are manually adjusted through empirical experiments, such
that the robot can perform walking and ball rolling actions
like a dung beetle. For example, the ball rolling action was
designed based on the observation of a real dung beetle. We
realized that this action is basically a combination of the for-
ward walking of the front legs and the backward walking of
the middle and hind legs. In other words, the rolling action
is derived from forward and backward walking.

2.1 Neural Oscillator Network Module (CPG)
Here, the model of a central pattern generator (CPG) is real-
ized by using the discrete-time dynamics of a simple neural
oscillator network with two neurons (C1,C2) and full con-
nectivity (Fig. 2(a)). It can generate rhythmic patterns. A
modulatory input MI is connected to the neurons C1 and C2.
By changing the value of MI, it is then possible to change
the frequency of the CPG, resulting in different gaits. In this
work, the MI value is set to 0.03 to generate a proper fre-
quency for walking and ball rolling. The CPG outputs are
visualized in Fig. 3. The detail and analysis of the CPG net-
work are referred to (Manoonpong et al., 2013).
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Figure 3: The rhythmic output signals from the neurons (C1

and C2 ) of the CPG with the defined parameters shown in
Fig 2(a). Here we use the output signal C1 for controlling
all BC joints and the output signal C2 for controlling all CF
and FT joints.

2.2 Neural CPG Postprocessing Module (PCPG)
The output signals from the neurons C1,2 of the CPG are
shaped by neural CPG postprocessing such that smooth as-
cending and descending signals are obtained for motor con-
trol (Fig. 4). This kind of asymmetrical periodic signals
is appropriate for locomotion as observed in insects which
have a different duration of swing (ascending slope) and

5 10 15 20
Time [s]

1.0

0.5

0.0

0.5

1.0

Am
pl

itu
de

pcpg pcpg

Figure 4: The output signals from the PCPG1 and PCPG2

modules (see Fig 2(a)). The output signals of the PCPG3

and PCPG4 modules having similar patterns to the ones of
the PCPG1 and PCPG2 modules are not shown.

stand (descending slope) phases, being intrinsically asym-
metry (Akay et al., 2004). In this modular neural control,
there are four CPG postprocessing modules (PCPG1,2,3,4),
each receiving an output signal from the CPG. The PCPG1

and PCPG2 modules receive the same output signal of the
neuron C1 with different synaptic weights. Due to the dif-
ferent weights (+1 for PCPG1 and -1 for PCPG2), the output
signals from the PCPG1 and PCPG2 modules have 180 de-
grees phase shift (see Fig. 4).

The same holds for the PCPG3 and PCPG4 modules that
receive the same output signal of the neuron C2 with differ-
ent synaptic weights. This configuration forms a tripod gait
similar to an alternating tripod gait of dung beetles. Addi-
tionally, the advantage of this configuration is that the PCPG
modules automatically shift the phase of the CPG signals
by 180 degrees even if the frequency of the CPG signals is
changed.

2.3 Velocity Regulating Network Module (VRN)
To obtain different actions (i.e., forward walking, backward
walking, level-ground ball rolling, and sloped-ground ball
rolling) and to maintain stability, we need to regulate the
CPG signals. According to this, we use 12 velocity reg-
ulating network (VRN) modules (VRN1−12) as shown in
Fig. 2(a). The VRN taken from (Manoonpong et al., 2007)
is a simple feed-forward neural network with two input, four
hidden, and one output neurons (see Manoonpong et al.,
2007). It was trained by using the backpropagation algo-
rithm to act as a multiplication operator on two inputs ap-
plying to the input neurons of the VRN (see Manoonpong
et al., 2007 for details).

Here, the VRN modules receive their inputs from H1−6

and the outputs of the PCPG modules. We use the VRN
modules to reduce the amplitudes of the signals from the
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PCPG modules based on the values of the hidden neurons
H before they are passed to the motor neurons. Examples
of the output signals from the VRN1 module with different
input values obtaining from the hidden neuron H1 are shown
in Fig. 5. Each of the 18 motor neurons receives joint biases
through the input neurons and a VRN output to obtain proper
joint movements for stable walking and ball rolling actions
of the simulated robot.
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Figure 5: The periodic output signals from the VRN1 mod-
ule shown in Fig 2(a). (a) The VRN output signals when H1

= 1 and H1 = 0.5. (b) The VRN output signals when H1 = 1
and H1 = -0.5.

2.4 Input Parameters for Different Behavior Modes

The modular neural controller is able to generate two differ-
ent behaviors. The first is a walking behavior and the sec-
ond is a ball rolling behavior. The walking behavior has two
modes which are forward walking and backward walking.
The ball rolling behavior likewise has two modes which are
flat ground ball rolling and sloped ground ball rolling. All
four actions of the simulated dung beetle can be obtained by
adjusting the input parameters as shown in the table 1.

Table 1: Input parameters for different behavior modes.

Actions I1 I2 I3 I4
Locomotion: Forward walking 1 0 0 0
Locomotion: Backward walking 0 1 0 0
Ball rolling: Flat ground 0 0 1 0
Ball rolling: Sloped ground 0 0 0 1

3. Experimental Results
To test the modular neural control on the simulated dung
beetle-like robot, two environments have been provided for
it to interact with. The first environment is just a ground
for the locomotion task. The second environment has both
level and sloped ground for the object transportation or ball
rolling task. A dung ball has therefore also been provided
in this environment, so that the robot can roll it on the level
and sloped ground.
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Figure 6: Position of the simulated robot during forward
walking. The experiment involves 10 trials with the dura-
tion of 120 seconds each.
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Figure 7: Result of the ball rolling experiment on level and
different angle of sloped ground. The success is indicated by
not fall from the ball while rolling or can roll continuously
without stuck on any position for a long time. Each sloped
angle is tested for 10 trials with a duration of 180 seconds.
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Figure 8: The joint angles (degree) and foot contact sensor
signals during forward walking. The gray color bars of the
gait diagram show the periods that the feet touch the ground
(stance phase). The white color bars of the gait diagram
show the periods that the feet do not touch the ground (swing
phase).

Figure 6 shows the simulated robot’s position during
walking experiments where each experiment lasts 120 sec-
onds. The average speed of the robot is around 0.058 cm/s
and the maximum deviation on the y-axis is 0.5 cm. It can
thus be seen that the controller seems to generate a straight
walking behavior with low deviation of the lateral direction.
Note that in this test, the controller acts as an open-loop con-
troller. It only generates forward walking without sensory
feedback.

Figure 7 shows the results from ball rolling experiment
on level and sloped ground. The robot can roll a ball on
flat ground and up different slopes up to 15 degrees with
100% success rate. Increasing the slope angles reduces the
success rate. The robot can achieve up to 25 degrees with
10% success rate. This is due to the joint configuration that
is not appropriate for rolling up such a steep slope.

The motor joint signals and gait diagrams for forward
walking2 and backward walking3 are shown in Fig. 8 and
Fig. 9. During walking, the most active joints are the BC-

2see www.manoonpong.com/Alife2018/svideo1.wmv
3see www.manoonpong.com/Alife2018/svideo2.wmv
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Figure 9: The joint angles (degree) and foot contact sensor
signals during backward walking. The gray color bars of the
gait diagram show the periods that the feet touch the ground
(stance phase). The white color bars of the gait diagram
show the periods that the feet do not touch the ground (swing
phase).

joints and CF-joints. This is with the exception of the BC-
joint at the hind leg which is almost non-active during walk-
ing. Note also that all of the FT-joints remain non-active
during walking. These joint patterns are generated based on
the observation of dung beetle locomotion.

Even though the signals from the motor neurons are cor-
rected and smoothed, there still exist some mechanical feed-
back from the ground. This can clearly be seen in the sig-
nals of the middle leg CF-joint and the hind leg BC-joint,
which fluctuate due to the feedback from the ground. The
gait diagram shows a tripod gait of the robot. For backward
walking, the direction of the BC-joint after the leg touches
the ground is reversed. Thus, the movement of the robot is
changed from forward to backward walking.

The joint signals and the foot contact signals for the robot
when rolling a ball4 from level to sloped ground are shown
in Fig. 10. When the robot is starting to roll the ball up the
slope, the body inclination signal is slowly increasing until
it gets higher than a threshold. After that the sloped ground
rolling action is automatically activated by setting the inputs

4see www.manoonpong.com/Alife2018/svideo3.wmv
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Figure 10: The joint angles (degree), body inclination sen-
sor (BS) feedback (degree), and foot contact sensor signals
during ball rolling from level ground to sloped ground (15
degrees). The gray color bars of the gait diagram shows the
periods that the feet touch the ground (stance phase) or the
dung ball. The white color bars of the gait diagram show the
periods that the feet do not touch the ground (swing phase).
In this experiment, the input values I1,2,3,4 were initially set
to I1,2,4 = 0 and I3 = 1. Afterwards they were automatically
set to the new values (I1,2,3 = 0 and I4 = 1) when the the
body inclination signal was higher than a threshold, here, at
around 58 s (red line). These new values corresponds to the
ball rolling action on the slope (see also Table 1).

I1,2,3,4 of the network to new values (see Table 1). As a
consequence, the joint signals and the walking gait of the
robot are changed for ball rolling up the slope.

4. Discussion
In this paper, the new version of the modular neural con-
troller is based on our previous version (Sørensen and
Manoonpong, 2016). Basically, these two versions have the
same basis modules (i.e., the CPG modules and the VRN
modules). The CPG module generates basic rhythmic sig-
nals while the VRN modules are for regulating the ampli-
tude of the CPG signals. The main difference between the
two versions is that the previous one does not have the PCPG
module which is newly introduced in the new version. The
PCPG module is used to obtain asymmetrical periodic sig-

nals (i.e., ascending (swing phase) and descending (stance
phase) slopes of the signal differ in duration). The asym-
metry leads to a short duration of the swing phase and a
long period of the stance phase; thereby making the body of
the the dung beetle-like robot more stable when performing
locomotion and object transportation. Furthermore, for sim-
plification, phase switching modules of the previous version
which can switch the phase of the CPG signals are replaced
by the VRN modules.

Currently, the actions of the robot for walking and ball
rolling are predefined. In other words, the robot cannot de-
cide which action it should take. In the future, we will im-
plement goal-directed navigation (Goldschmidt et al., 2017),
adaptive climbing (Goldschmidt et al., 2014), and decision
making (Chatterjee et al., 2015) mechanisms as higher level
control. The higher level control mechanisms will decide
which action the robot should take based on an environmen-
tal condition through sensory feedback. This way, the robot
will be able to decide it own action from the situation of the
environment, like with or without a ball. For example, if
there is no ball nearby, the robot will decide to search for
a dung ball. The behavior will be controlled by the goal-
directed navigation control mechanism. As soon as it detects
the ball, the adaptive climbing control mechanism will let it
climb on the ball and afterwards the ball rolling action will
be activated to transport the ball.

Conclusion
We present the modular neural controller of a dung beetle-
like robot. The controller is derived from three generic neu-
ral modules (CPG, PCPG, and VRN). The CPG and VRN
modules have their functional origin in biological neural sys-
tems (see Manoonpong et al., 2014 for details). The con-
troller can generate various motor patterns for locomotion,
object manipulation (i.e., pushing a ball), and their combi-
nation (resulting in object transportation, i.e., walking back-
ward with rolling a ball). This bio-inspired control approach
allows the robot to walk and continuously roll a large ball
(i.e., about 3 times the robot’s body height and 2 times of its
weight) on different terrains (i.e., level ground and different
slopes). These behaviors can be activated by changing four
inputs to the controller. Switching from level ground ball
rolling to sloped ground ball rolling behaviors is done by us-
ing body-inclination sensory feedback. Although the result-
ing ball rolling behavior is inspired by the strategy of dung
beetles, the ball used in this study is still lighter than the one
that the beetles can roll (i.e., 10 times their own weight).
Furthermore, the beetle can also transport the ball on not
only flat but also rough terrains. Thus, in the future work,
we will employ neural learning mechanisms with proprio-
ceptive feedback for online adaptation (Xiong et al., 2016)
to be able to transport or roll a large ball on steeper slopes
and rough terrain. We will also apply this approach to a real
dung beetle-like robot and test it in a real environment.
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Xiong, X., Wöergöetter, F., and Manoonpong, P. (2016). Adap-
tive and energy efficient walking in a hexapod robot under
neuromechanical control and sensorimotor learning. IEEE
Transactions on Cybernetics, 46(11):2521–2534.

342



Investigations of an Adaptive and Autonomous Sensorimotor Individual

Matthew Egbert

University of Auckland, Auckland, NZ
mde@matthewegbert.com

Abstract

Agency is an under-investigated foundational concept in un-
derstanding natural minds and how they differ from exist-
ing artificial forms of intelligence. To address this, Baran-
diaran et al. (2009) outlined a provisional definition of min-
imal agency, based upon three criteria: autonomous indi-
viduality; asymmetrical agent-environment interaction; and
norm-driven modulation of that interaction. The first part of
this paper reviews this definition, drawing attention to the in-
teraction between interactional asymmetry and normativity.
The definition is then applied to self-maintaining sensorimo-
tor dynamics observed in a computational model. This has
two broad goals: (i) improving our understanding of Baran-
diaran et al.’s definition of agency and how it could be ap-
plied to sensorimotor dynamics; and (ii) improving our un-
derstanding of the agent-like structures observed in a simula-
tion of a simple robot whose sensors and motors are coupled
to an iterant deformable sensorimotor medium (IDSM). I ar-
gue that specific structures within the simulation qualify as
autonomous individuals and that these individuals can adapt
to environmental changes in a way that benefits their viability.
The nature of this adaptation is then examined by compari-
son to metabolism-independent and metabolism-based form
of bacterial chemotaxis.

Introduction
Since its inception, mainstream artificial intelligence re-
search has focused upon knowledge, representation and
problem solving. The dominating cognitivist and connec-
tionist approaches have produced a number of remarkable
technological advances, to which they continue to con-
tribute. However, a number of central mental phenomena,
such as subjective experience, intrinsic goals and qualia,
have proven largely inaccessible to these frameworks, lead-
ing to a number of rather extreme responses, including the
denial or dismissal of our subjective experience as an il-
lusion (Dennett, 1992); a resurgence in mind-body dual-
ism, where mental phenomena are seen as outside the realm
of scientific explanation (Chalmers, 1997); and panpsy-
chist theories that suggest, for instance, that everything
is conscious, but varies in the extent to which it is con-
scious depending upon the amount of ‘integrated informa-
tion’ (Tononi, 2004).

By comparison, the enactive view (Stewart et al., 2010;
Thompson, 2007; Varela et al., 1992) is rather conservative.
Enactivists reject abstract and disembodied problem-solving
as the theoretical foundation for understanding mind. In-
stead, mind is investigated as a property of a particular ‘au-
tonomous’ organization of interdependent, precarious com-
ponents. I elaborate upon this idea below, but the key point
here is that where mainstream AI researchers arbitrarily de-
fine the agents that they are interested in—a neural network,
piece of software or robot that solves a particular problem—
enactivists have proposed stricter criteria for what is neces-
sary to consider a system an agent. These criteria pre-empt
the arbitrary assignment of agency to a system of interest,
but with this constraint comes a potential benefit in the form
of a line of investigation for improving our understanding
of the mental phenomena that have been so elusive to main-
stream cognitive sciences and AI.

In this vein, Barandiaran, Di Paolo and Rohde (2009) pro-
vide a preliminary definition of agency. The goal is that
once fully developed, this definition could be applied to
identify within a given system, the presence of agents and
the boundaries thereof. In this paper, I apply this defini-
tion (henceforth BDR-Agency) to a model of a sensorimo-
tor agent. Our goal is to improve our understanding of both
the self-maintaining sensorimotor dynamics observed in our
model and of the definition itself. BDR-Agency is based
upon three properties: individuality, normativity, and inter-
actional asymmetry. I lack space to recapitulate these in full
detail, but shall provide a brief overview before introducing
our model of a sensorimotor agent.

The foundational concept is autonomy-based individual-
ity, where an individual is seen as a set of interdependent
processes or components. To be a member of the set, each
constituent process must depend upon at least one other con-
stituent process, and must make possible at least one other
constituent process (Ruiz-Mirazo and Moreno, 2004; Varela,
1979; Virgo et al., 2009). In this view, it is not the location
of a component that determines whether it is part of an indi-
vidual, it is how that component relates to (i. e., does or does
not enable and/or depend upon) the rest of the individual.
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This often maps fairly well to our intuitive understanding of
a biological organism, but not always. For example Di Paolo
(2009) describes how in this view, the pockets of air that are
trapped in the hairs of the water boatman insect (Corixidae)
are part of the organism as they essential for and are main-
tained by the other processes that constitute the creature.

Autonomy provides a principle-driven way to identify in-
dividuals (and consequently, their environment). It, like the
other criteria in BDR-Agency, is a domain-independent or-
ganizational property, meaning that its application is not lim-
ited to identifying and delimiting biological individuals (or-
ganisms); but can also be applied to identify individuals in
other domains including social, ecological, and sensorimo-
tor systems. What constitutes an individual is no longer an
arbitrary decision, opening up new meaningful lines of en-
quiry concerning the properties of such individuals and the
relationship between individuals and their environment. In
this vein, BDR-Agency proposes additional criteria for an
autonomous individual to be considered an agent: it must
modulate its interaction with its environment in response to
the norms that are intrinsic to its organization. Let us now
briefly unpack these ideas.

Given an autonomous individual, it is possible to evaluate
phenomena with regard to how they affect the individual’s
viability. This is a normative (good/bad) evaluation that is
determined by (i. e., is the result of) the organization of the
autonomous individual. To explain: if the individual were
to be built out of different components, or the same compo-
nents were organized in a different way, the set of phenom-
ena that influence its survival, and the way that they influ-
ence its survival would be different. This normative eval-
uation is thus not something that is decided by an external
observer of the system, but rather is determined by the in-
dividual’s organization. It is as such intrinsic rather than
ascriptional.1

Having outlined what is meant by intrinsic norms, I can
turn our attention to the notion of an autonomous individual
modulating its interaction with its environment in response
to these norms. A fundamental concept in agency is the dif-
ference between the actions of an agent and the things that
just happen to it. The intuitive idea is that when an agent
acts, it has played a greater role in causing something to
happen than the environment, but the challenge of quanti-
fying this asymmetric causal contribution has a long history
and has proven difficult. After briefly reviewing some ener-
getic, dynamical and information-theoretical approaches to
resolving this topic and some problems as of yet unresolved
in these approaches, Barandiaran et al. propose that the au-
tonomy based concept of individuality provides a way “to
define interactional asymmetry in terms that are weaker than

1This approach to naturalizing norms follows the Kantian pro-
posal that norms are to be derived from what makes possible the
existence of certain systems, rather than a more problematic notion
of what ought to be—see (Barandiaran and Egbert, 2013, p. 7).

those of causation, but also less problematic.” (Barandiaran
et al., 2009, p. 371) To do so, they draw attention to the in-
teraction between the agent and its environment, suggesting
that the agent influences this interaction in a way that is dif-
ferent from how the environment influences it. They start by
rightly observing a symmetrical relationship of mutual in-
fluence between individual and environment, which they ex-
press by writing dS/dt = FQ(S,E); dE/dt = GQ(S,E),
where S is the state of the individual and E the state of the
environment. Then, they suggest that the form of these func-
tions (FQ and GQ) is determined by a set of parameters Q,
and highlight p, the subset of Q that is influenced only by S:
∆p = HT (S), (where the subscript T is used to emphasize
that the modulation is an event, not a lawful, general rule of
change), using this to express the idea that “an agent is able
to modulate some of the parametrical conditions and to con-
strain this coupling in a way that the environment (typically)
does not.” (Barandiaran et al., 2009, p. 371)

After emphasizing that individuality is a precondition for
the other two criteria, Barandiaran et al. (2009, pps. 373–
374) present interactional asymmetry and normativity as in-
dependent properties, giving examples of systems that pro-
vide one but not the other. Here I want to focus upon the re-
lationship between these properties. Instead of considering
them as independent, let us consider the agent-environment
interaction as asymmetrical because it is done in response
to the norms of the agent?2 When a mechanism is observed
through which an autonomous individual influences its inter-
action with its environment, the question can be asked what
is modulating this influence—what causes the form of this
influence to change? If and only if it is in an adaptive (sensu
Di Paolo, 2005) response to one of the processes that con-
stitute the individual, then it is the action of an agent (cf. a
mere happening).

Parkinson’s tremors are not varied in an adaptive,
survival-benefiting response to one or more of the processes
that constitute the agent, and so they are not the acts of an
agent. The metabolism-based chemotaxis of various bac-
teria (Alexandre, 2010; Egbert et al., 2010), on the other
hand, is agential as it is directly modulated by the effi-
cacy of the (metabolic) processes that are necessary for the
individual to persist. Not all bacterial chemotaxis oper-
ates in this manner. Metabolism-independent chemotaxis
(which is also observed in a variety of bacteria—see e. g.
Adler, 1969) is modulated in response to particular envi-
ronmental changes—i. e., not in response to the efficacy
of the processes that constitute the agent. When, for in-
stance, a mutation blocks the consumption of that resource,
the metabolism-independent behaviours do not change or
cease; and the organism continues to move toward the ‘re-

2Di Paolo et al. (2017) present an updated, more integrated view
similar to that described here where the three requirements are not
independent or additive, but relate non-trivially to each other as
argued here.
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sources’ that it no longer needs, even when this means its
death (Adler, 1969). A contentious proposal would be to
suggest that despite the tendency of this mechanism to ben-
efit the organism, because it is not modulated in response
to processes that constitute the organism it is not an action!
Di Paolo et al. (2017, pps. 131–132) do not go this far, but
do consider ‘lucky-accidents’ (incidental benefits that result
as a side-effect of mechanisms that are not attuned to those
benefits) to not be actions. Metabolism-independent chemo-
taxis is different, they argue, because it is the result of evo-
lution that is constrained by the norms of the organism (Di
Paolo, personal communication).

After outlining their definition, Barandiaran et al. show
how it can be applied to the archetype which played a role
in inspiring their ideas: bacterial chemotaxis. Di Paolo et al.
(2017) consider the concept in another domain, investigat-
ing how certain sensorimotor dynamics could satisfy the
requirements of BDR-Agency. These are useful efforts to
consider how BDR-Agency applies to natural systems, but
it can also be useful to develop and analyse computational
artefacts that attempt to capture key properties in minimal
ways. In collaboration with some of the authors listed above,
I have used this methodology to investigate and help refine
concepts of normativity (Barandiaran and Egbert, 2013), and
norm-driven behaviour (Egbert et al., 2010, 2009). In what
follows, I present a computational model that we use to fur-
ther consider how BDR-Agency can be applied to sensori-
motor dynamics. The model is much simpler than biological
systems, and more formal and concrete than purely verbal
conjecture, and thus provides a supplementary philosophical
method, that can shed additional light upon BDR-Agency.

Model
The Iterant Deformable Sensorimotor Medium (IDSM) is
a dynamical construct, that when coupled to a robotic or
simulated body, maps the current sensorimotor state to a
motor output ft(St,Mt) → Mt+1. As it is applied, the
mapping itself changes as a function of the current state
of sensors and motors and the current state of the map-
ping: ∆f

∆t = g(f, S,M, ∆S
∆t ,

∆M
∆t ). This change (detailed

below) was designed so that sensorimotor state trajectories
bias the system to increase the likelihood that similar sen-
sorimotor trajectories will be repeated in the future. This
property is reminiscent of the self-reinforcing nature of ha-
bitual behaviour, where repeated performance of patterns of
behaviour (e. g. the direction you look when crossing the
street, or a tendency to worry) increases the likelihood of
similar behaviour being performed in the future. A useful
metaphor for understanding how the IDSM works is the stig-
mergic path generation observed on university campuses,
where routes taken by students crossing a field between aca-
demic buildings trample paths in the grass that influence the
trajectories taken by subsequent students. This is essentially
how the IDSM operates, but the trajectories and stigmergic

paths are in sensorimotor space, rather than on grass.
Now for more formal detail: the IDSM tracks a history

of sensorimotor trajectories by creating and modifying a
set of records known as nodes. Each node describes the
sensorimotor-velocity (i. e., the rate of change in all sensors
and motors) for a particular sensorimotor-state at some point
in the past. Each node is thus a tuple of two vectors and a
scalar, N = 〈p,v, w〉, where p represents the sensorimotor
state associated with the node (referred to as the node’s po-
sition in sensorimotor space), v indicates the sensorimotor
velocity, and the scalar w indicates the weight of the node, a
value that scales the overall influence of the node. We shall
refer to these components using a subscript notation, where
the position, SM-velocity vector, and weight of node N are
written as Np and Nv and Nw, respectively.

As a robot controlled by the IDSM moves through sen-
sorimotor states, new nodes are created recording the sen-
sorimotor velocities experienced at different sensorimotor
states. Specifically, when a new node is created, its Np is
set to the current sensorimotor state; its Nv is set to the cur-
rent rate of change in each sensorimotor dimension, and its
Nw is set to 0 (an initial value that does not imply that the
node is ineffectual, see below). The two vector terms (Np

and Nv) are calculated in a normalized sensorimotor space,
where the range of all sensor and motor values are linearly
scaled to lie, in each dimension in [0, 1]. In similar models
in the past, the sensorimotor state could become trapped at
the corners of the sensorimotor space (Egbert and Barandi-
aran, 2014). To compensate, I made the motor dimension
of sensorimotor space periodic and mapped the motor sen-
sorimotor coordinates by a sinusoidal function so that Np

and Nv coordinates are mapped to motor values according
to m = sin(2π · x), where x is the motor coordinate in SM-
space and m is the actual motor value.

New nodes are added only when the weighted density of
nodes near the current sensorimotor state, as described by
the function φ (Eqs. 1–3), is less than a threshold value,
φ(x) < kt = 1. Loosely speaking, φ is a measure of how fa-
miliar the sensorimotor state is, and it is calculated by sum-
ming a non-linear function of the distance from every node
to the current sensorimotor state, d(Np,x), scaled by a sig-
moidal function of the node’s weight, ω(Nw), thus:

φ(x) =
∑
N

ω(Nw) · d(Np,x) (1)

ω(Nw) =
2

1 + exp(−kωNw)
; kω = 0.0025 (2)

d(Np, x) =
2

1 + exp(kd||Np − x||2)
; kd = 200 (3)

After a node is created, its weight changes according to
equation 4, where the first term represents a steady degrada-
tion of the node’s influence, and the second term represents a
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strengthening of the node that occurs when the current sen-
sorimotor state is close to the node’s position. This latter
term allows for the self-reinforcement/self-maintenance of
patterns of behavior, such that patterns of behavior that are
repeated are more likely to persist than those that are not
reinforced.

dNw
dt

= −kdeg + r(N,x); kdeg = 5 (4)

r(N,x) = krejuvd(Np,x); krejuv = 1000 (5)

One time unit after creation, nodes are activated, mean-
ing that they are added to the pool of nodes that influence
the motor state. Every activated node influences the mo-
tor state, but at any one time only a subset of these will
have a substantial influence, for the influence of a node is
scaled non-linearly by its distance from the current sensori-
motor state by the same distance function used in φ above
(Equation 3). The influence of each node is also scaled by
its weight according to Equation 2, and thus nodes that are
close to the current sensorimotor state and nodes with higher
weights have a greater influence.

Equations 6 – 8 describe how the IDSM influences the
motor state (µ). The influence of a node can be broken down
into a ‘velocity’ factor and an ‘attraction’ factor. The veloc-
ity factor is simply the motor components of the Nv vec-
tor, but the attraction factor is slightly more complicated. It
is a ‘sensorimotor-force’ that draws the system towards the
node. This tends to result in a motion in sensorimotor space
towards regions of sensorimotor space that are familiar, i.e.
for which there is a higher density of nodes and it can com-
pensate for stochasticity in the environment or perturbations
to behavior (see Egbert and Barandiaran, 2014 for details).

I =
1

φ(x)

∑
N

ω(Nw)·d(Np,x)·(Nv︸︷︷︸
Vel.

+A(Np − x, Nv)︸ ︷︷ ︸
Attraction

)µ

(6)

A(a, Nv) = a−
(
a · Nv

||Nv||

)
Nv

||Nv||
(7)

In previous IDSM publications, random behaviour was gen-
erated by creating a large number of initial random nodes. In
this paper I have replaced this by having the local density of
nodes, ψ =

∑
N d(Np,x), determine when IDSM influence

controls the motors and when the motor activity is to be ran-
dom. Eq. 8 expresses how a sigmoidal switch (s(ψ)) selects
either IDSM driven behaviour (I) or a random motor vector
(R). R is varied over time to produce a random walk in mo-
tor space as follows: 100 times per time unit, R has a 0.02
chance of being set to a vector with motor-components se-
lected from a normal distribution (σ2 = 2), and a delta com-
ponent, ρ, selected from a normal distribution (σ2 = 10),
such that dR/dt = ρ.

s(ψ) =
1

1 + exp(20ψ − 20)
;

dµ

dt
= (1− s)I + sR (8)

Figure 1: Dependencies between the precarious dynam-
ics that constitute (A) sensorimotor and (B) biological
identities. Black arrows indicate ‘is necessary to maintain’
and the black components they interconnect constitute a sen-
sorimotor individual. Dashed arrows indicate a weaker ‘influ-
ences’ relationship, and the blue text indicates components
that are not part of the individual as they do not depend upon
the other components, and are thus instead part of its envi-
ronment. See the main text for details.

As discussed in previous publications, when coupled to a
robot’s sensors and motors, the IDSM (i) causes the robot
to repeat behaviors that it has performed in the past, and (ii)
allows for the reinforcement of patterns of behavior through
repetition. If a pattern of behavior is not performed for a
period of time, it becomes less likely to be re-enacted, but
when behaviors are performed, they become more likely to
be repeated in the future, and in this way, self-maintaining
patterns of behavior emerge. It is these self-maintaining
patterns of behaviour that I will investigate as sensorimotor
agents.

Investigation
We now consider how BDR-Agency could be applied to
structures within our model. We start by identifying an au-
tonomous individual—i. e., a network of interdependent pre-
carious entities. The model was designed to include such
‘sensorimotor individuals’ (henceforth SMI3), and so this is
not a difficult task, but it nevertheless proves interesting. We
can start by considering the influence of IDSM nodes, which
perpetually decreases, except when the robot’s sensorimotor
state is rather close to the node, in which case the weight of
the node is rejuvenated (Eqs. 4–5). A given node will there-
fore cease to have influence unless the region of sensorimo-
tor space near it is visited regularly. The influence of IDSM
nodes is thus precarious in a way that is comparable to the
precariousness of far-from-equilibrium metabolic process in
a biological individual. They are inherently unstable; in the
short term, their own influence drives them away from the
conditions necessary for their survival (IDSM nodes tend to
cause change in sensorimotor state, which will move it away
from the node), but when certain conditions are met, these

3In previous publications, these autonomous structures have
been referred to has ‘habits’, due the similarity in the way these
structures depend upon their self-reinforcement to persist.
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structures can persist indefinitely.
So, while precarious, IDSM nodes are not autonomous,

as their influence in isolation tends to move the sensorimo-
tor state away, causing it to degrade more rapidly. They can
however be part of an autonomous individual when they are
integrated into a wider network of precarious interdependent
components as drawn in Fig. 1. Let us now trace these de-
pendencies. IDSM nodes influence the motor state of the
robot (Eqs. 6–8). Motor activity in turn influences the mo-
tion of the robot and thus how the robot relates to the world
in which it is situated (e. g., how close the robot is to the
light). The robot’s relation to its world determines its sen-
sory state, and this, along with the motor state (and at times
the random behaviour generation) determine the robot’s sen-
sorimotor state. The sensorimotor state of the robot must
regularly visit IDSM nodes if their influence is to persist,
and so we are back to to where we started. We have circum-
navigated a network of interdependent components depicted
as black text and arrows in Fig. 1 and in so doing, have iden-
tified an autonomous individual within the model.

Note that these components are extended in time. It is
not the instantaneous motor activity that contributes to the
robot/world relation, but the historical trajectory of motor
activity. Similarly, it is not the instantaneous sensory state
that is important, but its trajectory of time. It is generally not
a single IDSM node that is part of the SMI, but a collection
of nodes that tends to cause a pattern of motor activity and
it is a temporally extended pattern of robot/world relations
that produces the repeated sensory states that allow for the
reinforcement of certain IDSM nodes, etc.

We can identify elements of this SMI’s environment by
further considering the robot/world relation. Note that the
motor activity influences, but does not completely deter-
mine the robot/world relation. Different trajectories of mo-
tor activity could cause the robot to move toward or away
from a light in an infinite variety of ways, and other tra-
jectories would cause the robot to maintain a particular dis-
tance, or perform potentially complex oscillations in front
of the light, etc. But motion of the light (including it be-
ing stationary) plays an equal role, co-determining change
in the robot/environment relation. Changes in the world of
the agent, such as this light motion, influence part of the
SMI but do not depend upon it. As such light motion is not
part of the SMI but is instead part of its environment. Care
is needed here because I am using the word ‘environment’
in a potentially confusing manner. A more everyday use of
the word ‘environment’ would refer to the world in which
the robot operates. But, here, because we are taking the ap-
proach proposed by Barandiaran et al. (2009), the individual
is not an arbitrarily selected robot, but instead the system
which satisfies the criteria outlined in BDR-Agency. In this
case, the individual is not coextensive with the robot, but is
rather the SMI, the network of interdependent sensorimotor
dynamics just described, and its environment is everything

that it interacts with that is not part of it. I use ‘world’ to
refer to the non-robot parts of the simulation (e. g. lights)
and ‘environment’ to refer to the non-SMI parts of the sim-
ulation.4

Perhaps counter-intuitively, the robot’s embodiment in
our model is also part of the SMI’s environment—Di Paolo
et al. (2017) reach similar conclusions. Its persistence is as-
sumed and is thus not dependent upon the robot’s behaviour
(or indeed anything else within the model). It influences the
form of the equations that specify how the motors affect the
robot/world relation and how the robot/world relation de-
termines the sensory activity, but it does not depend upon
any other part of the SMI, and so is not part of it. For bi-
ological individuals (organisms), the situation is different.
Biological self-construction (a.k.a. autopoiesis—presented
in a gross simplification in Fig. 1B) depends upon the be-
haviour of the organism, to get food etc., and the behaviour
depends upon the autopoiesis to create the structures that
enable the behaviour (flagellum etc.). And so for biological
organisms, the networks depicted Fig. 1A and Fig. 1B are
mutually interdependent and we have an example of nested
autonomous structures; a larger autonomous individual that
when analyzed at a different scale, could be identified as two
sub-individuals—a sensorimotor individual and a biological
individual. I do not consider this further in this paper, but
we have used IDSM models to investigate the relationship
between biological and sensorimotor autonomous structures
(Egbert and Cañamero, 2014), and plan to do more research
in this direction.

The norms of a sensorimotor individual
Having identified a sensorimotor individual, we can consider
the norms that emerge from its organization. We can ask:
What is good for the survival of an SMI and what is bad
for it? To answer this question, we now look at an instance
of an SMI in a simulation. To do so, we couple an IDSM
to a simulated robot, situated in a one-dimensional periodic
environment of size 2. The robot has one motor which de-
termines its velocity m ∈ [−1, 1] = 2 dx

dt , where the periodic
variable x ∈ [−1, 1] is the robots position. It also has one
sensor which is activated according to 1

(1+5d)2 , where d is
the minimum distance between a light source and the robot
in accordance with the minimum image convention for pe-
riodic boundary conditions. Figure 2 presents a time-series
indicating the position of the robot and the light during our
experimental run. In this simulation, the light source moves
according to a predefined sequence, remaining stationary,
moving ‘left’ at a velocity of - 1

5 , oscillating, moving ‘right’
at a velocity of− 1

5 , before repeating this sequence. After an
initial short transient during the initial phase where the light

4An additional source of potential terminological confusion is
the notion of sensorimotor-environment proposed by Buhrmann
et al. (2013) which is a third and distinct idea from the environ-
ment discussed here.
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Figure 2: Time-series showing the motion of a light (dashed line) and simulated robot in a 1D periodic environment.
Note the robot is teleported at t = 70 and t = 140 to lie on the opposite side of the light.

is stationary, the robot falls into a behaviour involving a low
amplitude oscillation close to the light. When the light starts
to move, the robot goes through another transient, changing
from being ‘above’ the light to being ‘below’ it, where it
remains maintaining approximately the same distance from
the light for the remainder of the simulation.

The IDSM nodes that produce this behaviour are depicted
in the lower-right plot of Fig. 3. Note that they are all lo-
cated within a portion of sensorimotor space that has high
sensory excitation (vertical axis). This makes sense as dur-
ing this behaviour, the robot is always relatively close to the
light. If we were to move the light away from the robot,
the robot/environment relation would be changed, and this
change, if sufficiently large, would cause the sensorimotor
state to leave the area where (i) motor activity is influenced
by the nodes and (ii) the nodes are reinforced. It follows
that moving the light away from the robot in this way is bad
for the survival of the SMI. The contrapositive is also true:
if, after moving the light away from the robot, we move it
back (in time that the IDSM nodes have not degraded too
extensively), this second action would be good for the SMI.
These examples (which have been observed in simulation
but are not presented here) support the claim that different
robot/world relations are better or worse for the persistence
of the habit, and so change in robot/world relations takes on
a normative dimension for the SMI. Other types of change
can be similarly evaluated in terms of their effect upon the
SMI’s viability. For instance it is evident that moving IDSM
nodes or changing their various properties would often break
a SMI. Similarly, modifying the robot’s embodiment would
often break or at change the form of the trajectories that con-
stitute the SMI.

Norm-sensitive modulation of agent-environment
interaction by SMI

It is intuitive that by changing the system’s dynamics we can
‘kill’ an SMI. What is less clear is how robust or adaptable
they are. Recall that we are interested in the extent to which
SMI can regulate their interaction with their environment in
response to their own emergent norms. A first step toward
investigating this possibility is to evaluate the stability of the
SMI in our model. There are a number of possibilities. It
could be an unstable attractor—in this case, a perturbation
no matter how small, would eventually destroy the SMI. Al-
ternatively, the SMI could exist in a region of many proximal
attractors where small changes permanently modify the SMI
(or equivalently, destroy it and replace it with a different but
similar SMI). Finally, the SMI could be a stable attractor
with a basin of attraction such that the effects of small per-
turbations can be corrected for so that after some recovery
time, the original SMI is restored.

The dynamics observed in our simulation suggest that this
final possibility is the case for our SMI, at least when per-
turbed by variations in the light’s motion. In the absence of
robot motion, changes in the motion of the light would pro-
duce changes in the robot/world relation. But, we have al-
ready observed that after the initial transient dynamics, the
SMI maintains a consistent relationship with the light, de-
spite the variation in the light’s motion. This suggests a cer-
tain degree of robustness to perturbation in the SMI, and re-
calling that the motion of the light is part of the environment
of the SMI, we can argue that the SMI can adapt to differ-
ent environmental conditions, maintaining the trajectory of
agent-environment relations that allow the SMI as a whole
to persist.

How does this adaptation occur? If we consider the IDSM
nodes in the lower-right plot of Fig. 3, we can see that when
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Figure 3: Sensorimotor dynamics of the robot during dif-
ferent motions of the light. The bottom-right figure show
the IDSM nodes involved in these dynamics. All dynamics
shown are from before the experimental teleportation of the
robot. The sinusoidal plots at the bottom indicate how the
motor dimension of the sensorimotor space (x, the horizon-
tal axis) maps to motor values (m).

the sensor value decreases, the motor-space coordinate (x)
is decreased by the IDSM. The motor-coordinate → mo-
tor value map (depicted in the bottom plots of Fig. 3) mean
that this change causes an increase in m, which moves the
robot closer to the light. The farther the sensor value de-
creases, the stronger the response (provided the sensor state
does not go too far—say much lower than ≈ 0.8). The SMI
is an emergent structure that connects sensors and motors
in a negative feedback relationship that stabilizes that very
structure. The regulation of the agent/world relation is thus
normative, in that it is beneficial to the persistence of the
SMI, but is it possible to make a stronger claim that the
regulation is a response to the norms of the SMI, the way
that we described above that metabolism-based chemotaxis
is a response to self-constructing processes that constitute
the chemotactic bacterium? In other words, is the ‘norm-
following’ nature of this response coincidental, or is it a re-
sponse to the ‘norm-generating’ processes—the efficacy of
the processes that constitute the individual?

The sensorimotor state is an integral essential variable for
the SMI. If it goes out of bounds (the ‘viability limits’), the
SMI will likely die, but if it stays within this (and other)
viability limits it will persist. As described in the previous
paragraph, when this essential variable goes too low or too
high, the SMI compensates. Paraphrasing Di Paolo’s defi-
nition of adaptivity (Di Paolo, 2005, p. 438), we have a case
where trajectories toward the viability limits are transformed
in such a way to prevent the viability boundary from being
reached. As described above, the closer that this essential
variable gets to the viability limits (e. g., the farther the sen-
sory state is brought down) the stronger the response, and
in this sense, this system seems to be responding to its own
emergent norms.

However, when the agent is teleported to the opposite side
of the light at t = 70, inverting the motor velocity needed to
move toward the light, the SMI ceases to be able to compen-
sate for changes, and the SM-state quickly leaves the SM-
space associated with the SMI. The viability-limits have not
changed, but the effects of the SMI that previously accom-
plished adaptation do so no longer. Instead of counteracting
motion toward the viability limits, the SMI now accelerates
such motion across the boundary, suggesting that the adap-
tation is not directly sensitive to its viability limits.

Nevertheless, the sensor activity is an essential variable of
the SMI. It must remain within certain limits for it to survive
and we have just described how the SMI compensates for
certain trajectories that would otherwise cause the system
to leave its viability limits. It seems reasonable to describe
the adaptation as a rather direct response to the dynamics
of one the system’s essential variables, and accordingly it
seems reasonable to propose that the adaptation is, in this
sense, a rather direct response to the needs of the system. It
is less clear however how one might consider this response
as driven by the efficacy of its constituent processes. Further
work is needed to explore these ideas.

One final comment about the robustness and longer-term
adaptability of SMI is in order. After teleporting the robot,
a new SMI was rapidly formed. The new SMI is an oscil-
lation that looks similar in Fig. 2, but involves a combina-
tion of new nodes and some from the original SMI. When
we subjected this new SMI to a similar set of environmental
perturbations as before (t ∈ [70, 140]), it proved unstable,
and rapidly (t ≈ 77) the system returned to the initial SMI.
When subjected to a similar perturbation (t ≈ 147) the tra-
jectories again returned to the original SMI, and the system
as a whole has learned to accommodate the teleportation per-
turbation.

Discussion
In this paper, we have provided a computational model of an
autonomous sensorimotor individual and provided a prelim-
inary investigation of the limits of that individual (its con-
stituent processes), its viability limits, and the norms that
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emerge from its organization. We also explored the stability
and robustness of SMI and the mechanism underlying its ro-
bustness. The model allowed us to explore how autonomous
sensorimotor individuals could accomplish norm-following
adaptation that is in direct response to norm-generating pro-
cesses, but further work is needed in this area.

To overcome outdated views of mind, positive alternative
accounts must be put forward. We live in exciting times as a
number of such accounts are emerging and being given se-
rious consideration. We should not sell these ideas short. It
can be illuminating to see how other approaches in cognitive
science such as predictive coding can be recast in enaction-
friendly terms (Hutto and Myin, 2017), but we must go far-
ther. One of the best ways to do so is to create artificial
systems that instantiate the ideas.

The artificial intelligence community is committed to pro-
ducing ‘problem-solving’ tools and as such it is obligated to
the approaches that are currently the most useful at solving
problems. This work benefits society, but if we are truly
moving away from computationalist cognitivist functional-
ism, we may need to abandon (at least for a time) problem
solving as a focus. The artificial life community is known
for building abstract models that are used to investigate ideas
and definitions rather than to maximise utility or simulate
specific natural systems. ALife modelling can play a very
useful role in helping to communicate, clarify, and simplify
the difficult concepts and we hope that enactivists and oth-
ers that are developing new ideas in cognitive science will
increasingly engage with this kind of research.

In this paper, the IDSM-based model provided an example
system that we could use to test and evaluate BDR-Agency.
In our investigation we found individuals constituted by both
‘internal’ (to the robot) dynamics and robot-world relation
dynamics, providing an example of autonomous individu-
als that are (as argued in Di Paolo, 2009) compatible with
notions of the extended mind (Clark and Chalmers, 1998).
In the model, we identified adaptive sensorimotor individu-
als, whose behaviour was not only normative, but arguably
norm-driven.
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Abstract 

Increasing evidence points to a role for complex physical 
phenomena, including mechanical forces and bioelectricity, as 
drivers of patterning in development and regeneration. We 
developed a genetic algorithm-based approach to search the 
space of biophysical simulations for pattern-forming processes 
and use it to demonstrate that Turing-like patterns can arise 
purely bioelectrically, without requiring any variation in gene 
expression. We also identify several bioelectric components 
that can reinforce and enhance such patterns manifested in cell 
transmembrane voltages. 

Introduction 

From Turing through present day of gene-centric 
developmental biology, there has been tremendous success in 
elucidating the “chemical basis of morphogenesis” (Turing 
1952) – processes facilitated by gene regulatory pathways, 
maternal chemical pre-patterns, morphogen diffusion, and 
cell-to-cell interactions. Despite its earlier beginnings 
(Thompson 1945, Gurwitsch 1944, Burr and Northrop 1935), 
progress has been much slower on the physical basis of 
morphogenesis: Not merely regulatory phenomena combined 
with communication through contact and diffusion, but 
complex physics including electrophysiology and mechanical 
forces (Mammoto and Ingber 2010, Beloussov 2008). It is 
becoming increasingly clear that development is not merely a 
process of unfolding, pre-programmed, chemically-encoded 
computation that directs spatial orchestration. Evolution has 
exploited a range of rich physical phenomena to coordinate 
individual cell activity towards the creation and repair of 
complex, physically active, large-scale anatomy.  

One of the most exciting recent additions to the toolkit is 
developmental bioelectricity: communication and control of 
cell behavior through ion fluxes and voltage gradients (Funk 
2013). It is now clear that spatio-temporal patterns of 
membrane resting potential across tissues regulate subsequent 
structure and function (Levin and Martyniuk 2017, Levin 
2017, Sullivan, Emmons-Bell, and Levin 2016, Pai et al. 
2012), as well as underlie a number of patterning disorders 
such as birth defect syndromes (Masotti et al. 2015, Kortum et 
al. 2015) and cancer (Klumpp et al. 2016, Litan and Langhans 
2015, Bates 2015, Barghouth, Thiruvalluvan, and Oviedo 
2015). It is thus crucial to understand the origin of these 
patterns, the capabilities of such circuits, and ways in which 

they can be efficiently manipulated towards therapeutically 
desired goal states. 

Recent efforts have begun to model the fascinating 
relationships between bioelectric and biochemical signaling 
(Pietak and Levin 2016, Cervera, Meseguer, and Mafe 2016, 
Cervera, Manzanares, and Mafe 2015, McNamara et al. 2016). 
However, it's not always clear a priori which physical effects 
may be important and what they may be capable of. In the 
case of tissue electrophysiology, we have well-defined, highly 
conserved, modular components – channels, pumps, and cell-
to-cell gap junctions – with well-known, circuit-like effects on 
cell membrane voltage (albeit nonlinear and time-dependent) 
– but other interactions can potentially matter too, such as gap 
junction gating, chemical modulation, electrophoretic 
transport, changing ion concentrations, perhaps extracellular 
electric fields. These may lead to subtle and unanticipated 
phenomena. How can this be investigated? 

We would like to understand what these ubiquitous, pre-
existing components can do on their own, without requiring 
the assistance of gene regulation or additional chemical 
morphogens – mechanisms already well-known to be capable 
of evolving patterning phenomena. Analytical models can be 
of some assistance, but they quickly grow unwieldy as more 
physics is incorporated. To be successful, they require prior 
insight into how the system may be simplified for study. 
Alternatively, rich computational simulations incorporating a 
great deal of physics are available, but with dozens to 
hundreds of cell and tissue-dependent parameters, it's still a 
challenge to know where to look in order to demonstrate what 
patterning is possible – and harder still to convincingly 
demonstrate what is not possible. 

In this work we demonstrate a new approach to 
investigating the patterning capabilities offered by a 
biophysical phenomenon. By combining a rich simulator with 
a simple genetic algorithm and fitness functions tuned to seek 
out elementary patterning phenomena, we're able to screen a 
library of bioelectric components for pattern-forming abilities. 
This has led to the discovery that Turing-like patterns can 
potentially arise through a purely bioelectric process in non-
neural tissue and has identified a number of additional, 
voltage-sensitive components that can assist in such 
patterning, as well as expanding on prior results in non-neural 
bioelectric memory. Ultimately, we hope to solve the difficult 
inverse problem of automatically mapping from desired 
phenotype to specific circuit components and parameters 
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(Lobo and Levin 2015) – an important challenge in 
biomedicine and synthetic bioengineering. 

Background 

All healthy cells exhibit a difference in electric potential over 
the cell membrane (“membrane voltage”, or Vmem), as a 
result of the action of ATP-driven transmembrane ion pumps 
that maintain large ion concentration gradients, along with a 
variety of specialized return channels through which the ions 
leak back through, driven by the competition between 
concentration gradients and voltage differences. The 
conductivity of these channels can be internally modulated by 
membrane voltage itself, as well as by chemical ligands and 
other signals. The resulting complex bioelectric phenomena 
are most well known in “excitable” neural and muscle cells, 
where transient opening of voltage-sensitive sodium channels 
leads to a rapid depolarization that propagates along the 
membrane. But, the basic mechanisms are present in all cells, 
even if lacking the characteristic combinations of channels 
that lead to excitability and consequent complex behavior in 
transient voltage excursions. Indeed, the exploitation of 
bioelectric circuits for information processing was discovered 
by evolution long before its speed-optimization as nervous 
systems, and even before multicellularity (Humphries et al. 
2017, Prindle et al. 2015, Kralj et al. 2011). 

The steady-state membrane voltage is affected by a variety 
of cellular processes, and in turn affects other cellular 
processes, as well as the voltage of neighboring cells. This 
resting potential is known to modulate calcium influx 
(Deisseroth et al. 2004), MAPK signaling (Zhou et al. 2015), 
and the transport of charged substances, among other effects.  

Cells are selectively coupled to their neighbors via gap 
junctions, which provide a direct cytoplasmic bridge through 
which ions and small molecules can flow (Mathews and Levin 
2017). These gap junctions, when open, allow cells to exercise 
a direct influence on the resting potentials of their neighbors. 
A wide variety of gap junctions proteins exist, selective in 
permeability for different small molecules, and regulated 
variously by trans-junction voltage, chemical ligands, and 
other signals (Harris and Locke 2009).  

Investigative approach 

Given the emerging significance of spatial pre-patterns of 
membrane voltage – patterns that anticipate subsequent 
morphogenesis – we naturally wish to understand how they 
might arise. Are they simply downstream effects of traditional 
chemistry- and regulation-centric patterning? Or are there 
processes by which the natural physics of tissue bioelectricity 
can create these patterns entirely on their own? 

Some initial insight came through the development of the 
BETSE simulator (Pietak and Levin 2016), a sophisticated, 
publicly available numerical simulator specialized for tissue 
(non-neural) bioelectricity. BETSE models connected clusters 
of cells, incorporating a wide variety of detail not found in 
common bioelectric circuit models: separate treatment of each 
ion species, nonlinear GHK transport, a global electrical 
model, and, notably, voltage-gated modulation of gap 
junctions and electrophoretic transport of biologically active 

small molecules, among other features. BETSE can also 
model experimental interventions, such as surgical cuts, 
channel blocks, and alterations to membrane permeability. A 
BETSE configuration specifies channels, pumps, and gap 
junctions, tissue geometry, intracellular and extracellular ion 
concentrations, chemical ligands (if any), continuum 
parameters like diffusion rates and ion leakage rates (via 
channels and mechanisms left unspecified), and also 
experimental interventions. BETSE's output includes a map of 
transmembrane voltage across the cell cluster over time, 
among other variables. 

Hand-crafted configurations run in BETSE demonstrated 
intriguing effects involving membrane voltage, including 
spontaneous axis induction (i.e. a gradient of polarization) and 
regeneration of severed gradients (Pietak and Levin 2016, 
2017). These results were tantalizingly suggestive, but what is 
bioelectric patterning really capable of? What kinds of 
bioelectric components does it take to produce a pattern – 
whether in evolution’s hands or our own? Rather than hand-
crafting endless BESTE configurations, we developed a 
genetic algorithm to search automatically, in parallel, for 
configurations that would yield patterning phenomena of 
interest. The genetic algorithm, termed GABEE (Genetic 
Algorithm for Bio-Electric Exploration) (Brodsky 2017), 
follows a generic, “fill in the blanks” approach to evolving a 
template configuration file. Starting from a template, GABEE 
alters the combinations of channels and parameters to produce 
a population of distinct “individuals”, which are simulated in 
parallel on a compute cluster and then evaluated based on the 
Vmem patterns that they produce. “Interesting” individuals 
are preferentially retained, mutated, and evaluated again. 

A key challenge here, however, is defining what is meant 
by “interesting”. Novelty selection (Lehman and Stanley 
2011), aiming to map out the space of possible spontaneous 
patterns, appears intriguing but seems difficult to apply, given 
the natural run-to-run variation in simulation results and the 
need to avoid selecting for numerical artifacts. Alternatively, 
prior work searching for and classifying patterns in cellular 
automata often used entropy methods (Wuensche 1999, 
Suzudo 2004), but these are not a natural fit for noisy, real-
valued physical variables, particularly so when computational 
limitations ensure simulations are far too small to estimate the 
underlying spatial probability distributions. 

The simplest analogue for entropy selection might instead 
be selecting for the amplitude of voltage variation – for 
example, the standard deviation of Vmem across all cells. 
This indeed encourages the development of interesting 
spontaneous patterns, but it also turns up also a variety of 
artifacts: numerically unstable simulations, boundary effects, 
and transient behaviors such as progressive depolarization 
caught partway through the act. Amplitude selection also 
gives only a limited view of the space of possible patterns, 
being completely insensitive to spatial structure.  

Instead, we use a set of several, more complex fitness 
functions, each designed to incorporate three elements: 

 
 Amplitude selection 
 Penalties for pathological behavior 
 Preference for some particular spatial (or 

spatiotemporal) structure 
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These fitness functions are all hand-coded in a simple, 
Python-based combinator language provided by GABEE. 

For scoring spontaneous patterning, we evaluate the 
amplitude and structure at the very end of the simulation. In 
this case, the most important penalty is simply an aggressive 
cost applied to dVmem/dt as the simulation ends (measured in 
RMS). This encourages stable patterns, avoiding transients 
and most instabilities. We also penalize voltages outside of 
reasonable physiological ranges, regardless of when in the 
simulation they appear; this catches both physiologically 
unreasonable configurations and additional instabilities. 
Together, these penalties lead to substantially cleaner results. 

We can then evaluate the capabilities of a bioelectric 
system in terms of which types of structures it can 
successfully produce and how effectively. In this study, we 
examine three kinds of structure: spots, stripes, and bistable 
memory. The spot and stripe assays are both aimed at 
identifying spontaneous Turing-like patterns, while the 
memory assay tests whether the tissue can remember a patch 
of cells that has been experimentally depolarized and retain 
this state through the end of the simulation. The memory 
assay can be scored fairly easily, by measuring how well the 
cells match a uniform initial state prior to the depolarizing 
intervention and how well they match the intervention stencil 
long after the intervention is removed. The spot and stripe 
assays, on the other hand, are more subtle, since they must 
accept a wide range of pattern shapes. 

For the spot and stripe assays, we would like to select for 
well-formed patterns indicative of generalized pattern forming 
capabilities, and not degenerate special cases. Pattern features 
no larger than a single cell are dubious and do not clearly 
demonstrate coordinated patterning across multiple cells. On 
the other hand, features as large as the entire cell cluster are 
ambiguous in their identity and may even reflect the effects of 
boundary conditions, rather than any intrinsic process. Thus, 
we want to select for a particular band of wavelengths, not too 
short, not too long. We also need to run simulations that are 
large enough such that spots, stripes, and different 
wavelengths can be distinguished. 

Explicitly spectral methods such as filter banks and Fourier 
transforms are somewhat complicated by the hexagonal mesh, 
irregular boundaries, and small domain sizes found in typical 
BETSE simulations. Other classical image processing 
techniques are applicable, however. We found that total 
variation, defined as ∫ |∇V| dA – a generalized measure of 
perimeter (and hence selective for short wavelengths) – 
applied to a moving average filter over cells (selective for 
long wavelengths), was an effective amplitude selection 
measure favoring mid-range wavelengths. 

The final key element is distinguishing between spots and 
stripes. For simple patterning systems, the skewness of the 
amplitude distribution is one easy measure for distinguishing 
spots and stripes (Shen and Jung 2005): stripes have a 
symmetric distribution of amplitudes, and spots have a highly 
skewed distribution. To select for stripes, we penalize 
skewness, and to select for spots, we favor absolute skewness, 
albeit fed through a saturation curve to discourage it from 
becoming too extreme. 

Because of the computational heft of the BETSE simulation 
(a few CPU-minutes per run) and thus long GA generation 
times, iteratively developing and testing the fitness functions 

was a challenge. To ease the design process, we substituted a 
much simpler simulation using the Swift-Hohenberg pattern-
forming model system (Rabinovich, Ezersky, and Weidman 
2000) as a fast and easy test case until the fitness functions 
behaved satisfactorily. We settled on a stripes assay with a 
moving average radius of approximately one cell diameter and 
a spots assay with radius of two cell diameters (and also 
excluded the boundary cells). 

Interestingly, it turns out that the spot and stripe assays are 
not equal in difficulty; given appropriate initial conditions, 
rough spot-like patterns can be produced from a broader class 
of systems than stripes, including those lacking a strong 
mechanism for lateral inhibition. Random snow-like patterns, 
possibly with some progressive coarsening or filtering, can 
sometimes come out looking like passable, albeit irregular 
spots. The stripes assay appears to be more stringent, at least 
as behaved on the systems tested here, with satisfactory, 
numerically stable solutions emerging only through local 
activation, lateral inhibition mechanisms.  

Methodology details 

The simulation template used in the experiments here includes 
the following ion channels with adjustable levels of 
expression: 
  
Passive channels – Na

+
 and K

+
 membrane leaks 

  
Voltage-gated channels – 

 Nav1.6 (persistent NaV, “NaP”)1 
 Kv1.1, Kv1.2, Kv1.3, Kv1.5, Kv2.1, KSlow, KFast

2 
 Kir2.1, Kv3.4, Kv3.32 

  
Ligand-gated channels – 

 HCN2 (sensitive to cAMP)3 
 rod-type CNG (sensitive to cGMP) 
 a hypothetical olfactory-like, cAMP-sensitive CNG4 

  
The following parameters are also adjustable: 
  
Chemical kinetics – independent cAMP and cGMP 
production/decay kinetics & gap junction diffusion rates 
  
Gap Junctions – GJ ion permeability and voltage gating 
sensitivity (threshold and maximum closure) 

 
BETSE is configured with a 200μm world size and a 

regular hexagonal cell lattice. Simulations are initialized as 
per the standard BETSE initialization procedure, starting with 
uniform membrane voltage and chemical concentrations. 
BETSE's static and dynamic noise features are enabled 
(parameter values 5.0 and 10

-7
, respectively) to inject 

                                                             
1 Most other (non-persistent) varieties of NaV contribute to excitable 
behavior and do not appear to assist in the steady-state assays used here 

2 Due to BETSE limitations, channels in each of these two sets may be 

individually enabled, but expression levels are adjusted only as a group 
3 Ligand sensitivity modeled by interpolating with an n = 2 Hill function 

4  A more accurate olfactory CNG model would be simultaneously 
sensitive to both cAMP and cGMP (Kaupp and Seifert 2002) 

353



randomness into the simulations and to reduce the influence of 
boundary effects. BETSE defaults are used for the remaining 
model parameters. BETSE is configured with a simulation 
time step of 0.5ms (necessary to avoid instability with Na

+
 

channels) and a well-mixed extracellular environment. The 
slow chemical timescales of cAMP and cGMP are artificially 
accelerated by several orders of magnitude in order to make 
simultaneous simulation with voltage-gated channels 
computationally feasible. Analytical modeling suggests this 
should not substantially impact the steady-state results 
(Brodsky 2018). Simulations are run for 2 seconds of 
simulated time, which corresponds roughly to several hours of 
real time taking into account the accelerated timescale.  

GA runs use populations of 89 individuals with 3-
tournament selection. Mutations of real-valued parameters are 
normally distributed with a standard deviation of 10% of the 
total range for linearly scaled traits and 20% for 
logarithmically scaled traits. Crossover did not significantly 
improve performance and so was left disabled, leaving an 
asexual GA. Relatively high mutation rates (expected 3 per 
individual) and long evolutionary trajectories (400 
generations) are chosen so that most trajectories approach a 
steady state and most with a template capable of solving the 
assays here do indeed find plausible solutions.  

“Knockout” derivative templates are constructed based on 
the master template by disabling one or more bioelectric 
components. Their parameters remain as neutral degrees of 
freedom. Knockouts are chosen in attempt to narrow down 
which bioelectric components are necessary for good fitness 
and for particular visually identifiable properties. The 
different templates are separately initialized and run several 
times over for each assay, producing small collections of final 
best individuals.  
 
The fitness functions are given as follows (detailed language 
documentation is available with GABEE (Brodsky 2017)): 
  
Stripes: 
# Filtered total variation: 

reduce_avg(absvariation(movingavg(15)))  

# Skewness penalty: 

    / (0.1 + reduce_stat_moment(3) ** 2) 

# Excessive depolarization penalty 

    * (1 - reduce_avg(tanh(defval))) / 2  

# dV/dt pentalty: 

    / (1 + reduce_rms(deltaval))  

# Out-of-range penalty: 

    / (1 + time_sum(reduce_sum(1 + 

                        tanh(abs(defval) - 100)))) 

  
Spots: 
# Boundary exclusion: 

within(neighborcount >= 6,   

# Filtered total variation: 

        reduce_avg(absvariation(movingavg(25))) 

# Skewness bonus: 

          * abs(tanh(reduce_stat_moment(3)))) 

# Excessive depolarization penalty 

    * (1 - reduce_avg(tanh(defval))) / 2 

# dV/dt pentalty: 

    / (1 + reduce_rms(deltaval)) 

# Out-of-range penalty: 

    / (1 + time_sum(reduce_sum(1 + 

                        tanh(abs(defval) - 100)))) 

  

Memory: 
# Stencil-restriction: 

within(imagemask(“spot.png”, 200),  

# Saturated, range-restricted average delta: 

      reduce_avg((1 + tanh(defval / 100 + 0.3))  

      * (1 - tanh((defval - 10) / 10)) / 2)) 

# Inverse stencil-restriction: 

  * within(1 - imagemask(“spot.png”, 200), 

# Saturated average delta: 

      reduce_avg(1 - tanh(defval / 100 + 0.3))) 

# Pre-intervention: 

  * atframe(3, 

      reduce_avg(1 - tanh(defval / 100 + 0.3)))  

# dV/dt pentalty: 

  / (1 + reduce_rms(deltaval)) 

 
For each assay, abject failure is usually easy to distinguish 

– consistently low scores and a lack of any plausible solutions 
under visual inspection. A somewhat arbitrary cutoff score 
could be picked to denote “success”. However, solutions often 
seem to cluster in gradations of quality and not merely 
frequency of success, so relative comparisons based on score 
are of interest. By contrast, frequency of success reaching 
some threshold or number of generations to success seem to 
be rather noisy signals. Sometimes, templates with fewer 
adjustable components seem to have higher frequency of 
success – perhaps because there are fewer interesting local 
minima to get trapped in. To make meaningful sense of the 
knockout experiments, we would prefer to use only measures 
that monotonically improve as the number of adjustable 
parameters increases.  

Ideally, we would measure “best achievable fitness” for 
each template. If the GA is well-behaved, best achievable 
fitness should behave monotonically. However, such a 
maximum is difficult to determine accurately without large 
numbers of runs. Instead, one might compare by mean fitness, 
median fitness, or top quartile fitness. Given the skewed 
distribution of scores and small sample count, common 
parametric statistical tests are not applicable for comparing 
different templates, but a nonparametric test such as Mann-
Whitney can be used to substantiate observed differences. To 
compare different templates, we score individual GA runs by 
the average of each generation's best individual fitness over 
the final 10 generations and then compare different 
populations of GA runs with Mann-Whitney. (Care must be 
taken to use an exact Mann-Whitney test (Marx et al. 2016) 
rather than an approximation valid only in the limit of large 
populations.) 

Suspicious GA runs are spot-checked by rerunning all top-
scoring individuals with a new random seed and a halved 
BETSE time step. In general, the fitness score based on the 
final 10 generations falls in most runs by up to 30%, reflecting 
natural variability and selection bias in having picked the best 
results. Robust, stable solutions may fall only a few percent, 
while numerically flimsy results fall more. GA runs where the 
score falls by more than a factor of 10 are discarded as 
spurious, likely indicating strong selection for numerical 
artifacts. Few runs are found to fall by intermediate amounts. 

Example runs 

In this section we consider a few sample runs of the GA, 
illustrating several kinds of bioelectric patterns it finds. Figure 
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1 shows three different examples evolved using the spots 
assay with the complete bioelectric template, while Figure 2 
shows examples from all three assays, evolved under different 
templates. As the spots and stripes assays show, the 
bioelectric physics is indeed quite capable of forming intricate 
spontaneous patterns, exhibiting repetitive features at a 
characteristic scale, without requiring any involvement of 
gene regulatory networks. The memory assay also shows that 
the physics can be made to remember a pattern imposed by 
external means (in this case, a circle). The patterns show sharp 
bipartite regionalization, distinguishing cells through 
membrane voltage and the concentration of diffusible ligands 
– completely independent of the cell’s transcriptional state. 

The leftmost example in Figure 1 shows a typical, high-
scoring spot pattern, while the other two examples show some 
less common results, which also happen to be less favored by 
the fitness function (convenient, though not always the case). 
The fitness trajectories show that a reasonable level of 
convergence was attained within the allotted number of 
generations, although there certainly are occasional 
exceptions. 

All three trajectories show a nontrivial rate of “failure” – 
where the numerical simulation failed to complete 
successfully for some individuals. The left two examples are 
fairly typical for failure rate (for NaV-containing trajectories), 
while the rightmost example is unusually fragile. Such failures 
are usually due to numerical instability detected within 
BETSE itself: despite the bounds configured in the template, 
the parameters provided by the GA were too aggressive and 
caused blow-ups when simulated. Often, the situation can be 
remedied by a smaller time step, but this increases simulation 
time proportionately. Since generation time is limited by the 
slowest individual, adjusting the time step per individual is 
not helpful. Instead, a global trade-off needs to be made, 

selecting a time step that can successfully simulate a wide-
enough range in the physical parameters, without being 
impractically slow. In these simulations, NaV channels, with 
their fast transition rates, seem to be the limiting constraints 
on stability. In other circumstances, a common culprit is high 
diffusion rates. It is often observed that trajectories like the 
rightmost one, with high failure rates, erratically varying 
fitness, and unusual voltages, are dancing on the edge of 
numerical feasibility and may be actively selecting for 
numerical artifacts; such results should be cross-checked by 
running winning individuals under an altered time step 
(successfully, in this case). 

Figure 2 demonstrates all three assays both under the 
complete template and under more limited, “knockout” 
templates. Unsurprisingly, there exist knockouts that eliminate 
the original patterning capability entirely (right column) – in 
this case, the removal of the CNG channels for spots and 
stripes, and the removal of both CNG and NaP for memory. 
An alternative mechanism for poor quality spots remains 
(employing NaP), while stripes are eliminated entirely. 
Interestingly, however, there also exist knockout templates 
that do not eliminate patterning but instead merely weaken it, 
producing recognizable yet qualitatively altered patterns of 
lower fitness. In the middle column, we have soft-edged spots 
and filamentous stripes, lacking sharp borders and showing 
weaker distinction between cells inside and outside the pattern 
regions. The memory assay remains rather resilient when 
stripped down, but the spot and stripe patterning mechanisms 
were apparently able to exploit a variety of different voltage-
sensitive components in order to improve pattern intensity and 
regionalization. This will be examined further in the next 
section. 

Figure 1 – Example spot-selected runs evolved under the complete template, showing final generation’s best individual (top) and fitness 

trajectory (bottom). Left: A typical, high scoring spot pattern. Middle and right: Two examples of uncommon, lower scoring spot patterns. 
Simulation failure rates (red ‘x’ marks, right vertical axis), largely due to numerical instability, are typical in the left and middle examples 

but noticeably elevated in the right example, possibly due to its heavy reliance on the voltage-gated sodium channel (present in all three 

but more prevalent in the third by at least an order of magnitude).  
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Results 

Here we summarize the results of approximately 150 runs of 
the GA under different assays and templates. The fitness 
scores for the runs are illustrated in Figure 3, with the 
complete template on the left and various knockouts of 
increasing magnitude following it. The spread among 
solutions is broad, with a mixture of both good and mediocre 
solutions even among the results of the complete template. 
There are, however, some strongly significant differences 
among the knockouts, pointing to key roles played by several 
different types of bioelectric components. 

Inspection of individual solutions shows that a great many 
employ the NaP channel when available, and it appears to be 
central to good-quality memory solutions. Every knockout 
lacking NaP, and only knockouts lacking NaP, show a 
statistically significant drop in fitness on the memory assay. 
The knockout lacking both NaP and CNG shows consistent, 
complete failure. It appears that NaP is both necessary and 
sufficient among the variables considered here for the best-
scoring type of memory solution (while CNGs also allow a 
lesser-quality solution, similar to spontaneous spots). The 

mechanism is presumably along the lines suggested by 
Cervera, Mafe, et. al. (Cervera, Manzanares, and Mafe 2015, 
Cervera, Alcaraz, and Mafe 2016), where the positive 
feedback of a sodium channel's voltage gating – opening in 
response to the depolarization, and causing depolarization by 
opening – yet not subsequently slamming shut like classical 
NaV channels do – leads to “negative resistance” and cell-
autonomous Vmem bistability.  

On the other hand, this mechanism alone is clearly 
insufficient for good quality spots and stripes, where CNGs 
appear to be critical among the components included in our 
template. All CNG knockouts show dramatic drops in fitness 
on the spot and stripe assays, with performance bordering on 
complete failure. 

Inspection of individual solutions shows that the high-
scoring spot and stripe results seen here employ high 
concentrations of one or both CNGs, often at the upper limit. 
The mechanism appears to be a form what we have dubbed 
“autoelectrophoresis” – where a charged ligand gates an ion 
channel in such a way that the electric potential becomes more 
attractive to the ligand, which then electro-diffuses inward 
through gap junctions from neighboring cells. This increases 

Figure 2 – Example results for each of the three assays under the complete template (left), a knockout template demonstrating weaker 

performance (middle), and a different knockout template leading to complete failure (right). Top: Spots assay under full (+NaP +KIR 

+Kv +VGGJ +CNG), minimal (+CNG), and insufficient templates (+NaP +KIR +Kv +VGGJ); run scores 31.9, 21.8, 4.3. Middle: Stripes 
assay under same full, minimal, and insufficient templates; run scores 879, 578, 17.4. Bottom: Memory assay under full, intermediate 

(+NaP +VGGJ +CNG), and insufficient templates (+Kv +VGGJ); run scores 2.48, 2.27, 1.16. 
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the ligand's concentration locally while depleting it elsewhere 
– a form of local activation, lateral inhibition. This effect has 
been observed theoretically in earlier work with BETSE 
(Pietak and Levin 2016), and in a companion work, inspired 

by early results from the GA, we demonstrate with a 
specialized analytical model that the mechanism is indeed 
capable of producing rich, Turing-like patterns (Brodsky 
2018). The mechanism is shown to be closely analogous to the 
aggregation of bacteria via chemotaxis, as captured in the 
classic Keller-Segel model (Hillen and Painter 2008). Here, 
our results indicate that a set of real, well-characterized 
channels – the CNGs – are physically capable of performing 
this patterning feat, in conjunction with their ligands cAMP 
and cGMP. 

It is likely that other ligand-gated channels are also capable 
of autoelectrophoretic patterning – but not all of them. HCN2 
(also gated by cAMP), which we have included in our models, 
does not seem to share this ability. In nearly all examples 
here, it is strongly down-selected. This is despite experimental 
evidence that it is important in development (unpublished); 
presumably its significance lies in considerations not captured 
by our model or fitness functions. Because of its low 
expression and the lack of plausible solutions in the absence 
of CNGs, we did not attempt to manipulate HCN2 in the 
knockout experiments, anticipating little effect. 

Interestingly, the spot and stripe assays show a much more 
subtle trend across the other knockouts. No single component 
other than CNG causes a statistically significant loss of fitness 
when removed. However, the simultaneous removal of NaP, 
KIR, Kv, and voltage-gated gap junctions (VGGJs) causes a 
very significant loss of fitness, giving rise to “weaker” results 
of the sort depicted in the middle column of Figure 2. These 
components are quite heterogeneous – NaP is a depolarizing 
channel, while KIR and Kv are hyperpolarizing, and VGGJs 
are neither, instead affecting the communication between 
neighboring cells. An obvious commonality is that they are 
sensitive to voltage – but so is HCN2. These components each 
seem to have different ways of enhancing regionalization, and 
apparently any one alone is often sufficient. The components 
and their effects share some similarities with previously 
observed “contrast-enhancing” components (Pietak and Levin 
2017) but are even broader. NaP presumably works through 
its negative resistance, tuned to a lesser level than in the 
bistability results. VGGJs, which in their own way have a 
negative resistance-like property, presumably work by 
providing sharp isolation between neighboring cells once the 
voltage difference reaches a certain threshold. It is not yet 
clear how the K+ channels help, or even which ones are 
responsible. Analytical modeling suggests they might work by 
providing a high effective impedance for the CNG channels 
(Brodsky 2018) – in circuit terms, an active pull-up. These 
voltage-gated adjuncts may also be useful even in traditional 
gene-regulatory patterning mechanisms for Vmem; further 
investigation is needed. 

Conclusion 

We have demonstrated the use of a simple genetic algorithm 
to screen a bioelectric physical simulation for pattern forming 
phenomena. This also serves as a proof-of-principle for the 
important and difficult inverse problem of translating desired 
outcomes into bioelectric mechanisms. We uncovered several 
different kinds of patterns, including the first demonstration of 
Turing-like bioelectric patterns, and identified the CNG and 
NaP channels as examples of key drivers among our ensemble 

Figure 3 – Fitness scores for multiple GA runs of each assay under 
different templates. Top: Spots. Middle: Stripes. Bottom: Memory. 

Shaded regions indicate statistically significant distinguishability 

from full template (leftmost column), all cases p < 0.01 one-tailed 
Mann-Whitney. Dashed lines indicate distinguishability from 

adjacent column, p < 0.05 two-tailed Mann-Whitney. 
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of test components. We also showed that a wide variety of 
voltage-gated components could assist in such patterning, 
leading to stronger, sharply regionalized patterns.  
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Abstract 
Constructing an autonomous robot or artificial agent using an 
Artifical Life perspective requires analysis of its perceptual 
interface with its world. Appropriate sensorimotor dynamics are 
needed for its embodied interactions with the physical 
environment in which it is embedded. Similar issues occur for 
small craft navigation across the seas. These parallels are 
explored in the context of a newly proposed explanation for the 
dilep, a wave-mediated pathway between islands in the Pacific 
as used by traditional wave-navigators in the Marshall Islands. 

Introduction 
Polynesians and Micronesians traditionally navigated small 
sailing outrigger canoes over vast distances without 
navigational instruments or maps. Wave navigation uses 
patterns of wave reflections and refractions around islands to 
infer what course to set. A particular mystery, till now with no 
agreed scientific explanation, is the dilep wave pattern used 
by Marshall Islanders to navigate directly between isolated 
islands perhaps 100km apart (Genz et al., 2009; Huth, 2016). 
How does a sensing organism, here embodied in a small 
sailing outrigger canoe, have appropriate sensorimotor 
interactions with its environment of winds and waves? We 
argue that this mystery has affinity with ALife problems such 
as constructing a robot or agent that perceives its world. 
 An explanation for dileps has recently been proposed 
(Harvey, 2018). A constant primary swell is reflected from the 
two islands, forming two weaker secondary swells radiating 
out from each island acting as a secondary source. Such 
secondary swells, of similar wavelength and period, interfere 
with each other both constructively and destructively in the 
inter-island region, with (near-)invariant patterns of maximal 
additive interference. Analysis of these invariants suggests 
that they provide multiple (near-)parallel pathways leading 
fairly directly between the islands, potentially exploitable by 
the Micronesian navigator. 
 This explanation proposes, along with many further testable 
predictions, multiple dileps rather than the single dilep that 
was assumed until now. Its validity will depend on satellite 
photo evidence, hydrodynamic simulations, experiments by 
small boat navigators in the right conditions, and ethnographic 
reports.  Regardless of this validity, we focus here on the 
inspiration from, and affinity with, Artificial Life. 

Sensorimotor Dynamics 
A lesson learnt early by those constructing autonomous robots 
is that the world does not present itself with labels such as 

‘obstacle’, ‘door’ or ‘destination’. In many cases where 
language is not needed, labels are entirely unnecessary; the 
programmer may want them but the robot can do without 
symbols. Evolutionary Robotics (Harvey et al., 2005) is 
predicated on aligning the sensorimotor dynamics of robot-
environment interactions so that the desired behaviour forms 
an attractor. Perturbations from the desired behaviour, through 
noise or other external influences, should ideally be naturally 
corrected within the attractor basin. The embodiment of the 
robot, the way it is embedded in its world, is core to the 
analysis rather than merely an afterthought. 
 Likewise for a small boat navigating across the Pacific. At 
the most naive and simplistic level, building a craft with 
density less than water but more than air provides a natural 
attractor at the sky/ocean interface, bobbing along the surface. 
An ideal navigation strategy builds responses to 
environmental cues into another class of attractor that 
maintains appropriate direction, such as towards a destination 
island. To find such attractors we need to analyse 
sensorimotor dynamics in terms of possible invariants. 
 One such invariant class that Micronesian navigators use at 
night is that of star paths. Regularly each night, from a 
specific latitude, the same sequence of constellations rises at 
one point of the horizon and arcs across the sky to set at 
another point. Rigorous training allows the navigator, from 
just a brief  glimpse of the night sky, to identify such star 
paths and hence infer the equivalent of compass bearings 
around the horizon (Hutchins and Hinton, 1984). Whereas 
Western navigational traditions would use such compass 
bearings to relate to a desired course plotted on a map, the 
Micronesian tradition does not conform to maps. They 
conceptualise the boat as stationary with respect to the sky full 
of star paths, while the islands all around pass by the boat in a 
direction dictated by the course set. The job of the navigator is 
to use star paths to set this course, so that the destination 
island comes over the horizon and meets the boat. Though 

Figure 1. Heave and pitch from the standing wave derived 
from reflected secondary swells, as experienced by a boat 
travelling along a dilep.
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strange to Western ears, this ‘island moves’ concept ‘meets the 
stern test of landfall’ and can be analysed as minimising the 
cognitive load on the navigator (Hutchins and Hinton, 1984). 
 Wave navigation raises different issues. Any regular swell, 
whipped up from a constant direction by trade winds or a 
distant storm, provides both a reliable sense of direction and 
also environmental clues as it is reflected and refracted around 
islands. Alife inspiration suggests that navigational principles 
may arise from analysing the invariants and attractors in such 
waves and their interactions with a boat and its pilot.  

Dileps and invariant wave patterns 
A Marshall Islands navigator can apparently detect, through 
the distinctive motion of an outrigger sailing canoe, when it is 
on a dilep or wave pathway leading directly from origin island 
to a destination island perhaps 100km distant. What possible 
invariants are there, in waves and responses thereto? 
 We focus on the disturbances the two islands A and B 
create, from a primary swell, assumed wavelength 100m. As a 
simplification, reflections create weaker secondary swells, of 
the same wavelength, radiating outwards from A, B 
approximated as point sources. If AB was an integer number 
of wavelengths (say 100kms = 1000 wavelengths) then on the 
direct line AB the matching swells would form a (weak) 
standing wave like a plucked guitar string. Every 50m (Figure 
1) there would be maximum pitch of the combined waves; in 
between there would be maximum heave. The heave of these 
weaker secondary swells is likely swamped by that of the 
primary; but regions of maximum pitch are strong candidates 
for causing detectable cues through the boat’s motion. 
 As well as such a potential direct dilep AB, we may also 
consider the path traced by a point E such that AE+EB = 
1001.0 wavelengths (or 1002.0, 1003.0 …). On such pathways 
there will be similar standing waves created. These form 
elongated ellipses, with A, B as foci, visible in Figure 2. 

Less than ideal, interruptions and noise 
The idealisation assumes perfect point sources and completely 
regular waves. Under these conditions we can calculate the 
typical maximal inter-dilep distance (assuming distance AB is 
N=1000 wavelengths w=100m) as around w√N≅3.2km. The 
real world is messier, islands are not point sources, waves 
come in intermittent slightly variable wavetrains. Analysis and 
some guesswork (Harvey, 2018) suggests that despite all this 
what remains are numerous dilep segments of standing waves, 
having in common their direction towards the destination 
island. Many testable predictions can be made, and this theory 
awaits evidence to validate or eliminate the core proposal. 

Embodiment 
The regions of maximum pitch, every 50m along such a dilep, 
also give maximal directional cues. Opposing secondary 
swells from ahead and behind, meeting an off-course boat, 
generate a distinctive pitch-and-roll-and-back, possibly mixed 
with yaw-and-back, that lasts a second or two; the handedness 
of this sway depends on whether it is left or right of course. 
 The details of this depend intimately on the dimensions of 
the boat with outrigger. The sail and keel provide the motor, 
the pitch and roll provide the sensors, this is an embodied 

sensorimotor whole. Add the steersman and steering oar, and 
the appropriate responses to the sensory cues can provide a 
higher level behavioural attractor or invariant, that brings the 
destination island over the horizon to meet the boat. 

Ontology and Epistemology 
Our analysis suggests multiple near-parallel dileps, whereas 
the literature and ethnographic reports have till now suggested 
there is but a single dilep between A and B. But the 
Marshallese navigator will experience sometimes being on a 
dilep (with associated pitch and directional cues), sometimes 
being off. When the cues are rediscovered, they will feel much 
the same, point in the same direction, serve the same purpose 
— so for a pragmatic navigator it will count as the same dilep. 
For them it is one; for us, many — no contradiction. 

Artificial Life, Navigation and Representations 
Some navigation uses representations, such as Western maps 
and memorised star paths. Much navigation and cognition has 
no need for representations, e.g. this dilep proposal (Harvey, 
2018). Embodied cognition involves getting the sensorimotor 
dynamics to have the appropriate invariants and attractors, 
whether through Evolutionary Robotics or via schools of 
navigation in the Marshall Islands. 
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Figure 2. Simulation from rippletank app, www.falstad.com. 
Point sources bottom left, top right, around 80 wavelengths 
apart. Elliptical standing waves are visible.
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Abstract

We introduce a modularisation of artificial chemistries
(AChems). This allows us to define a standard linking method
between AChems. We illustrate the approach with a system
that nests a Jordan Algebra AChem (JA AChem) inside agents
of SwarmChem, and show how our modular approach allows
us to define and experiment with multiple variants in a stan-
dard manner. Potential for future formalisation is discussed.

Introduction
Sub-symbolic artificial chemistries (AChems) (Faulcon-
bridge et al., 2011; Faulconbridge, 2011; Faulkner et al.,
2018) are generally AChems whose atoms and particles have
internal structure that defines their behaviour. These sys-
tems so far have been analogous in their behaviour to natural
chemistry viewed at the level of atoms and molecules.

Many other AChems work to reflect the properties of
chemistry at the level of cells (Madina et al., 2003; Hut-
ton, 2007) or chemical reaction systems (Soula, 2016). In
natural chemistry these different levels are closely related:
cells contain chemical reaction systems, and chemical reac-
tion systems are based on individual particle and atom inter-
actions. While attempts have been made to bridge the gaps
between such levels in individual systems (Liu, 2018), so far
the systems are very simple and lacking in more complex
features.

We propose to take advantage of feature-rich existing
AChems by combining them to give a system that can span
different levels of activity and behaviour in a single AChem
system. We demonstrate this approach through our own
Jordan Algebra Artificial Chemistry (JA AChem) (Faulkner
et al., 2016, 2017) and Sayama’s SwarmChem (Sayama,
2009, 2010, 2011, 2018).

JA AChem particles are algebraic objects. It can form
particles with complex structures. It is a sub-symbolic sys-
tem that has probabilistic linking and decomposition. So far
this system has been aspatial, working on a well-mixed tank
model in which all particles can link with each other.

SwarmChem is based on Reynolds’ Boids (Reynolds,
1987). Its particles or agents move and flock based on their

O

E

A

Figure 1: Communication link between first AChem (dark
grey) and the second AChem (light grey). Single arrows
(black) show control flow, double arrows (blue) show infor-
mation flow. The observer node observes the first AChem’s
tank and the action node acts on the second AChem’s tank.

parameter values. In existing SwarmChem instantiations
the sets of parameter values are generally evolved with hu-
man interaction to generate flocking behaviours. The system
agents contain all sets of values in the system and choose one
to use based on a weight matrix. These are changed by col-
lisions. In the version of SwarmChem used here we do not
have a predetermined set of possible values. In our version
the agents swap some number of parameter values. The only
limitation is that the parameter values must make sense after
the exchange (for example, normal velocity must not exceed
maximum velocity).

Method
We can connect any two AChems by giving them the ability
to communicate via their environment. This communication
can be uni- or bi-directional. In order to talk about combin-
ing AChems we need to be able to talk about different parts
of different AChems. We do this by representing informa-
tion and control flow in an AChem in a graph with multiple
types of nodes and edges, Table 1. The basic graph structure
of communicating AChems is given in Figure 1.

We use shading to indicate the ownership of a node by a
single system. A node owned by one AChem cannot directly
communicate with the nodes owned by a different AChem.
Instead, information is shared using an environmental node
that is not owned by either AChem. So in Figure 1, the dark
grey observation is of a tank in the ‘dark grey’ AChem, and
the light grey action is on a tank in the ‘light grey’ AChem.
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Table 1: Legend for graph notation

Element Description

T Tank containing particles.
E Enviroment containing non-particle variables and

information in the system.

S
Moves particles between containers by sampling
them

O
Observes particles and produces summary statis-
tics (saved in the environment)

A
Performs actions on particles based on state of
particles and environment

Arrow between Sampling, observer and action
nodes to indicate control flow in system.

Arrow from Sample, observer or action node to
a tank or enviroment node indicating information
flow out of the control node.

Arrow from tank or enviroment node to a sam-
ple, observer or action node indicating informa-
tion flow into the control node

Arrow from tank or enviroment to a sample, ob-
server or action node indicating information flow
into and out of the control node

The figure shows uni-directional communication, in which
one AChem influences the other. By adding a second link
in the other direction we could establish bi-directional com-
munication. Both the action and the observation are defined
by the designer.

For example, if we wish to establish side-by-side
chemistries then our observation will produce a summary
statistic that is a value, or set of values, based on the whole
system, which will uniformly affect the entire system in the
second chemistry. Alternativly, the observer can generate
statistics based on individual particles, which can then af-
fect individual particles in the second AChem.

We give an example of a “nested”, or multi-level, AChem
with bi-directional communication. The observer of the
lower-level AChem generates a set of values over a large
number of particles in that AChem. These values are then
used to influence the behaviour of a single individual in the
higher-level AChem. In turn the behaviour and interaction
of one or two particles in the higher-level AChem influence

a large number of particles in the lower-level AChem.

Example: Nested Chemistry
We generate a new set of chemistries by converting two
AChems from the literature (Faulkner et al. (2016) and
Sayama (2009)) to our modular graph form, and then link-
ing these modules in various ways to give seven distinctive
systems; an eighth system is achieved through a change in
system settings.

The largest of these systems is a fully nested AChem that
contains all modules used in our systems, Figure 2. In this
system we treat each of the agents of SwarmChem as a well-
mixed tank of JA AChem particles.

We have two links in our nested system: Parameter Set-
ting and Transfer. In Parameter Setting we generate a set of
parameters values for each SwarmChem agent based on the
particles in its tank. These sets are saved into the environ-
ment and used to update the Swarm. In Transfer we detect
collisions between members of the Swarm. This information
is saved in the environment and then used to transfer parti-
cles between the well-mixed tanks of the JA AChem system.

This provides a means of communication between the two
systems. SwarmChem’s spatial movement provides a limi-
tation and control on particle exchanges in JA AChem be-
tween different tanks. Likewise, the JA AChem tanks com-
municate with SwarmChem by changing its parameter val-
ues, which influences the agents’ spatial movement and like-
lihood of collision.

We divide the nested chemistry system into five sections,
as shown in Figure 2:

Initialisation Initial tanks of JA AChem particles and ini-
tial swarm agents are loaded into the system and stored
separately with matching indexing to allow for reference
between the two.

Parameter Setting The current contents of the tanks are
analysed to produce a set of parameter values for each
tank. These are stored in the environmental variable
“E:parameters” (2). The swarm then updates itself based
on the content of this variable.

SwarmChem The agents of SwarmChem update them-
selves using a single SwarmChem time step.

Transfer SwarmChem assesses whether any collisions
have occurred between its agents in the system. It stores
out a record of these collisions in the environmental vari-
able “E:transfers”. JA AChem uses this variable to ex-
change parameter values between tanks based on the
SwarmChem collisions.

JA AChem Updates by performing a number 1 of attempts
at bonding and an equal number of attempts at decom-

1See ”gen size” in Table 2
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S:loadJA

T:iParts

T:tank

S:loadS

T:iSwarm

T:swarm

O:generate
Parameters

T:tank

E:parameters

A:update
Parameters

T:swarm
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Update
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Figure 2: Graph of nested chemistry using metachem modular graph notation. JA AChem nodes are shown in dark grey,
SwarmChem nodes in light grey. White nodes are either shared or not natively part of either AChem.

position. All tanks are independent and mass-conserving
well-mixed tanks.

Modular Systems
From this full system we can derive eight variant systems.
The control flow of these systems is shown in Figure 3.

I. Nested. The full Nested AChem system as shown in Fig-
ure 2

II. Nested without collision. JA AChem particles are not
transferred between tanks, but still determine the parame-
ter values of agents in the SwarmChem

III. SwarmChem. SwarmChem agents randomly ex-
change parameter values on collision; there is no
communication with the JA AChem.

IV. SwarmChem without collision. A very basic form of
SwarmChem in which the agents interact only through
Boid like flocking behaviours.

V. JA AChem single tank. A single well-mixed tank of JA
AChem. The same number of evaluations are used per
generation and the same number of starting particles are
also used as the other systems.

VI. JA AChem multiple tanks with no interaction. A JA
AChem with the same number of tanks as in the nested
version; there are fewer atoms and particles in each tank,
but the same number of overall atoms and evaluations are
used.

VII. JA AChem multiple tanks with random transfers.
The same system as in VI but with tanks randomly
selected to randomly transfer particles between them.

VIII. JA AChem multiple tanks with grid transfers.
The same as in VII but transfer tanks selected based on a
Moore Neighbourhood, Figure 4

I:

II:

III:

IV:

V & VI:

VII:

VIII:

Figure 3: System Combinations

Settings: Jordan Algebra AChem
The Jordan Algebra AChem is an atom-scale sub-symbolic
artificial chemistry. It has previously been presented as a
single well-mixed tank.

JA AChem’s properties emerge from its underlying alge-
braic structures. It uses 3×3 Hermitian matrices to represent
both atomic and composite particles, and the Jordan matrix
product (McCrimmon, 2006) to represent linked particles:

A •B = 1
2 (AB +BA) (1)

This provides a commutative non-associative product. With-
out these properties our product could result in our compos-
ite particles being “bags” (multi-sets) of atoms in which the
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Algorithm 1 Description of a single update on a JA AChem
tank

Tank := {69 atomic particles}
for 1 to no of rounds do

LINKING PHASE
DECOMPOSITION PHASE

LINKING PHASE
collect data from Tank

procedure LINKING PHASE
for 1 to generation size do

reactants := 2 random particles from Tank
while RANDOM() < Xcoll do

reactants += a random particle from Tank
attempt to link reactants
if successful then

add new particle to Tank and remove reactants

procedure DECOMPOSITION PHASE
for 1 to generation size do

particle := random particle from Tank
attempt to decompose particle
if successful then

remove particle from tank and add new parti-
cle(s) to Tank

internal structure of bonding has no effect. With them, our
product allows non-trivial isomers (Faulkner et al., 2016).
JA AChem uses the matrices’ eigenvalues and vectors to de-
fine the probability of a link forming, and for other parts of
our system.

When linked, the resultant particle can be represented as a
tree, with atoms as its leaves and sub-particles at each node.
The algorithm for one generation of JA AChem is given in
Algorithm 1. 2

In order to nest JA AChem into SwarmChem we need to
work with multiple tanks. The algorithm is an update cy-
cle for a single tank. We can apply this to each tank in the
system.

The relevant settings for the six systems that include JA
AChem here are given in Table 2. 3

These settings give us the same number of linking and
decomposition attempts in all systems. The three collision
methods work as follows:

Collision: Transfers happen between two tanks when their
associated SwarmChem agents collide.

Grid: Transfers happen by randomly selecting a single tank
and then selecting a second tank from a grid based neigh-
bourhood, see Figure 4.
2Xcoll is the probablity that an additional particle will be in-

volved in a link
3All systems use an additional collision probabilty of 0.2 and

the Boltzmann inspired b probability from Faulkner et al. (2017)

Table 2: JA AChem Settings
System I II V VI VII VIII
#tanks 50 50 1 50 50 50

tank size 200 200 10000 200 200 200
gen size 200 200 10000 200 200 200
#rounds 100 100 100 100 100 100
transfers collision none none none grid random

Figure 4: Grid based neighbourhood

Random: Two tanks are chosen at random and exchange
materials.

Settings: SwarmChem
SwarmChem is a spatial AChem based on Boids (Reynolds,
1987). There is one set of settings relevant to SwarmChem.
In all experiments we have 50 agents in a 2000× 2000 space
of arbitrary spatial units.

IV is the most basic version of SwarmChem, in which
parameter values are fixed throughout and agents do not
change their behaviour during a run.

In III we further develop the SwarmChem system to in-
clude changes in parameter values. In traditional Swarm-
Chem this is done with weight matrices that assign priority
to different parameter value sets. We use another method,
still based on collisions being the trigger for change. For
comparison purposes, we make the parameter value changes
more analogous to the transfer of particles in the nested sys-
tem. In the case of a collision in III we swap a random
number of the agents’ parameter values. Swaps are then re-
versed if they give contradictory settings (e.g. maximum
velocity less than normal velocity).

In I and II the SwarmChem agents have an internal state
defined by the tank of associated JA AChem particles. These
particles change over time as they react, and in doing so
change the parameter values of the SwarmChem agent.

In I we also have collisions that cause the transfer of JA
AChem particles from one agent’s tank to another, allowing
for information transfer between agents, which may prevent
the agents from becoming stable.

Analysis methods: Jordan Algebra AChem
We focus our analysis of the JA AChem level of our sys-
tems on the size of the particles and the resultant number of
particles in the system or tanks over time.

These numbers should stabilise quickly in the system, but
we expect the systems with transfers to be less stable than
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others. Particles being transferred in and out of the tanks
should disturb any equilibrium.

We also expect to see larger particles in the partitioned
systems as the smaller size of the tanks limit the sampling
possibilities, increasing the chances of selecting molecules
which already contain multiple particles. As these are used
and the number of particles in the tank decreases, these prob-
abilities should further increase.

Analysis methods: SwarmChem
We can observe many different statistics on the agents of the
swarm; here we focus on the relative position of an agent
to its visible neighbours. This provides us with measure of
how well our agents are clustered with each other. In ho-
mogeneous flocking this parameter’s value should be very
similar across agents, as a flock all have the same perception
radius and tendency for avoidance. In SwarmChem these
have greater variation but should be similar in sets of agents
forming a swarm. Here we therefore expect to see greater
variation in the nested SwarmChem where all values of per-
ception radius and tendency for avoidance are possible.

Results and Discussion
Effect on JA AChem
There is a statistically significant difference in the sizes of
particles in the system between the single tank, III, and ev-
erything else (p < 10−33 ranksum test, large effect size
A = 0.99 (Vargha and Delaney, 2000)). It also stabilises
at a much higher number of particles (8824 particles) com-
pared to the other systems (I, II, VI, VII, VIII, with 3750 –
3850 particles). We can therefore reject the null hypothesis
that our changes to the system have no effect.

Looking at the multitank systems we can see that these
systems have similar particle sizes, Figure 5. These have
similar medians, but somewhat different distributions. Most
distinctive is VIII, which is statistically significantly differ-
ent (ranksum) from all the medians (except II), with medium
or larger effect sizes.

We can predict that II and VI should be equivalent at the
JA AChem level. This is because there is only a single uni-
directional link in II. This is true in our results (p = 0.057,
ranksum). This is particularly true as we are using Bon-
ferroni corrections giving us a threshold for significance at
0.0032 rather than 0.05. This suggests that the number of
runs and number of generations in the JA AChem has been
sufficient in this example to give us the general behaviour of
these systems.

Effect on SwarmChem
There are many different versions of SwarmChem, which
can best be categorised in terms of their morphogenic hier-
archy:

Category A: Homogeneous Swarm

Figure 5: Average number of atoms in each particle in each
Jordan Algebra AChem tank in a multitank system

Category B: Heterogeneous Swarm

Category C: Heterogeneous Swarm with redifferentiation

Category D: Heterogeneous Swarm with redifferentiation
and information sharing

Here differentiation means that a particular agent can have
different parameter values and redifferentiation means that
those values can change.

Category A represents the original Boids work with its
heterogeneous flocks of agents. Category B can be seen in
the early forms of SwarmChem where we have a heteroge-
neous swarm. SwarmChem then moves to a Category C sys-
tem by adding differentiation by changing the weighting of
parameter value sets based on its local neighbours In more
recent work (Sayama, 2018) SwarmChem introduces a ver-
sion which could be seen as bridging the gap to Category D
by allowing local information sharing.

Our full system, I, falls solidly into Category D with
transfers and the differentiation that comes from the JA
AChem. When we lose the transfers in II, we have a Cat-
egory C. Our simpler AChems both fall mostly in Category
B as heterogeneous swarms.

We get flocking behaviour in all systems, despite no con-
trol or evolution to develop it. Figure 6 shows that I and II
form similar swarms to III and IV. This is contrary to our
original expectation that forming swarms would be harder
for nested systems. It may be because the JA AChem tanks
tend to similar configurations of particles over time. In com-
parison the SwarmChem-only systems finish with the same
parameter values as they start with. This seems to be re-
flected in our observations which show very little difference
in our systems. However we do over all runs find a large dif-
ference in the relative position, pr, of agents to their neigh-
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Figure 6: Image of each swarm system at the end of a run
which started from the same initial conditions. Swarms are
depicted in the full 2000× 2000 (units arbitrary) space

Figure 7: Log scaled final position of each agent to its neigh-
bours relative to the agent’s perception distance

bours (Figure 7)

pr = |〈x〉i − xi|2/R2
i (2)

where 〈x〉 is the average position of an agent i’s neighbours.
xi is an agents current position and Ri is the agents percep-
tion distance.

This shows we have significant differences between our
nested systems (I and II) and our swarm systems (III and
IV). They are statistically different (p = 10−207, ranksum)
with large effect size (A = 0.90). Looking to further differ-
entiate our systems we find no difference between the swarm
systems. We do not find any significant difference between
I and II at the SwarmChem level. This may be the length
of run though as the transfers will have very little chance
to have an effect in 100 generations. We see no distinction

between our two pure SwarmChem systems either. Further
research should look at the effect over longer runs.

This gives us distinction between systems with rediffer-
entiation and without. This shows that a multilevel system
such as system I and II can produce distinctive behaviour in
SwarmChem. While System I does meet all the criteria of a
category D system, more work is needed to show what effect
this has as opposed to II which is only a category C system.

Conclusions and Further Work
We have introduced the idea of modular graph based de-
scriptions of AChems that allow ‘plug and play’ composi-
tion. The modular nature of these representations allows us
to build and implement a wide variety of AChems from a
single set of components. We can expand the number of
AChems simply by expanding the number of modular com-
ponents available to us. We have implemented a general
method of composition using indirect communication for
environment orientation (Hoverd and Stepney, 2009) at the
level of our system graphs.

This approach enables us to use existing AChems to ex-
plore new questions with minimal new code required. As
well as new systems, this serves to expand the implementa-
tions and capabilities of the individual AChems.

With further development the modular system used to
build NestedChem can be expanded into a formal language
for describing AChems. If this were done rigorously it could
provide new possibilities for evolving and expanding new
and existing AChems.

The “rigorous” requirement of defining a language is to
enable evaluation, classification and comparison of these
systems. This will require the development of new math-
ematical tools and analysis metrics to use the well defined
language. This will allow us to push forward the develop-
ment of AChems in general by preventing systems from un-
knowingly repeating work and ground already covered.

In this work we chose to nest JA AChem inside of Swarm-
Chem, as this seems a natural choice of combinations. Fur-
ther work could investigate different forms of nesting, such
as inverse nestings and side-by-side combinations of these
two AChems, or with entirely different AChems.

With the combinations of AChems now possible, and a
modular description of AChem processes, we can turn to
developing the ability for AChems to change their own con-
trol flow during a run. This can be done at a basic level
through the introduction of decisions in the control flow. In
the longer term, we wish to develop the ability for AChems
to reorganise and reimplement modules while running, in
response to their internal state or an external stimulus (for
example, an event triggered by the designer).
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Introduction
We introduce SignalGP, a technique for creating digital
organisms that harnesses the event-driven programming
paradigm. These organisms can evolve to automatically re-
act to signals from the environment or from other agents
in a biologically-inspired manner. In addition to introduc-
ing SignalGP, we summarize previous results demonstrat-
ing the value of the event-driven paradigm in environments
dominated by agent-agent and agent-environment interac-
tion. Our full introduction to SignalGP can be found in
(Lalejini and Ofria, 2018).

Digital evolution has its roots in Genetic Programming
(GP), wherein computer programs are evolved using natural
principles. For example, Avida (Ofria et al., 2009) is a pop-
ular digital evolution system that uses self-replicating linear
genetic programs as its organisms. The organisms generally
follow an imperative programming paradigm where compu-
tation is driven procedurally. Program execution starts at the
top of the program and proceeds in sequence, instruction-
by-instruction, jumping or branching as dictated by executed
instructions (McDermott and O’Reilly, 2015).

In contrast to imperative programming, program execu-
tion in event-driven computing is directed primarily by sig-
nals (events), simplifying the development of programs that
dynamically react to events around them. This biologically-
realistic mode of execution is often employed when de-
veloping software for agents that must frequently interact
with each other or the environment (such as robotics or dis-
tributed systems). By capturing the event-driven paradigm,
SignalGP aims to improve our capacity to evolve computer
programs that operate in interaction-heavy environments,
expanding our ability to generate complex agent-agent and
agent-environment interactions.

SignalGP
In SignalGP, signals direct computation by triggering the ex-
ecution of program modules (functions). Here, we present
SignalGP in the context of linear GP, wherein programs are
represented as linear sequences of instructions; however, the
ideas underpinning SignalGP generalize across a variety of

digital evolution systems.
SignalGP agents (programs) are defined by a set of func-

tions. Each function contains a linear sequence of instruc-
tions and is referred to using a tag. SignalGP events contain
a tag and event-specific data. Agents react to events by run-
ning matched functions that specify how that event should
be handled. SignalGP augments tag-based referencing tech-
niques demonstrated by Spector et al. (Spector et al., 2011)
to determine which function is triggered by an event. Here,
tags are arbitrarily represented as fixed-length bit strings. An
event triggers the function with the most similar tag where
tag similarity is the proportion of matching bits between the
two bit strings. Agents may generate internal events and are
subject to events generated by the environment or by other
agents. When an event triggers a function, the function is
run with the event’s associated data as input, allowing agents
to react on-the-fly to signals; SignalGP agents can react to
many events simultaneously by processing them in paral-
lel. Each SignalGP program instruction has a tag argument
(which it may or may not use), providing an evolvable mech-
anism for instructions to reference internal functions or to
generate events. Mutations in SignalGP can alter tags or in-
struction content within functions, as well as duplicating or
deleting whole functions. As function tags and instructions
evolve, their relationship with events and each other can be
refined over time. Figure 1 gives a high-level overview of
SignalGP. For a full description of our implementation of
SignalGP, see (Lalejini and Ofria, 2018).

Experimental Results
In (Lalejini and Ofria, 2018), we demonstrated the value
of incorporating the event-driven programming paradigm in
GP using two distinct test problems: a changing environ-
ment problem and a distributed leader-election problem. In
both problems, a program’s capacity to react efficiently to
external events is crucial. Here, we briefly report a subset of
our results for the changing environment problem.

In the changing environment problem, the environment
can be in one of K states. To maximize fitness, agents must
match their internal state to the current state of the environ-
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Figure 1: A high-level overview of SignalGP. SignalGP programs are defined by a set of functions. Events trigger functions with the closest
matching tag. SignalGP agents can respond to many events simultaneously by processing them in parallel.

ment. We evolved SignalGP agents under three treatments,
each with different mechanisms to sense the environment:
(1) an event-driven treatment where environmental change
events produced signals that can trigger functions; (2) an
imperative control treatment where programs had to actively
poll the environment to determine its state; and (3) a com-
bined treatment where agents had either option available. In
the imperative and combined treatments, we included new
instructions that allowed programs to test the current envi-
ronmental state. Here, we show the results for environment
sizes two and eight (K = 2 and 8) in Figure 2. We com-
pared treatments using a Kruskal-Wallis test, and if signif-
icant (p < 0.05), we performed a post-hoc Dunn’s test, ap-
plying a Bonferroni correction for multiple comparisons.

Agents evolved with fully event-driven SignalGP signifi-
cantly outperformed those evolved in the imperative treat-
ment across both the two-state (combined: p = 1.21e-47;
event-driven: p = 1.21e-47) and eight-state environments
(combined: p = 1.29e-46; event-driven: p = 2.18e-45). In the
combined treatment, we further confirmed that evolution fa-
vored the event-driven strategy (Lalejini and Ofria, 2018).

Conclusion

While our recent work demonstrates SignalGP in the con-
text of linear GP, we have plans to extend SignalGP across
a variety of evolutionary computation systems. Here, func-
tions are exclusively represented as linear sequences of in-
structions; however, we can easily use any representation
capable of processing inputs (e.g. other forms of GP, neu-
ral networks, etc.). We could even employ multiple repre-
sentations within a single agent, providing evolution with a
diverse toolbox and allowing digital organisms to comprise
mosaics of representations.

Figure 2: Changing environment problem results across the (A)
two-state environment and (B) eight-state environment. The box
plots indicate the fitnesses (each an average over 100 trials) of best
performing agents from each replicate.
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Extended Abstract

In the origins of life field, one popular approach to frame
and understand chemical evolution on the prebiotic earth is
to focus on molecular replicators: in particular, to ask how
complex and diverse molecular replicators could have arisen
from a soup of simpler and less diverse species, without the
aid of specific catalysts. Experimental work has demon-
strated that template-directed, non-enzymatic replication
of short oligonucleotides is indeed feasible (Joyce, 1984;
Kiedrowski, 1986; Tjivikua et al., 1990). In these studies, a
self-complementary nucleic acid template acts as an autocat-
alyst, creating identical copies of itself by hybridising short
complementary strands, which subsequently ligate together
with high probability and later de-hybridise from the origi-
nal template (see reaction cycle in Fig. 1). This autocatalytic
template replication scenario enables chemical sequence in-
formation to outlive the average life time of the individual
molecules, thus giving rise to inheritable, and potentially se-
lectable, information (Colgate and Ziock, 2011).

Recently, a minimal and mathematically tractable model
of this chemical process was proposed (Tanaka et al., 2014;
Fellermann et al., 2013) based on (i) binary strings able to
catalyse their own formation by concatenating two match-
ing substrings (Fig 1, reaction rule 2) and additionally (ii)
the rare non-catalysed concatenation of any two strings, to-
gether with random degradation of a string into any two
substrings, permitting an exploration of replicator sequence
space (Fig 1, reaction rule 1). Analysis of this simple exact
replicator model revealed several counter-intuitive findings,
most notably the existence of a selection pressure for a few
sequences that feature repeated short motifs, such as alter-
nating monomers (...010101...) or arrangements in blocks
of two (...00110011...). Fellermann et al. (2017) attribute
this “survival of the dullest” effect to a cascade of symme-
try breaks which is driven by the continued competition of
emerging replicators. Moreover, Fellermann et al. (2017)
show that this selection pressure can also be observed in sev-
eral variants of the original model, including the use of big-
ger monomer alphabets, the possibility for point mutations,
inert food species, as well as the scenario where templates
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Figure 1: A simplified exact autocatalytic replicator model
(reaction rules 1 and 2) is extended in this work into a more
detailed model. Trimolecular templated ligation rule 2 is
replaced with a series of reversible elementary abstracted
reaction rules (3-8) whose rate constants are related by the
free energy change of each respective reaction (equation 9).
As the model is rule-based, k and l don’t represent single
species, but represent any polymer over a monomer alpha-
bet (∀k, l ∈ {0, 1}+). |j| denotes the length of polymer j.

370



catalyze the ligation of complementary rather than identical
sequences. All these variants exhibit survival of the dullest
with slight differences in the selected sequences.

However, the original exact autocatalytic replicator model
and all its studied variants utilize a single tri-molecular and
irreversible replication reaction. What has not been an-
swered at this point is the question whether “survival of the
dullest” would continue to be observed in models of polymer
templated replication that capture physico-chemical aspects
of the involved chemical species with higher fidelity.

Inclusion of physico-chemical details could be important
to the resulting replicator evolutionary dynamics. For ex-
ample, it has been empirically observed that template di-
rected replicators do not always feature the typical expo-
nential growth curves known from autocatalysts, but can in-
stead follow a slower growth curve, where the growth rate
of the replicator is not directly proportional to its concen-
tration, but rather to the square root of the concentration
(Kiedrowski, 1993; Fellermann and Rasmussen, 2011). This
“parabolic growth” effect is caused by product inhibition
wherein a newly produced template strand binds with an-
other template strand, making it inaccessible to the substrate
and reducing the effective template concentration. Sza-
thmáry and Gladkih (1989) signalled that parabolic growth
can have important consequences in replicator ecologies:
they analytically derived that exponential growth paired with
resource competition leads to Malthusian survival of the
fittest (and only the fittest) whereas parabolic growth leads
to a qualitatively different scenario, survival of the common,
where all competing replicators will survive a differential
selection pressure, with abundances given by their relative
replication rates. It is an open question whether parabolic
replicators are equally affected by a selection pressure to-
ward simple “dull” repetitive sequences, or whether their
evolutionary dynamics could indeed enable a unconstrained
exploration of the potential sequence space.

Here we present a refinement of the original exact replica-
tor model, where the irreversible tri-molecular template lig-
ation reaction (Fig. 1, reaction rule 2) is replaced by a series
of elementary bi-molecular and reversible reactions (Fig. 1,
reaction rules 3-8). Thus, the assumption of exponential
autocatalysis of replicators is replaced by a more realistic
scenario including product inhibition, and thus provides the
possibility for parabolic growth of replicators. Furthermore,
the reaction rate constants are not assigned arbitrarily, but
are instead set so that they are consistent with an elementary
nucleic acid energy model (SantaLucia, 1998), rendering the
the resulting overall model thermodynamically consistent.

We implement this model as a rule based stochastic pro-
cess where applicable reactions for a given system state are
derived from the defining reaction rules during each step of
a stochastic simulation algorithm. This allows us to sample
the stochastic process without the need to constrain, e.g., the
number of species or the maximal polymer length.

We are currently investigating whether “survival of the
dullest” is still observed in this replicator model, and
whether and how the different growth regimes affect the
selection dynamics. After characterizing the equilibrium
state of the model for relevant parametrizations, we study
the dynamics of the system when driven out of equilibrium,
namely (i) by providing an energy inflow to generate a tem-
perature cycle, and (ii) in continuous flow stirred reactor
conditions where a material inflow of “food” molecules in
the form of monomers or short oligomers exists.
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Abstract

The network of interactions in complex systems, strongly in-
fluences their resilience, the system capability to resist to ex-
ternal perturbations or structural damages and to promptly re-
cover thereafter. Understanding the topological features of
the networks that affect the resilience phenomenon remains a
challenging goal for the design of robust complex systems.
We hereby introduce the concept of non-normal networks,
namely networks whose adjacency matrices are non-normal
and we show that such feature can drastically change the
global dynamics through an amplification of the system re-
sponse to exogenous disturbances and eventually impact the
system resilience. This early stage transient period can induce
the formation of inhomogeneous patterns, even in systems in-
volving a single diffusing agent, providing thus a new kind of
dynamical instabilities complementary to the Turing one. We
provide an illustrative application of this result to ecology by
proposing a mechanism to mute the Allee effect.

Introduction
The ecological resilience (Gunderson, 2000) is the ability
of ecosystems to respond to challenges such as fires, wind-
storms, deforestation, flooding or the presence of invasive
species, and their aptitude to return close to the initial state.
This general idea has been rapidly extended beyond the ini-
tial framework, e.g. the impact of climate changes on the
natural habitats (Bachelet et al., 2001) and the responsibil-
ity of the human activity on environmental disasters (Adger
et al., 2005). Resilience is also encountered in human-made
systems such as power grids or communications systems
where a failure of a component of interconnected elements
can trigger a cascade of failures of successive components
(Motter and Lai, 2002). In this case, the response of the
system is directly correlated to the structural changes in the
networked support where the dynamics occurs (Gao et al.,
2016). Efforts have been made to understand how complex
interactions influence the systems resilience (Buldyrev et al.,
2010) in order to optimise the design that enhances their ro-
bustness and reduce their vulnerability (Asha and Newth,
2007).

Our goal is to show that the resilience of networked dy-
namical systems is highly determined by the degree of non-

normality characterising the underlying complex network,
more precisely we define a network to be non-normal if its
adjacency matrix does (Asllani and Carletti, 2018). This
technical definition (Trefethen and Embree, 2005), based
on the non-existence of a unitary matrix which diagonalises
it, will be proved to determine an unexpected system re-
sponse to small disturbances; this abnormal behaviour fol-
lows a transient amplification process during the initial lin-
ear regime which, if sufficiently large, subsequently leads
the system to another state. The latter being possibly char-
acterised by spatial inhomogeneities and potentially far from
the initial one, reducing thus the system resilience.

The non-normality has been previously considered in dif-
ferent domains e.g. hydrodynamic stability (Trefethen et al.,
1993), non-Hermitian quantum-mechanics (Hatano and Nel-
son, 1996), synchronisation of networked optoelectronic de-
vices (Ravoori et al., 2011), ecology (Neubert and Caswell,
1997), population dynamics (Neubert et al., 2002; Ridolfi
et al., 2011) or taking into account the stochastic dynam-
ics (Biancalani et al., 2017). Let us stress that the proposed
framework is different from the latter ones. Indeed the ef-
fect of the non-normality, which enters through the network
structure, allows us to potentially consider applications to
complex systems where the geometry of the spatial interac-
tions play a crucial role. The goal of this paper is thus to
bring to the fore a general framework, to accommodate for
a better understanding of the impact of the non-normality
assumption on the resilience of networked systems.

As previously stated, the transient amplification due to the
network non-normality can push the system into a new state,
possibly far from the initial one, and usually exhibiting spa-
tial inhomogeneities (patterns). For this reason the proposed
mechanism (see panel d of Fig. 3 (Asllani and Carletti,
2018)) could be an alternative pathway to the emergence
of spatially self-organised heterogeneous patterns, comple-
mentary to the one introduced by Turing, for which a min-
imal system of two species, activator-inhibitor, is needed to
generate complex patterns following a diffusion-induced in-
stability (Turing, 1952; Murray, 2001). Remarkably enough,
we can assume symmetric reaction terms and even equal dif-
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fusion coefficients for both species, and still obtain patterns.
In particular a single inhibitor species allowed to freely dif-
fuse on a non-normal network, can experience a patchy solu-
tion because of the transient instability induced by the non-
normal topology.

Results
The Allee effect (Allee et al., 1949) can explain the commu-
nity cooperation or facilitation phenomena in natural ecosys-
tems; it is often introduced by modifying some generic
model of population growth, e.g. the logistic equation Mur-
ray (2001) (see Fig. 3 (Asllani and Carletti, 2018) panel
(a)). To go one step further let us assume the population of
a single species to live in a patchy environment where ani-
mals can move across the niches; the dynamics can thus be
described by the following diffusively coupled equations:

dxi
dt

= rxi (1− xi)
(xi
A
− 1
)
+D

M∑
j=1

Lijxj ,∀i , (1)

where xi denotes the species density in the i-th patch, r the
reproduction rate, A the Allee coefficient and D the diffu-
sion coefficient, all assumed for simplicity to be the same
for all patches. Given the network adjacency matrixAij = 1
if the node j is directly connected to node i and zero other-
wise, we define the out-degree of node i as kouti =

∑
j Aji,

namely the number of outgoing links from node i, and the
(network) Laplacian matrix, Lij = Aij − kouti δij .

If species x diffuses using a symmetric network and the
initial conditions do not exceed the Allee threshold, xi(0) <
A∀i, then the species goes extinct and diffusion cannot pre-
vent it. Conversely if the underlying network is non-normal,
the system fate turns upside down and the population will
survive reducing thus the system resilience. Indeed it can
happen that the transient amplification induced by the non-
normality is strong enough to surpass the Allee threshold, at
least in some of the patches, and consequently the system
saturates avoiding the extinction. The non-normal spatial
support makes the stable undesired equilibrium x∗1 = 0 less
robust against perturbations and thus a larger set of initial
conditions close to the latter can in fact escape and end up
in a new survival state x∗, close to the second stable equi-
librium x∗2 = 1 (see panels (b) and (c) Fig. 3 (Asllani and
Carletti, 2018) where β denotes the size of the perturbation
with respect to the trivial equilibrium, i.e. the size of the
initial condition).

Conclusions
The previously result holds generically for non-normal net-
worked dynamical systems. This topological feature of the
network of interactions will force the inhibitors in some of
the nodes to initially increase their concentration until they
saturate in the non-linear phase. What is remarkable is that
the species which apparently tends to go extinct because of
the negative growth rate, exploit a faster diffusion process
that makes the species to spread before the individuals coun-
teract, and eventually lead to self-organisation. This is thus

a new mechanism, different form the Turing one, capable to
explain the pattern formation process.
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Abstract

It has been argued that much of evolution takes place in the
absence of fitness gradients. Such periods of evolution can
be analysed by examining the mutational network formed by
sequences of equal fitness, that is, the neutral network. It
has been demonstrated that, in large populations under a high
mutation rate, the population distribution over the neutral
network and average mutational robustness are given by the
principal eigenvector and eigenvalue, respectively, of the net-
work’s adjacency matrix. However, little progress has been
made towards understanding the manner in which the topol-
ogy of the neutral network influences the resulting popula-
tion distribution and robustness. In this work, we use nu-
merical methods and network models to enhance our under-
standing of how populations distribute themselves over neu-
tral networks. We demonstrate that, in the presence of certain
topological features, the population will undergo an explo-
ration catastrophe and become confined to a small portion of
the network. These results provide insight into the behaviour
of populations on neutral networks, demonstrating that neu-
trality does not necessarily lead to an exploration of geno-
type/phenotype space or an associated increase in population
diversity.

Introduction
When an entity undergoes evolutionary change, much of
this change may not be due to a response to selective pres-
sure, but rather due to the discovery of variants with equiv-
alent fitness. It has been argued that the majority of genetic
change in natural organisms is due to such neutral mutations
(Kimura, 1983). In Evolutionary Computing (EC) (Eiben
and Smith, 2015), it has been found that many fitness func-
tions result in a substantial proportion of mutations being
neutral (Galván-López et al., 2011).

A variety of authors have demonstrated the substantial im-
pact of neutrality on evolutionary dynamics (Koelle et al.,
2006; Van Nimwegen et al., 1999; Newman and Engelhardt,
1998). Much of this analysis has focused on how, in in-
stances where no advantageous mutations exist, neutrality
prevents the population from getting stuck at a certain point
in sequence space. Instead, it can explore the neutral net-
work until it finds an advantageous phenotype lying adja-
cent to the network (Fontana and Schuster, 1998; Gavrilets,

1997). Moreover, it has been demonstrated that larger neu-
tral networks allow for more such “stepping off points”
(Wagner, 2008), facilitating the discovery of adaptive and
innovative phenotypes. It has further been shown that large
neutral networks allow the population to spread out and gain
standing variation. This facilitates the population’s adaptive
response to changes in its environment (Masel and Trotter,
2010). However, there is some ambiguity as to whether neu-
trality is universally beneficial to evolution (Cuevas et al.,
2009; Elena and Sanjuán, 2008; Galván-López et al., 2011).

The seminal work in the modeling of evolutionary dynam-
ics is that of Erik van Nimwegen, James P. Crutchfield and
Martijn Huynen (1999). By employing a straightforward
model of neutral evolution, the authors demonstrated the ex-
istence of two distinct behavioural regimes. If Mµ � 1,
where M is the population size and µ is the per genome
mutation rate, then the population is monomorphic (Bloom
et al., 2007). Mutations either fix or go extinct, that is they
either become present in the entire population or disappear
from it completely. Conversely, if Mµ � 1, then the popu-
lation is polymorphic and mutations do not fix. The popula-
tion distributes itself over a number of nodes in the network.
More specifically, the population’s distribution is given by
the network’s principal eigenvector and its average robust-
ness (number of neutral neighbours) is given by the net-
work’s principal eigenvalue. Random walks are a very well
described phenomenon (Lovász, 1993), and so this work
focuses exclusively on the, more interesting, polymorphic
case.

As closed-form solutions to the eigenvalues and eigen-
vectors of graphs do not exist, these are somewhat opaque
quantities. However, various authors have been able to draw
some conclusions from this result. Firstly, the population
spreads out, or diffuses, over the neutral network, gain-
ing variation (Manrubia and Cuesta, 2010; Crutchfield and
Schuster, 2003; Hu et al., 2011; Masel and Trotter, 2010).
Secondly, the population will become more concentrated
on the “most connected” nodes and, in so doing, increase
the average robustness of the population (van Nimwegen,
2006; Van Nimwegen et al., 1999; Banzhaf and Leier, 2006).
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These conclusions are well founded, as the average degree
of a network is a lower bound on the principal eigenvalue
(Cioabă et al., 2010) and the principal eigenvector is a mea-
sure of centrality in a network, the eigenvector centrality
(Bonacich, 1972), and, as such, assigns a non-zero centrality
score to each node.

In this paper, we numerically explore instances which
demonstrate that this description of the behaviour of poly-
morphic populations can be refined. Although the average
population robustness will always be higher than the net-
work’s average degree, we can construct examples where
the population concentrates on a region of the network
which does not agree with our intuition of “most connected”.
Moreover, networks can be constructed where the popula-
tion concentrates on a small number of vertices and does not
spread out, or diffuse, over it. Take, for instance, the two
networks shown in figure 1. Both of these networks consist
of an Erdős-Renyi network (Erdős and Renyi, 1959) with
400 vertices and 1200 edges connected to a hub (star net-
work), where the connection to the hub is made via one of
its peripheral vertices. In the first network, the hub is of de-
gree 45 and in the second it is of degree 70. Despite the
similarity of these two networks, the equilibrium distribu-
tion of the population over them is vastly different. In the
first network, the population behaves roughly as we would
expect and distributes itself fairly evenly over the network,
being more concentrated on the more central nodes of the
Erdős-Renyi component. It is worth noting that only a very
small proportion of the population (around 0.5%) is found
on the hub or its neighbours. However, in the second net-
work, around 99.5% of the population is concentrated on
the hub and its neighbours. This behaviour is observed re-
gardless of the size of the Erdős-Renyi component, so long
as the average degree of this component is kept constant.

The principal eigenvectors and eigenvalues of graphs are
of great importance to a variety of problems (Restrepo
et al., 2007), principally synchronization phenomena and the
spread of epidemics. Since the publication of van Nimwe-
gen et. al.’s work, there has been substantial progress in
approximating these quantities in terms of network proper-
ties (Goltsev et al., 2012). In this work, we build on these
results in order to incorporate the above observations and in-
tuitions into a more complete understanding of the evolution
of polymorphic populations on neutral networks.

Ancel and Fontana (2000) demonstrated that, for evolving
populations of RNA sequences with plastogentic congru-
ence, the population could undergo an exploration catastro-
phe, whereby it would be confined to a small portion of the
neutral network. It has recently been demonstrated (Martin
et al., 2014) that the principal eigenvector is a poor measure
of centrality in networks. This is due to the fact that certain
structural heterogeneities can cause the eigenvector to local-
ize on certain portions of the network, assigning almost all
of its weight to these portions and very little to the rest. We

make the argument here that this localisation phenomenon
has important implications for the neutral evolution of asex-
ual populations at high mutation rates. Specifically, in neu-
tral networks with certain topological features, the popu-
lation will undergo an exploration catastrophe. Moreover,
this phenomenon will occur without the presence of special
properties of the genotypes or phenotypes, such as plastoge-
netic congruence, and occurs independent of mutation rate.
We use computational methods to confirm that this local-
isation of the eigenvector occurs in biologically plausible
neutral networks. We further demonstrate novel modes of
eigenvector localisation not yet explored in the literature.

Localisation
In the context of graph spectra, localization refers to the
phenomenon whereby the normalisation weight of an eigen-
vector (

∑
f2i (λ), where λ is the eigenvalue and f(λ) is the

eigenvector) is concentrated on a small number of nodes that
does not scale with the size of the network (Pastor-Satorras
and Castellano, 2016). Some authors have suggested using
the inverse participation ratio Y (λ).

Y (λ) =

N∑
i=1

f4i (λ) (1)

as a quantitative measure of localization where, in this case,
f(λ) is the normalised eigenvector. If, in the limit N →∞,
Y (λ) ∼ 1 then the state is localized. On the other hand, if
Y (λ)→ 0 then the state is delocalized.

Results relating aspects of network topology to localiza-
tion have been derived by Chung et al. (2003), Goltsev et al.
(2012) and Martin et al. (2014). The result of Goltsev et al.
(2012) applies to scale-free networks, whereas the result of
Martin et al. (2014) applies to hubs connected to Erdős-
Renyi networks (Erdős and Renyi, 1959). On the other hand,
the result derived by Chung et al. (2003) is more general and
applies to any network model characterised by a degree dis-
tribution. However, this result is not tight. It can only con-
firm localisation in the case of extremely high-degree hubs
and, similarly, can only preclude localisation in the case of
networks with a very homogeneous degree-distribution. For
these reasons, the study of localisation in networks that are
not scale-free, or hubs connected to Erdős-Renyi networks,
must be done numerically.

Pastor-Satorras and Castellano (2016) demonstrated a dif-
ferent form of localisation which does not result in the con-
centration of the eigenvector on a hub. Instead, the eigen-
vector localises on the maximum K-core.

Definition of Localisation
As mentioned by Pastor-Satorras and Castellano (2016),
there does not exist a non-arbitrary definition for localisa-
tion of the eigenvector in single network instances. How-
ever, for the purposes of this paper it will be useful to define
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(a) Hub of degree 45. (b) Hub of degree 70.

Figure 1: A localisation transition. A hub (star network) is connected to an Erdős-Renyi network by adding an edge between
one of the star’s peripheral nodes and a random node of the Erdős-Renyi network. The original Erdős-Renyi networks contained
400 vertices and 1200 edges. Node sizes are proportional to the corresponding component of the principal eigenvector of the
adjacency matrix which is equal to the proportion of the population found on the node.

some threshold separating localised and delocalised popu-
lation distributions. We define two such thresholds and use
them in different instances.

Localisation is somewhat easy to define in the case that
the population has concentrated around a single hub. Here,
we choose to say that if 90% or more of the population is
distributed on the hub and its immediate neighbours, then
the population is localised.

Trying to describe a population that is highly concen-
trated, but not on a hub, is slightly more challenging. Given
that localisation for classes of networks is defined in terms
of the inverse participation ratio, this would be natural met-
ric with which to define localisation. However, as Pastor-
Satorras and Castellano (2016) point out, in the delocalised
case we expect the inverse participation ratio to be propor-
tional to N−1. On the other hand, in the localised case, we
expect it to be proportional to N−β , where β < 1. This
dependence on the network size N , is unfortunate for our
purposes, as we desire a single threshold which applies to
networks of all sizes.

In order to reduce the impact of the network sizeN on our
threshold, we define the relative inverse participation ratio.
This is, simply, the ratio of the inverse participation ratio of
the network’s principal eigenvector to what the inverse par-
ticipation ratio would be if the eigenvector was distributed
uniformly over the network’s nodes. If the eigenvector is
distributed uniformly, then the inverse participation ratio is
1/N . This implies that the relative inverse participation ratio
can be easily calculated by multiplying the inverse participa-
tion ratio by N .

We choose to define localisation as occurring when the
relative inverse participation ratio is greater than 30. In pre-
liminary testing it was found that this value corresponded
with the authors’ intuition of localisation. For compari-
son, Pastor-Satorras and Castellano (2016) reported on a
number of real-world networks exhibiting localisation. The

lowest relative inverse participation ratio of these networks
was 46.7 (The HEP network, table 1 of (Pastor-Satorras
and Castellano, 2016)). The choice of 30 is fairly arbitrary.
However, were a higher value used, networks with a relative
inverse participation ratio higher than 30 but lower than this
other value would still be exhibiting a similar phenomenon
to those networks above this higher threshold. It is only the
intensity of this phenomenon which would be slightly di-
minished. Moreover, in the authors’ preliminary work, it
was found that principal eigenvectors with inverse partici-
pation ratios higher than 30 were very substantially more
concentrated than the principal eigenvectors of, say, Erdős-
Renyi networks (Erdős and Renyi, 1959).

Network Models
All analysis was conducted using the Python package
igraph (Csardi and Nepusz, 2006). The calculation of the
eigenvalues and eigenvectors of the adjacency matrices of
graphs in igraph is performed using the FORTRAN 77
package ARPACK (Lehoucq et al., 1998). ARPACK imple-
ments the implicitly restarted Arnoldi method (Lehoucq and
Sorensen, 1996) to find the eigenvalues and eigenvectors of
matrices. igraph’s default parameters for ARPACK were
used.

Barábasi-Albert Preferential Attachment
A focus of this work is the investigation of the population be-
haviour on around hubs. As such, it is valuable to interrogate
the population distribution in network models which natu-
rally contain hubs, and which might contain multiple hubs
connected to one another. Scale-free networks (Barabási,
2016) contain multiple hub nodes. These are networks with
a power-law degree distribution, that is p(k) ∼ k−γ for
some value of the parameter γ (usually, 2 ≤ γ ≤ 3).

The popular Barábasi-Albert preferential attachment
model (Barabási, 2016) generates connected networks
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(a) α = 0 (b) α = 1 (c) α = 2

Figure 2: Barábasi-Albert preferential attachment networks with N = 200 nodes, and three different values of the attachment
parameter α. The node size is proportional to the proportion of the population that is located on it. The layout was determined
by the Fruchterman-Reingold force directed layout (Fruchterman and Reingold, 1991).

(a) Population average robustness (princi-
pal eigenvalue) (b) Inverse participation ratio (c) Proportion of the population on the hub

and its neighbours

Figure 3: The average population average robustness, the inverse participation ratio, and the proportion of population on the hub
node and its neighbours in Barábasi-Albert preferential attachment networks. The shaded region shows the standard deviation.

which have a power-law degree distribution, although it
does not uniformly sample the space of scale-free networks.
Moreover, this algorithm is able to generate networks which
contain hubs, but have degree distributions steeper or shal-
lower than a power-law.

Figure 2 shows diagrams of networks generated according
to this model for the three values of α = [0, 1, 2].

In order to examine localisation in this network model,
1000 networks were generated withN = 5000 nodes for the
values α = [0, 0.2, 0.4, 0.6, 0.8, 1.0, 1.2, 1.4, 1.6, 1.8, 2.0].
Figure 3 plots the principal eigenvalue, inverse participation
ratio and the proportion of the population on the maximum
degree node (hub) and its neighbours. We find that the pop-
ulation is highly localised for α > 1.2.

Poorly Connected Random Subgraphs of
Hypercubes

The realisable topology of neutral networks is constrained
by the fact that the genotypes are encoded by strings of char-
acters and that edges can only be placed between vertices
whose corresponding genotypes differ by a single character.
That is, are a hamming distance of one apart. Here, we anal-
yse how this constraint influences the neutral evolution of
populations. In particular, we are interested in the types of
localization behaviour which can be observed.

Random subgraphs of hypercubes (or n-cubes) are well
studied Reidys et al. (1997); Reidys (2009). In these mod-
els, neutral networks are created by including each node in

the neutral network with a probability θ (the symbol λ is
usually used for this probability, however, we use θ to avoid
confusion with the principal eigenvalue, which we denote
with λ1). Once the nodes have been assigned as being on
or off the network, the connected components of the neutral
network can be extracted. In the following, we study only
the largest connected component of the networks, as we are
interested in the exploratory behaviour of population on net-
works which extend over large parts of sequence space.

We hypothesize that, for sufficiently low θ, the con-
nectivity of the network will be low enough that the
population will be confined to areas of it, rather than
spread evenly. In order to test this hypothesis, we gen-
erated random subgraphs of the hypercube formed by us-
ing strings of length L = 6 over an alphabet consisting of
A = 4 distinct characters. The values of θ from the set
[0.1, 0.15, 0.2, 0.25, 0.3, 0.4] were used. Fewer larger val-
ues were chosen as preliminary experiments showed that, for
large values of θ, the resulting networks were substantially
larger, making analysis computationally expensive. Further-
more, figure 4 shows that the behaviour of the population is
less interesting for larger values of θ. For each value of θ,
100 networks were instantiated. Various properties relating
to the principal eigenvalue and eigenvector were measured.
These properties are plotted in figure 4. Figure 5 shows di-
agrams of representative networks, with the population dis-
tribution displayed through vertex size and colour.

Figure 5 demonstrates that, at least for the selected repre-
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(a) No Hamming Ball (b) Hamming ball connected.

Figure 4: Relative inverse participation ratio (Yr (λ)) of the principal eigenvector over the largest connected component of
random subgraphs of an n-cube. For figure b, a hamming ball of radius ρ has been connected.

(a) θ = 0.1 (b) θ = 0.15 (c) θ = 0.2 (d) θ = 0.25

Figure 5: Network diagrams of the largest connected component of random subgraphs of an n-cube. The size of the nodes is
proportional to the proportion of the principal eigenvector which is located on them.

sentative networks, the population is highly concentrated on
a small number of nodes for small values of θ. However, for
larger values of θ it is distributed over a substantially larger
number of nodes. This behaviour can be observed in figure
4a, where we see that the relative inverse participation ratio
Yr (λ) is high enough to justify localization for low values of
θ. However, it drops rapidly for increasing values of θ. It is
interesting to note that Yr (λ) increases between θ = 0.1 and
θ = 0.15. Further investigation revealed that the networks
produced for θ = 0.1 were very small (this can be observed
in figue 5). We suspect that the small size of the networks
prevents Yr (λ) from being very large, as their small size
prevents the population from concentrating on a very small
fraction of the network.

We also wanted to interrogate whether this mode of local-
isation is dissimilar from localization on a K-core (Pastor-
Satorras and Castellano, 2016). In order to do this, we gen-
erated a further 20 networks each for θ = 0.15 and θ = 0.2
and recorded the proportion of the population residing on the
maximum K-core. For θ = 0.15 this value varied between
0.16 and 0.54, with a mean of 0.35 and a standard devia-
tion of 0.12. For θ = 0.2 it varied between 0.01 and 0.88,
with a mean of 0.7 and a standard deviation of 0.23. The
existence of networks in which the eigenvector is so weakly
concentrated on the maximum K-core indicates that, at least
in some cases, the mode of localization is slightly different
to that described by Pastor-Satorras and Castellano (2016).

We were interested as to whether weak connectivity be-
tween parts of the network would have a similar effect on

the eigenvectors of graphs that are not embedded in ham-
ming space. To this end, we generated pairs of Erdős-Renyi
(Erdős and Renyi, 1959) networks, each with |V | = 100
vertices and |E| = 200 edges. These pairs of networks were
connected by a single edge, connecting two randomly cho-
sen vertices. Although, in some instances, the eigenvector
was spread out evenly over the two original networks, in
others, it was almost completely concentrated on a single
network. Figure 6 shows a diagram of an instance where
the eigenvector was heavily concentrated on a single net-
work in the pair. Further analysis showed that, when anal-
ysed independently (without the single connecting edge), the
one network had a slightly higher principal eigenvalue than
the other, due to the randomness involved in the generation
of the networks. The eigenvector of the combined network
was concentrated on this network. This effect makes sense
in terms of natural evolution, as the population is able to
achieve a higher level of robustness on one of the pair of net-
works. Therefore, were a fraction of the population to be lo-
cated on the sub-network with a lower principal eigenvalue,
it would be out-competed by the fraction of the population
located on the other sub-network. Moreover, the single con-
necting edge is insufficient to allow a large flow of mutants
from the one sub-network to the other.

Hamming Balls on Random Subgraphs of
Hypercubes

It is worthwhile querying whether the eigenvectors of ran-
dom subgraphs of a hypercube can undergo a localization
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Figure 6: Network formed by connecting two Erdős-Renyi
(Erdős and Renyi, 1959) networks, each with |V | = 100
vertices and |E| = 200 edges by a single edge. The size of
the nodes is proportional to the proportion of the principal
eigenvector which is located on them.

onto a hub, as already discussed for networks in general.
Of the analytic results for localization discussed earlier, the
weakest was that of Martin et al. (2014), where it was re-
quired that

√
kmax > 〈q〉, where 〈q〉 is the average degree

of the network excluding the hub. For random subgraphs
of the hupercube constructed from sequences of length L
and an alphabet of size A, where a given vertex is in-
cluded in the network with probability θ, if we connect a
hub of maximum possible degree then this condition implies
θ < 1/

√
L(A− 1). For the networks which we studied in

the previous section, with L = 6 and A = 4, this would
imply that θ < 0.24. In that section we found that, for that
value of θ, the eigenvector was already somewhat localized
(see figure 4a). Moreover, given that increasingL andAwill
decrease the bound on θ, similar effects are probable for the
random subgraphs of larger hypercubes. As the eigenvectors
of these networks are already under the influence of a certain
mode of localisation, studying the effects of connecting hubs
to them could lead to ambiguous results due to the multiple
modes of localisation.

There is, however, a natural generalisation to a hub when
considering subgraphs of hypercubes: the hamming ball. A
hamming ball is the network composed of all nodes in the
hypercube within a certain radius ρ of a specific sequence.
A star of maximum possible degree in the hypercube is then
a hamming ball of radius ρ = 1. We would expect hamming
balls to produce populations with high average genetic ro-
bustness. Bornberg-Bauer and Chan (1999) studied them as
an abstraction for the structure of protein neutral networks.
They found that the population tended to concentrate on the
inner nodes of the ball, increasing the population’s average
robustness. More recently, Bollobás et al. (2016) showed
that, for a given number of nodes, a hamming ball arrange-
ment maximised the principal eigenvalue of the resulting
network.

We, therefore, thought it worthwhile to investigate
whether, by connecting hamming balls to otherwise delo-
calised graphs, localisation could occur.

We generated random subgraphs of the hypercube formed
by strings of alphabet size A = 2 and length L = 13. The
smaller alphabet size was chosen as, in preliminary testing,
it was found that the size of the hamming balls increased too
rapidly for larger values of A. This made the analysis too
computationally expensive. The longer length was chosen
to allow for large subgraphs, given the small size of the al-
phabet. The high value of θ = 0.4 was chosen to discourage
localisation behaviour of the eigenvector without the pres-
ence of the hamming ball. To each graph was connected
a hamming ball of radius ρ. The values of ρ from the set
[0, 1, 2] were used. For each value of ρ, 100 networks were
generated. Diagrams of the networks are not shown as it was
found that the resulting networks were too large to allow for
these diagrams to be informative.

Figure 4b shows the relative inverse participation ratio
Yr (λ). Between ρ = 2 and ρ = 3 we see a sharp increase in
this value, representing a localisation transition.

Discussion
In this work, we set out to incorporate and build upon recent
results concerning the behaviour of the principal eigenvec-
tors, and associated eigenvalues, of the adjacency matrices
of networks in the context of the study of the dynamics of
polymorphic populations evolving asexually on neutral net-
works.

Much of the discussion surrounding neutral evolution has
functioned on the assumption that the population spreads
out over the network, gaining variation and exploring se-
quence space (Lauring and Andino, 2010). The popula-
tion will, further, “evolve toward regions denser in neutral
genotypes”(Aguirre et al., 2009). However, the behaviour
on networks with a heterogeneous structure can be substan-
tially different. In the presence of certain structural hetero-
geneities, the principal eigenvector of the adjacency matrix
of the network localises. This localisation of the principal
eigenvector leads to an exploration catastrophe as described
by Ancel et al. (2000), whereby the population becomes con-
centrated on a small region of the network. It is interest-
ing to note that the localisation transition described here is
dependent on the topology of the network and is indepen-
dent of the mutation rate. On the other hand, the localisa-
tion transition described by Ancel et al. (2000), along with
other localisation-delocalisation transitions studied in qua-
sispecies theory (Tejero et al., 2011; Summers and Litwin,
2006), are dependent on the mutation rate and are studied
in the context of a fixed fitness landscape. Nevertheless,
such an error catastrophe has important ramifications for the
study of populations evolving at high mutation rates.

Given that it is suspected that much of evolution occurs
on neutral networks (Nei, 2005) along with the importance
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of mutational robustness to the survival of organisms and its
relationship with evolvability, understanding the impact of
the topology of neutral networks on the dynamics of neu-
tral evolution and the resulting robustness of organisms is of
great importance. This work has provided insight into these
issues in the case of polymorphic populations: large popu-
lations evolving at high mutation rate. The directed, neu-
tral, evolution of bio-molecules (Currin et al., 2015; Jäckel
and Hilvert, 2010) along with viruses overcoming immunity
through neutral evolution (van Nimwegen, 2006) fall within
this category. These results have potential applicability to
these problems. For instance, the neutral evolution of large
libraries of molecules (Kaltenbach and Tokuriki, 2014) will
be greatly aided by delocalization, whereas a virus’s attempt
to escape immunity might be thwarted if its population lo-
calizes on a hub.

Probably the largest limitation of the work presented here
is that all the studied networks were artificially generated
from network models. Future work will focus on the appli-
cability of these results to biological evolution. Progress has
already been made on the study of the neutral networks of
influenza, and this work is presented in the master’s thesis
of the first author (Shorten, 2017). The present focus is on
obtaining a high-resolution data-set of the sequences of an
influenza quasispecies evolving within a given host. Future
work will also investigate the transient behaviour of popula-
tions approaching their equilibrium distribution.

Conclusion
This paper investigated the manner in which neutral network
topology influences the resulting population distribution and
robustness during neutral evolution at high mutation rates
in large populations without recombination. In such cases,
the population distribution is given by the principal eigen-
vector of the adjacency matrix of the neutral network and,
similarly, the average mutational robustness of the individ-
uals in the population is given by the principal eigenvalue
(Van Nimwegen et al., 1999). Hence, we utilized, and built
upon, recent results concerning the behaviour of these val-
ues from studies concerning the spread of epidemics on net-
works (Goltsev et al., 2012) as well as more general work
(Martin et al., 2014).

For neutral networks with certain structural hetero-
geneities, it was found that the population could undergo
an exploration catastrophe, whereby it becomes localised on
a small number of nodes in the network. These results are
particularly relevant to various arguments concerning the re-
lationship between robustness and evolvability (Masel and
Trotter, 2010; Wagner, 2008), which make the assumption
that populations evolving at high mutation rate disperse over
their neutral networks.

These results are relevant to the directed evolution of bio-
molecules (Currin et al., 2015; Jäckel and Hilvert, 2010),
where they can be used to evolve more robust molecules as

well as facilitate the evolution of greater variety. Moreover,
they can also further our understanding of the factors that al-
low viruses to escape immunity along neutral networks (van
Nimwegen, 2006).
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Abstract

This research introduces a multi-modeling approach to the
growth of transportation networks. More precisely, we imple-
ment and compare several models, based on biological net-
work growth, cost-benefit rules, and gravity potential break-
down. The resulting multi-modeling framework is calibrated
on observed topological data for the European road network.
We show that different heuristics are complementary to cover
the feasible topological space and that all are necessary to
approach existing configurations, what suggests the superpo-
sition of corresponding processes in territorial systems.

The growth of transportation networks in territorial sys-
tems bears stunning similarities with biological networks,
and the understanding of processes driving their spatial ex-
tension can both have practical planning applications but
also bring theoretical insights into complex morphogenetic
systems. Network growth models have been proposed in
several disciplines, of which Xie and Levinson (2009) give
a large overview, taking into account diverse processes such
as economical, geometrical, geographical processes for ex-
ample. There exists to our knowledge no systematic compar-
ison of different network generation heuristics. We develop
here such a comparison in a multi-modeling paradigm.

Modeling network growth
We introduce a general model of road network growth, con-
ditioned to a fixed population density on a grid, in a se-
quential way with the following steps. A common core en-
sures the positioning of new centers preferentially to pop-
ulation density and a direct connection to the existing net-
work. Nodes and links are then added following different
potential processes corresponding to the selected heuristic:
(i) no supplementary growth (baseline); (ii) random links;
(iii) biological network growth following the model of Tero
et al. (2010), where new links are taken as the links with
the highest capacity in the stationary flow network obtained
by evolving capacities of the full network of potential new
links; (iv) cost-benefit network growth as proposed by Louf
et al. (2013); (v) stochastic gravity potential breakdown as
used by Schmitt (2014); and (vi) a novel model based on

thresholded deterministic potential breakdown. The network
is grown until reaching a fixed number of new nodes to en-
sure comparability between the different heuristics.

A network is then quantified by topological indicators,
namely average closeness and betweenness centralities, di-
ameter, efficiency, and average path length. To compare
the generated network to real data, we collected the Euro-
pean street network from the open data provided by Open-
StreetMap, and extracted the value of topological indicators
on 50km side moving windows. Typical configurations were
then selected according to morphological classes for popu-
lation density. The corresponding real network measures are
compared to network generated on the same population den-
sity configurations, for 50 different configurations.

Results
The heterogeneity of models suggested the choice of an im-
plementation in NetLogo which handles easily heterogenous
multi-agent systems. Source code and results are available
on the open repository of the project1. The parameter space
of the model is explored using the workflow engine Open-
MOLE (Reuillon et al., 2013) which allows an easy distri-
bution of tasks on a computation grid.

We sample for each density configuration 1000 param-
eter points (including the generation heuristic and specific
parameters for each heuristic in the random LHS sampling)
and repeat the stochastic model 5 times for each point. Re-
sults are shown in Fig. 1 below. We illustrate for a syn-
thetic population density configuration the different types of
networks obtained. The feasible space covered by the sam-
pling in the reduced indicator space (two first components
of a principal component analysis) is such that heuristics are
complementary to cover the full area, and overlap between
point clouds quantified with a concentration index are low
(Herfindhal index with a first quartile at 0.54 on a grid of
size 20 separating the reduced indicator space). This com-
plementarity is confirmed when comparing to the indicator
values for real networks: some points fall relatively far from

1at https://github.com/JusteRaimbault/
CityNetwork/tree/master/Models/MesoCoevol
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Figure 1: (Top left) Examples of network configuration generated by the different heuristics; (Bottom Left) Feasible space of
topological indicators for networks generated by the model, shown in a reduced dimension after principal component analysis,
with a different color for each heuristic; (Right) Feasible space with red points corresponding to real networks, and histograms
of indicator distance to data, for all densities configuration and conditioned by the type of urban form.

the point cloud, but each heuristic captures some real con-
figurations. The distribution of distances of simulated points
to real points confirm this low minimum for each heuristic.
When conditioned by morphological class for population
density, we obtain varying behavior regarding the most per-
formant heuristic, conforming that different urban regimes
are associated to specific network morphogenesis processes.

Therefore, our work demonstrates that, among the heuris-
tic we compared, there is no best model to reproduce real
configurations and that all processes included are comple-
mentary. Possible developments include a more refined cali-
bration to find for typical configurations of real networks the
heuristic and parameters producing the closest networks, or
a comparison between heuristics controlling for the number
of parameters to take overfitting into account (which could
be here at the origin of the low performance of the biologi-
cal heuristic e.g.). We also suggest that similar benchmarks
should be more systematically performed for the modeling
of complex territorial systems.
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Introduction
Consciousness emerges from intricate interactions between
neurons in the brain. Integrated Information Theory of con-
sciousness (IIT) hypothesizes that the amount of informa-
tion integrated by the interactions within a system, called
“integrated information (Φ)”, corresponds to the level of
consciousness (Tononi, 2004). Integrated information con-
ceptually quantifies the amount of information that a system
generates as a whole, above and beyond the amount of infor-
mation that its parts independently generate (Tononi, 2004).
To verify the hypothesis of IIT, it is important to gain the-
oretical insight about in which state of a dynamical system
integrated information gets high or otherwise. In particu-
lar, it is intriguing to elucidate how chaos would affect the
amount of integrated information. In this study, we investi-
gate how integrated information behaves in a chaotic system
by using Globally Coupled Map (GCM) (Kaneko, 1989).

GCM is one of the simplest models of a chaotic system
but exhibits various activity patterns depending on the cou-
pling strengths between the units and the bifurcation param-
eters of each unit. Due to the rich dynamical structure, GCM
is considered to be a useful model for understanding biologi-
cal information processing. The activity patterns are broadly
classified into ordered phases and chaotic phases. In the or-
dered phases, the activities form small a number of clusters
while in the chaotic phases, the activities do not form such
clusters. We investigate how integrated information changes
depending on the different phases. We show that integrated
information takes higher values at the boundary areas be-
tween chaotic phases and ordered phases where the activities
are chaotic and the coupling strength is medium. The results
imply that chaos or the edge of chaos is beneficial for the
system to generate high amount of information integration
and potentially to generate high level of consciousness.

Methods
Globally Coupled Map
GCM is a general network model for investigating basic phe-
nomena of nonlinear multi-body dynamics. The model con-
sists of multiple logistic maps described as the following dis-

crete time equation. The units in GCM are globally coupled
via the mean field activity;

xi,t+1 = (1 − ε)f(xi,t) +
ε

N

N∑
j=1

f(xj,t), (1)

f(x) = 1 − αx2, (2)

where xi is state of i-th unit t is time step, α is a bifurcation
parameter, and ε is a parameter of coupling strength. The
each unit is regarded as a logistic map in the case ε = 0.
The logistic map alone exhibits chaotic activities when α is
between 1.4 and 2.0. The second term of Equation (1) is the
mean field value. The system is deterministic and thus, the
entire activities of GCM are uniquely determined only by
the initial value.

Simulation procedures
We construct the GCM model consisting of 5 units. We con-
duct numerical experiments varying the two parameters ε
and α. The parameter ε is changed from 0.0 to 1.0 by 0.05
and the parameter α is changed from 0.0 to 2.0 by 0.1. The
simulations of the GCM are performed with 107 iterations
for each parameter value in order to obtain an accurate esti-
mate of integrated information.

For computing entropy and integrated information, we
discretized the state of the activities xi,t+1, which ranges
from -1 to 1, into 5 uniform bins. We estimate the joint prob-
ability distributions of the activity states in GCM by making
a histogram of the observations of each state.

Integrated information
We use a practical measure of integrated information, Φ∗,
proposed in (Oizumi et al., 2016). Φ∗ is defined as the dif-
ference between the mutual information in the whole system
and that of its parts,

Φ∗ = I(Xt;Xt+1) − I∗(Xt;Xt+1). (3)

The first term I(Xt;Xt+1) is the mutual information be-
tween the past state Xt and the present state Xt+1.
I(Xt;Xt+1) quantifies to what extent the past state can be
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Figure 1: (a) Rough phase diagram of the GCM. (b) Entropy and (c) integrated information in the GCM as a function of the
coupling strength ε and the bifurcation parameter α.

predicted by knowing the present state and thus, it is called
“predictive information” (Bialek et al., 2001). The second
term I∗ quantifies the predictability of the past state under
the condition where interactions between the parts are un-
known.

If the parts are independent, predictability I and I∗ is the
same because there is no information loss ignoring inter-
actions. However, if there are strong interactions between
parts, the difference between I and I∗ would get large. In
this way, Φ∗ reflects how much information the system as a
whole generates above and beyond its parts.

Results
GCM is classified into four distinct phases based on activity
patterns as shown in Figure 1 (a). The four phases are char-
acterized as follows: (1) Turbulent phase: Attractors with
large number of clusters, (2) Ordered phase: Attractors with
small number of clusters, (3) Partially ordered phase: At-
tractors with large number of clusters and attractors with
small number of clusters coexist depending on initial con-
ditions. (4) Coherent phase: Almost all attractors are coher-
ent, i.e., the activities are all synchronized. The activity of
each unit is completely independent when ε = 0 (turbulent
phase) whereas it is completely synchronized when ε = 1.0
(coherent phase).

Figure 1(b)(c) show the behaviors of entropy and inte-
grated information Φ∗ as a function of the coupling strength
ε and the bifurcation parameter α. We can see that the be-
haviors of entropy and integrated information are well char-
acterized based on the phase diagram shown in Figure 1(a).
The behaviors of entropy are summarized as follows: (1)
In the turbulent phase, entropy is high because the activities
are close to independent. (2) In the ordered phase, entropy is
low because the activities are clustered. (3) In the partially
ordered phase, entropy is medium. (4) In the coherent phase,
entropy is low because the activities are all synchronized.

The behavior of integrated information is qualitatively
different from that of entropy. Integrated information is up-
per bounded by entropy and thus, entropy needs to be high
for integrated information being high. However, high val-

ues of entropy do not necessarily mean high values of inte-
grated information. The behavior of integrated information
is summarized as follows: (1) In the turbulent phase, if ε is
close to 0 and the activities are close to independent, inte-
grated information is low. As ε increases, integrated infor-
mation increases and at the boundary between turbulent and
ordered phase, integrated information is maximized. (2) In
the ordered phase, integrated information is low because en-
tropy is low. (3) In the partially ordered phase, integrated
information is maximized when ε is close to the boundary
between the partially ordered phase and ordered phase. As
ε increases further, integrated information decreases. (4) In
the coherent phase, integrated information gets to 0 because
the activities are all synchronized, which is a mathematical
property of Φ∗ (Oizumi et al., 2016).

Conclusions
We investigated the behavior of integrated information in
Globally Coupled Map (GCM). We found that in the bound-
ary areas between the turbulent and the ordered phase or the
ordered and the partially ordered phase, integrated informa-
tion Φ∗ takes higher values compared with other areas. The
activities in these areas are chaotic and moderately corre-
lated due to the medium strength of connectivity among the
units. This result implies that a non-linear chaotic system
with moderate strength of connectivity may be beneficial for
generating consciousness from the viewpoint of IIT.
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Abstract

Pointwise partial information decomposition provides a means
to quantify information modification in discrete systems ex-
hibiting intrinsic distributed computation. In his seminal “Com-
putation at the Edge of Chaos”, Chris Langton investigated how
intrinsic computation emerges in cellular automata which sup-
port the three primitive functions of computation—information
storage, transfer, and modification. Despite the appealing de-
scription, Langton gave no precise information-theoretic def-
inition of the three primitive functions. In the decades since,
information storage and transfer have been defined; however, a
satisfactory definition of information modification has proven
to be more elusive. This paper uses the recently introduced
pointwise partial information decomposition to provide a quan-
titative measure of information modification. Moreover, this
approach provides a hierarchy of different types of modifica-
tions, which each combine or synthesis different combinations
of stored or transferred information. This ability to identify
different types of information modification events in both space
and time is exemplified with an application to cellular automata.

Background
Understanding how distributed systems perform intrinsic
computation is a central interest in the fields of artificial life,
complex systems, and neuroscience. This information pro-
cessing is often parsed into three fundamental components:
information storage, transfer, and modification. Cellular au-
tomata, simple discrete dynamical systems from which coher-
ent structures known as particles emerge, have long been the
choice model for exhibiting distributed computation. The typ-
ical conjecture is that stationary particles store information,
moving particles transfer information, and colliding particles
modify information (Langton, 1990). Recently, there has
been an effort to formally quantify the three component op-
erations using information-theoretic definitions. In previous
work on information dynamics, Lizier et al. (2008, 2012)
demonstrated how information storage and transfer can be de-
fined in terms of pointwise information measures. Crucially,
this pointwise perspective enables these measures to pinpoint
where and when information is being stored and transferred
within the distributed system. However, this perspective has
not yet delivered a satisfactory measure of information modi-
fication (Lizier et al., 2013). Here we show how pointwise

partial information decomposition (Finn and Lizier, 2018)
can be used to provide a quantification of information modi-
fication which is compatible with information dynamics. We
demonstrate this with an application to cellular automata.

Overview
Information modification is interpreted to mean interactions
between stored and transferred information which results in
a change in this information. Using this interpretation, Lizier
et al. (2013) proposed how to use the partial information de-
composition (Williams and Beer, 2010) to quantify information
modification. Based upon three axioms, the partial informa-
tion decomposition divides the information provided a set of
sources about a target into the following atoms of partial infor-
mation: the information provided uniquely by each source, the
information provided redundantly by two or more sources, the
information provided synergistically by two or more sources,
and various combinations of these three types. Lizier et al.
(2013) suggested that the non-modified information in the tar-
get is any information that is identifiable in any of the sources
individually; in terms of the partial information decomposition,
this corresponds to the partial information atoms associated
with individual sources. Conversely, the modified information
is any information which is not identifiable in any of the sources
individually, but is identifiable in the sources jointly; in terms
of the partial information decomposition, this corresponds to
all partial information atoms not accounted for previously.

Nevertheless, Lizier et al. (2013) noted two issues with
their proposal. Firstly, in order to actually evaluate the par-
tial information atoms one must define a measure of redun-
dant information which satisfies the aforementioned axioms.
There is, however, an ongoing debate as to the properties this
measure of redundancy should fulfil. Many of the proposed
measures can only provide a decomposition in the case of two
sources. This is not sufficient for a measure of information
modification since more than two information sources may be
utilised in intrinsic computation. Secondly, the partial infor-
mation decomposition does not provide pointwise measures
of unique, redundant, and synergistic information making it
incompatible with the information dynamics approach.
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Results
Recently, we took the axiomatic approach of Williams and
Beer (2010) and applied it on a pointwise scale to provide
measures of pointwise unique, redundant, and synergistic
information (Finn and Lizier, 2018). Crucially, this point-
wise partial information decomposition works for an arbitrary
number of source variables and hence overcomes both of the
aforementioned issues. We demonstrate how the pointwise
measures of synergistic information can be used to pinpoint
where and when information modification is occurring a dis-
tributed system. Moreover, since the decomposition works
for an arbitrary number of information sources, it can identify
a hierarchy of different orders of information modification—
the higher the order, the more information sources involved
in the processing. When applied to elementary cellular au-
tomata, we get the following results: the non-modified, order
one information, which is simply translated from the past or
a neighbouring cell, dominates in the background domains;
the modified, order two information, which involves a non-
trivial synthesis of information from two sources, dominates
where gliders interact with domains; finally, the modified,
order three information, which combines information from
all three sources, is particularly prevalent in glider collisions.
We observe that Class I and II cellular automata tend to be
devoid of information modification events, while Class III
cellular automata are dominated by information modification
events. As exemplified in Fig. 1, Class IV cellular automata
feature a balance of modified and non-modified information,
enabling the system to store, transfer, and modify information
at different locations in space and time.
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Figure 1: Class IV cellular automata feature a balance modi-
fied and non-modified information, enabling information stor-
age, transfer, and modification to coexist at different locations
in distributed computation. Top: elementary cellular automa-
ton rule 54 initiated with random initial conditions. Middle
top: the non-modified, order one information dominates in
the background domains. Middle bottom: the modified, or-
der two information is predominant where gliders interact
with domains. Bottom: the modified, order three information
modification is especially relevant in glider collisions.
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Abstract

Artificial neural networks (ANNs), while exceptionally use-
ful for classification, are vulnerable to misdirection. Small
amounts of noise can significantly affect their ability to cor-
rectly complete a task. Instead of generalizing concepts,
ANNs seem to focus on surface statistical regularities in a
given task. Here we compare how recurrent artificial neural
networks, long short-term memory units, and Markov Brains
sense and remember their environments. We show that infor-
mation in Markov Brains is localized and sparsely distributed,
while the other neural network substrates “smear” informa-
tion about the environment across all nodes, which makes
them vulnerable to noise.

Introduction
The quest to recreate human-level intelligence within a
computational substrate has gained traction in recent years,
mostly due to the advent of deep learning methods and
convolutional networks (Schmidhuber, 2015; Bengio et al.,
2015; Goodfellow et al., 2016). While the success of these
methods across a variety of different machine learning do-
mains cannot be denied, their suitability as a method to im-
plement artificial general intelligence has been questioned.
In the visual categorization field, convolutional neural net-
works (CNNs) were found to display intriguing vulnera-
bilities (Szegedy et al., 2014). In particular, the work of
Szegedy et al. (and many subsequent papers, see for exam-
ple Nguyen et al. (2015)) found that it was possible to cause
the network to misclassify an image by applying a certain
imperceptible perturbation to the image, implying that the
classification ability was not robust. Indeed, Szegedy et al.
(2014) suggested that the vulnerability might be connected
to the way that the semantic information about the objects to
be discriminated resides across the entire neural space rather
than in individual neural units. Jo and Bengio (2018) ven-
ture even further: they suggest that the extreme sensitivity of
high performance CNNs to adversarial examples casts seri-
ous doubt that these networks are learning any high level ab-
stractions in the dataset. In other words, when Jo and Bengio
are observing that CNNs are sensitive to “surface statistical

regularities” they are suggesting that CNNs are not intelli-
gent at all; that they have no fundamental concept of the
things that they are classifying. In the present work, we en-
deavor to shed some light on what it means for a network to
have an understanding of the situation it is presented with,
as opposed to a superficial reaction to the data set’s regulari-
ties. In order to do this, we have to delve into the concept of
representations.

Representations. In Machine Learning, the term “represen-
tation” refers to the internal encoding of data in terms of a
feature vector. As such, the term “representation” describes
a transformation of the image data (for example) into a form
that is more suitable for classification. Generally speaking,
these representations are meant to reduce the dimensionality
of the underlying data space. One of the defining features
of deep learning methods is that the optimal representations
are not designed, but rather are automatically discovered, in
a hierarchical manner. The term “representations” is, how-
ever, also used in a very different way within the field of
cognitive science. In that field, the word “representation”
refers to internal models not of data, but of concepts in
the world that are stored within the brain (see, for exam-
ple, Johnson-Laird and Wason (1977); Pinker (1989)). Here
(as in earlier work, Marstaller et al. (2013)), we understand
“representations” to refer specifically to information about
relevant features of the world encoded in the internal states
of an organism or brain, information that goes beyond what
is perceived in the agent’s sensors (Haugeland (1991); Clark
(1997)). This implies in particular that representations can
sometimes misrepresent (Haugeland, 1991), quite unlike in-
formation present in sensors that always truthfully reflects
the environment. Thus, in cognitive science, representations
are context-dependent and refer to objects and concepts in
the real world, as opposed to the ML term that instead refers
to compressed versions of input data. In the following, we
exclusively use the term “representation” with the meaning
from cognitive science, and explore how these internal mod-
els are stored quite differently within the artificial neurons
or nodes of different computational substrates.

Information theory. To quantify the structure of represen-
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tations, we need to be able to measure them. In previous
work (Marstaller et al., 2013) we succeeded in giving an
information-theoretic foundation to the term representation,
as the information that internal brain states have about con-
cepts in the world given the sensory data. By inspection
of the information-theoretic Venn diagram relating the en-
tropies of world states W , internal brains states B, and sen-
sor states S (see Fig. 1), the representationR (how much the
brain knows about the world given the sensory data) can be
written as

R = H(W : B|S) = H(W : B)− I(W : B : S) . (1)

In Eq. (1), H(W : B) refers to the shared Shannon en-
tropy between world states and brain states, and I(W :
B : S) stands for the information shared between world,
brain, and sensors, something that Phillips and Singer (1997)
have called “coherent information”1. But while Phillips and
Singer assume that evolutionary processes have maximized
coherent information (Phillips et al., 1994), it turns out that
this quantity is for the most part negative, and it is instead R
that is maximized (Marstaller et al., 2013).

R

W B

S

H(W |S, B) H(B|W, S)

I(S : B|W )

H(S|W, B)

I(W : B : S)

I(W : S|B)

Figure 1: Venn diagram of entropies and informations for
the three random variables W , S, and B, describing the
world, sensor, and agent internal (brain) states. The rep-
resentation R = H(W :B|S) is shaded.

Brains, Dynamical Worlds, and Evolution. While a sig-
nificant fraction of work in the Deep Learning field deals
with the classification of static scenes (excepting Mnih et
al., 2015, and similar work on Deep Q-Learning) vertebrate
brains must compute sensory outputs in time, in a constantly
changing world. Furthermore, in such dynamic worlds there
are no “correct actions” that a supervised training algorithm
can use. While Deep Q-Learning algorithms can automat-
ically generate value functions that are near-optimal and
change over time, they have difficulty with long-range plan-
ning, and are likely to be as vulnerable to adversarial attacks
as their static CNN counterparts. Here, we take a differ-
ent approach. We focus on a behavioral task in a dynamic

1See Phillips and Singer (1997) or Marstaller et al. (2013) for
more details on how to calculate the relevant information-theoretic
terms going into the definitions used here.

world that requires memory (the Active Categorical Percep-
tion Task, described below), and use Darwinian evolution to
optimize the control structures. We will focus on three dif-
ferent computational substrates that are capable of memory:
recurrent neural networks (RNNs), Long Short-Term Mem-
ory (LSTM) networks (Schmidhuber, 2015), and Markov
Brains (Hintze et al., 2017), and compare the structure and
distribution of their internal representations. We note that
the Hierarchical Temporal Memory (HTM) approach to cog-
nitive computing (Hawkins and Blakeslee, 2004; George and
Hawkins, 2009) shares many properties with Markov Brains
(by design), but we do not investigate their properties here.

Material and Methods
Active Categorical Perception Task. In this classic
task (Beer, 1996, 2003; van Dartel, 2005; van Dartel et al.,
2005; Marstaller et al., 2013; Albantakis et al., 2014) a mo-
bile agent has to catch or avoid blocks that move towards it.
The agent sits on a rail and can only move left or right, with
periodic boundary conditions. The stage is 16 steps (units)
wide and blocks are dropped from the top, which is 32 steps
away. At every update, the blocks move one step closer but
also sideways to the left or right. Blocks of size two have to
be caught, while blocks of size four have to be avoided. The
agent perceives the environment and approaching blocks by
using four upward facing sensors. The agent is six units
wide, and has two sensors on the left and two on the right
side of its body leaving a blind spot in the middle. In order
to perceive the size and direction of the approaching block
properly, the agent has to first maneuver to an appropriate
location, observe the block for a couple of updates, and then
make a decision whether to catch or avoid the block (see
Figure 2). When evolving an agent to perform this task, we
assess performance using all 64 possible start conditions (2
sizes, 2 directions, 16 start locations). For scoring, we use
an exponential fitness function that multiplies the score by
1.05 for every successful action, and divides the score by
1.05 for every mistaken action (see Marstaller et al., 2013,
for more details).
Markov Brains. Markov Brains are networks of logi-
cal elements that connect inputs and outputs via internal
states (Hintze et al., 2017). Traditionally, the logical ele-
ments are deterministic or probabilistic logic gates. Here we
only use deterministic logic gates, which we set up to have
between 1 and 4 inputs and between 1 and 4 outputs. These
gates read from and write into inputs, outputs, and hidden
states. Note that writing into an input has no effect.

A genome is used to encode the logic and connectivity of
each gate. Point mutations (implemented with a per-site mu-
tation rate of 0.005), deletions (p = 0.0002 times genome
length), and gene duplications (p = 0.0002 times genome
length) are applied every time an offspring is created by the
genetic algorithm to populate the next generation. To be-
gin evolution, genomes containing 5,000 sites are generated
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Figure 2: A: Large or small blocks fall one at a time diag-
onally toward the bottom row of a 16 × 32 discrete world,
with the agent on the bottom row. In this illustration, a large
brick is falling to the left, while a small brick is falling to the
right (in simulations, only one block is falling at the time,
and any one brick can fall to the left or to the right). In
this world, agents are rewarded for catching small blocks
and punished for catching large blocks. B: A depiction of
the agent’s states (bottom left: triangles depict sensors, cir-
cles illustrate brain (internal) states, trapezoids denote actu-
ators) and the sequence of activity patterns on the agent’s
4-bit retina (right), as a large brick falls to the right. Repro-
duced from Marstaller et al. (2013), with permission.

randomly (genome size is constrained to between 5,000 and
20,000 sites). Duplications and deletions occur in chunks
of 256 to 512 sites, with the number of sites drawn from
a uniform random distribution. The task requires four sen-
sor inputs, two motor outputs, and we use 10 hidden states.
For a more detailed description of Markov Brain technol-
ogy, see Hintze et al. (2017). All computational evolution-
ary experiments were performed using the MABE frame-
work (Bohm et al., 2017).
LSTM networks. Long-short-term-memory (Hochreiter
and Schmidhuber, 1997) artificial neural networks (LSTM)
implement recurrence in a special way (see Figure 3). In-
stead of “just” looping outputs back to inputs, the LSTM
uses two different streams of recurrence (h and C) as well
as more complex modification and internal update rules, and
as such greatly deviate from a classical layered model of
ANNs (Russell et al., 2003). LSTMs have been shown to
solve tasks that require memory (recurrence) very well when

σ σ tanh σ

tanh

X

X +

X

output/motors

input/sensors

t-1 t+1

h

C

O

I

Figure 3: Overview of an LSTM. The input nodes I are joint
with a set of recurrent states h. These joint states are used in
four different computations. Like in a regular ANNs these
inputs are multiplied with four different sets of weights and
aggregated using a summation function. The results are then
used in four different activation functions (green boxes, sig-
moid σ, hyperbolic tangent tanh). The resulting output vec-
tors are further multiplied (blue box X) or added (blue box
+) with each other or another set of recurring hidden states
C. The outputs O and the two new recurring hidden states
Ct+1 and ht+1 are now the result of the prior computations.

using Deep Learning (Schmidhuber, 2015). Here, like in the
MBs, we use a genome to encode each weight required for
the LSTM. The genome for the LSTM networks can mutate
in the same ways as for the MBs. We use the same number
of inputs and outputs as for the MBs, but have the number of
hidden states (C and h) set to ten in order to have a compa-
rable hidden state space. Note that LSTMs use continuous
and not binary values.
Recurrent ANNs. An artificial neural network is typically
organized in layers of nodes, where the top layer receives
inputs and the bottom layer is interpreted as outputs (Rus-
sell et al., 2003). In between can be arbitrarily many and
arbitrarily large hidden layers, but all nodes from one layer
are always connected to all nodes of the next layer. The
state of each node after the input layer is defined by a trans-
fer function and a threshold function. Here we use a simple
perceptron rule, where the transfer function for each node
is the sum of all inputs times all weights, and the threshold
function is the hyperbolic tangent.

In order to make this ANN recurrent (i.e., an RNN), 10
extra nodes are added to the input and output layer. After
each update of the ANN the content of the recurrent nodes
is copied from the output layer back to the input layer (see
Figure 4).
Local and global representations. In order to quantify R
we have to record the states of the sensors, brain (internal)
states, as well as the state of the environment over time.
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Figure 4: Overview of the RNN used. Four input nodes
are joined with 10 recurring hidden nodes. The next layer
is computed by summing over all inputs and weights and
applying a hyperbolic tangent function for all nodes of the
next layer. The first two nodes of the next layer serve as the
outputs, while the remaining 10 nodes are used to implement
the recurrence.

While we can simply record the sensor and hidden (brain)
states at every update, the world states require more atten-
tion. Although the world as a whole is in a specific state at
every time point, there is no obvious way to meaningfully
capture that the entirety of that state. We instead coarse-
grain the world states into significant concepts thought to be
relevant to the agent. From prior experiments (Marstaller
et al., 2013; Schossau et al., 2015) we know that in order for
the agent to solve the task it needs to know whether the block
is small or large, if the block’s position is to the agent’s left
or to the right, and whether the block is moving to the left or
right. This allows us to use these three categories to define
digital random variables Ws, Wl, and Wd, encoding block
size, location, and direction, respectively, and use them to
define a coarse-grained world variable. Once all those states
have been recorded, we can consider sensors S, brain states
B, and world states W as independent random variables.
This definition allows us to compute the total amount of in-
formation about the world stored in brain states given the
information from the sensors, which is R.

To determine how this knowledge (the knowledge about
the world stored in the representations) is distributed across
nodes, we also partition the brain states into the product ran-
dom variable B =

∏10
i=1Bi, one for each hidden or recur-

rent node in the brain. This allows us to define concept-
specific representations in particular nodes, for example how
much of the concept of block size is represented in node i,
as the representation matrixMs,i = H(Ws :Bi|S). By map-
ping out the representation matrix in concept x node space,
we can capture whether representations are smeared out over
all nodes (global), or whether they are localized to particular
brain regions.
Smeared Representations. The representation Matrix
shows how much information each node has about each
concept. A hand-designed brain that could solve the block
catching task would probably take advantage of discrete
mappings between nodes and concepts. Specifically, such
a brain would probably have one node per concept, while
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Figure 5: Illustration of how smearedness is computed. 1)
A node stores different amounts of representations about the
three concepts (direction 0.2 bits, location 0.5 bits, size 0.3
bits). The arrows indicate all pairwise comparisons, and for
each comparison the minimum of both values defines the
overlap in representations. All resulting values are summed.
2) Representation matrix. Each row of the matrix M is a
different concept, each column a different node.

the other nodes would be used to perform other computa-
tions necessary to solve the task. The representation matrix
M would consequently have very sparse and discrete repre-
sentations, while the rest of the matrix would be empty. As
we will show, evolved computational systems have smeared
representations, meaning that nodes store information about
multiple concepts at the same time (“concept-smearedness”
SC), and representations about concepts are also smeared
over multiple nodes (“node-smearedness” SN ). As these
measures of smearedness are not universally we defined, we
offer a definition below. If a node has only representations
about one concept and no other, the information is discrete
and not smeared. Consider, in contrast, a node that has 0.2
bits of information about the direction, 0.3 bits of informa-
tion about the size, and 0.5 bits of information about the
location of the block. This node by our definition carries
a smeared concept representation, and these representations
may also be smeared across multiple nodes. The overlap be-
tween each concept pair is the minimum of the two values,
and the total amount of smearedness is thus the sum over all
pairwise minima (see Figure 5).

This allows us to quantify how smeared representations
are across nodes (columns), by summing over all nodes i
and for all combinations of concepts j and k:

SN =
∑
i

∑
j>k

min(Mji,Mki) (2)
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Figure 6: Evolution of performance. The mean fitness W̄ of
Markov Brains (solid line), LSTMs (dashed line), and RNNs
(dotted line) over the line of descent (generations). The hori-
zontal dashed line indicates optimal performance (64 correct
choices out of 64). The gray shadows represent the standard
deviation. Averages are generated over all 400 replicate ex-
periments per brain type.

Similarly, we compute the smearedness of concepts
across nodes as the sum over all concepts i for all combi-
nation of nodes j and k:

SC =
∑
i

∑
j>k

min(Mij ,Mik) (3)

Robustness. Later, when considering the quality and dis-
persion of representations, we must also assess how robust
these brains and their representations are to external noise.
To measure how robust each brain is against noise, each
evolved brain is tested over a range of possible noise lev-
els applied to the inputs. At each update, each sensor has a
probability p to receive a random input of 0 or 1 instead of
the input it would otherwise receive from the environment.
Each brain is tested 20 times for each different degree of
noise, and the performance is averaged over all replicates. A
perfectly robust brain should be able to tolerate a high de-
gree of noise before performance drops, while fragile brains
will lose performance at the smallest level of noise.

Results.
We evolved 400 independent populations of 100 agents for
each of the three brain types (MB, LSTM, and RNN) for
10,000 generations. After that, the line of descent (Lenski
et al., 2003) was reconstructed, and we confirm that evo-
lution converged appropriately (see Figure 6) over the first
7500 generations, meaning that further increase in perfor-
mance is minimal thereafter. Of those 400 replicate runs,
154 MBs, 64 of the LSTMs, and 130 of the RNNs attained
perfect performance. For the rest of this analysis, we will
only use those optimally performing agents (with the excep-
tion of Figure 13).

We find that over the course of evolution, LSTMs and
RNNs initially adapt faster than MBs but seem to struggle
slightly to achieve maximum performance (see Figure 7).
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Figure 7: Evolution of fitness for those individuals that
evolve to be optimal performers. The mean fitness W̄ of
Markov Brains (solid line), LSTMs (dashed line), and RNNs
(dotted line) over the line of descent (generations). Averages
are generated over those replicates that resulted in an opti-
mal performer.
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Figure 8: Evolution of representations. The mean R of 30
randomly chosen individuals that evolve to become optimal
performers, over generations: Markov Brains (solid line),
LSTMs (dashed line), RNN (dotted line). Standard error is
indicated as a grey shadow.

However, these differences might be explained by the dif-
ferent effects mutations to the genome have in the different
systems. We find that the total amount of representation for
the top performers increases over evolutionary time as ex-
pected (see Figure 8). We observed before (Marstaller et al.,
2013) that RNNs change the amount of representation only
slightly over time. The RNN is designed to maintain in-
formation about the environment, and thus probably has at
least some form of internal information, but must evolve to
use these representations. The LSTM and MB on the other
hand must first be optimized to carry representations, and
then evolve to integrate them into their future decisions.

Independently of the amount of each representation each
brain type has, the brain types might represent the environ-
ment differently. We therefore analyzed the amount of rep-
resentation each node has about each concept individually.
This creates a matrix (M ) where each row reflects a concept,
and each column a hidden node of the system. Thus, each el-
ement of this matrix contains the information a specific node
has about a specific concept. By visual inspection, it seems
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Figure 9: Comparison of representations across different
brain types. For each optimally performing brain we rear-
range theM matrix into a vector, where the first 10 elements
now contain the information of the 10 hidden states about
the size (size) of the falling block, the next 10 are about the
direction (dir) of the block falling, and the last 10 are about
the information if the block is to the right or left (location).
These vectors are stacked next to each other forming each
of the panels of the figure, corresponding to their brain type.
The normalized relative values of R derived from the M are
coded in grey, the brighter the higher the value, black for 0.0

as if the representations in the MB are much more distinct,
while in the LSTMs and even more so in the RNNs represen-
tations are much more “smeared” or distributed (see Figure
9). We have already seen that multiple nodes can be used
to represent a concept together (sparsely distributed repre-
sentations), however the extent to which LSTMs and RNNs
distribute their representations is surprising to us.

The difference in representation distribution might be ex-
plained by the way these brains work internally. In a MB the
logical elements can connect arbitrarily, and the topology
of the entire network can evolve, whereas in an LSTM and
RNN the topology is predefined, and generally speaking, ev-
erything is connected to everything else. This connectivity
is similar to a layer in a classic ANN where all nodes of one
layer are connected to all nodes of a following layer.

We also find that how representations evolve is different
between systems. When comparing, for example, how rep-
resentations about the concept of the direction the blocks are
falling changes over the course of generations, the difference
becomes most apparent (see Figure 10). In Markov Brains
specific hidden states are chosen early in the evolutionary
process to contain the information about the direction (see
Figure 10 top row). In RNNs more or less all states are
used to store information about the direction, even though
occasionally a couple of states seem to be preferred (see

Figure 10 bottom row). LSTMs fall between these two ex-
tremes (see Figure 10 middle row). They have a few states
containing information about specific concepts in the envi-
ronment, while still other states have additional information
“smeared”. In addition, LSTMs constantly change over the
course of evolution how strongly their hidden states repre-
sent concepts. This is not surprising when one considers
that mutations affect weights, which themselves change the
behavior of a single node, but because in the LSTM many
things are interconnected, these changes affect the entire net-
work. In a MB on the other hand, changes to the logic of a
gate are much more contained, affecting only those states
that are directly affected by the connections via gates.
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Figure 10: Evolution of representation. Each row represents
a different type of brain, top row Markov Brains, middle row
LSTM, and bottom row RNNs. Each panel shows the lin-
earized representation matrix M for all generations between
0 and 10, 000 in increments of 100. Here only 10 randomly
chosen brains from each category are shown.
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Figure 11: Smearedness of representations. Average
smearedness of representations for Markov Brains (MB),
LSTMs, and RNNs of optimal performers. Panel 1) shows
how much representations are smeared over each node
(Equation 2), Panel 2) shows how much representations are
smeared over concepts (Equation 3). Error bars indicate the
standard error.

To quantify how smeared representations are, we compute
the overlap between concepts or nodes across the representa-
tion matrixM for all optimally performing agents (Equation
2 and 3). We find that representations are smeared across
concepts as well as nodes, however in Markov Brains we
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Figure 12: Robustness to sensor noise for the three differ-
ent brain types. Robustness (mean performance) of Markov
Brains (solid line), LSTMs (dashed line), and RNNs (dotted
line) over noise. Error bars indicate the standard error.

find the least smeared representations, followed by LSTMs,
while in RNNs representations are smeared the most for both
nodes and concepts (see Figure 11).

Now that we have shown that indeed representations are
more smeared in LSTMs and RNNs than they are in Markov
Brains, we will ask how this smearedness relates to per-
formance and robustness. After all, it has been specu-
lated that the deep-learned convolutional networks are eas-
ily fooled (Szegedy et al., 2014) because the processing of
information is spread out over all nodes. We therefore com-
pare how robust the different brain types are against sensor
noise. We find that as expected, Markov Brains are the most
robust, while LSTMs and RNNs are increasingly less robust
against this type of noise (see Figure 12).

In addition we find that robustness negatively correlates
with smearedness across the different brain types (see Fig-
ure 13). This is another indicator that more smeared repre-
sentation do indeed make brains more vulnerable to noise,
and that systems like Markov Brains, which have more dis-
crete representations, also have an additional advantage due
to the robustness of their representations.

Discussion.
A hallmark of intelligence is to reconstruct reality even from
a very small set of information. One obvious way to attain
this is to use sensory data to trigger models of the world that
are stored within a brain, to fill in the missing parts. The
information-theoretic concept of representations quantifies
precisely this capacity.

Creating machines that perform reality reconstruction us-
ing minimal sensory data is a daunting task, to the point
where it has even been suggested that we would be bet-
ter off creating machines without representations (Brooks,
1991). Here we showed that Markov Brains, LSTMs, and
RNNs can be evolved to perform tasks that require rep-
resentations, however these substrates differ greatly in the
way they store this information. LSTMs and RNNs smear
concepts over their hidden states, as we hypothesized, and

10 12 14 16
robustness

0.0

0.5

1.0

1.5

2.0

2.5

3.0

S N

1)

10 12 14 16
robustness

0.0

2.5

5.0

7.5

10.0

12.5

15.0

17.5

20.0

S C

2)

Figure 13: Robustness versus smearedness of representa-
tions. The smearedness of representation (y-axis) for nodes
(SN , panel 1) and concepts (SC , panel 2) for all evolved
types of brains: Markov Brain (black dots), LSTM (dark
gray), RNN (light gray) against robustness (x-axis). The
’+’ indicate the mean smearedness over mean robustness for
each of the three brain types. The dashed line is a linear re-
gression fit for those means, indicating that the more robust
brains are, the less smeared their representations are.

consequently they become vulnerable to externally applied
noise. In a manner of speaking, those smeared representa-
tions are “dense” within the neuronal space. In contrast, we
suggest that it is precisely the sparseness of representations
that insulates them from noise. We note that another sub-
strate that utilizes sparse representation is the HTM model
(Hawkins and Blakeslee, 2004), and it would be interesting
to test that substrate for its robustness under noise.

Might the vulnerability to fluctuations in “surface statis-
tics” also be linked to “catastrophic forgetting” (McCloskey
and Cohen, 1989; Ratcliff, 1990), another plague of conven-
tional systems based on the ANN paradigm? While we have
not tested this aspect of information encoding, reasonable
arguments can be made that dense representations might be
responsible for catastrophic forgetting as well. This may
happen when new concepts overlap those concepts that are
already present in the network.

We should point out that we did not test deep-learned
LSTMs or RNNs, but instead used neuroevolution to opti-
mize them, so a direct comparison between the representa-
tions that we measured in LSTMS and RNNS and those that
might be expected in deep convolutionary networks is still
outstanding. There are two reasons for using neuroevolution
in this context. First, we wanted to compare these systems to
Markov Brains, and as of yet, we do not have a deep learn-
ing technique for them even though MBs have the ability to
learn autonomously (Sheneman and Hintze, 2017). Deep Q-
learning might be a viable alternative, since it is able to train
probabilistic models with few hidden states (Mnih et al.,
2015). Regardless, the second reason for us to not use deep
learning (or other gradient descent related methods) is that
it is not clear to us how one would even use this technique
to solve the task studied here. Perhaps it is time that we
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recognize that while deep-learned convolutional ANNs are
great classifiers with an exceptional range of applications,
they may be the wrong systems to create embodied thinking
machines that exist and act in time. Instead, we should focus
our attention on neuro-evolutionary systems and methods.
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Abstract

The concept of agency is of fundamental importance for Cog-
nitive Science. However, usual definitions of agency are
loose and the work to capture and measure it using mathe-
matical tools is still in its infancy. Recently, the framework
of integrated information theory has been proposed to cap-
ture the causal boundaries of biological autonomous systems.
Here, we test measures of integrated information theory in
a minimal model to test its capacity to identify and delimit
an autonomous agent interacting with an environment. Do-
ing so, we reformulate some aspects of current definitions
of agency using insights from integrated information in our
models. Specifically, we propose a redefinition of how we
capture the ability of an agent to modulate its interaction with
the environment in terms of the control of the emergent causal
structure of the agent-environment system. In this way, we
propose an operational definition of agency based on the ca-
pacity of a system to modulate its causal boundary, extending
and reducing it by functionally open and closing sensorimo-
tor loops, and coupling the agent to different environmental
processes. This allows us to formulate a tentative measure
for our definition of agency and test it in minimal models of
sensorimotor interaction, which we test in a minimal agent
evolved to solve a simple task.

Introduction
The notion of agency is essential in fields as Artificial Intelli-
gence and Cognitive Science. The need to define and clarify
this concept is considered as one of the most crucial contri-
butions capable of improving cognitive modelling practices.
Although one finds a lot of definitions of agency in the liter-
ature (Wooldridge and Jennings, 1995; Russell and Norvig,
2016; Maes, 1993), when observed in detail, most of these
definitions rely on intuitive notions and undefined terms. In
particular, in engineering domains, it is very common to use
a vague and uncritical use of this notion.

The difficulty of proposing a definition of agency in-
creases when we seek a description that allows us to iden-
tify living systems with more or less clear physical bound-
aries but also sets of processes and, more generally, collec-
tive or cultural organizations. That is, defining agency be-
comes challenging when we intend to go beyond the stan-
dard notion of agent as a physical system with sensors and

effectors. In practical terms, and in order to obtain a use-
ful scientific definition it becomes necessary to provide an
operational, quantitative and precise characterization of the
object of study beyond an intuitive notion of agency.

Previous work has been oriented to outline a definition
from these considerations. For example, Barandiaran et al.
(2009) propose three different aspects of agency that con-
stitutes a description of what an agent should be: (i) it is
a distinguishable entity different from its environment (indi-
viduality), (ii) it is an active source of activity and interaction
in its environment (asymmetry) and (iii) it is able to actively
regulate their interactions according to some internal goals
or norms (normativity). We take this definition of agency as
starting point because we are interested in having an approx-
imation for the agency in tune with the notion of embodied
cognition. Thus, in order to define admissible conditions for
agency, sensorimotor coupling and modulation of the inter-
actions agent-world need to be considered. In this approach,
an agent is understood not only as a structure that is indi-
vidualized by itself, through autonomous mechanisms of or-
ganization, but it shows a sensorimotor dimension (agents
should be able to maintain interaction and flexible senso-
rimotor coupling with the environment, Figure 1). More-
over, it explicitly involves a temporal dimension in the coor-
dination dynamics between agent and environment (agents
should be able to modulate the coupling in an adaptive man-
ner).

In any case, we believe that this definition has some limi-
tations that we intend to overcome. For example, the authors
provide a generative definition (that is, a description of an
organization capable of satisfying a set of requirements) but
we seek an operational definition, a criterion that allows us
to quantitatively evaluate the degree of agency of a system.
On the other hand, a generative definition is necessarily se-
quential since it proposes a set of requirements in the form
of a list. In (Barandiaran et al., 2009), the individuality con-
dition is understood as a precondition for the modulation of
the couplings with the environment. However, it is not clear
that this occurs in natural living systems, where we could
observe how the three mentioned conditions taking place si-
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multaneously at a given instant of time.
Finally, other of the most controverted aspects of this con-

tribution is how the modulation of the coupling is concep-
tualized. Once the agent and environment have been de-
fined, it is proposed that the agent modulates its interaction
by changing the value of a set of predefined conditions on
the coupling. It is hypothesized, henceforth, that the agent
can systematically and repeatedly modulates its structural
coupling by controlling the value of certain constraints and
that these changes typically are not induced by the environ-
ment. As well as we should avoid assuming that we know
what the boundaries of an agent are before defining it, we
should also avoid definitions that first tell us what an indi-
vidual entity is, and then impose a specified interaction in
terms of predetermined variables.

Instead, we propose that this modulation is a systemic
effect of the agent-environment coupling and not the fine-
tuning of certain variables by the agent. In this paper we
introduce a definition referred to something that spreads
throughout, system-wide, affecting the whole and not in
terms of its elements.

System

modulation of 

the coupling
coupling

Figure 1: Illustration of an autonomous agent modulating its
coupling with the environment.

To advance in this challenge, we take inspiration in inte-
grated information theory (IIT, Oizumi et al., 2016). This
theory provides an interesting approach to determine the in-
dividualization of certain processes that are integrated. It is,
in other words, an operative measurement of irreducibility
of a system based on the integration of processes and delim-
itation of causal boundaries. Moreover, IIT has been pro-
posed to identify the integrated causal circuits that compose
an autonomous biological systems (Marshall et al., 2017).
Here, we propose to adapt some measures from IIT in order
to advance towards an operational definition of agency. For
doing so, we must use it in a fashion that allows us to take
into account aspects of sensorimotor interaction, as we have
proposed above, and this extension should be operationally
determined without the need to fragment the two dimensions
of the agency (individualization and regulation of its cou-
pling). Achieving this, we also obtain a definition that meets
theoretical conditions with operative requirements, provid-
ing a tentative measure to determine not only autonomous
processes but a characteristic signature of agency.

For doing so, we postulate, as a proof of concept, a min-
imal model of a sensorimotor entity in interaction with an
environment. We hypothesize that the agent’s identity may
emerge around a transition where the agent has the ability to
intrinsically control the transit between modes of coupling
and decoupling from its environment, and we define a cri-
terion to capture this phenomena using current tools from
integrated information theory. To further explore this idea,
we consider another minimal agent designed to solve a non-
trivial task requiring a high level of sensorimotor integration.
We find that, when the task to solve is not trivial, agents able
to successfully solve this task are poised near a similar tran-
sition in which the causal boundary of the integrated sys-
tem goes back and forth from the agent to the whole agent-
environment coupled system. Finally, we discuss the impli-
cations and possible generalization of our findings.

Integrated Information Theory and
Individuality

Recent efforts have tried to quantify individuality and au-
tonomy using information theory over the path of a system
dynamics (Bertschinger et al., 2008; Krakauer et al., 2014).
Still, these approaches presents some limits in order to dis-
tinguish a system from its environment. Typically, while
nonlinear correlations of a dynamical system can be de-
scribed in dynamical or information theoretical terms, they
cannot be used to directly infer the boundary between an au-
tonomous system and its environment.

Latterly, instead of analyzing mere correlations, it has
been proposed that interventionist notions of causality are
better suited to characterize autonomous organization (Mar-
shall et al., 2017). That is, instead of assessing whether a
system is unified into a coherent whole by analyzing its be-
haviour in stability, one could capture the causal forces in-
tegrating the behaviour of the system by observing it when
some perturbations are imposed. Specifically, Marshall et al.
(2017) have proposed the framework of integrated informa-
tion theory (IIT, Oizumi et al., 2014).

IIT postulates that any subset of elements of the system
is a mechanism integrating information if its intrinsic cause-
effect power (i.e. its ability to determine past and future
states) is irreducible. Irreducibility is measured by the inte-
grated information ϕ of the subset of elements, which when
larger than 0 indicates that the subset at its current state con-
straints the past and future states of the system in an irre-
ducible way. By irreducibility it is understood that even the
less disrupting bipartition of the system in two disconnected
halves (that is called the minimum information partition,
MIP) would imply a loss of information. Asides from com-
puting integrated information at the level of mechanisms,
IIT postulates a composite measure Φ, which is calculated
from the set of all mechanisms (each one defined by a value
of ϕ) obtained in the original system and the system under
bidirectional partitions. A system with Φ > 0 is described as
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forming an unitary whole. Since many subsets of the system
may present Φ > 0, the causal boundaries of the system are
defined around the subset with larger Φ. A more detailed
description of the steps for calculating Φ is detailed in the
Appendix.

Model
In order to advance towards an operational definition of
agency, we propose to test our ideas in a very simple model.
The model presents a general case of some elements of a
system engaged in a loop of interaction. The question is
whether we can delimit the boundaries of an agent to some
of the elements when an asymmetry arises in the interaction
of this subsystem and what is outside of it.

First, we postulate a minimal model defining causal tem-
poral interactions among the elements that constitute it.
Looking for generality, we use the least structured statistical
model (i.e., a maximum caliber model, Pressé et al., 2013)
establishing causal correlations between pairs of units from
one time step to the next. We study a kinetic Ising model
whereN Ising elements si evolve in discrete time, with syn-
chronous parallel dynamics. Given the configuration of units
at time t − 1, s(t − 1) = {s1(t − 1), . . . , sN (t − 1)}, the
units si(t) are independent random variables drawn from the
distribution:

P (s(t)|s(t− 1)) =

N∏
i=1

eβsi(t)hi(t)

2 cosh(βhi(t))
(1)

where
hi(t) = Hi +

∑
j

Jijsj(t− 1) (2)

The parameters Hi and Jij represent the local fields at
each element and the couplings between pairs respectively,
and β is the inverse temperature of the model. Without loss
of generality, we can assume a β = 1.

Looking for a minimal example, we describe the case of
three units S,M,E engaged in a loop of interaction (Fig-
ure 2.A). All elements have self-connections and each ele-
ment influences the immediately posterior one E → S →
M → E in a circular loop. In order to introduce an asymme-
try in the interaction, we add an extra connection M → S,
with the objective of allowing the SM system to modulate
the input received from an hypothetical environment E.

Individuality in a minimal sensorimotor model
In our system, we can easily apply IIT over its causal struc-
ture (Figure 2.B). We do so using the PyPhi toolbox (Mayner
et al., 2017). IIT provides different values of Φ for different
subsystems quantifying the level of integration of its rela-
tions. As an example, we apply IIT over a specific configu-
ration of the system, where JSS = JMM = JEE = 0.25,
JSE = JMS = JEM = 1, HS = HM = HE = 0, and

A

S

M

EJSM

JEM

JMS

JSE
JSS

JMM

JEE

B
t–1 t+1t

S

M

E

S

M

E

S

M

E

Figure 2: Description of the model. (A) The structure of the
kinetic Ising model consisting of three elements (S, M and
E). (B) The system’s causal structure of dependencies with
future and past states.

JSM is a free parameter that determines the strength of the
reentrant connection modulating the input of the system.

In this simple system, we find two subsystems with a
value of Φ larger than zero: the one formed by the units
SM and the one comprised by the whole system SME. For
different values of JSM , the results are shown in Figure 3.A.

According to Marshall et al. (2017), IIT can identify
causal boundaries defined as subsets of elements that define
maximum local values of intrinsic and irreducible cause-
effect relations. In that sense, we estimate that Φ can be
a good indicator of the level of individuality of a system,
although some extra steps would be necessary for this indi-
viduality to constitute an autonomous agent.

We can observe the levels of Φ in our simple model in Fig-
ure 3.A, where we show the mean values of ΦSM and ΦSME

as well as the area comprised by their maximum and mini-
mum values. For large values of JSM , the value of ΦSM
increases, indicating that the coupling SM defines an emer-
gent causal boundary that separates it from the environment
E. If we take larger values of JSM , the system SM is practi-
cally ‘blind’ to its environment (since the input fromM to S
has a much larger influence). Similarly, in cases where JSM
is very small, the boundary around SM disappears and we
can identify an individuality at the level of the whole sys-
tem SME with a large value of ΦSME . In this case, all
the elements are closely interacting, and we can not find an
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Figure 3: Effect of the parameter JSM in the integration of
information of the system. (A) Comparison of the mean Φ
values obtained in both the whole system ΦSME (continu-
ous line) and the subsystem Φ. The gray area represents the
interval between the minimum and maximum Φ values. (B)
Proposed measure of agencyA = 〈|∆Φ|〉− |〈∆Φ〉|, captur-
ing fluctuations between ΦSM and ΦSME as local maxima
of Φ.

asymmetry in the relations between elements that can define
an isolated agent.

Somehow, the most interesting situation appears in the
case where there is an uncertainty about which subsys-
tem constitutes an individuality. For values roughly around
JSM = 1.1 there is a situation in which ΦSM could be either
higher or lower than ΦSME (note that Φ is state dependent
and its value changes in time). We can define this uncer-
tainty through the variable ∆Φ = ΦSM − ΦSME . In some
cases, e.g. around JSM = 1.1, the span of ∆Φ will be high
enough that the local maxima of Φ will shift back and forth
from the agent SM to the agent-environment system SME.
In this case, if we take a local maximum of Φ to be the main
causal structure of a system at a specific moment, we can
interpret shifts in Φ as an agent-environment sensorimotor
loop that can be opened and closed at different moments
of time. We hypothesize that this phenomenon is a good
candidate to describe the ability of an agent to modulate its
sensorimotor coupling.

As introduced above, the main requirements for auton-
omy are: (i) the constitution of an agent as an individuated
unit separated from its environment and (ii) the emergence
of an agent-environment asymmetry in which the agent ac-
tively modulates its interaction with the environment. Estab-
lishing condition (i) as a prerequisite for testing (ii) is prob-
lematic because, as we have just seen, defining the bound-
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Figure 4: Three scenarios of the evolution of the causal
boundaries of an agent-environment system. (A) The most
integrated unit is the agent (ΦSM > ΦSME). (B) The
most integrated unit is the joint agent-environment system
(ΦSM < ΦSME). (C) The most integrated unit fluctuates
over time between the previous cases.

ary between agent and environment is not easy, and in the
most interesting cases this boundary is going to extend back
and forth covering some elements of the environment as the
agent is engaged in sensorimotor coupling.

Based on these intuitions, we formulate an alternative ap-
proach for an operational definition of agency. We propose
that agents are entities coupled to external environments
capable of generating emergent causal boundaries that de-
limit the sensorimotor integration at a particular moment.
The limits of this causal boundary will extend and contract
with time, as the internal mechanism of the agents couple
and decouple from different sensorimotor loops. Agency
emerges precisely throughout open loops that are formed in
the course of interactions, extending the boundary of causal
integration of an agent to elements of the environment at dif-
ferent moments of time.

Following this idea, we formulate a tentative measure of
agency A = 〈|∆Φ|〉 − |〈∆Φ〉|. This measure tries to assess
the changes in the role of leading mechanism that constitutes
the identity in the system (i.e. the location of the subsystem
with maximum Φ). A value ofA = 0 would indicate that al-
ways the same subsystem has the higher level of integration,
while values upper zero would indicate that the location of
the mechanism with higher integration changes with time.
Thus, in the latter cases we could define an integrated dy-
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namic core that describes the causal structure of an agent as
a dynamical entity that open and closes different loops of
interaction.

Analyzing the value of A across systems with different
values of the parameter JSM , we get the results shown in
Figure 3.B. There, it is illustrated how the value of A arises
at a narrow range close to JSM = 1.1. Taking a look at this
point, we could consider it as a transition point between two
regimes in the parameter space where, in one side, always
the corresponding subsystem of the agent arises as the most
integrated one (Figure 4.A) and in other regime, always the
whole system is the maximally integrated unit (Figure 4.B).
But, in the transition region, the limits of the most integrated
unit of the system change depending on the state of the sys-
tem (Figure 4.C). One possible interpretation of these fluc-
tuations of the causal boundary could be to view it as an
scenario in which an ‘agent’ is constituted throughout the
open loops that can engage in different modes of coupling
with its surrounding environment.

Interactional asymmetry in a minimal agency
task

In this part we apply the proposed measure in terms of inte-
grated information to a minimal model of an agent engaged
in a non-trivial task. We design an agent performing a task
in an environment that can be interpreted in cognitive terms,
while maintaining the same statistical structure than the pre-
vious minimal model.

The environment consists of a binary world composed by
two squares (Figure 5), where it is only possible to move
between two positions: left or right (i.e. sE = ±1). As in
the previous case, we consider an agent composed of a sen-
sor and motor units (S and M ) able to perceive and move in
this environment. Depending on the location of the agent in
the environment, the sensor unit S perceives light or dark-
ness (i.e. sS = ±1). The position of the lights changes
randomly, with a probability of change Pchange = 2−5 at
each time step. The goal of the agent is to maximize the
time it spends in the illuminated square.

The direct connections (JEM , JSE) related to how the
agent and environment influence each other are fixed. The
influence from the motor to the environment is set to JEM =
Jc. The local field and self-connection of the environment
are set to HE = 0 and JEE = 0. The position of the
light will determine the influence of the environment to the
agent. When the right square is illuminated, JSE = Jc. On
the other hand, when the left square is illuminated JSE =
−Jc. The rest of the connections affecting S and M , i.e.,
HS , HM , JSS , JMM , JSM , JMS will be tuned for maximiz-
ing the fitness of the agent withing the range [0, 5].

A fitness function is designed to select agents that are
able to perform well for both possible environments (left
and right light). For computing the fitness value, agents
are simulated for 100 trials of duration 500 steps starting

on off

SM

E
Figure 5: Illustration of the task. A sensorimotor agent must
maximize its exposition to light in a noisy environment.

from a random state, for the two scenarios (light either at
the left or right square). Then, the fitness value is defined as
F =

√
〈L〉left〈L〉right, where L(t) = 1 when the position

of the agent E corresponds with the illuminated square, and
L(t) = 0 otherwise.

For 36 values of Jc in the range [0.1, 3.5], we run a micro-
bial genetic algorithm (Harvey (2009)) in order to obtain the
agent with the highest fitness. The genetic algorithm sim-
ulates a population of 100 agents during 5000 generations.
Recombination and mutation rates are set to 0.5 and 0.1 re-
spectively. In Figure 6.A it is illustrated the evolution of
the fitness related to the value of the connections with the
environment. Notice that fitness increases when the connec-
tions become stronger. The interpretation of this correlation
would be that, for higher values of Jc, the task becomes eas-
ier for the agent, because the interactions with the environ-
ment are dominating the internal dynamics, so the agent can
just interact with the environment in a reactive fashion.

Once an agent has been evolved, in order to analyze its
relations with the environment in terms of integration of in-
formation, we simulate the system during T = 10000 steps
and, for each state obtained at each time, we calculate the
corresponding value of Φ and ∆Φ associated to that state.
Doing this, we get the temporal evolution of the integration
of information for both the agent and the whole system. For
each agent, we get a single value of agency A that deter-
mines the level of how the agent integrates and disintegrates
the environment with itself across time.

Making a comparison over systems with different values
of Jc, we analyze the level of agency of the 20 agents with
the best performance resolving the task (Figure 6.B). We
find that, for most values of Jc, most agents present A = 0,
suggesting that a level of agency is not necessary to obtain
the maximum fitness available for an agent. We find an ex-
ception around Jc = 1, where most agents have a value ofA
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Figure 6: Results of applying the measure of agency across
different setups. (A) Evaluation of the task. In the Figure is
shown the fitness function of the best agent performing the
task across each value of the parameter Jc. (B) Histogram
of the values of A for the best 20 agents obtained with the
genetic algorithm for each value of Jc.

larger than zero. As well, for larger values of Jc some agents
present large values ofA, although the majority presents val-
ues of zero. Although further tests are necessary, we spec-
ulate that precisely the region around Jc = 1 is the region
where solving the task is possible (the signal to noise ratio
starts to be significative) but not trivial (the agent must in-
tegrate information about its input to filter out input noise).
In this scenario, it may be difficult to solve the task with-
out some level of agent-environment asymmetry, since the
agent must integrate a noisy imput signal with limited in-
ternal resources. As for the large values of A that we find
for large values of Jc, we hypothesize that when the task is
simpler to solve, a larger diversity of structures may be able
to achieve higher fitness, thus presenting some agents with
high A, although this is not necessary to solve the task.

Discussion
In this paper we have proposed an operational definition of
agency based on ideas from integrated information theory
that offers a framework for measuring the level of integra-
tion of the causal structure of subsets of elements of a sys-
tem. Specifically, inspired by previous work by Barandiaran
et al. (2009), we have proposed that a definition of agency
should be able to capture at the same time the ability of an

System

Environment

Figure 7: Illustration of a situation when we can not differ-
entiate an agent of its environment

agent to constitute an integrated whole (individuality) and
to modulate its coupling with the environment to extend its
boundary of integration in order to incorporate elements of
the environment at certain moments of time (interactional
asymmetry, Figure 7).

Moreover, we have tried to go beyond a generative defini-
tion such as that proposed by the authors, i. e., a set of nec-
essary and sufficient conditions for a minimum conception
of the agency, because it is not as useful as an operational
definition that allows to quantitatively determine the degree
of agency of a system. Our way of characterizing the agency
offers the following properties: (i) it is an ‘operative crite-
ria’, i.e. it specifies how to calculate and how to be applied
in experimental domains being able to characterize the de-
gree of agency of a system (and not only providing a list of
requirements); (ii) it assumes the condition of ‘sensorimotor
agency’ (it differs from internalist perspectives that under-
stand the agency based on internal architecture of controllers
but not at the embodied mechanisms of relations with the
environment), (iii) it has a temporal dimension (it highlights
the dynamic nature of the interactive regulation processes)
(iv) it is conceived from a holistic perspective (avoiding the
simplicity of sequential approaches in which the agent is first
identified and then examined about how it interacts with the
world).

We have tested this idea in a simple model evolved to per-
form an easy but non-trivial task. Using a minimal model of
an agent and an environment, we have shown how there ex-
ist situations where the location of the maximally integrated
structure of the system is not fixed but changes with time.
At some moments, it only comprises the agent, while at oth-
ers it is composed of the agent plus the environment it is
coupled to. Throughout the paper, we have shown some ev-
idence that our definition is a good identifier for this type of
organizations capable of adaptively regulating its coupling
with the environment.

Contrarily to Barandiaran et al. (2009), our approach does
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not need to add ad hoc variables to describe how an agent
might modulate the interaction with its environment. In-
stead, this modulation is described at an emergent level of
how integrated information expands or shrinks to cover parts
of this environment. Moreover, although our tests are imple-
mented over very simple agents, the objective is to illustrate
the kind of phenomena we could encounter in more complex
systems.

As a further observation, we would like to remark that our
proposal is in tune with works that point out that many of the
difficulties for an adequate definition of agency are related
to the fact that operational closure requires systems that con-
stitute itself as unified wholes that can be regarded as sep-
arated from the environment although in continuous inter-
action with it. For example, contributions in extended cog-
nition (Dotov et al., 2010) that analyze situations in which
a subject and a tool constitute an extended device during
smooth coping, which can be temporarily interrupted and
again self-assembled during an action. Or works as (Fuchs,
2011), where the brain is conceived as a plastic system of
open loops that are formed in the process of interaction with
the environment and are closed to full functional cycles in
each interaction.

Although further experimental tests are needed, we hope
that this contribution could be a step in fields as autonomous
robotics or artificial life towards the development of quan-
tifiable artificial forms of agency, focusing on the question
of how the emergence of sensorimotor loops relate to the
autonomous constitution of a system.
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Appendix
Integrated information of a subset of elements of a system is
computed as follows. For a system of elements S in state s,
we describe the input-output relationship of the system ele-
ments through its corresponding transition probability func-
tion p, describing the probabilities of the transitions from
one state to another for all possible system states. Given
Equation 1, the computation of p is straightforward. IIT re-
quires that p satisfies the Markov property (i.e., the state at
time t only depends on the state at time t − 1), and that the
current states of elements are independent, conditional on
the past state of the system. This conditions are satisfied by
the asymmetric kinetic Ising model used here.

For any two subsets of S, called the mechanism M and
the purviewP , we can define the cause and effect repertoires
ofP overM, that is, howM in its current state {si(t)}i∈M,
constrains the potential past or future states of {si(t−1)}i∈P
or {si(t + 1)}i∈P (Figure 2.B). We describe the cause and
effect repertoires of the system by the probability distribu-
tions pcause(Pt−1|Mt) = p({si(t− 1)}i∈P |{si(t)}i∈M)
and peffect(Pt+1|Mt) = p({si(t+ 1)}i∈P |{si(t)}i∈M).
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The integrated cause-effect information ofM is then de-
fined as the distance between the cause-effect repertoires of
the mechanism, and the cause-effect repertoires of their min-
imum information partition (MIP) over the purview that is
maximally irreducible,

ϕcause =

max
P

(
min
cut

(
D(pcause(Pt−1|Mt), p

cut
cause(Pt−1|Mt))

))
ϕeffect =

max
P

(
min
cut

(
D(peffect(Pt+1|Mt), p

cut
cause(Pt+1|Mt))

))
(3)

where cut is a partition of the mechanism into two halves,
and pcut the cause or effect probability distribution under the
partition,

cut = {M1,P1,M2,P2}
pcut(P|M) = p(P1|M1)⊗ p(P2|M2)

(4)

The integrated information of the mechanism M is the
minimum of its corresponding integrated cause and effect
information,

ϕ = min(ϕcause, ϕeffect) (5)

The integrated information of the entire system is then
defined as the distance between the cause-effect structure of
the system, and cause-effect structure defined by its mini-
mum information partition, eliminating constraints from one
part of the system to the rest:

Φ = min
cut

D(C,Ccut) (6)

For both the integrated information of a mechanism (ϕ)
and the integrated information of a system (Φ), distance D
is computed as the Wasserstein or earth movers distance. Fi-
nally, if S is a subset of elements of a larger system, all
elements outside of S are considered as part of the environ-
ment and are conditioned on their current state throughout
the causal analysis. All computations in this paper were per-
formed by the PyPhi software package (Mayner et al., 2017).
Further details of the steps described here can be found in
(Oizumi et al., 2014).
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Abstract 

Cooperation among selfish individuals provides the 
fundamentals for social organization among animals and 
humans. Cooperation games capture this behavior at an abstract 
level and provide the tools for the analysis of the evolution of 
cooperation. Here we use the Rock-Paper-Scissors (RPS) game 
with positive and negative draw outcomes (i.e. when the draw 
outcome has a positive or negative impact on the players) to 
study the evolution of cooperative behavior in communities of 
simulated selfish agents. The agents communicate to each other 
using a probabilistic language and the cooperation game is set 
in an uncertain resource generation context. The offspring of 
the agents may clump together or may spread out, simulating 
the easy and difficult identification of possible cooperation 
partners. The results show that more uncertainty leads to more 
cooperation both in positive and negative draw games. 
Surprisingly we found that in negative draw games the level of 
cooperation is statistically significantly higher, although close 
to, the level that would be expected from random choice of 
RPS decisions. We also analyzed language complexity 
correlates of cooperation. The agent-based simulations and the 
results described here are applicable to social institutions or 
ecological systems with more than two, non-transitively 
comparable, decision states that can be described abstractly as 
RPS games.   

Introduction 

Cooperation is very important in human society as it is at the 
foundation of all social institutions (Smaldino, 2018; Pletzer 
et al, 2018). In general, cooperation among selfish individuals 
is found in the context of many animal communities and even 
among plants (Moscovice et al, 2017; Callaway et al, 2002). 
Mechanisms that aim to explain the emergence and evolution 
of cooperation include classical and stochastic inclusive 
fitness leading to various forms of kin-selection (Kennedy et 
al, 2018), direct and indirect reciprocity (Rand and Nowak, 
2013) and other approaches. 
 The majority of theoretical and experimental studies of 
cooperation use games with two outcomes, e.g. Prisoner’s 
Dilemma game, as tools of abstract conceptualization of the 
interactions that may lead to cooperation decisions (Rand and 
Nowak, 2013). However, in real world scenarios often the 
case is that individuals participate in interactions that have 
multiple outcomes of varying utility for the involved 
participants (e.g. contracts between firms, 
rewarding/punishing employees, participation in rituals).  
 To model multiple outcome real life scenarios we can use 
multiple-outcome games. One such game is the Rock-Paper-

Scissors (RPS) game with three outcomes, where ‘rock’ beats 
‘scissors’, ‘scissors’ beat ‘paper’ and ‘paper’ beats ‘rock’, and 
the three draw options can be considered as equivalent of 
cooperation (of possibly three different kinds). There are 
many examples in the natural world, which follow the RPS 
rules. For example, several predator-prey systems with three 
or more species follow RPS (or extended RPS) dynamics 
(Edwards and Schreiber, 2010; Kerr et al, 2002), pricing and 
market-share games between firms may follow RPS rules 
(Kovac and Schmidt, 2013; Hopkins and Seymour, 2002). 
Other examples that can be conceptualized using the RPS 
framework include volunteering in the context of provision of 
public goods (Semman et al, 2003), choice of mating behavior 
in lizards (Sinervo et al, 2007), and dynamics of species 
diversity (Reichenbach et al, 2008). 
 While in many real world realizations of RPS games the 
focus is on the dynamics of the three decision or behavior 
options, in some cases the draw options play the central role. 
For example, in pricing games, the draw options may 
represent stable prices (Cason et al, 2012) or in species 
interactions the draw options of self-restraint may represent 
the stable growth path for all participants (Nahum et al, 2011). 
In these cases the RPS game is played as a cooperation game, 
with the draws representing the cooperation decisions, e.g. 
self-restraint in growth or in pricing. An important difference 
between RPS games played as cooperation games and those 
which are played differently is that the outcome associated 
with the draw is sufficiently positive, i.e. beneficial for the 
participants, although not as much as the winning outcome. In 
other RPS games the outcome associated with the draw may 
be more negative than the outcome of losing a game. We note 
that in some natural cases of RPS game the draw is never an 
option, e.g. competition between different sub-species, where 
each one has only one behavioral option (Kirkup and Riley, 
2004). 
 Here we use and agent-based simulation environment to 
explore the evolution of cooperation in the context of RPS 
games. The agents in our environment communicate their 
intentions and play an uncertain resource game, where the 
actual outcome of the game is drawn from a probability 
distribution over a range of possible outcomes. The agent’s 
lifespan and number of offspring depend on the amount of 
resources that they accumulate. The asexually produced 
offspring inherit the communication language and inclination 
to cooperation decisions of the parent with minor random 
variations.  

We explored games with positive draw outcome, where we 
expect high level of cooperation and also games with negative 
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draw outcome, where we do not expect much cooperation (i.e. 
above the default level corresponding to random choice of 
agent decisions). We also investigated the impact of clustered 
and spread-out arrangement of the offspring of the agents, 
which represents the easy and difficult identification of likely 
cooperation partners (i.e. cooperation is more likely among 
the offspring of an agent, which had high inclination to make 
cooperative decisions). 
 The rest of the paper is structured as follows. First we 
review briefly the relevant literature. Next expand the 
discussion of cooperation in the context of RPS games. Next 
we describe the simulation environment in details. Then we 
present the results and discuss the implications of these. 
Finally the paper is closed with the conclusions. 

Background 

The RPS game originates in East Asia (China and Japan) and 
has been played for many centuries. RPS became popular in 
Europe in the 1920s (Schwab, 2015). Today it is one of the 
early strategy games that children learn in school and there are 
also championships organized for adult players. The game has 
been studied in the context of game theory and its 
applications, for example in biology, economics and social 
institutions (Cason et al, 2012; Semmann et al 2003). 
 There are several examples of RPS games in nature and in 
social context. In side-blotched lizards (Uta stansburiana) 
males may have three different variations of their throat color, 
orange, blue and yellow, each corresponding to a different 
mate choice strategy (i.e., aggressive defense of large 
territory, defense of small territory, sneaking through 
territories with a female-like look) (Sinervo and Lively, 1996; 
Sinervo et al, 2007). The three strategies form an RPS-like 
game, according to data from field experiments, orange is 
better than blue, yellow is better than orange and blue is better 
than yellow and the frequency of male lizards with these 
behavior features changes from year-to-year accordingly 
(Sinervo and Lively, 1996). Another example is the case of 
Escherichia coli bacteria, which may produce an antibacterial 
toxin (colicin) at some metabolic expense (variant C), may 
have resistance to this toxin with somewhat less metabolic 
expense (variant R), and may be sensitive to the toxin, but 
grow quicker than the other two versions (variant S) (Kirkup 
and Riley, 2004). The S variant grows quicker than the R 
variant (S wins against R), the R variant grows quicker than 
the C variant (R wins against C), and the C variant kills the S 
variant (C wins against S) (Kirkup and Riley, 2004). In the 
context of product pricing with well informed and not well 
informed buyers, a medium price may beat a high price and a 
low price may beat a medium price, but a high price may beat 
the low price (i.e., the price may switch to become a quality 
indicator) (Cason et al, 2012; Hopkins and Seymour, 2002).  
 RPS games have been analyzed mathematically to reveal 
key strategies (Sandholm et al, 2008). One such strategy is the 
replicator dynamics, when agents replicate the choice of the 
last opponent. Another strategy is the projection strategy, 
when an agent changes its choice depending on the inverse of 
the popularity of its own latest decision choice (Sandholm et 
al, 2008). RPS games have been analyzed in many formal 
settings, e.g. on networks (Alesina and Levine, 2011), with 

spatial constraints (Reichenbach et al, 2008), with extended 
state set (Peltomaki and Alava, 2008). 
 Cooperation may emerge in RPS games if the draw options 
have sufficiently positive outcomes (Nahum et al, 2011; 
Reichenbach et al, 2008). In such cases playing a draw leads 
to less benefit than winning a game, but also to more benefit 
than losing a game and the joint benefit of both partners is 
larger in the case of the draw than in the case of a winner – 
loser combination. For example, in the case of growth 
competition between behavioral variants of a species, the draw 
may allow on balance quicker growth for the whole 
population than the case when some are winning while others 
are losing through the interaction games (Nahum et al, 2011; 
Reichenbach et al, 2008). In the context of social games, 
restraint may bring more benefits at the community or 
institutional level then the playing of the game in winner – 
loser manner (Nahum et al, 2011). 
 RPS games have been studied extensively through 
modeling and simulations (Cliff and Miller, 1995; Schreiber 
and Killingback, 2012; Lubachevsky and Kanemoto, 2010). 
Most of these studies focus on the cyclical behavior of the 
agent community through playing the RPS game with 
alternating behavior/decision choices becoming dominant. In 
terms of analysis of the emergence of cooperation the 
computational studies focus on the role of spatial constraints 
in promoting restraint through clustering of individuals 
playing each decision/behavior option (Reichenbach et al, 
2008). 
 Recently there have been several studies reporting on 
experimental RPS game playing with human players (Batzilis 
et al, 2014; Semmann et al, 2003). These investigated mainly 
RPS games in economic and social setting (e.g. pricing games, 
public goods games) documenting how real humans play in 
more realistic and non-abstract settings (Batzilis et al, 2014; 
Semmann et al, 2003).  
 Studies aimed to uncover the mechanisms that underlie 
cooperation among selfish individuals have considered the 
role of uncertainty (Andras et al, 2003; Andras, 2016). It has 
been shown that in the context of Prisoner’s Dilemma type 
games more uncertainty leads to higher level of cooperation, 
but this has not been studied yet in the context of cooperation 
in RPS games. Natural world examples confirm that higher 
level of environmental uncertainty leads to more cooperative 
behavior among animals and plants (Callaway et al, 2002; 
Moscovice et al, 2017). 
 The ease of identification of prospective cooperation 
partners contributes also to the setting of the level of 
cooperation (Andras, 2016). It has been shown through agent-
based simulations that more clustering of cooperators 
increases the level of cooperation, where clustering of 
cooperator is a way of representing the ease of identification 
of cooperators. Studies of cooperation in RPS games also have 
shown that spatial segregation of individuals with similar 
decision preferences favors the increase of the level of 
cooperation (Nahum et al, 2011; Reichenbach et al, 2008). 
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Cooperation in the Rock-Paper-Scissors 

Game 

We noted above that RPS games can be used to study the 
evolution of cooperation if the draw outcomes are positive and 
possible. This setting aims to replicate cases of natural and 
social situations where the decisions or behavior that may be 
chosen by the actors are such that the draw is a possibility, 
e.g. spatial segregation of species (Nahum et al, 2011; 
Reichenbach et al, 2008), price choices of firms (Kovac and 
Schmidt, 2013). The RPS game is formulated using a pay-off 
matrix as shown in Table 1: 
 

Table 1. Pay-off matrix of an RPS game 

 Player 2 Decision 

P
la

y
er

 1
 

D
ec

is
io

n
  R P S 

R (a,a) (d,e) (f,g) 

P (e,d) (b,b) (h,k) 

S (g,f) (k,h) (c,c) 

such that e > d, f > g, k > h, e > a, f > a, k > a, e > b, f > b, k 
> b, e > c, f > c, k > c. In order to specify an RPS with 
incentive for cooperation we also need to have a > d, a > g, a 
> h, b > d, b > g, b > h, c > d, c > g, c > h and that 2a > 
d+e, 2a > f+g, 2a > h+k, 2b > d+e, 2b > f+g, 2b > h+k, 2c 
> d+e, 2c > f+g, 2c > h+k – this is called positive outcome 
for draws or positive draw outcome RPS. The settings can 
also be turned around to favor the avoidance of draws if a < d, 
a < g, a < h, b < d, b < g, b < h, c < d, c < g, c < h – this is 
called negative outcome for draws or negative draw outcome 
RPS. In general we do not have further constraints. However, 
to simplify the game, we may assume that a = b = c, e = f = 
k, d = g = h, the corresponding pay-of matrix is shown in 
Table 2. 
 

Table 2. Pay-off matrix of a simplified RPS game 

 Player 2 Decision 

P
la

y
er

 1
 

D
ec

is
io

n
  R P S 

R (a,a) (d,e) (e,d) 

P (e,d) (a,a) (d,e) 

S (d,e) (e,d) (a,a) 

In such case positive draw outcome is satisfied if e > a > d, 
2a > e+d and negative draw outcome is satisfied if e > d > a. 
 In the social context, cooperation games can be considered 
as abstract conceptualization of social institutions (Goist and 
Kern, 2018; Kube et al, 2014). RPS games can be seen as 
abstract representation of social games with multiple decision 
options, which are non-transitively comparable, i.e. if option 1 
is better than option 2 and option 2 is better than option 3 then 
it does not follow that option 1 is better than option 3, but 
rather the opposite of the latter applies. There are many 
examples of such settings in social institutions, for example, 
political parties may offer non-transitively comparable 
solution options to currently high priority socio-economic 
problems; different parts (e.g. directorates) of an organization 
may push for different priorities, which are non-transitively 
comparable, in terms of growth and investment focus; 
companies may try to sell non-transitively comparable goods 
or services to their potential clients, emphasizing different 
advantages of their products. Understanding how RPS games 

support the evolution of cooperative behavior can help the 
understanding, design and management of such social 
institutions. 
 In general we expect that in a positive draw RPS game that 
is played repeatedly the benefits of the draw option may 
attract actors towards playing this option due to the assumed 
drivers of cooperation (i.e. kinship, direct or indirect 
reciprocity, environmental uncertainty) (Rand and Nowak, 
2013). However, there is always a temptation to play the 
decision option that trumps the recently played option and 
there is always a risk that the next game partner will play the 
trumping decision option. One possibility is the spatial 
segregation and low mobility of actors, such that segregated 
actors stick to the decision option that they play and do not 
succumb to the temptation of playing a winning option 
(Schreiber and Killinback, 2012; Reichenbach et al., 2008). 
However, this may not be practical in social institutions. An 
alternative may be the maintenance of a social compromise for 
a period, followed by a relatively quick shift to alternate social 
compromise. To some extent the validity of this process is 
supported by the evidence of periodic shifts in government or 
investment and growth focus in companies. Experimental 
investigation, for example, through computational simulations 
can help elucidate factors that drive and influence the 
maintenance of such processes. 
 In certain social situations a losing option gives more 
benefit to the actor choosing this option than the choice of a 
decision option that would lead to a draw. Ending up as loser 
in an interaction may trigger a compensation benefit, which 
might be psychological (e.g. learning a lesson from a loss), 
economic (e.g. compensation payment or investment) or social 
(e.g. providing a compensatory mean of influence in the 
institutional decision making processes). At the same time 
ending with draw as a result of the interaction, involves the 
same cost of emotional, economic or social investment as the 
loss, but will not trigger the compensatory benefit. An 
example is when political parties negotiate by deciding to not 
join the forming of a government, offering support for or 
forming a minority or low majority government and forming a 
grand coalition government. The three options may trump 
another in a non-transitive manner, while at the same time the 
matching options may bring less benefit to the parties than the 
option where they are on the losing end, due to different kinds 
of benefit (e.g. government posts and ability to criticize more 
or less freely the government in place). State provided 
subventions and economic interventions are often forms of 
compensations for losing firms in the context of competitive 
economies, while the ability to carry on the competition 
between firms in an undecided draw does not trigger the 
willingness of the state to intervene and provide compensation 
for the loser.  

Setting a minimum wage by the state can also be seen as a 
compensation for a loss or perhaps rather a prevention of a 
drawn out playing of a draw between employers and 
employees. Here the draw happens by employees holding out 
without taking low paid jobs and employers holding out by 
not offering higher pay, leading to high unemployment and 
low level of production. Preventing this draw, by rewarding 
the loser through the imposition of a minimum wage, the 
employees are kind-of bribed into accepting lower than 
preferred wages in combination with a wage floor and 
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employers are made to accept a cut in their profit and a 
reduction of their production potential.  

In some countries political organizations of minorities may 
gain some level of representation if they clearly lose their 
electoral battles, but may not qualify for this is they gain 
sufficient number of votes and are rather seen as achieving a 
regular draw in the political arena against other non-minority 
political organizations. Similarly state provided funding 
arrangements for such organizations may provide more 
support to those who are clearly on the losing end in open 
competition. 
 In the case of negative draw RPS games we expect that in 
all conditions there is no increase in the level of draws 
compared to what is the result of random effects on the 
decision choices. However, it is still interesting to see if this 
expectation is confirmed by computational simulations and 
also to see if any factor in the setting of negative draw RPS 
games may influence the level of accidental cooperation in 
these games. 
 In our computational simulation study we analyze the role 
of environmental uncertainty and ease of identification of 
potential cooperators (implemented through agent offspring 
mobility: clustered offspring representing easy identification 
of potential cooperators; spread-out offspring representing the 
difficult identification of potential cooperators) on the level of 
cooperation in the context of positive and negative draw RPS 
games. Both factors have been shown to influence the level of 
cooperation in Prisoner’s Dilemma games, so it is expected 
that they have an influence in the context of RPS games as 
well (Andras, 2016).  
 In addition to the level of cooperation we also aim to use 
language complexity correlates of cooperation (Andras, 2008; 
Andras, 2016) to analyze the impact of uncertainty and ease of 
cooperator identification on the level of cooperation in RPS 
games. The language complexity metrics that we use are the 
average length of communications and the average variability 
of the use of language rules among the agents. In general we 
expect that in the case of positive draw RPS games, where 
cooperation is preferred, the language complexity metrics will 
decrease with increasing uncertainty of the environment. In 
the case of negative draw RPS games we do not expect a 
systemic variation of the language complexity metrics with 
environmental uncertainty of variation of the ease of 
identification of potential cooperators. 

Rock-Paper-Scissors Simulation Environment 

Our agent-based simulation environment works in a torus-like 
flat space (i.e. the opposite edges of a rectangle are joined 
together). The agents move in this environment randomly 
following a Brownian motion. The same spatial position may 
be occupied by multiple agents. 
 The agents communicate with each other about their 
intentions. In each time turn, each agent tries to pick a partner 
from its neighborhood of agents. Agents that find a partner 
play an uncertain resource generation game with their partner 
such that they reach their game decisions through their 
communications. If the communications last too long (too 
many symbols are produced before reaching the decision) the 
agents disengage. 

 The language of the agents is defined using a set of 
probabilistic production rules 

R: (own, other)  (new,1; p1),…, (new,k; pk) (1) 
where own and other are the last communication symbols 
produced by the agent (own) and its partner (other), and new,i 
and pi are the i-th communication symbol, which may be 
produced next and the probability of the production of this 
symbol – the probabilities pi sum up to 1. The symbol set is 
common across all agents and includes the following symbols 
with the corresponding meaning ‘0’ – wait, ‘s’ – start 
meaningful communication, ‘i’ – continue communicating, ‘y’ 
– ready for decision making, ‘n’ – does not want to 
communicate, ‘h’ – ‘rock’, ‘t’ – ‘paper’, and ‘r’ – ‘scissors’. 
Each agent has a willingness (probability) to produce as their 
decision ‘rock’, ‘paper’ or ‘scissors’ following the reaching of 
the state, when both agents communicated the symbol ‘y’ to 
each other. The probabilities for the production rules are 
specific for each individual agent. The agent’s decision 
(‘rock’, ‘paper’ or ‘scissors’) and the communication length 
required for the decision making depend on their 
communication language. This agent language builds on 
earlier work used for simulation of Prisoner’s Dilemma games 
and further details about it can be found in earlier papers 
(Andras, 2003; Andras, 2008). 
 The uncertain resource game is played by the agents 
according to a pay-off matrix like the one shown in Table 2. 
However in this case the pay-offs are uncertain and they are 
sampled from uniform distributions for which the mean value 
is given by the pay-off matrix and the half-width of the 
distribution (corresponding to the standard deviation) is given 
by the uncertainty of the environment, , multiplied by the 
length of the communications that took place between the 
agents participating in the game until they reached their 
decision. The mean values in the pay-off matrix depend on the 
amount of resources the agents have. Higher uncertainty  and 
longer decision reaching communications imply larger half-
width for the distribution, which means higher chance to get 
much smaller or much larger values than the mean as the pay-
off of the actual game played by the agents.  
 We had two kinds of settings for the pay-off matrix: 
positive draw RPS and negative draw RPS, in order to be able 
to investigate both kinds of RPS games. The function that 
determines the mean values for the pay-off matrix is set such 
that the values in the pay-off matrix always satisfy the 
inequalities required for the two kinds of RPS games (the 
setting is different for the two kinds of RPS games). 
 The agents live for 60 time turns at most – they may die 
earlier if they run out of resources (existence in each time turn 
costs a fixed amount of resources). At the end of their life, if 
they have at least the average amount of resources, 
considering the current agent population, the agents produce 
offspring asexually. The offspring share equally their parent’s 
resources and their number depends on the available resources 
of the parent agent according to the following equation 

Nnew = [  (( – m)/ s) + ] (2) 
where Nnew is the number of the offspring, , m, s are the 
amount of resources of the parent agent, the mean amount of 
resources and the standard deviation of the resource amounts 
in the current agent population, and  and  are parameters. 
The offspring inherit the language of their parent, including 
their willingness to produce the decisions ‘rock’, ‘paper’ and  
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Figure 1. Typical variation of the three decision choices 
(‘rock’, ‘paper’, ‘scissors’) for two simulated agent worlds: A) 
positive draw RPS with clustered offspring; B) negative draw 
RPS with spread-out offspring. The horizontal axes show 
time, the vertical axes show the frequency of the decision 
choices. 
 
‘scissors’, with minor changes of the probabilities of the 
language production rules. 
 The offspring may start in a clustered manner form the 
location of the parent agent or may be dispersed randomly 
throughout the whole space of the simulation. The clustered 
starting setting of the offspring corresponds to the easy 
identification of prospective cooperator agents, i.e. the 
offspring of an agent have similar preferences for producing 
the ‘rock’, ‘paper’, ‘scissors’ decisions, so being clustered 
they are likely to play a draw – cooperate – if any of the three 
decisions is more preferred by them than the other two 
decisions, which is usually the case. The spread-out, 
dispersed, offspring represents the difficult identification of 
prospective cooperators, since the offspring are not clustered 
and it is not predictable the decision making preference of the 
neighboring agents. 
 The agent world evolves through time turns. In each time 
turn the agents pick partners, communicate and play the 
resource game. The agents that reach the end of their life 
produce their offspring if they have sufficient resources. As 
agents inherit their parent’s language and decision preferences 
with minor random changes, the evolution may lead to the 
emergence of a stable pattern of the level of cooperation. 
 We measured the level of cooperation as the percentage of 
agents reaching a draw decision, within the current agent 
population. We also measured correlates of cooperation: the 
average length of agent communications as the average 
number of symbols produced by the agent until they reached 
their decision in the resource game; and the language 
variability measured as the average standard deviation of the 
distributions of the probability values associated with 
language production rules across the current population of the 
agents. 
 
 
 

Figure 2. Evolution of the level of cooperation (A), average 
communication length (B) and language variability (C) during 
the last 2000 time turns of the simulations with positive draw 
RPS games with clustered offspring. The horizontal axes 
show the time and the vertical axes show the measured 
metrics. The uncertainty levels are indicated by the line colors 
blue – 0.3, red – 0.5, green – 0.7. 

Results and Discussion 

The simulated agent worlds ran for 3000 time turns. Each 
simulated world started with around 1800 agents with 
randomly set language probabilities. We considered three 
levels of environmental uncertainty ( = 0.3, 0.5 and 0.7). 
Each simulation setting was run 20 times and we calculated 
the average level of cooperation, communication length and 
language variability for each time turn. We analyzed these 
averaged data. The standard deviations of the data are small 
compared to the averages and these are not shown in the 
figures to avoid cluttering. 
 We also measured the frequency of ‘rock’, ‘paper’ and 
‘scissors’ decisions to check whether these alternate across the 
simulations as expected from the RPS game. Figure 1 shows  
two typical cases, one for the positive draw RPS with 
clustered offspring (A) and the other for negative draw RPS 
with spread-out offspring (B). In both cases, initially some of 
the agents do not produce any of these decisions as they do 
not reach the decision sufficiently quickly (at this stage 
around a quarter of the agents produces each of three decision 
options and around a quarter of the agents do not reach any of 
these decisions). The data in Figure 1 shows that indeed, the 
three decisions alternate in their frequency. In the case of 
positive draw RPS with clustered offspring the alternation is 
much slower than in the case of the negative draw RPS with  
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Figure 3. Evolution of the level of cooperation (A), average 
communication length (B) and language variability (C) during 
the last 2000 time turns of the simulations with negative draw 
RPS games with clustered offspring. The horizontal axes 
show the time and the vertical axes show the measured 
metrics. The uncertainty levels are indicated by the line colors 
blue – 0.3, red – 0.5, green – 0.7. 
 
spread-out offspring. We also note that in the positive draw 
RPS the dominant decision choice is much more frequent than 
in the negative draw RPS, which is in line with the draws 
being beneficial in the former and not so in the latter. 

The evolution of cooperation and the communication length 
and language complexity metrics for positive draw RPS 
games with clustered offspring are shown in Figure 2. The 
results show that similar to results about Prisoner’s Dilemma 
games in uncertain environments, we find that more uncertain 
environments imply higher level of cooperation. The results 
also show that the more uncertainty is consistent with longer 
communications and with lower variability of the language 
rule probabilities among the agents. We also note the upward 
trends of the language complexity metrics over time. 
 In the case of simulations with negative draw RPS games 
and clustered offspring we found that the differences are small 
between the levels of cooperation (all a bit over 0.33, which is 
the expectation for random choice of the three decision 
options) for the different levels of uncertainty, but these 
differences are statistically significant (the difference between 
the average level of cooperation for the last 2000 time turns 
for the highest and lowest level of uncertainty is 0.0095, 
which is shown by the t-test to be statistically very significant, 
p-value = 0). Again we found that the language variability is 
lower for higher environmental uncertainty for these games 
and for all levels of uncertainty there is growth trend over 
time for this metric. We also found that for these games the  

Figure 4. Evolution of the level of cooperation (A), average 
communication length (B) and language variability (C) during 
the last 2000 time turns of the simulations with positive draw 
RPS games with spread-out offspring. The horizontal axes 
show the time and the vertical axes show the measured 
metrics. The uncertainty levels are indicated by the line colors 
blue – 0.3, red – 0.5, green – 0.7. 
 
average communication length is lower for more uncertain 
environments and for this metric the trend is further reduction. 
The results are shown in Figure 3. 

For the case of positive draw RPS games with spread-out 
offspring the results are shown in Figure 4. We found that the 
level of cooperation increases with the level of uncertainty, 
although to less extent than in the case of clustered offspring 
level of cooperation increases with the level of uncertainty, 
although to less extent than in the case of clustered offspring 
(this is as expected). The results show that the average 
communication length is longer and the language variability is 
smaller in more uncertain environments, both also having an 
upward trend over time. The average communication lengths 
are smaller than the corresponding lengths for simulations 
with clustered offspring and the corresponding language 
variability measures are larger than in the case of clustered 
offspring. 
 Finally, in the case of negative draw RPS games with 
spread-out offspring we found that the levels of cooperation 
are similar and close to 0.33 (the expectation for random 
choice of the decisions), but the averages over the last 2000 
time turns are still statistically significantly different for 
different uncertainty levels (the matching difference noted 
previously is 0.0024, which is statistically very significant 
according to the t-test with p-value = 3x10

-123
). The language 

metrics behave in a similar manner like in the case of negative 
draw RPS games with clustered offspring, the only difference 
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Figure 5. Evolution of the level of cooperation (A), average 
communication length (B) and language variability (C) during 
the last 2000 time turns of the simulations with negative draw 
RPS games with spread-out offspring. The horizontal axes 
show the time and the vertical axes show the measured 
metrics. The uncertainty levels are indicated by the line colors 
blue – 0.3, red – 0.5, green – 0.7. 
 
being that in this case the values are larger both for the 
average communication length and the language variability. 
The results are displayed in Figure 5. 
 Our results show that the language variability follows the 
same ordering by uncertainty and the same trend over time for 
all considered cases, irrespective of whether the RPS game is 
with positive or negative draw, or whether the offspring of the 
agents are clustered or spread-out. This suggests that lower 
communication uncertainty combines with higher 
environmental uncertainty to reduce the combined objective 
uncertainty. This is further reduced in terms of experienced 
uncertainty by higher level of cooperation associated with 
higher level of environmental uncertainty (Andras et al, 2006).  

We also found more language variability for simulations 
with spread-out offspring than for those with clustered 
offspring. This is expected given the more mixing of the 
agents with different versions of the language in the former 
case compared with the latter one. This is also expected in 
natural RPS games where the identification of potential 
cooperators / non-cooperators is more difficult and 
consequently the game playing language is more diverse than 
in cases where this identification is easier. 
 The ordering of the length of communications graphs gets 
reversed between positive and negative draw RPS games and 
the trend over time gets also reversed (upward for positive 
draw and downward for negative draw RPS). This shows that 
this aspect of language complexity relates more to the nature 

of the games (positive vs. negative / preferred vs. un-preferred 
draw). When draws are preferred it takes longer to reach the 
game decisions, while when draws are un-preferred, game 
decisions are reached more rapidly. Comparing these graphs 
between the cases of spread-out and clustered offspring 
simulations we find that the communications take longer in 
the former case for negative draw RPS games, but the 
situation is less clear cut in the case of positive draw RPS 
games. 
 The reverse ordering of the communication length graphs 
compared to the ordering of the language variability graphs, in 
the case of positive draw RPS games is puzzling. This 
ordering indicates that reaching the game decisions takes 
longer, making the outcomes more uncertain, as the 
environmental uncertainty grows. The previously discussed 
uncertainty considerations would suggest that the opposite 
should happen, as it is in the case of negative draw RPS 
games. This finding suggests that possibly the benefits of 
cooperation in reduction of the experienced uncertainty 
outweigh the negative impact of increased uncertainty due to 
the longer time that it takes to reach the game decisions. 
Given that cooperation is less beneficial in negative draw RPS 
games, we do not see this effect in the case of these games.  
 As an example of the positive draw RPS game, we may 
consider a version of coalition decision making in politics, 
with offering coalition, demanding more gains and breaking 
the coalition being the three options on both sides and positive 
outcomes associated with the draw situations. Our results 
discussed above suggest that in such cases, the range of topics 
that are not easily agreed gets reduced as the economic-social-
political environment gets more uncertain. At the same time, 
the length of coalition negotiation gets extended as the 
environment gets more uncertain (Martin and Vanberg, 2003).  
 As expected, we find less cooperation for the case of agent 
societies with spread-out offspring than for those with 
clustered offspring. Interestingly, we found that there is 
significantly more cooperation in more uncertain 
environments even for negative draw RPS games (i.e. when 
cooperation representing draws are un-preferred). For the case 
of spread-out offspring with negative draw RPS the 
cooperation levels get very close to the level expected for 
random choice of game decisions, but still they are 
statistically significantly above this. This is a puzzling result, 
which perhaps indicates that the uncertainty reduction effect 
of cooperation is beneficial even if cooperation in itself leads 
to relative losses. These losses are relatively certain compared 
to the more uncertain gains. This suggests that in natural 
social realizations of RPS games with negative draws we can 
still expect some level of intentional cooperation above what 
can be expected purely by chance.  

Conclusions 

In this paper we report about computational experiments 
exploring the evolution of cooperation in the context of RPS 
games, where cooperation is interpreted as the draws in the 
game. We used an agent based simulation, with 
communicating agents playing a resource generation game in 
an uncertain environment, with or without dispersion of the 
offspring of the agents. The results show that higher 
environmental uncertainty is associated with higher level of 
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cooperation in all cases, including those when draws imply a 
negative outcome in the RPS games. We also found that 
spreading-out of the offspring (an implementation of the 
difficult identification of potential cooperators) reduces the 
level of cooperation. In terms of language complexity 
correlates of cooperation we found that the language 
variability decreases as environmental uncertainty increases, 
but the average communication length follows this pattern 
only in the case of negative draw RPS games. In the case of 
positive draw RPS the results suggests that the benefits of 
cooperation outweigh the uncertainty increasing effect of 
lengthier communications. 
 The results reported here are interesting because they allow 
the computational analysis of social institutions and biological 
interaction systems (e.g. animal communities, multi-species 
bio-systems), that can be conceptualized abstractly as RPS 
games where cooperation is implemented as draws. This goes 
beyond the usual computational models of cooperation that 
use Prisoner’s Dilemma or similar two option games and 
expand the range social and biological systems that can be 
studied from the perspective of the emergence, evolution and 
maintenance of cooperation. In particular in the case of social 
institutions RPS games (and possible further extensions of 
them) can capture multi-choice decision making with non-
transitive comparability of the decision options, which 
characterizes many real world social institutions. 
 Future work will look at the use of agent-based models of 
RPS games with cooperation to study the formation and 
behavior of social institutions. In this setting, we will look at 
the role of social learning (Andras, 2016) in RPS games and 
the use of this combination to capture more fully the behavior 
of social institutions. 
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Abstract 
As we endow cognitive robots with ever more human-like 
capacities, these have begun to resemble constituent aspects of the 
‘self’ in humans (e.g., putative psychological constructs such as a 
narrative self, social self, somatic self and experiential self). 
Robot’s capacity for body-mapping and social learning in turn 
facilitate skill acquisition and development, extending cognitive 
architectures to include temporal horizon by using 
autobiographical memory (own experience) and inter-personal 
space by mapping the observations and predictions on the 
experience of others (biographic reconstruction). This ‘self-
projection’ into the past and future as well as other’s mind can 
facilitate scaffolded development, social interaction and planning 
in humanoid robots.   
  This temporally extended horizon and social capacities newly 
and increasingly available to cognitive roboticists have analogues 
in the function of the Default Mode Network (DMN) known from 
human neuroscience, activity of which is associated with self-
referencing, including discursive narrative processes about present 
moment experience, ‘self-projection’ into past memories or future 
intentions, as well as the minds of others. Hyperactivity and 
overconnectivity of the DMN, as well as its co-activation with the 
brain networks related to affective and bodily states have been 
observed in different psychopathologies. Mindfulness practice, 
which entails reduction in narrative self-referential processing, has 
been shown to result in an attenuation of the DMN activity and its 
decoupling from other brain networks, resulting in more efficient 
brain dynamics, and associated gains in cognitive function and 
well-being. This suggests that there is a vast space of possibilities 
for orchestrating self-related processes in humanoids together with 
other cognitive activity, some less desirable or efficient than 
others. Just as for humans, relying on emergence and self-
organization in humanoid scaffolded cognitive development might 
not always lead to the ‘healthiest’ and most efficient modes of 
cognitive dynamics. Rather, transient activations of self-related 
processes and their interplay dependent on and appropriate to the 
functional context may be better suited for the structuring of 
adaptive robot cognition and behaviour.  

Introduction 
 
Efforts in Artificial Intelligence in particular and, most 
promisingly, AI Cognitive Robotics seek to produce life-like 
agents by emulating the capacities seen in nature, particularly 
in humans (Mori, 1989; Brooks, 1986; Brooks et al., 1998; 
Nehaniv et al. 2013; Cangelosi and Schlesinger, 2015).1 
Various aspects of the ‘self’ have been introduced in synthetic 
agents and robots in the hope of achieving human-like 
intelligence and capabilities through building with 
constructive methods (e.g. Brooks et al., 1998; Nehaniv et al., 
1999).  
   By endowing simple behaviour-based robots (Brooks, 
1986) with extended temporal horizon (Nehaniv, 1999; 
Nehaniv et al. 2002) 2  and second-person capacities 
(Dautenhahn, 1997)3, cognitive architectures of increasing 
                                                             
1 This paper introduces and extends the ideas of Antonova and Nehaniv 
(2012).   
2  For example, harnessing autobiographical remembering of own 
sensorimotor and other ‘experience’ (operationally this can be taken as 
sensorimotor flow over an extended window of time) supports learning, 
prospection and expectation based on this are type of ‘proto-narrative’ 
available to robots that does not involve language. Moreover, such proto-
narratives can be shared and communicated or inferred about other agents 
(biographic reconstruction, generalized ‘story-telling’ and narrative) to 
give robots the capacity to learn from and project their own and others’ 
temporally extended experience into useful ‘stories’ or ‘plans’. 
3  Concepts in social robotics of empathic resonance involving 
recognition of another agent as having a somehow similar embodiment 
and ‘experience’ to one’s own and biographic reconstruction as 
recognition of the temporally extended experience of another agent are 
‘second person’ mechanisms of immediate and broad temporal horizon, 
complementing other second person mechanisms such as mutual and joint 
attention, body mapping in imitation and social learning. 
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sophistication for grounded embodied cognitive development 
are now deployed on humanoids. Scaffolded development 
(Broz et al., 2012, 2016; Saunders et al. 2012, Foerster et al., 
2017) and prospection (Mirza et al., 2008b) have become 
possible in humanoids capable of social learning of 
behaviours and skills in interaction with others. This can be 
achieved by harnessing autobiographical remembering (1st 
person) and mapping (2nd person) of the robot’s own 
temporally extended experience to that of others (humans or 
robots), without building-in representational capacity (an 
aspect of intelligence to be explained, not pre-supposed). 
Adaptable body-mapping and body-schemas for control, self-
repair, imitation and social learning (Alissandrakis et al., 
2007a,b; Bongard et al., 2010) in addition to enhanced 
sensorimotor flows, with robot ‘experience’ and action 
modulated by ‘affect’ are now part of the toolkit of cognitive 
developmental systems researchers. Such capabilities are 
rudiments of narrative, social, somatic and experiential 
‘selves’. 
   Here we relate aspects of self-related processes as 
conceived in philosophy, artificial intelligence robotics and 
neuroscience toward a deeper understanding of the space of 
possibilities for how dynamic self-related processes could 
interplay or possibly interfere in humanoid robots. 
 

Aspects of Self in Western Philosophy 
 
Human experience is commonly structured by an aspect of a 
separate ‘self’ that exists independently from its environment. 
Ever since William James, there is a tradition of treating ‘self’ 
as a permanent feature underlying otherwise constantly 
changing experience. Numerous distinctions have been made 
in an attempt to capture aspects of self-experience (e.g. James, 
1890, Neisser,1988; Strawson, 1999, Gallagher 2000, 2013). 
Recurring aspects include (but are not limited to) narrative 
self, social self, somatic self, and experiential self.  These 
'self'-related processes, arising in ontogeny, serve diverse and 
useful functions in humans. Their dynamic interplay and 
flexibility in shifting from one to another in a context-
dependent manner is essential for adaptive (healthy) 
behaviour and cognition.  
   Gallagher (2000) proposed that various approaches to 
characterizing self-related processes can be divided into two 
main groups: the minimal self and the narrative self. The 
minimal self captures immediate momentary 
phenomenological subject of experience and contains, to 
various degrees, a sense of agency and ownership. The 
narrative self (Neisser’s ‘extended self’) captures the sense of 
personal identity extended in time, constituted by the stories 
of the past and intentions for the future that we tell ourselves 
and others. The two are not necessarily mutually exclusive, 
but it is questioned to what extent it is possible to have a 
minimal self experience without a narrative one.  
   The minimal self experience can be constituted by an 
interplay of perceptual, somatic (bodily and homeostatic 
states), affective, and social (inter-personal) aspects of the 
present-moment experience in various degrees depending on 
the context.  The narrative self in most part is supported by 

the episodic (autobiographical) memory processes. Both 
aspects of self are maintained by the process of ‘self-
referencing’, i.e. identifying with the experience as ‘I’ 
(experiencing subject) or ‘me, mine’ (experiencing object). 
This in turn necessitates involvement of a conceptual (and 
perhaps language-based semantic) framework to structure 
one’s experience.    

Aspects of Self in Artificial Intelligence and 
Robotics 

Self in Enactivist AI Approaches 

 
Enactivist viewpoints reject the necessity of an extended 
‘narrative’ self to structure the experience (Varela et al., 
1991). They also posit the possibility of non-conceptual first-
person experience that emerges from the dynamic embodied 
interactions with the environment and constituted by various 
intertwined, dependently co-originated transitory component 
processes. On this account, ‘self’ as an experience comes into 
existence when the relationship between top-down predictive 
processes and the bottom-up sensory-motor processes come 
into conflict. This self is not an entity extended over time, but 
a short-term emergent phenomenal experience brought about 
by self-reference (Tani, 1998). 
   Despite the fact that present day robots are not autopoietic 
(self-producing) entities, dynamical systems and evolutionary 
methods have been applied to analyse the robotic second-
person ‘experience’ where action and agent-environmental 
coupling is given meaning for agents through Darwinian 
evolution (Iizuka and Ikegami, 2004; Froese and Di Paolo, 
2011; Froese and Gallagher, 2012; Nehaniv, in press).  
    Interaction games for robots and human agents are 
analogous to Wittgenstein’s language games where meaning 
is grounded by usage in recurring contexts (Nehaniv et al., 
1999).  The dynamics and information flow cut across the 
agent-environment distinctions, and a key success criterion 
comprises felicitous interaction in engagement with naïve 
human participants (Nehaniv et al. 2013; Foerster et al. 2017).  
Enactive approaches scaffolded on social learning in recurring 
interaction games have in this manner demonstrated the 
acquisition of meaningful behaviours and grounded language  
usage by humanoids based on ‘operationalized experience’ 
(sensorimotor-affective interaction histories / autobiographical 
traces) and social engagement without any explicit built-in 
system for representational semantics or reference (Mirza et 
al., 2005, 2008; Saunders et al., 2012; Broz et al., 2012; 
Foerster et al., 2017).   
 
Emulating Human Features 
 
Very often the motivation is to maximally emulate humans as 
much as possible in every aspect to achieve the holy grail of 
'true AI' or human-like intelligence by capturing every aspect 
of a human in a robot, humanoid, or ‘geminoid’ (Ikegami and 
Ishiguro, 2017). 
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Figure 1: The iCub Humanoid DeeChee, a robotic platform at the 
University of Hertfordshire for embodied cognitive systems research. 
Cognitive architectures supporting mechanisms closely related to self 
processes support the humanoid’s developmental scaffolding, social 
learning, experiential autobiographical memory and interaction 
histories in embodied interaction games for bottom-up skill- and 
language-acquisition in interaction with human participants (e.g., 
Mirza et al. 2008a; Saunders et al. 2012; Broz et al. 2012; Nehaniv et 
al. 2013; Foerster et al. 2017).  
 
 Thus many cognitive architectures and extensions to 
existing computational architectures in agents and robots seek 
to achieve a more human-like intelligence by implementing a 
particular aspect of the ‘self’. Increasingly, AI robotics 
designers are finding they need to include aspects of somatic 
self by introducing adaptive somatic body self-models 

(Bongard et al., 2006) and  multisensory ego-sphere saliency 
(Ruesch et al., 2008); narrative self, including 
autobiographical, episodic and narrative memory  processes 
(Nehaniv, 1999; Ho et al., 2004, 2006, 2008; Nehaniv et al., 
2013; Pointeau et al., 2014; Pointeau and Dominey, 2017), 
and first-person remembering and interaction histories (Mirza 
et al. 2006, 2008a; Broz et al., 2012); social self by mapping 
to the 2nd person (imitation and social learning (Nehaniv and 
Dautenhahn, 2002), narratives about self/others and story-
telling (Ho et al., 2004, 2008), as well as pioneering work on 
theory of other minds (Barnden, 2005) or perspective taking 
(Steels and Loetsch, 2009).  
   AI researchers also have sought to harness or model other 
aspects of self-related processes in robots and agents, e.g. 
'self-awareness' (Tani 19984, Tani 2017), or ‘consciousness’ 
as a global workspace with which functional modules interact 
(Ramamurthy et al. 2012; Franklin et al. 2016), and mental 
simulation capacity (Lallee and Dominey 2013; Schillaci, 
Hafner, and Lara, 2016), among many others that cannot be 
exhaustively treated in this short article. 
 
Faith in Emergence 
 
These endeavours generally attempt to introduce some single 
aspect of self, whilst ignoring the others.  The general trend 
is to add on new modules in an ad hoc way.  By accreting 
more and more human-like modules and add-ons, it is hoped 
that all the ingredients for human-like cognition will 
eventually give rise to human-like intelligence (Brooks et al., 
1998). 
   Of course, on reflection, most AI robotics researchers now 
realize that there will be interaction effects between modules 
and would usually know enough to expect that, and, from the 
viewpoint of bottom-up emergence, might even want to 
harness positive 'synergies' and new capabilities that might 
arise from these interactions.  Indeed, it is has long been 
envisioned that human-like cognition could emerge somehow 
through their synergetic interactions (Minsky 1988). For 
example, J. K. O’Regan (2011), drawing on ideas of Hume 
and Dennett and trends in cognitive robotics (Brooks et al., 
1998; Edsinger and Kemp, 2006), suggests that by 
implementing in a robot all the necessary capacities for a 
“cognitive self (self-cognizance, self-knowledge, knowledge 
of self-knowledge)”5 and for a “societal self” as a construct 
‘center of narrative gravity’ (Dennett 1991), it is possible to 
see the outlines of how “to build a robot with a self”.  
   However, the details of how such emergence from a 
bundle of processes, modules and ‘agents’ might work, or be 
appropriately orchestrated, have not been mapped out. There 
are vast open spaces of possibilities in this topic of enquiry.  
                                                             
4 J. Tani (1998) writes “structure of the ‘self’ corresponds to the ‘open 
dynamic structure’ which is characterized by co-existence of stability in 
terms of goal-directedness and instability caused by embodiment; (2) the 
open dynamic structure causes the system's spontaneous transition to the 
unsteady phase where the ‘self’ becomes aware. 
5 These terms are O’Regan’s renaming of Bekoff and Sherman (2004)’s 
terms for aspects of self-cognizance (‘self-referencing’, ‘self-awareness’ 
and ‘self-consciousness’, respectively) which they consider in the context 
of evolutionary continuity of animals and humans following (Darwin, 
1871; Griffin, 1976). 
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Scaffolded Development 
  
   More recently, cognitive development in long-term 
embodied interaction, based on such interconnected 
architectural components, is envisioned to arise in the course 
of the mutually scaffolded boot-strapping of skills (including 
language ability) in a developing humanoid (Mirza et al., 
2006, 2008a; Vernon et al., 2007; Vernon, 2010; Cangelosi et 
al., 2010; Broz et al., 2012; Nehaniv et al. 2013; Broz et al., 
2014; Pointeau et al., 2014; Cangelosi and Schlesinger, 2015; 
Lyon et al., 2017). Figure 1 shows the humanoid DeeChee in 
which various cognitive architectures for scaffolded 
development and AI processes are tested and interwoven. This 
is seen as paralleling the cognitive development of children 
(Vygotsky, 1978; Kaye, 1982), and closely linked to the 
development of autobiographical memory, narrative 
intelligence, temporal grounding for narrative processes based 
on temporally extended episodic experience, and the 
acquisition of increasingly complex skills and behaviours 
(Mirza et al., 2006, 2008a; Broz et al., 2012), up to 
rudimentary referential and non-referential language such as 
use of negation (Saunders et al., 2012; Foerster et al., 2017).  

Self-related Processes in Neuroscience 
The description and interactions of the neural networks 
associated with the experience of the minimal self are highly 
complex, as are the interrelations between the minimal and the 
narrative self-processes with many unknowns. It is therefore 
beyond the scope of the present paper to survey the field 
comprehensively. In what follows, we discuss the main 
developments in cognitive, clinical and contemplative 
neurosciences in relation to the network associated with the 
narrative self and its interactions with other networks. 
   With the introduction of the neuroimaging methodology, 
such as the functional Magnetic Resonance Imaging (fMRI), 
the modular paradigm, which approached brain areas as 
independent processors for specific higher cognitive functions 
based on neurological lesion findings was superseded by the 
view that cognition is associated with a dynamic interplay 
between distributed brain areas operating in large-scale 
networks (review, Bressler and Menon, 2010). In the light of 
this development, neuroscientists and neurophilosophers have 
drawn parallels with Buddhism and its notion of ‘no-self’, 
with  an experience of ‘self’ as separate independently 
existing entity being a useful illusion emerging through 
evolution (e.g. Metzinger, 2009). 
 
The Default Mode Network and Self-referencing 
 
With the description of what has become known as the 
Default Mode Network, we have a large-scale neural network 
whose activity and interactions with other brain networks 
appears to be associated with the experience of such a 
separate ‘self’. A little discourse into the history of cognitive 
research using functional Magnetic Resonance Imaging 
(fMRI) is needed here. In the first instance of employing 
fMRI, cognitive neuroscientists were mainly interested in 
studying neural dynamics associated with higher cognitive 

functions by giving participants cognitive tasks requiring 
attention to external stimuli. These were contrasted with either 
control tasks or a so-called ‘resting state’, with either eyes 
closed or looking at a fixation cross. However, what happens 
in the brain during the so-called ‘rest’ was largely ignored. 
Until Gusnard and Raichle (2001) published a review of 
Positron Emission Topography (PET) research in which they 
have addressed directly the ‘mysterious’ task-independent 
decreases in specific areas of the brain during the resting state 
baseline, whether with a simple visual fixation or with eyes 
closed.  The same task-independent decreases, 
predominantly in the midline structures, including medial 
prefrontal cortex (mPFC) and posterior cingulate (PC), were 
being consistently observed with fMRI when the resting state 
was used as a comparison baseline to a task of interest. The 
task-independence is the key here; that is, no matter the nature 
of the cognitive task, these areas were active in the absence of 
a task. Furthermore, as the attentional demand of the task is 
increased, the activity in the resting state regions is further 
decreased. This task-independent network was named the 
Default Mode Network (DMN) by Raichle and colleagues, 
since it is activated by default when we are not engaged in a 
goal-directed cognitive activity. It was further shown that not 
only the activity of the midline-based DMN is anti-correlated 
with laterally-distributed task-related networks during 
cognitive tasks, but the activity between these lateral and 
midline networks is constantly shifting and fluxing during 
‘rest’, oscillating at a low frequency of about 0.1 Hz (Fox et 
al., 2005).    

Raichle’s initial intuition was that the DMN activity must 
be associated with spontaneous mentation, day-dreaming, 
mind-wandering, or in general terms ‘self-referencing’, 
quoting Seneca’s “The fact that the body is lying down is no 
reason for supposing that the mind is at peace. Rest is… far 
from restful”.  

However, after this initial intuition Raichle and his 
colleagues have abandoned it, although they have still allowed 
for some of the DMN activity to be accounted for by 
spontaneous self-referential thinking. The primary reason, as 
argued by Raichle (2006), is that in the awake resting state, 
the brain accounts for 20% of the total oxygen consumption of 
the body, whilst the changes in brain activity associated with 
cognitive tasks amount to about 5% increase from the baseline 
activity. If this is the metabolic ‘cost’ of the effortful cognitive 
activity, the unconstrained spontaneous thinking, which is 
effortless, is unlikely to account for the brain’s metabolic 
‘hunger’ at rest.  

However, other lines of research have confirmed the 
association of the DMN activity with  self-referencing in 
general and narrative self-referencing in particular. A meta-
analysis of the fMRI studies examining remembering, 
prospection and the theory of mind (Buckner and Carroll, 
2007) has implicated the DMN as common network 
associated with ‘self-projection’, whether into the past 
memories, future scenarios, or another person’s mind. The 
DMN activity has also been shown to be associated with a 
stimulus-independent thought, i.e. mind-wandering away from 
a cognitive task (e.g. Mason et al., 2007). Studies that have 
directly contrasted conditions requiring deliberate narrative 
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self-referential processing with a neutral resting state whilst 
fixating on a cross confirmed the DMN involvement in both 
conditions, with the DMN activity being stronger and more 
wide-spread during the explicitly instructed narrative self-
referential activity (e.g. Davey et al., 2016). Thus, the DMN 
recruitment is consistently observed during internally oriented 
cognition that engages narrative self-processes, whether 
spontaneous or deliberate, goal-directed.  

 

The DMN and Psychopathology 
 
The aberrations in the DMN function have been implicated in 
psychopathology. The DMN hyperactivity and over-
connectivity has been observed in schizophrenia, depression 
(review, Whitfield-Gabrieli et al., 2009), ADHD (Liddle et al., 
2011), autism (Kennedy et al., 2006). Siblings and parents of 
schizophrenia patients show reduced cognitive ability, but no 
difficulties in inhibiting the DMN during cognitive tasks, 
whereas patients appear to be unable to do so (Whitfield-
Gabrieli et al., 2010). In depression, there is an increased 
connectivity between the regions of the DMN and the 
subgenual anterior cingulate (e.g. Berman et al., 2011; 2014), 
a region that plays an important role in modulating autonomic 
and visceral responses during the processing of sadness, fear, 
and stress. Functional connectivity between the DMN and the 
subgenual anterior cingulate has been shown to positively 
correlate with the duration of the current depressive episode 
(Greicius et al., 2007) and self-reported tendencies toward 
rumination and brooding (Berman et al., 2011). Furthermore, 
functional connectivity between the posterior cingulate and 
the subgenual anteriror cingulate significantly increases when 
individuals think about negative events in their life, compared 
with unconstrained rest (Berman et al., 2014). Considering 
what is known about the phenomenology of schizophrenia 
(specifically paranoid sub-type) and depression, these findings 
further confirm the association of the DMN activity with the 
experience of a separate ‘self’, which is under attack either 
from an external source (paranoia) or an internal critic (self-
focused rumination).  
 
The DMN and Contemplative Neuroscience 

 
A further line of evidence comes from the contemplative 
neuroscience. A study of experienced meditators (Hasenkamp 
et al., 2010) who were asked to focus on the breath and press a 
button whenever they noticed their mind has wandered found 
that the episodes of mind-wandering were associated with the 
increased activation of the DMN. This demonstrates that the 
DMN activity is not simply associated with an internally 
focused attention, but instances of narrative self-referential 
thought.  Farb and colleagues (2007) have directly compared 
narrative and experiential (minimal) self-referencing in 
healthy participants and individuals who have undergone 
Mindfulness-Based Stress Reduction (MSBR), an 8-week 
intensive mindfulness skill training programme based on 
Buddhist contemplative practices (Kabat-Zinn, 1982). In both 
groups, the narrative self-referencing condition was associated 
with the DMN activation. The experiential condition yielded 
focal reductions in the mPFC activity in controls, whereas 
MBSR participants showed more marked and pervasive 
reductions of the same DMN region. Furthermore, functional 

connectivity analyses demonstrated a strong coupling 
between the right insula (area associated with the visceral 
awareness, a part of embodied self-processing) and the mPFC 
in controls that was uncoupled in the mindfulness group. 
These results demonstrate that during an experiential mode of 
processing when narrative self-referencing is suspended there 
is a fundamental dissociation in neural dynamics associated 
with two distinct forms of self-awareness: the ‘self’ across 
time and the present moment experience (the ‘narrative self’ 
and the ‘minimal self’ of Gallagher, 2000). The ability to 
suspend narrative self-processes associated with the activity of 
the DMN and engage experiential ones are enhanced by 
mindfulness practice. This, in part, appears to underpin brain’s 
increased efficiency of the information processing (e.g. 
Pagnoni et al., 2008), relapse prevention in depression (e.g. 
Barnhofer et al., 2015) and general well-being associated with 
mindfulness (e.g. Holzel et al., 2011).  

Balanced Interplay of Self-related Processes 
However, it is not all or none when it comes to the DMN 
activity in humans. Narrative processes related to the 
formation of episodic and autobiographical memories and 
their employment in a functionally relevant context are of 
clear importance for coherent cognitive function and 
interaction.  Thus, diminished DMN functional connectivity 
is observed in healthy aging and is associated with age-related 
cognitive decline (e.g. Vidal-Pineiro et al., 2014). The 
disruptions in the DMN connectivity with the medial temporal 
lobe structures, including hippocampus and parahippocampal 
gyrus associated with episodic memory formation, is a 
hallmark of the Alzheimer’s Disease (e.g. Wu et al., 2011).  
 Hence, it is about a balanced dynamic functionally-relevant 
DMN activation and its co-activation with other networks in a 
context-dependent manner.  As argued by Brewer et al. 
(2013) and demonstrated using fMRI neurofeedback in 
conjunction with subjective reports, the DMN’s sustained 
activity, and particularly that of the PC region, when 
processing self-related content (e.g. sensations, memories, 
emotions, thoughts) may represent “getting caught up in” 
one’s experiences rather than narrative self-referential 
processes per se.  We are all familiar with what that ‘feels 
like’ in a human; it remains to be seen what it might look like 
in a humanoid robot.6 According to Buddhist psychology as 
well as Varela’s enactivist approach for AI robotics, this 
‘sticky’ narrative self-referencing is not functionally 
necessary and can indeed be detrimental.   

Summary and Conclusion 
 

The balance of cognitive resources in performing tasks can be 
influenced by the dynamic interplay of self-related processes, 
the example being a decoupling of narrative self and minimal 
                                                             
6 We stay open on a possibility of phenomenal experience in a robot and 
leave the debate on the issue of phenomenal experience per se out of this 
paper. We stand with Varela (1996) on the primacy of phenomenal 
experience in humans and advocate his remedy for ‘the hard problem of 
consciousness’ (see Bitbol and Antonova (2016) for detailed explication 
of the view). 
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self that could be enhanced by mindfulness training. In the 
light of this, it seems that careful assessment is needed in 
determining what types of self-related processes an enactive 
cognitive robot should embody and whether some modes of 
their operation and interaction might reduce rather than 
increase functional and 'metabolic' efficiency, as well as 
effective inter-personal interactions and interactions with the 
environment.  
   The discussion here has highlighted the DMN’s 
association with an experience of a narrative self, its 
implication in psychopathologies, and its interaction with 
other brain networks for healthy cognitive function. Similar 
interdependencies between self-related processes might also 
affect the optimal functioning of humanoid minds. Complex 
unforeseen interaction effects may arise between self-related 
processes in humanoids, including somatic, social and 
narrative self-processes, or other modules or mechanisms 
added to humanoid robots to make them more human-like in 
an effort to maximally emulate all aspects of human beings. 
   In conclusion, in humans and hence, for similar reasons, 
in future cognitive robots, 'self' is best conceived of as an 
interplay of transitory processes arising in a context-
dependent and a function-specific manner. 'Self' as a 
continuously running process (either as a module or a 
distributed network) 'overseeing' the job of other processes in 
a top-down manner could be functionally inefficient and even 
detrimental. Finally, given the findings of the clinical 
neuroscience in relation to the functional alterations of the 
DMN, as well as contemplative neuroscience showing that 
brain processing dynamics may be enhanced when the 
narrative self-processes are suspended, caution must be 
entertained when modelling the narrative self-processes and 
their relative dominance within the overall interplay of self-
related dynamics.   
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Abstract 
Intestinal glands in the small intestine and colon, or intestine 
crypts, are an important example of tissue homeostasis regulated 
by the extracellular environment. The crypts are invaginated 
structures made of a layer of cells that help absorb nutrients from 
passing food. However, they are continuously worn away by this 
process and are being continually renovated by stem cells at the 
bottom of the crypt. These stem cells divide to replace worn cells 
and may even displace other stem cells so that at a given time the 
whole crypt becomes monoclonal- a descendant of one single 
stem cell. From a theoretical standpoint, the time it takes to reach 
monoclonality is crucial to the understanding of colorectal 
cancer (CRC) as it offers a key metric for the establishment of 
cancer initiating mutations; however, the biggest biological 
contributor to this feature is highly debated. Three key 
hypotheses have been put forwards, which we investigated with 
ALife methods. We have abstracted key biological features and 
modelled them in a bottom-up Agent-Based Model that allowed 
us to study the biological first principles that rule the fixation of 
mutations, offering key spatial and temporal understanding of 
this process. Our results show that the number of basal stem cells 
have a direct influence on the fixations of mutations and 
suggesting a lesser role for extracellular influences, while 
proposing the existence of a threshold to the contribution of cell 
side displacement 

Introduction 
ALife methods aim to study life systems, their processes and 
evolution; offering us a glimpse of the hidden emergent 
dynamics and helping us gain an understanding of the complex 
information produced by these systems. In recent years, ALife 
has proven itself as a capable lens through which the most 
informative level of abstraction can be discovered and 
explored. By doing so, it is the intention that the organizing 
principle that make the biological processes can be elucidated 
and understood to make a more general theory of life neutral 
from the physical embodiment (Lenaerts, 2011). One of the 
biggest advantages of ALife techniques for the discovery of 
biological principles is the ability to use multiscale levels of 
abstraction to produce white-box models; giving a direct 
insight into the mechanisms at a resolution that is not 
obtainable through wet lab experiments alone (Kalmykov, 
2015). This has led to the computational investigation of key  

 
Figure 1: An intestinal crypt is an invagination in the inner 
lining of the intestine. Stem cells at the base constantly 
replenish the tissue. 

biological behaviour such as tissue homeostasis (Sütterlin, 
2009) and tissue architecture leading to organ formation (Galle, 
2009). Because of this, ALife is ideal to address biological 
complex systems at the molecular, cellular and tissue level; and 
capable of shedding light on in vivo experiments that report 
seemingly different findings. One of such cases is the study of 
intestinal glands in the colon, or colon crypts: invaginations in 
intestinal tissue that help absorb nutrients as food passes 
through them (Figure 1). It has been shown that a niche of stem 
cells dividing from the bottom provides a continuous influx of 
new cells, and that eventually the dynamics (such as cell 
displacement), and the geometry of the crypt (such as the 
number of stem cells) will result in the whole crypt being the 
descendant of one such stem cells. However, there are different 
values reported for these contributors, and thus different 
theories on which one is the biggest contributor to the time to 
monoclonality: how long does it take for a percentage of crypts 
to become descendant of one single stem cell? This is important 
for the fixation of oncogenic mutations because it offers a 
metric by which these genetic alterations will spread through 
the crypt and make it a source of mutated cells in the intestine.  

In this work, we use an agent-based model that simulates the 
known dynamics of homeostasis in the intestinal glands in the 
colon; but importantly has the sufficient plasticity to bridge the 
disparate in vivo and in vitro reported data into a baseline 
behaviour. With this baseline model, we investigate three 
hypotheses about the identity of the geometrical and dynamical 
constraints that has the largest effect on the fixation of 
mutations in the crypt: the total number of stem cells (Fletcher, 
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2012), the proportion of side cell displacement (Ritsma, 2014) 
and the number of basal stem cells (Kozar, 2013).  

Background 
In the case of clinically relevant diseases, ALife has contributed 
much in helping extract the hidden evolutionary patterns and 
clinically relevant information in brain tumours (Swanson, 
2003), and even shedding light on the origins of life (Kauffman, 
2011, Froese, 2013). Great progress has been made in 
formalizing the simulation of complex biosystems and 
incorporating new nature-inspired computation back into the 
field (Andrews, 2010). As such, ALife methods have been used 
in the modelling of cancer (Araujo, 2010; Rübben & Nordhoff, 
2012) and had helped made advances in the way we discover 
novel therapeutic targets such as key switches in cell-cell 
communication (Bentley 2013). Because cancer is a process in 
which genetic mutations occurring at a subcellular level have 
repercussions at the cellular and tissue scale, modelling 
approaches that can handle multiple intracellular and 
extracellular factors acting on different time and space scales 
are needed (Rejniak, 2011). Specifically, agent-based 
modelling has been successful at modelling carcinogenesis; as 
was demonstrated by researchers simulating cells with internal 
genomes to create 3D structures, or artificial embryos, in which 
the process of cancer initiation could be abstracted and key 
mutations in the genomes studied (Fontana, 2010). 
 In the case of colon crypts, researchers have revisited 
through agent-based modelling the previously accepted 
theoretical model of colon crypt to understand the early 
progression of colorectal cancer (CRC), the second leading 
cause of cancer-related death in Europe and North America. In 
a recent study, after failing to recapitulate their data with it, 
researchers used their model to propose the need of cross-talk 
between cell types as a feature of colon crypt cycle models to 
account for the effects of variation of cell cycle rate, effectively 
opening new avenues of research in this area (Smallbone, 
2014). Bravo and Axelrod measured the variation in stem cells, 
proliferating cells, and differentiated cells in multiple crypts in 
normal human biopsy specimens. With this data, they created 
an agent-based model that simulates the initiation and treatment 
of colon cancer. They focused on adenomas resulting from 
mutations either at the top or bottom of the crypt and provided 
a metric of the robustness with which crypts recover from 
chemotherapy and radiation scheduling protocols (Bravo, 
2013). 
 Regarding the crypt geometry, initial advances were made 
with agent-based models to study cell movement and cellular 
organization of the intestinal crypt. For this, Meineke et al used 
a lattice-free cylindrical surface to model experimental data 
showing that cell movement is a consequence of mitotic 
activity (Meineke, 2001). Taking cue of this, further research 
was done with spatial models of a colonic crypt, but now 
coupling the cell cycle with the mechanics of cell movement. 
The researchers used the model two hypotheses concerning 
stem cell behaviour: stem cells as immortal cells, and a stem 
cell governed through contact with Wingless-related 
integration site (WNT) molecules; providing evidence in 
support for the latter as more realistic scenario (Fletcher, 2012). 

More recently, an agent-based model of cell death in the 
colon crypt showed novel emergent behaviour consistent with 

biological observations. The researchers reported on the 
localization of cell death to a small region of the top of the crypt 
(the mouth) as an emergent property in response to changes in 
either cell proliferation rates, corresponding with that observed 
in vivo. Further, they provide strong evidence that a cylindrical 
model can faithfully recapitulate biology better than a spherical 
one (Imgham-Dempster, 2017). 

Colon crypts are of special interest because, although key 
cell biology has been recently discovered thanks to advances in 
cell detection technology, unfortunately, available and 
published data on crypt geometry and dynamics are very 
heterogeneous depending on the used methods. It is the 
consensus that the cell replacement comes from stem cells 
dividing at the bottom of the crypt, but the reported literature 
differs on the importance of the different metrics. Which is the 
biggest contributor to the time for monoclonality of a crypt: the 
geometry or the dynamics? The different theories about the 
culprit for fixation are based on data from static points in time 
during the crypt’s evolution and they may seem incompatible 
at a first glance. Most data are available on the mouse small 
intestine; for which the number of stem cells has been estimated 
to range from four to sixteen (Kozar, 2013, Ritsma, 2014, 
Snippert, 2010). By the same token, the cell cycle time of stem 
cells is reported to range from 12 h to 28.5 hours (Gerike, 1998, 
Meineke, 2001, Ritsma, 2014, Bach, 2000, Escobar, 2010). 
Further, published values of cell cycle time of transiently 
amplifying cells range from 12 hours to 18 hours (Bach, 2000, 
Kozar, 2013, Li, 1994). These values affect the key hypothesis 
regarding the time it takes for a crypt to become monoclonal, 
and thus informing the onset of oncogenic mutations.  

The main problem is that it is very difficult to track of all 
progeny of each cell, that can test these different hypotheses. 
For this we have built an agent-based model that is able to use 
the diverse parameters reported to reproduce the biological 
results and test the posited hypotheses to uncover the identity 
of the key contributor to the time for crypt fixation.  

Hypotheses on Intestine Crypt Evolution 
The human intestine can be divided into small and large 
intestine, the former forming the duodenum, the jejunum and 
the ileum whereas the latter is constituted by the caecum, the 
colon and the rectum. The inner lining of the intestine is 
composed by an epithelial monolayer with a high cell turnover. 
In all sections of the intestine, cell renewal starts at the bottom 
of invaginations, the intestinal crypts (Figure 1). The geometry 
and the cell composition of intestinal crypts vary in the 
different sections of the intestine (Buske, 2011), but a common 
feature is that epithelial cells are replenished by stem cells (SC) 
at the bottom which give rise to transit-amplifying cells (TAC) 
in the middle that divide for a certain time while they travel 
upwards trough the crypt. Once at the top, they terminally 
differentiate into different types of epithelial cells (EC) and 
either undergo apoptosis or are shed into the lumen of the 
intestine (Barker 2008).  

The number and location of stem cells, the geometry of the 
crypt and the balance between SCs and TACs are tightly 
regulated in order to ensure homeostasis of the epithelial cells 
and the function of the intestine (Ritsma, 2014). This is 
mediated in part by two basal signalling molecules that extend 
from the bottom up: WNT molecules maintain a population of 
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cells in a stem cell phenotype; while epidermal growth factor 
(EGF) molecules regulate cell proliferation. Both are maximum 
at the bottom and decrease in intensity as they go upwards 
along the crypt. Aberrations within these key molecules and 
their intracellular pathways have been implicated in colon 
carcinogenesis (Fletcher 2012).  

It is believed that CRC starts with a mutation of one SC of 
one intestinal crypt and that the mutated cells expand within the 
crypt until it becomes composed of monoclonal cells. 
Monoclonality in intestinal crypts is then theorized to occur 
without the need of a proliferative advantage (Ritsma, 2014). 
However, the time to monoclonality offers a key metric for the 
successful establishment of mutations (Jemal, 2013). If a 
carcinogenic mutation occurs in a TA cell, the chances that this 
cell will be discarded before any more mutations are acquired 
is high, thus lowering the risk of carcinogenesis. However, if 
such a mutation occurs in a relatively stationary SC, then the 
likelihood that the mutation spreads to the whole crypt, i.e. 
fixated, is then high. To compound on the uncertainty, the role 
of heterogeneity and spatial structure in the evolution of the 
colon crypt is still a subject of intense debate (Stine, 2013). No 
clear pathway has been established in the development of 
colorectal cancer, and thus the contribution of the geometry of 
the colon crypt, the rate cell displacement and variation in the 
morphogens have to the time to monoclonality remains 
unknown (Simons, 2011). Once the mutation has become 
fixated however, new mutations can contribute to the 
oncogenic transformation with a similar fixation time as the one 
to the original monoclonality. The constraints that have been 
proposed as the affecting the fixation of mutations in the crypt 
hypothesised to be:  

H1. The number of basal stem cell number. By 
determining the rate of mutation in vivo and 
combining this data with neutral-drift dynamics that 
describe intestinal stem cell replacement, the 
researchers found significantly lower numbers of SCs 
in the intestinal epithelium (~8 in normal crypt, ~12 
in adenoma) than those published in previous reports 
(Kozar, 2013); theorising a high impact on the time to 
monoclonality.  

H2. The total number of stem cells regulated by 
extracellular influences. Evidence was put forward 
supporting the hypothesis that SCs are regulated by 
contact with WNT (Fletcher, 2012). It was then 
theorized that changes in the intensity of WNT would 
impact the fixation of mutations in the crypt.  

H3. The proportion of side cell displacement. 
Experimental tracking of cell movements suggest that 
lateral division may displace basal SCs, thus 
becoming a key variable in the time to monoclonality 
(Snippert, 2010, Ritsma, 2014). 

It is here where our a white-box cellular model can help by 
unifying the data and test the different theories to assess which 
of these hypotheses is valid and, if so, its range of validity. 

The System 
In order to investigate which of the hypotheses are valid, we 
created an agent-based model of the colon crypt. As described  

 
Figure 2: The compartments that make up the colon crypt 
model. The WNT gradient (right) maintains cells in SC state, 
while EGF regulates cell division. Cells divide from the bottom 
up, pushing or displacing other cells. Lineage is traced by 
numerically tagging each cell and their progeny. 

in Figure 1, the colon crypt is an invagination that is in constant 
renewal. To simulate this tissue, we have designed a 
computational model that exhibits the same homeostatic 
behaviour of a healthy crypt. We have abstracted the behaviour 
at a cellular level and modelled each cell as a circular agent. 
For visual representation, we have adapted the invagination 
into a two-dimensional plane made up of cells with a 
continuous boundary to the left and right of the cells, thus 
preserving the original three-dimensional features (Figure 2). 
Cell differentiation, as in the biological system, is locally 
restricted by molecular signals that define the stem cell niche 
and the transit amplifying compartment: a WNT and a EGF 
gradient respectively (Smallbone, 2014). Regulated by these 
two gradients, EGF promotes proliferation while WNT keeps 
the cells in a stem state (Fletcher, 2012).  

In our computational model, cells are represented by agents 
that react to the morphogens in the microenvironment, enabling 
cells to divide, quiesce or die (Figure 2). During normal 
homeostasis, three populations of morphogen-regulated cells 
coexist: Stem Cells (SCs) at the bottom, Transit Amplifying 
Cells (TACs) in the middle and fully differentiated Epithelial 
Cells (ECs) at the top (Figure 2). Cells are physically able to 
push other cells in all directions, with higher probability of 
pushing cells up or sideways up, a low probability of dividing 
sideways and an even lower probability of going downwards to 
the sides or downwards (Table 1). Stem cells proliferate at the 
bottom compartment, pushing cells up and supplying a fresh 
batch of TACs that eventually differentiate at the top of the 
crypt and are shed away. In this work we will focus on two key 
morphogens the process of cell renewal in the crypt: WNT 
(promoting the stem-cell phenotype) and EGF (promoting cell 
division and regulating cell differentiation). Both morphogens 
are maximum at the base of the mouse small intestine crypt and 
are thought to be provided by Paneth cells which reside at the 
bottom of the crypt (Sato, 2011). It is assumed that the 
morphogens concentrations decrease in a gradient throughout 
the length of the crypt (Bach, 2000). In the model, the WNT 
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gradient, keeping all the cells in contact with it in a stem cell 
phenotype, is completely depleted 10 to 30 µm (approximately 
one to three cell diameters) above the base. When cells are out 
of the WNT gradient, but still within the EGF gradient, they 
lose stem cell properties, start aging, and are able to divide 
proportionally to the bio-availability of EGF. Once these 
transit-amplifying cells are pushed outside of the EGF gradient 
(approximately 31 µm above the base of the crypt) they become 
fully differentiated epithelial cells, stop dividing and their 
likelihood of being shed away or dying is 100%. Besides EGF, 
other morphogens have been implicated in the regulation of 
TAC cells (Carulli, 2014) and EGF in the model is only 
representative of a putative morphogen acting by a gradient. 

An additional component of the model is a restricted number 
of cell divisions within the TAC-compartment while the stem 
cells can divide indefinitely. It currently thought that TACs 
double only three to six times during crypt homoeostasis 
(Barker, 2008). This behaviour is simulated by a finite telomere 
length number which decreases by one with every cell division 
of a TAC cell and, when reaching zero, the cell loses its 
proliferative capacity. This relies on the biologic finding that 
only cells at the bottom of the intestine crypt express the 
telomerase protein (Hiyama, 2001). For long term maintenance 
of a crypt, the TAC cells of the first row above the stem cells 
have to harbour a minimal telomere length which allows 
enough cell divisions of TAC cells to replace the constant cell 
loss within a colon crypt (Montgomery, 2010).  

The Algorithm 
Every cell is queried at every time step in an asynchronous 
update. A random cell that has not been previously updated 
during the time step is picked and follows the update algorithm 
by which it is given the chance to decide whether to die, divide 
or do nothing per cell cycle (Figure 3). The cell identity is 
decided by its position with respect to the WNT gradient (SC) 
and the EGF gradient (TAC) though a probabilistic calculation. 
SC cells have a fixed rate of division, divisionSC, while under 
the influence of WNT. Their probability of division 100% 
throughout the SC compartment: 

R(SCdiv)= 100*(divisionSC) 

TACs have 100% chance of dividing as they leave the WNT 
gradient but are still in contact with the EGF gradient. The 
TACs chance of division, TACdiv, decreases linearly to 0% as 
it travels to the top of the EGF gradient. To achieve this, we 
normalize the difference between the EGF and WNT, Dgrad, 
and calculate the vertical distance, yPos, between the TAC cell 
and the end of the WNT gradient, which modulates division 
TAC: 

R(TACdiv)= 100*(divisionTAC)*(yPos-Dgrad)/Dgrad 

Where divisionSC and divisionTAC are biological parameters 
shown in (Table 1). When a cell divides it pushes one of its 
neighbours, selected with the baseline probabilities shown in 
Table 1. The probability of death is 100% when leaving the 
EGF gradient. We model aging as a decrease in telomere 
length, therefore reducing the number of times it can divide 
(initially 5 divisions) and persist within the TAC-compartment. 
Each round, the algorithm queries the system for a user defined 
condition. For this work we will use one of two user-specific  

 
Figure 3: Algorithm for cell dynamics. The program ends when 
the user specific query (E.g. reaching monoclonality) is met. 

queries: 1. a set time (in days), and 2. if the basal SCs have 
become monoclonal. If the user specific query is not met, it 
continues updating cells, and advancing to a new time step 
when every cell has been updated or stopping when the query 
has been met. 

Agent design  
We designed the agents to offer different information that could 
be displayed visually with regards to key metrics of interest. In 
the base visualization, SCs (cells inside the WNT Gradient) are 
tagged green, TACs (cells outside the WNT and in the EGF 
gradient) are marked white, and ECs (cells outside of both 
gradients) are coloured peach (Figure 2). To track the lineage 
of cells, we give a tag number to each of the initial basal SC 
which is inherited by their progeny throughout the simulation. 
In the initial baseline condition, as shown in Figure 2 we 
assume that cells that are in the column immediately on top of 
the SC are progeny of it and therefore inherit this number, 
which is displayed at the centre of each cell in the visualization.  
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Parameters      Value Reference 
Cell Diameter 10 µm Bach, 2000 
Number of basal SC 8 cells Kozar, 2013, 

Ritsma, 2014 
Total number of SC 12-16 cells 

(duodenum) 
Snippert, 2010 

Width and length of 
crypt 

16 x 
25 cells 

Bach, 2000, 
Totafurno, 1988 

SC division rate 
(divisionSC) 

Once every 
24 hours max 

Fischer, 2016 

TAC division rate 
(divisionTAC) 

Once every 
12-24 hours 
max 

Kozar, 2013 

Probability of Side 
Displacement per 
cell division (SDisp) 

0.24 (0.12 
each side) 
to 
0.74  

Ritsma, 2014 
 
 
Snippert, 2010 

Probability of 
Downwards 
Displacement 
per cell division 

0.08 for 
TACs, 
0.00 for SCs 

Ritsma, 2014 

Table 1: Baseline parameters used to simulate a murine small 
intestine crypt.  

This gives a representation and a clear pathway of how cell 
mixing and eventually monoclonality occur. Other metrics such 
as the number of divisions and age are also stored in each agent 
and can be shown as the number displayed on each cell.  

Biological Parameters 
We have extracted key biological parameters from the literature 
and integrated them in the agent-based model, capturing the 
known effects of morphogens in the intestine crypt, while 
incorporating new ideas derived from (Fisher, 2016, Kozar, 
2013, Ritsma, 2014). We ensure cells migrate from the bottom 
up with biologically-derived parameters shown in Table 1. To 
investigate the different hypotheses about the identity of the 
dynamical constraints that has the largest effect the fixation of 
mutations in the crypt, namely the number of basal stem cell 
number (Kozar, 2013), the total number of stem cells regulated 
by extracellular influences (Fletcher, 2012) or the proportion of 
side cell displacement (Ritsma, 2014), we have parametrized 
the model with baseline rates shown in Table 1. These values 
have been published for the murine small intestine crypt, for 
which more reliable data are available compared to the murine 
colon and to the human intestine. One of the benchmarks and 
validation of our model is that homeostasis emerges from the 
interactions of the intestine crypt cells to the morphogens WNT 
and EGF (Figure 2).  

Model Validation 1: Positional Mitotic Index 
The essential mechanism responsible for the cell flux in the 
crypt is mitotic activity, which causes a pressure-driven passive 
movement from the bottom to the top of the crypt. Therefore, 
the ratio between the number of cells in a population 
undergoing mitosis to the total number of cells in a population 
can be used as a metric to assess the validity of the model to 
recapitulate known biology. For this, we will use positional 
mitotic index as our metric, as described in (Meineke, 2001).  

 
Figure 4. Mitotic index distribution in the crypt (upwards form 
the crypt as described in in Figure 2) of 100 simulated crypts 
with 8 basal and 16 suprabasal stem cells over a 30-day period. 
We compare it to data presented in Fig 4.iv of (Sunter, 1979).  

 
Figure 5. Frequency of monoclonal crypts over time as a 
percentage of surviving SC clones (out of initial 14) as 
predicted by neutral drift dynamics (Snippert, 2010). 

In their work Sunter et al. show plots for the labelling index of 
cell proliferation within the large bowel of the mouse (Sunter, 
1979). To validate our model, we ran 100 simulations and 
defined our end user-query as a 30-day period. When tested, the 
average division per row (Figure 4) recapitulates the data for 
mitotic index distribution in the crypt presented in Fig 4.iv of 
(Sunter, 1979), where there is a maximum of mitotic activity a 
few rows after leaving the base of the crypt and decreases 
throughout the rest of the rows.  

Model Validation 2: Neutral Drift Dynamics 
To provide evidence of a neutral drift in the cellular dynamics 
of intestinal stem cells, Snippert et al. collected clonal tracing 
data of stem cell loss. In their experimental system, a 14 basal 
stem cell population was calculated to have a probability of side 
displacement of 0.74, demonstrating neutral competition 
amongst SCs. We have simulated 100 of such crypts (Figure 5) 
and found that our dynamics are in agreement with that 
reported in Figure 7D of (Snippert, 2010). This shows that the 
crypt dynamics are behaving as expected and that stem cell 
turnover follows a pattern of neutral drift dynamics of short- 
term clonal analysis, where the basal stem cells double their 
numbers each day. 
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Number of basal SC 1 4 cells 
Number of basal SC 2 8 cells 
Number of basal SC 3 12 cells 

Table 2: parameters used to investigate the role of basal SCs 
number to the time to monoclonality. 

WNT Gradient 1 30 µm (100%) = 20 and 24 cells 
WNT Gradient 2 10 µm (30%) = 4 and 8 cells 

Table 3: parameters used to investigate the role of WNT-
regulated total SCC number to the time to monoclonality 

SDisp1 10% (5% each side)  
SDisp2 20% (10% each side)  
SDisp3 30% (15% each side)  
SDisp4 40% (20% each side)  
SDisp5 50% (25% each side)  

Table 4: parameters used to investigate the role of side 
displacement to the time to monoclonality. 

Experiments 
Our experiments test the constraints that are hypothesised to 
have the largest effect the fixation of mutations in the crypt: 

H1. The number of basal stem cells (Kozar, 2013) 
H2. The total number of stem cells regulated by 

extracellular influences (Fletcher, 2012) 
H3. The proportion of side cell displacement (Ritsma, 

2014) 
The metric that we use to compare these hypotheses is the time 
it takes for 100 crypt simulations to reach monoclonality.  

To investigate the different hypotheses, we first establish a 
baseline time to monoclonality, then create three experiments 
that simulate the parameters of each of the three proposed 
scenarios. We compare these results to the baseline time to 
identify the biggest contributor to the fixation of mutations in 
the crypt. 

Experiment 1- Baseline time to monoclonality. In their cell-
tracking experiments Ritsma et al have measured the time it 
takes for one basal SC sub-clone to divide sideways enough to 
make the entirety of the crypt a descendant of this cell, or 
monoclonal (Ritsma 2014). The researchers performed this 
experiment with a number of crypts and describe in their results 
the percentage of crypts that have become monoclonal in a 140-
day period. We perform 100 simulations with the baseline 
model based on the accepted parameters shown in Table 1, and 
measure our results using this same methodology.  

Experiment 2- Role of basal SC number. In Experiment 2 we 
vary the total number of basal stem cells as hypothesised in 
(Kozar, 2013) as shown in Table 2. 

Experiment 3- Role of the total number of stem cells 
regulated by extracellular influences. Here we test the 
extremes reported of the total number of stem cells regulated 
by extracellular influences as suggested by (Fletcher, 2012). 
We simulate the following parameters, see Table 3. 

 
Figure 6: Simulation of biological data for monoclonality. 
From 100 simulations we measure every 10 days the percentage 
of simulations that have become monoclonal. By day 140, 
100% have reached this state. 

Experiment 4- Role of Side Displacement. Finally, we vary 
the probability of side cell displacement and quantify its 
contribution to the time to monoclonality, as suggested by 
(Ritsma, 2014) using the parameters shown in Table 4. 

Results 

Results 1: Establishing a baseline time to 
monoclonality 
In our baseline simulations for monoclonality (Figure 6), 100% 
of the crypts become monoclonal, or fixed, by day 140 
following the same trend as that reported by Ritsma et al 
(Ritsma 2014). These dynamics are important to our 
understanding of the genetic evolution of the crypt, since they 
would give us an estimate of how fast we can expect a 
cancerous mutation to spread through a healthy crypt. Using 
this as our baseline, we will proceed to analyse the results of 
Experiments 2, 3 and 4. 

Results 2: Role of basal SC number 
Results from Experiment 2 shown in Figure 7 suggest that the 
number of basal SCs have a significant impact on the fixation 
of basal SCs on the crypt. Intuitively, having 4 SCs made the 
crypt converge quicker to monoclonality than 8SCs. Having 
12SCs, as you would find in an adenoma made the time to 
monoclonality much longer. The computational model predicts 
that the smaller the number of basal SCs the fastest it will 
become monoclonal.  

Results 3: Role of the total number of stem cells 
regulated by extracellular influences 
Not so intuitively, the total number of SCs did not seem to 
affect the time to monoclonality as much, as can be seen in 
Figure 8, where the time to monoclonality persists even if the 
WNT is lowered to 30%. These simulations suggest that the 
total number of SCs, mediated by WNT intensity, plays a lesser 
role in the time to monoclonality than the total number of basal 
SCs (Figure 8).  
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Figure 7: Results from Experiment 2 show that the variation in 
basal SC number has a strong impact on monoclonality.  

  
Figure 8: Results from Experiment 3; the variation in total SC 
number mediated by WNT intensity.  

 
Figure 9. Results from Experiment 4 (variation in sideways 
displacement). We varied the probability of effective sideways 
division, with equal probability of displacing neighbours on 
each side. Results suggest that there is a saturation point that 
maximises time to monoclonality.  

Results 4: Role of Side Displacement 
The probability that a cell will divide sideways, displacing the 
neighbours that compete with them for genetic dominancy in 
the crypt has an intuitively profound impact on the time to 
monoclonality. Results from Experiment 4, as shown on Figure 
9, suggest that there is a saturation point in which increasing 
the probability of side displacement aids in the fixation of a 
given genotype in the crypt. After reaching 20% probability of 

sideways displacement, the basal SCs fiercely compete with 
each other for genetic dominance. Side displacement exceeding 
20% seems to hit a ceiling when it comes to genetic dominance, 
so further increase in side displacement makes little difference 
on the time to fixation. This evidence points to intricate, non-
linear dynamics of competition due to side displacement that 
play a role on most cases for the fixation of a SC, larger than 
the effect of WNT-mediated SC total; but not as large as the 
number of basal SC. 

In summary, the evidence provided by the model indicates 
that all three hypotheses are supported by evidence, but the 
contribution to the proposed hypotheses rank in terms of the 
highest to lowest magnitude as follow: 
1: The number of basal stem cell number (Kozar, 2013) 
2: The proportion of side cell displacement (Ritsma, 2014) 
3: The total number of stem cells regulated by extracellular 
influences (Fletcher, 2012)  

Conclusions 
We have created a model that faithfully models cell-cell and 
cell-morphogen interaction in colonic crypts. Our model 
recapitulates reported data from murine experiments, exhibits 
the known crypt biological behaviour and can be altered to 
simulate diverse realistic scenarios to answer key questions 
regarding crypt dynamics. We have investigated hypotheses 
that show significant variation in the reported literature, but that 
can be unified under an ALife model. To identify the source of 
the highest impact to the fixation of mutations in the colon crypt 
(the time to monoclonality) we have systematically varied the 
number of basal and total SCs, as well as the probability of their 
sideways physical division. The computational model shows 
that the smaller the basal number of stem cells the fastest it will 
become monoclonal, but the overall number of SCs has little 
impact on this. Further, the model suggests that there is a 
saturation point of side-displacement, past which intense 
competition between the dividing cell for genetic dominance 
yields very similar outcomes.  

In our simulations, the change in total number of stem cells 
regulated by extracellular influences as suggested by (Fletcher, 
2012) had the smallest impact in the time to monoclonality. Our 
results suggest that the proportion of side cell displacement 
plays a more important role, as proposed by (Ritsma, 2014), but 
in this research we showed that there is a regime of validity for 
this impact. Finally, our results show the number of basal stem 
cell number had the highest impact to reaching monoclonality 
faster, as proposed by (Kozar, 2013). This has important 
repercussions for the spread and fixation of mutations in crypts 
and sheds some light on a realistic quantification on the rate of 
oncogenic transformation.  

Future Work 
We will focus on in silico experiments that cannot be done in 
vitro or in vivo, but which have a significant impact on the time 
to monoclonality such as the rate of downward cell movement; 
changes in the intensity of the gradients EGF and WNT and, 
importantly, the crypt survival dependence on the stem cells. 
Furthermore, we anticipate that refinement on the internal 
genome with realistic signalling pathways and opportunities for 
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their disruption will shed light on current research on aging and 
cancer initiation. 

We have presented a model that helps bridge some of the 
diverse in vitro and in vivo murine experiments reported in the 
literature, and we believe that the next step is to further extend 
this bridge to clinically-relevant human data for therapeutic 
discoveries. 
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Abstract

The abilities of organisms to discern, categorize and act on
external cues are very sophisticated and are based on a num-
ber of underlying processes. To investigate the development
of these abilities, we designed a new evolutionary agent-
based system where agents start with no executable functi-
ons nor with the inherent ability to recognize other elements
in their environment. Instead, the agents can only perceive
externally visible properties (phenotype) of other agents ini-
tially. Over the course of evolution they gradually construct
their own reactions to perceived properties. To minimize con-
straints on the building of adaptations, the only measure of
success in our model is the agents’ ability to survive and re-
produce. To survive, agents need to collect energy by learning
to recognize and feed on either other agents or on “primary
food”. We ran a series of experimental runs where we compa-
red evolutionary development of agents between two settings:
s+ where agents are allowed to develop awareness of their en-
vironment and s− where they are completely ignorant of it.
In the case of s+ evolution, the system settled on cyclic inter-
dependent swings between a large number of prey and much
smaller number of predators, as in real ecological systems.
Our results show that in s+ setting, the agent’s early evoluti-
onary focus is to, as soon as possible, expand their ability to
perceptively assimilate environment and to functionally ca-
tegorize environment by developing a variety of adaptive re-
sponses to newly assimilated environmental properties.

Introduction
To instinctively discern, categorize and act on external cues
all modern organisms rely on a number of sophisticated un-
derlying processes. The question is how, during evolution,
an arbitrary property of the environment became a proper
signal that triggers a set of adaptive actions. For example,
imagine an alien organism dropped onto Earth with just a
limited reservoir of energy. To survive, it would need to (i)
extremely rapidly scan and try to categorize an initially non-
sensical environment, and at the same time to (ii) frantically
start reconfiguring and rebuilding itself to accommodate to
this environment. Eventually, if it survives, it will build a
sufficiently useful representation of a slice of Earth’s envi-
ronment. Based on that representation it will discriminate
what appears to it as food, dangers, obstacles and will act

according to such internal categorization. Will its represen-
tation be significantly different from those of earthly crea-
tures? It depends on a lot of factors, but according to the
current consensus in the scientific community, perception
does not need to faithfully mirror any subset of reality, but
relationships among perceptions should reflect relationships
among aspects of reality (Mark et al., 2010). In other words,
what our hypothetical organism perceives should be a good
enough approximation of reality in order for it to survive.

The ability to develop adaptive reactions based on novel
perceptive inputs through evolution is a universal property
of living systems. Newly developed mechanisms can be re-
latively niche specific (Good et al., 2017; Long et al., 2018)
or they can change the evolutionary trajectory of life on our
planet, like the evolution of light and oxygen sensing in pho-
tosynthetic eucaryotes (Rockwell et al., 2014). In any of
these cases, organisms had to deal with evolutionary novel-
ties by either incorporating newly perceived environmental
property into an existing functional trait (Gould and Vrba,
1982; Taylor and Raes, 2004) or by creating entirely no-
vel functional combinations (Patthy, 1999; True and Carroll,
2002). However, only recently the tools required to explore
the mechanistic basis of innovation have been developed and
applied to the study of evolutionary novelties (Wagner and
Lynch, 2012). Therefore, the field is still young and crowded
with a number of open debates. For example, in the debate
on evolutionary contingency, the question is whether evolu-
tionary outcomes are fundamentally contingent, unpredicta-
ble and path dependent, or evolution would always lead to
a limited set of outcomes (Blount, 2016). Another debate
is around the question of the extent evolutionary fixation
of randomly introduced novelties is constrained by existing
physiological structures (Gibson and Wagner, 2000; Wad-
dington, 1942). These debates can have major implicati-
ons on understanding the degree in which history influences
evolutionary dynamics of biological systems (Desjardins,
2011). However, since the only available evidence for any
of these debates stems from tracking evolutionary history of
existing, already well formed organisms, it would be excee-
dingly hard to find any generalized conclusion. For example,
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introduction of viable evolutionary novelty into an organism
is by default constrained by its existing organization. The-
refore, there is no way we can objectively and definitively
generalize how constraints develop over time and how they
correlate with the complexity of the organism.

To investigate such early evolution we designed a new
evolutionary agent-based system where agents start at a
blank slate: with no executable functions nor with the in-
herent ability to recognize and act upon other elements in
their environment. Their inability to recognize elements of
the environment is a simple consequence of the initial lack of
mechanisms for discerning, categorizing or acting on exter-
nal cues. Instead, the agents initially can only perceive ex-
ternally visible properties (phenotype) of other agents. Only
during evolution they gradually construct their own reacti-
ons to perceived properties. For the evolutionary process of
incorporating perceived properties into a sequence of acti-
ons, we will use the term assimilation. Within the similar
context, the term assimilation was introduced by Jean Piaget
(Piaget, 1974). In his work, assimilation refers only to the
process of fitting observed information into already existing
functional structures. In our model however, two proces-
ses will take place simultaneously: building of sequences
of actions (in the form of decision trees - see Model Des-
cription below) and incorporation of perceived elements of
environment into those sequences. Therefore, we can state
that our goal is to understand the evolutionary transformati-
ons of mere external properties into meaningful signals, and
of disjointed actions into purposeful functions.

Since we want to observe the very process of formation
of functions we will not constrain evolution by imposing
any form of predefined fitness function. In common appli-
cations of evolutionary computation, fitness function defi-
nes the desired aim of the evolution and each evolutionary
change is measured against that aim (De Jong, 2006). It ra-
dically increases the efficiency of the algorithm but at the
same time puts sharp constraints on the adaptive structures
that could emerge during the evolution. Therefore, to mi-
nimize constraints on evolutionary development of adaptati-
ons, the only measure of success in our model are the agents’
ability to survive and reproduce, which in turn depends on
efficacy and efficiency of internally developed functioning.

The similar strategy has been applied in several Artifi-
cial Life computational platforms, like Avida (Lenski et al.,
2003; Ofria and Wilke, 2006) or Geb (Channon, 2006). They
also do not have explicitly defined fitness function and the
agents in them first need to build proper procedure in order
to absorb resources (Avida) or attack and reproduce (Geb).
However, the crucial difference between our model and the
existing ones is the ability of our agents to evolutionarily de-
velop categorization of external inputs. Whether something
will be considered food, obstacle or to be completely igno-
red is up to the subjective perspective of agents. Although
there is a number of theoretical analyses of such minimal
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[    ,   ,   ]
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EVOLVABLE AGENT

NON-EVOLVABLE AGENT
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Figure 1: In the two-dimensional spatial grid a) there are two
types of agents. Non-evolvable agents b) are unmovable and
are defined by two sets of attributes: internal and external.
Both sets are composed of integers Z. Evolvable agents c)
can move and, in addition to external and internal attributes,
they have a set of latent elementary actions. During evo-
lution those actions gradually build decision trees based on
which agent can perform actions. See main text for details.

cognitive agents (Bich and Moreno, 2015; Bitbol and Luisi,
2004; Bourgine and Stewart, 2004; Maturana and Varela,
1980), to our best knowledge, a similar computational mo-
del focused on simulating the development of subjective per-
spective of agents, does not exist.

Model Description
The world is a two-dimensional grid with Moore neighbor-
hood, populated by two types of agents, evolvable and non-
evolvable (Fig.1a). All agents have two sets of attributes: ex-
ternal and internal. Only external attributes can be perceived
by other evolvable agents. Non-evolvable agents cannot per-
ceive the environment nor move, and both of their internal
and external attributes are fixed (Fig.1b). Because of their
passive nature, their main purpose is to serve as a primary
food source for evolvable agents. Internal attributes of non-
evolvable agents are: regrowth time, nutrition value and he-
alth. Regrowth time is an integer that defines the number of
time steps needed to grow again if it is eaten. Nutrition value
defines how much energy is gained by the agent which eats
it. Finally, health is an integer that defines whether the agent
can be eaten (health = 0) or not (health > 0). The he-
alth of the non-evolvable agent is fixed at 0. Non-evolvable
agents also have two external attributes defined by two fixed
integers. These attributes are mere visible tags that do not
have any predefined function associated with them and can
be perceived by other agents as external properties.

Similarly, evolvable agents also have a set of three internal
attributes: speed, nutrition value and health. Speed indica-
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Figure 2: Example of a) internal network of actions and b)
a set of paths derived from that network. In the network, all
nodes are elementary actions. All edges have weight (en-
circled numbers near arrows), while only edges that stem
from sense have a radius of observation (number within the
square) as an additional attribute. Radius indicates observa-
ble distance in spatial cells from the central cell, which is the
current position of the agent. Both edge attributes (weight
and radius) are mutable characteristics. The Sense node also
have one additional attribute: chosen external property and
its value to which the node will react. In this example, path
No. 6 has the highest weight and will be executed if the
speed of the agent is ≥ 4. However, if the v-property value
y is currently not within the observable vicinity, that path
will not be activated. Instead, the agent will try to activate
the next best path, which is No. 4. But if i-property value x
is also not visible, the agent is only left with an attempt to
perform the eat action.

tes how many elementary actions they can execute at each
time step, while nutrition value and health have the same
function as in non-evolvable agents. The only difference
is that the health value is larger than 0 and can be reduced
during their lifetime (see below point 4 - description of at-
tack action). However, in contrast to non-evolvable agents,
evolvable ones can mutate, perform actions and perceive the
world around them (Fig.1c) using the set of pre-built ele-
mentary actions. However, this set of elementary actions is
latent at first. It means that the agent cannot execute them
until they are incorporated into the internal networks of acti-
ons, which are in turn gradually built during mutations (see
the next paragraph). Therefore, the agents do not have pre-
defined rules for the timing and the order of execution of
those actions, nor are they equipped with built-in mecha-
nisms of how to respond to perceived external data.

Mutations are activated at each time step. For each agent,
the algorithm randomly chose whether they will mutate at-
tack strength, speed, the internal network of actions or no-
thing (probabilities are given in the table). Network mutati-
ons are further divided into the following possibilities: crea-

tion of a new tree, deletion of an existing tree, node addition,
node mutation and edge mutation. The networks are gra-
dually formed via node addition when elementary action is
randomly picked and either used as a starting node of a new
network of actions or added to an existing network. Net-
works are formed as directed rooted trees where the first ad-
ded node is the root and all edges point away from it (see
Fig.2a). Each edge has a randomly defined mutable weight,
while edges that stem from a sense node have an additional
attribute which defines observable distance to which sense
can be applied. Both of these attributes are mutable and they
are targeted under the “edge mutation” branch.

The set of elementary actions, which are the source for
building internal networks, have six elements: move, eat,
reproduce, attack, sense, and self-monitoring:

1. Move gives them the ability to change positions from one
grid cell to an adjacent one. Movement is further divided
into three possible ways: random, towards (an arbitrary
target) and away (from an arbitrary target);

2. Eat can be executed only when the acting agent and the
target agent are in the same grid cell and if the health of
the target agent is zero. So, if an agent encounters pri-
mary food, it can eat it immediately since the health of
the primary food is fixed at zero;

3. Reproduction asexually produces a single offspring per
activation. Since it is an asexual reproduction, there is
only one parent and there are no “gene” shuffling proce-
dures. Energy cost for the parent agent (the one who exe-
cutes reproduction action) is a fixed value of its energy.
The newly created agent inherits all properties of the pa-
rent and is placed in a randomly chosen adjacent cell. Re-
production cannot be executed in two cases: if the parent
does not have enough energy or if all 8 neighboring spa-
tial cells are occupied by other evolvable agents;

4. As eat, attack can be applied only to agents that are in
the same spatial cell. When executed, it reduces the health
value of the target agent by the value of the attack strength
of the attacker. Attack strength is a mutable characteristic
so it can evolve through time;

5. Sense is an action by which an agent perceives one ob-
servable external property from the environment and con-
nects it to some randomly chosen elementary action. For
example, if during mutation sense is chosen, it will first
seek all observable properties within a defined radius
around the agent, randomly pick up one (if there is so-
mething within the radius), and connect it with a rand-
omly chosen elementary action. When node sense get in-
tegrated into a tree, the chosen external property is stored
as an attribute of that sense node. As a result, introduction
of sense during mutations can either produce no change
(if there is nothing observable within radius) or will add a
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new branch to the existing tree, made of two nodes: sense
and action. Further, with each activation of the path that
contains node sense, that node will, in the visible envi-
ronment, search only for the external property stored as
its own attribute;

6. Self-monitoring is similar to sense, but in this case it col-
lects internal data that belongs to the agent itself (e.g. its
health or energy level).

During the execution steps, each agent should determine
how it will behave. Its behaviour is determined by paths that
could be extracted from its internal trees. First step is to ex-
tract all shortest directed paths that start from the root node
(see Fig.2b) of each internal tree. We used Dijkstra’s algo-
rithm for the shortest paths as found in python package Net-
workX (Hagberg et al., 2008). All obtained paths are then
sorted according to their total edge-weight. The only paths
executed are the highest-weighted ones whose total number
of nodes is up to the agent’s speed value. If the paths include
sense or self-monitoring nodes, downstream nodes can be
activated only if the target of sense is actually perceived. In
the given example (Fig.2b), activation of path No. 6 will
lead to the following sequence of actions: attempt to eat,
sense external property, move towards it, attack the agent to
whom the perceived property belongs.

All simulation parameters are in Table 1. As emphasized
in the introduction, explicitly defined fitness function does
not exist. Instead, the only guiding force of the evolution is
reproductive success.

Evolutionary Emergence of Functional
Diversification

In all experimental runs we compared models with and wit-
hout the sense action, where the agents are either aware of
their environment or completely ignorant of it. If the agents
are ignorant of the environment, they can randomly move
and eat without the abilities to discriminate parameters in
their environment and to perform actions as a response to en-
vironmental signals. Then, the model with ignorant agents
can serve as a control against which we measure relative
importance of the sense action. Experimental settings will
be labeled: s+ (with sense action) and s− (without sense
action). In both settings, we labeled agents as neutral when
they ate other evolvable agents as well as non-evolvable
agents approximately evenly (±10% difference) during the
last 5 generations. Predators are those who ate only other
evolvable agents, while prey are those who fed only on non-
evolvable agents, both during the same time period.

In s− settings, simulation results can be summarized in a
few main findings: (i) absolute dominance of the number of
prey agents from the very first evolutionary steps (Fig.3a),
(ii) no significant correlations between attributes of agents
that belong to the same subpopulation (predators, prey, neu-
tral) (iii) no significant correlations between any attributes

Value Description
20 x size of the world
20 y size of the world
100 initial evolvable population size
350 initial non-evolvable population size
1 energy cost of movement
1 energy cost to attack
20 energy cost to divide
1 energy cost of time-step (rest energy)
100 maximal number of decision trees per agent
150 nutrition value of evolvable agents
100 nutrition value of non-evolvable agents
500 initial energy of evolvable agents
500 maximal energy of evolvable agents
10 maximal speed
10 maximal attack
0.1 probability of adding new node
0.1 probability of mutating existing node
0.1 probability of mutating existing edge
0.1 probability of starting new tree
0.1 probability of deleting existing tree
0.3 probability of not mutating in the time step

Table 1: Parameters of simulation

of predators with those of prey agents and (iv) significant
increase in a number of decision trees and their complexity
(Fig.4). Sharp distribution of the number of agents per sub-
population is expected because the ability to feed on non-
evolvable agents (and thus be labeled as prey) does not re-
quire evolutionary development of any complex internal me-
chanisms: there are no preconditions in order to eat non-
evolvable agents (i.e. they do not need to be killed) and
non-evolvable agents occupy 87.5% of all cells (i.e. food
is abundant enough that random foraging is affordable).

However, when the sense action is introduced into evo-
lution, results became significantly different, on both po-
pulation and individual levels. At the individual level two
differences from s− stands out. The first one is the much
higher rate of initial evolution of agents (Fig.4), measured
as a slope of linear interpolations of parameter values over
the first 300 generations. In the s+ settings, rate of evolution
of the (i) number of decision trees, (ii) size of decision trees
and (iii) speed are 8.75, 2.6 and 7 times higher respectively,
than in s−. Attack strength degrades gently in s−, compared
to the gently increasing trend in s+. The second important
difference is the emergence of correlations between attribu-
tes of agents within the same subpopulation. Within the s+

predators, the average correlation after 10, 000 generations,
between attack and speed is +0.68 (p < 0.001). For the s+

prey, correlation between the same attributes is much wea-
ker (0.25, p < 0.001). At the same time, there are no sig-
nificant correlations between any of attributes, either within
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Figure 3: Number of agents during the typical run a) wit-
hout sense action and b) with sense action. To smooth out
high fluctuations in b), all lines represents 100-step moving
average.

or between any of s− subpopulations. In nature, correlated
evolution is expected for functionally coupled traits, whose
individual performances depend on their mutual interacti-
ons (Márquez and Knowles, 2007). Therefore, correlated
evolution of agents’ properties within the subpopulation of
predators in our model strongly indicate the emergence of
functional integration.

Similarly to s− evolution, during s+ evolution there is
a clear separation into three subpopulations, (Fig.3b) but it
happens much later, after the first 2, 000 generations. After
that initial period, when the clear distinction between sub-
populations is established, number of predators and prey be-
came strongly negatively correlated (= −0.89, p < 0.001)
over the next 8, 000 generations. During that time, the he-
alth level of prey became negatively correlated with speed
and attack of predators (−0.68 and −0.67 respectively, with
p < 0.001 for both). This could be explained as an indicator
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Figure 4: Average evolutionary speed of agents’ properties
over the first 300 generations. Bars represent values of slo-
pes of linear interpolations for indicated attributes. Linear
interpolations are calculated for all agents, no matter how
they are tagged.

of establishing interdependent ecological balance between
two major subpopulations.

As an additional reference point for s+, we can use the
first 2, 000 generations, when subpopulations are still in ini-
tial turmoil. During that time correlation between health of
prey and speed and attack of predators is −0.19 and +0.28
(p < 0.001), respectively. During the same time inter-
val, there are no significant correlations between attack and
speed in both predators and prey subpopulations.

Interestingly, the average attack is almost the same for
both predators and prey (3.36 and 3.28, respectively), but the
standard deviation for prey subpopulation is 2 times higher
than for predators (2.15, and 1.05, respectively). At the same
time, the average speed of predators is 11% higher with the
same standard deviation ratio (1.2 for predators vs. 2.3 for
prey). So, fluctuations of values of attributes in predators are
much lower than in prey agents.

Since there are no fitness functions, it is interesting to
identify where the strongest selective pressure is. We trac-
ked all evolvable characteristics of agents and measured the
extent of divergence of their evolutionary fixed values from
the random walk during the first 300 generations (see inset
to Fig.5). We chose the first 300 generations because it is
the period when during the simulations, the fastest evoluti-
onary changes take place. For all examined characteristics,
the upward trend is at place in both s+ and s−. The average
number of decision trees per agent exhibit the strongest gro-
wth by far, even though the mutation probabilities of adding
a new decision tree and deleting an existing one is the same.
Analysis per subpopulation shows that increasing trend of
the number of decision trees in s+ is the highest in preda-
tors, followed by prey and neutral agents (Fig.5). Average
growth rate in s+ is 4 times higher than in s−, for the first
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Figure 5: Average number of decision trees in different sub-
population of s+ evolvable agents. The graph is the snapshot
of the first 300 generations when the strong growing trend
takes place. Linear trendlines are in the same colour as bars
of the subpopulations. Although polynomial interpolation
fits the available data much better, we used linear approx-
imation to better emphasize growing trend. Linear slopes
are 0.072 (predators), 0.046 (prey) and 0.05 (neutral). Inset
graph shows slopes of linear trend lines for the number of
decision trees (slope m = 5.6 × 10−2), size of the decision
trees (m = 1.3 × 10−3), attack (m = 9 × 10−4) and speed
(m = 7× 10−4) in predators. All are calculated for the first
300 generations.

300 generations. After that initial period of rapid growth,
the average number of s+ decision trees per agent stabilizes
and starts to fluctuate around 28 for predators, 21 for prey
and 6 for neutral agents. In s− the average number of deci-
sion trees for prey and neutral agents reaches similar levels
as in s+. The only exception are s− predators where the
average number is 14 which is half of the number of trees in
s+ predators.

On the other hand, growth of the complexity of decision
trees (measured as the average number of elementary actions
per decision tree) reaches a dynamically stable state much
earlier. For the complexity, most of the growth happens du-
ring the first 100 generations. During that time, the slope of
the average growth rate of s+ complexity of decision trees
is 0.019 which is still approximately 6 times lower than
the growth rate of the s+ number of decision trees (slope
m = 0.113) for the same time period. After that, s+ values
became relatively stable and the average number of actions
per decision tree per agent fluctuates around 8 for predators,
6 for prey and 1.4 for neutral agents. In the s− setting, we
observed the same trends but on a lower scale: the slope of
average growth rate of complexity of decision trees is 0.007
for the first 100 generations, while the decision trees remain
quite small, averaging around only 2 nodes for all s− sub-
populations.

Analyzed data suggest that the main target of positive se-
lective pressure is the diversity of actions an agent can per-
form. This raises the next question: is such diversification
guided by the ability of agents to perceive environment or is
it completely random? To answer that question we perfor-
med a detailed analysis of paths that agents executed over
generations.

Evolutionary Assimilation of Environment
After the 10, 000 s+ generations, an average of 72.96%
of all executed decision paths contain sense and sense-
associated actions in predators, 64.13% in prey and 60%
in neutral agents. Self-monitoring appears to be much
less evolutionarily important (at least in this simplified set-
ting): 22.96% of executed paths in predators contains self-
monitoring, 21.74% in prey and 20% in neutral agents.

In summary, if we combine both sense and self-
monitoring, 95.92% of all performed actions in predators
are executed in a response to sensing some aspect of either
the environment or itself. The results are somewhat smaller
in prey (85.87%) and in neutral agents (80%). Nevertheless,
they clearly show how essential and universal it is for agents
to make sense of their environment.

In predators, the initial surge in the percent of executed
paths with sense node happens already during the first 70
generations and then, after some instabilities, starts fluctua-
ting between 40− 60%, with slow upward trend (Fig.6).

However, these results are obtained in the environment
with very high abundance of primary food (87.5% of all
cells). To investigate the extent of agents actively using
sense nodes in search for food, we ran additional scenario
where primary food occupies only 30% of all cells. As ex-
pected, in prey agents the percentage of executed paths with
sense significantly increased. Already during the first 300
generations it goes up to an average of 78% and continues to
slowly grow over the next period reaching 82% after 10, 000
generations. It is a 19% increase compared to the situation
with abundant primary food. For predators, the percentage
after 10, 000 generations is almost the same (70%) as in
the scenario with abundant primary food while for neutral
agents it dropped 14% to 46%. Increase in perceptive assi-
milation of environment in prey agents strongly indicates the
need to more actively forage for food. Why the perception
of environment dropped so significantly in neutral agents is
not entirely clear. It could be a consequence of a very small
number of surviving neutral agents, such that random fluc-
tuations became more prominent.

Self-monitoring in this “scarce” scenario remains at the
similar levels as in the abundant food scenario: 23% of exe-
cuted paths in predators, 16% in prey and 18% in neutral
agents.

In total, after combining both sense and self-monitoring
in “scarce” scenario, almost all executed action paths in pre-
dators and prey depend on perceptively assimilating either
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Figure 6: Percentage of executed paths with sense node in
predators during the first 300 generations. Inset shows the
same percentage but over the first 1, 000 generations with
red linear trend line.

external or internal cues (93% for predators and 98% for
prey). The remaining 7% for predators and 2% for preys are
executed randomly without any “reasoning” behind it.

Conclusions
Our model has several assumptions that significantly limit
its scope. First, it is based on freely shuffling both elemen-
tary actions and the perceptual interpretations of the envi-
ronment. However, the traits of real organisms are often
coupled to each other either at the level of genotype (e.g.
overlapping and linked genes) or phenotype (e.g. functio-
nal feedbacks in metabolic networks). On the other hand, as
a rule of building decision trees we implemented a simple
but rather restrictive structure of directed rooted trees. Such
choice inherently rules out a number of possible ways how
decision paths can be formed. Also, the model doesn’t have
any independent external influences that can be harmful for
evolvable agents, which are quite common in real ecosys-
tems. Their introduction would probably increase selective
pressure and widen the gap between agents that are aware
of their environment compared to those which are ignorant
of it. Nevertheless, despite these shortcomings, we believe
that our findings can offer important insights in: (i) under-
standing the early evolution of both perception and functi-
onal organization of organisms and (ii) understanding how
to design a new class of generalized evolvable systems not
bounded by predefined goals.

Our starting hypothesis was to test whether purely random
association of arbitrary environmental properties with latent
elementary actions of agents can produce viable populati-
ons. The emergence of functionally different subpopulati-
ons and their long-term survival demonstrate that random-
ness coupled with natural selection is indeed the sufficient
force to drive early evolution, at least in our simplified set-
ting. Further, our results show that early evolutionary stra-

tegy of reconfigurable agents is mainly based on increases
in the number of decision trees and then on increasing their
complexity. Increase of the number of decision trees is much
faster and last much longer compared to the other evolvable
parameters. Also, most of the executed paths, which are ex-
tracted from decision trees, contains sense nodes. Overall,
it seems that agents’ early evolutionary focus is to expand
their ability to assimilate the environment and to functio-
nally categorize the environment by developing a variety of
adaptive responses to newly assimilated environmental pro-
perties as soon as possible. After the initial adaptive surge,
rate of evolution slows down. These findings is generally
in line with empirical findings - when faced with new envi-
ronment, organisms evolve more rapidly (Ghalambor et al.,
2015; Reznick and Ghalambor, 2001; Swings et al., 2017).
The cause of the later slowdown of the evolution rate will
be a subject of further research. Some possible causes are
the constraints imposed by already developed mechanisms,
or by reaching relatively optimal functioning in the new en-
vironment, or possibly by some other mechanism.

Also, in our model, the agents are able to survive without
the ability to perceive and assimilate the environment. In-
deed, s+ evolution is much faster than s− but in both cases
agents found the way to adapt. In the case of evolution with
sense, the system settled in a cyclic interdependent shifts be-
tween a large number of prey and much smaller number of
predators, as in real ecological systems. In the case of evolu-
tion without sense, populations are largely independent, but
viable. Whether this is just a result of an over-simplified
model universe (e.g. no independent harmful external influ-
ences) will be investigated in the forthcoming research. We
plan to add independent harmful influences and generally in-
crease complexity of the environment in the next installment
of our model.

On the application side, we believe that our model could
be a first step in developing a new class of generalized evol-
vable systems for applied machine learning problems. For
example, the problem that is becoming increasingly impor-
tant today is how to deal with the so-called unstructured
data. The term applies to information that doesn’t have a
pre-defined data model which organizes data into a well de-
fined format and structure. There is a number of domain spe-
cific approaches of how to deal with the problem (Istephan
and Siadat, 2016; Subramaniyaswamy et al., 2015), but the
generalized approach still does not exist. In the model pre-
sented here, agents learn how to recognize “messy” data and,
in the parlance of data sciences, tag it with the appropriate
data model. Such data model gradually standardizes how ex-
ternal data relate to each other and to the properties of exter-
nal entities, from the perspective of the agent. So, we believe
that this model could be modified to autonomously gather
data and transform it from an unstructured into a structured
one.

Finally, this model allows to address a number of new
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questions. For example, what would be the consequences of
introducing mutually linked agent properties? Will the be-
havior of the agents be more complex if we introduce neural
networks instead of trees? It would be very interesting to
test what subpopulations will emerge in more complex envi-
ronments. These are tasks for the forthcoming research.
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Abstract

How to facilitate the evolution of cooperation is a key ques-
tion in multi-agent systems and game-theoretical situations.
Individual reinforcement learners often fail to learn coordi-
nated behavior. Using an evolutionary approach for selec-
tion can produce optimal behavior but may require significant
computational efforts. Social imitation of behavior causes
weak coordination in a society. Our goal in this paper is to
improve the behavior of agents with reduced computational
effort by combining evolutionary techniques, collective learn-
ing, and social imitation techniques. We designed a genetic
algorithm based cooperation framework equipped with these
techniques in order to solve particular coordination games in
complex multi-agent networks. In this framework, offspring
agents inherit more successful behavior selected from game-
playing parent agents, and all agents in the network improve
their performance through collective reinforcement learning
and social imitation. Experiments are carried out to test the
proposed framework and compare the performance with pre-
vious work. Experimental results show that the framework
is more effective for the evolution of cooperation in com-
plex multi-agent social systems than either evolutionary, re-
inforcement learning or imitation system on their own.

1. Introduction
A multiagent system (MAS) which consists of multiple in-
teracting intelligent agents and their environment, is a com-
puterized system for solving problems that are difficult or
impossible for an individual agent to solve. Cooperation
which has a long history in the application of game theory
(Axelrod and Hamilton, 1981) assumes great importance in
the field of multiagent system. In multiagent societies, co-
operation represents an interaction among agents that can be
evolutionarily advantageous to improve the performance of
individual agents or the overall behavior of the society they
belong to. Therefore, one of the main goals in multiagent
societies is to achieve efficient cooperation among agents to
jointly solve tasks or to maximize a utility function.

In order to realize such cooperation, some techniques
developed in the field of machine learning have been in-
troduced into various multiagent systems (Kapetanakis and
Kudenko, 2002). Machine learning has been proven to

be a popular approach to solve multiagent system prob-
lems because of the inherent complexity of these problems.
Among machine learning techniques, reinforcement learn-
ing has gained much attention in the field of multiagent
systems since it learns by trial-and-error interaction with
its dynamic environment and can be used easily. How-
ever, several new challenges arise for reinforcement learn-
ing in multiagent systems. Foremost among these is that the
performance of reinforcement learning is unsatisfactory in
many real world applications. The learning algorithm may
not converge to an optimal action combination. Some re-
searchers showed that an adaptive strategy, called evolution-
ary reinforcement learning, which combines reinforcement
learning with a genetic algorithm, could reach better per-
formance than either strategy alone (Ackley and Littman,
1991). Some new forms of learning, e.g., observational,
imitational, and communication-based learning (Taylor, et
al. 2006, Savarimuthu, et al. 2011), also significantly pro-
mote information proliferation (Dittrich and Banzhaf, 2002)
in more complex environments and can be used to solve
complex distributed multiagent problems better than pure
reinforcement learning approaches. Furthermore, ensem-
ble methods are used to combine the advantages of multiple
learning algorithms to obtain better performance than what
could be obtained from any of them alone (Polikar, 2006).
More recently, Yu et al. (Yu, et al. 2017) studied the role
of reinforcement learning, collective decision making, so-
cial structure, and information diffusion in the process of
the evolution of cooperation in the networked society.

Although previous work provided a strong basis to study
the mechanisms behind the evolution of cooperation, exist-
ing work in this area has drawbacks. Individual reinforce-
ment learners often fail to develop global coordinated be-
havior and can be trapped in local sub-optimal dilemmas.
Using an evolutionary approach for strategy selection can
produce optimal behavior but may require significant com-
putational efforts. Behavior imitation always causes weak
local coordination in a society, leading to local interactions
between agents. This study is significantly different from
other frameworks for the evolution of cooperation in previ-
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ous studies, because of the hybrid policy of decision making
of agents. Here we design a genetic algorithm based co-
operation framework, which takes into account evolutionary
selection, collective learning, and imitation, in order to solve
some particular non-cooperative games in complex multia-
gent networks, overcome previous shortcomings, and pro-
duce an acceptable tradeoff in convergence rate and compu-
tation effort.

The final decision of an agent is influenced by three kinds
of processes:

1) Evolutionary Selection (with inheritance and muta-
tion): A population of agents plays a game with their neigh-
bors (i.e., the agents which are directly connected with the
focal agent) on the network for several iterations. The off-
spring generation will be reproduced from the parent gen-
eration according to the cumulative payoff distribution, and
the most successful agents will pass on action to their off-
spring. Mutation will occur with a small probability during
the inheritance process to create novelty.

2) Collective Learning: Agents on the network improve
on their parents’ actions and their original actions through a
collective reinforcement learning algorithm with exploration
and exploitation.

3) Imitation: Agents update the cumulative payoff, com-
pare their cumulative payoff to neighbors, and adopt the ac-
tions of more successful agents as their own actions with a
particular probability.

These three processes interact with each other, and can
cause significant influence on the evolution of cooperation
in the entire society.

The remainder of the paper is organized as follows. Sec-
tion 2 introduces multiagent societies and the evolution of
cooperation. Section 3 describes the proposed framework in
multiagent societies. Section 4 presents experimental stud-
ies. Finally, Section 5 concludes the paper with some direc-
tions for future research.

2. Multiagent Societies and the Evolution of
Cooperation

This section gives a description of multiagent societies and
the evolution of cooperation.

Definition 1. A Multiagent Society can be represented
as a networked undirected graph G = (E,R), where E =
{e1, ..., en} is a set of entities in the society (agents), and
R ⊆ E × E represents a set of relationships, each of which
connects two agents.

Definition 2. Given a multiagent society (E,R), the
Neighbors of agent i, denoted asN(i), are a set of agents so
that N(i) = {ej | 〈ei, ej〉 ∈ R} with 〈ei, ej〉 symbolizing a
connection.

This paper adopts two typical topologies to represent a
multiagent society, small-world networks and scale-free net-
works (Yu, et al. 2017). We use SW k,ρ

N to represent a small-
world network, where k is the average size of the neighbor-

hood of a node, ρ is the re-wiring probability to indicate the
evolvability of small-world network, and N is the number
of nodes. We use SF k,γN to represent a scale-free network,
in which the probability that a node has k neighbors roughly
equals to k−γ . N is the number of nodes.

In this paper, we adopt the “Rules of the Road Game”, a
typical coordination game as an example to study the evolu-
tion of cooperation (Young, 1996). Consider two carriages
meeting on a narrow road from opposite directions, having
no context to decide on which side of the road to pass the
other. If they choose differently, it will cause a head-on colli-
sion between them, and they receive a negative payoff. Only
if they choose the same way, they can avoid a collision and
receive positive payoff. To abstract from this realistic sit-
uation to virtual multiagent societies, agents are striving to
establish a convention/law of coordinated action by choos-
ing from an action space without any central controller. The
payoff matrix is shown in Table 1.

Table 1: Payoff matrix of an n-action 2-player coordination
game.

Action 1 Action 2 ... Action n
Action 1 1,1 -1,-1 ... -1,-1
Action 2 -1,-1 1,1 ... -1,-1

... ... ... ... ...
Action n -1,-1 -1,-1 ... 1,1

There are multiple Nash-equilibria in this diagonal situa-
tion. Both of two players choose the same action, i.e., coor-
dinated action. However, even purely rational players cannot
choose the specific coordinated action without negotiation
because they have no information to differentiate between
strictly the same multiple equilibria. In realist, people can
survive such social dilemma because there are laws or social
norms for them to refer to. Our goal in this paper, is to train
agents of a virtual society to choose the cooperative action
without upper level steering and regulation.

3. The Proposed Framework
The overall proposed cooperation framework is shown in Al-
gorithm 1. It constitutes a genetic algorithm (GA) based co-
operation framework for MAS with collective decision mak-
ing, learning and imitation to facilitate the evolution of co-
operation used in some particular coordination games. This
framework is set in a network structure such as a small-
world network or a scale-free network. A population of
agents plays the coordination game with their neighbors re-
peatedly and simultaneously in the network for several gen-
erations. Offspring generation io will be reproduced from
parent generation ip according to their cumulative payoff
Ei distribution. The most successful agents pass on be-
havior to their offspring io, and mutation will change this
behavior with a small probability η during inheritance, de-
scribed in Subsection 3.1. The society information regarding
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Algorithm 1: The proposed cooperation framework

1 Initialize multiagent network and parameters;
2 for each step t (t=1,...,T) do
3 for each agent i (i=1,...,n0) do
4 for each neighbor j ∈ N(i) of agent i do
5 Agent i plays the game with neighbor agent

j and receives corresponding payoff rji ;
6 end
7 Agent i calculates the cumulative payoff Ei;
8 Offspring generation io will be reproduced from

parent generation ip according to Ei;
9 end

10 for each parent agent ip (ip =1,...,n0) do
11 Parent ip passes on behavior to the offspring io;
12 Mutation will change it with a small probability

η during inheritance;
13 end
14 The society information regarding nodes and edges

will be updated;
15 for each agent i in a new network do
16 for each neighbor j ∈ N(i) of agent i do
17 Agent i improves the behavior with a

collective learning method with exploration
and exploitation regarding neighbor j;

18 Agent i and neighbor j update the
cumulative payoff E

′

i and E
′

j ;
19 Agent i imitates the action of neighbor

agent j with a probability W ;
20 end
21 end
22 end

nodes and edges will be updated regularly. Then agents will
improve their actions (including inherited action and origi-
nal action) through a collective reinforcement learning algo-
rithm with exploration and exploitation, described in Sub-
section 3.2. This will often cause later generations to con-
verge to optimal behavior in the coordination game (McGlo-
hon and Sen, 2005). After collective reinforcement learning,
there is an imitation phase. Agents update and compare their
cumulative payoffs with neighbors, and imitate their neigh-
bors’ actions with a probability W , more detail in Subsec-
tion 3.3.

3.1. Selection, Inheritance and Mutation
This subsection describes the process of payoff-distribution
based reproduction (i.e., selection), inheritance, and muta-
tion.

Definition 3. Given a multiagent society (E,R), the Ac-
tion Space of this society, denoted as Na, is a set of ac-
tions available to choose from for all agents, so that Na =
{a0, a1, ..., aτ}. τ is the number of available actions.

In Algorithm 1, we first initialize the multiagent network
and parameters. Each agent will take an action from action
space Na chosen randomly. Agent i plays the game with
neighbor agent j repeatedly and receives a corresponding
payoff rji according to Table 1. Agent i calculates their cu-
mulative payoff Ei. When agents are chosen to reproduce,

their fitness is based on the relative cumulative payoff distri-
bution Pi shown in Equation 1 (McGlohon and Sen, 2005).

Pi = E(i)/

n0∑
j=1

E(j) (1)

The probability θi of agent i being chosen to reproduce
(i.e., fitness function) is shown in Equation 2.

θi =



Pi if E(i) ≥ 0 ∧
n0∑
j=1

E(j) > 0,

1/n0 − Pi if E(i) > 0 ∧
n0∑
j=1

E(j) < 0,

0 if E(i) < 0 ∧
n0∑
j=1

E(j) > 0.

(2)

The situation for E(i) < 0∧
∑n0

j=1E(j) < 0 is complex.
We set |Ei| as the absolute value of Ei. For E(i) < 0 ∧∑n0

j=1E(j) < 0, the probability θi of agent i being chosen
to reproduce is given in Equation 3.

θi =


Pi if |E(i)| < |

n0∑
j=1

E(j)|,

0 if |E(i)| > |
n0∑
j=1

E(j)|.
(3)

Equation 2 and 3 are inspired by win-stay, lose-shift, a
simple but insightful social strategy (Nowak and Sigmund,
1993). Here winning means a positive payoff, and loosing
means a negative payoff. Winning individuals in a global
losing environment should be given more chance to repro-
duce. Ordinary individuals just reproduce the ordinary num-
ber of offspring. Furthermore, loosing individuals should be
punished in a positive society. We use fitness proportionate
selection. Notice that there is no crossover or recombination
in our model. Offspring io will be reproduced from parents
ip according to the fitness function. Notice:

1) If the cumulative payoff of the entire population is 0,
i.e.,

∑n0

j=1E(j) = 0, we will reinitialize the experiment;
2) If θi > 1, we set θi = 1.
After reproducing offspring based on fitness, parents sim-

ply pass on their behaviors to offspring. In this process,
mutation will change the behavior of offspring with a small
probability η. In this case a random behavior will be chosen
rather than the inherited behavior. We set η = 1% (McGlo-
hon and Sen, 2005).

3.2. Collective Learning
As shown in Algorithm 2, collective learning is proposed
to improve the behavior (both inherited and original) in an
extending network. All agents in the society interact repeat-
edly and simultaneously with their neighbors. In each time
step, an agent uses a reinforcement learning algorithm to
choose a best-response action for each neighbor. The best-
response actions for all neighbors are then aggregated into
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an overall action using collective voting methods, which will
be described in details in 3.2.1. Local and global exploration
and exploitation will be discussed in 3.2.2. The agent then
plays the overall action with all of its neighbors and receives
a corresponding payoff according to Table 1. The learning
information for each neighbor is updated by the overall ac-
tion and the corresponding payoff. The entire process of this
algorithmic framework is shown in Figure 1. Here we just
focus on the neighbors of agent i.

Algorithm 2: The collective learning framework

1 for each step t (t=1,...,T) do
2 for each agent i (i=1,...,n) do
3 for each neighbor j ∈ N(i) of agent i do
4 Agent i has a Q function for each of its

neighbours j;
5 Agent i chooses a best-response action

ai→j regarding neighbor j using a
Q-learning algorithm;

6 //Local exploration;
7 end
8 Agent i aggregates all the actions ai→j into an

overall action ai using ensemble learning
methods;

9 //Global exploration;
10 end
11 for each agent i (i=1,...,n) do
12 Agent i plays action ai with its neighbors and

receives corresponding payoff rj
′

i for each
interaction;

13 Agent i updates learning information towards

each neighbor using action-payoff pair (ai, r
j′

i );
14 end
15 end

3.2.1. Collective Decision Making

After reproduction, in this new extending society, all
agents first interact with their neighbors. We adopt a
widely used reinforcement learning algorithm, Q-learning,
to model this interaction. Its one-step updating rule is given
by Equation 4. Here α ∈ (0, 1] is a learning rate, and
λ ∈ [0, 1) is a discount factor.

Q(s, a)← Q(s, a)+α[R(s, a)+λmax
a′

Q(s′, a′)−Q(s, a)]

(4)
As shown in Equation 4, an agent has a set of states and

a set of actions. An agent performs an action a, transitions
from state s to another new state s′ and receives immediate
reward R(s, a). Q(s, a) is the expected reward of choos-
ing action a in state s at time step t. During the interac-
tion, agents want to maximize the expected discounted re-
ward Q(s′, a′) to make decisions in the new state s′ at time
step t+ 1. The Q-function is learned during an agent’s life-
time inherited to choose a best-response action based on the
Q-value regularly.

Figure 1: The entire process of our proposed framework.
Agent i first plays the game and receives payoff r1i and
r2i from two neighbors, respectively. After reproduc-
tion, agent i interacts with new neighbors, and chooses
the best response action-reward pair {ai→1, Q1(s, a)} and
{ai→2, Q2(s, a)}. Then agent i aggregates ai→1 and ai→2

into an overall action ai. Agent i keeps action ai to play with
neighbors and receives payoff r1i

′ and r2i
′. The cumulative

payoff Ei, E′1, and E′2 of agent i and neighbors is updated.
Agent i imitates neighbors according to the new cumulative
payoff.

Each agent needs to aggregate all the best-response ac-
tions regarding its neighbors into an overall action. This
is inspired by the opinion aggregation process in that peo-
ple usually have seek for the suggestions from many other
people before making a final decision. The opinion aggrega-
tion process can be realized by an ensemble learning method
which combines multiple single-learning algorithms to ob-
tain better performance than what could be obtained from
any of them alone (Polikar, 2006).

The foremost method of collective voting is inspired by a
simple political principle, majority rule. Consider that in a
simple society (e.g., a undirected simple graph which repre-
sents the multiagent network we adopt in this paper), human
beings are more keen to decide as the majority of their neigh-
bors. So in this paper, when agents make final decisions,
they consider the action which quantitatively dominates in
the best-response action pool. More complex and realis-
tic methods to make a final decision consider the weight of
each neighbors, such as performance-based weighted vot-
ing method and structure-based weighted voting method.
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For structure-based weighted voting, the weight of each
neighbor is related to the degree of each neighbor. The focal
agent will give higher weight to a neighbor with more con-
nections. For performance-based weighted voting, the focal
agents will consider previous interaction experience and will
give higher weight to neighbors they trust. More detailed de-
scription of these collective voting methods can be found in
(Yu, et al. 2017). In this study, we adopt majority voting as
the opinion aggregation method.

3.2.2. Exploration and Exploitation

For pure greedy-learning, agents can be trapped easily in
local sub-optima, and thus fail to learn the optimal behavior.
During learning, an agent needs to strike a balance between
exploitation of learnt knowledge and the exploration of un-
explored environments in order to try more actions, escape
from local sub-optima, and learn optimal behavior. In this
paper, we propose Simulated-annealing Exploration for
dealing with exploitation and exploration during learning.

Simulated Annealing (SA) is a non-linear technique for
approximating the global optimum of a given function. We
adopt an SA and combine it with traditional exploration.
One step of SA exploration is given by Equation 5.

µt = µ0/ lg(1 + t) (5)

In Equation 5, µt is the exploration rate in the tth round
of simulation, and µ0 is the initial exploration rate. At the
beginning (t is small), exploration should be given higher
weight to explore the unknown environment. As the algo-
rithm continues (t increases), the probability of exploitation
(i.e., 1− µt) increases determining that the agent will focus
more on exploitation of learnt knowledge.

In Algorithm 2, during the interaction with neighbors,
agents need to find a best-response action regarding each
neighbor with a Q-learning method. At each time step t, re-
garding each neighbor j, agent i chooses the best-response
action with the highest Q-value with a probability of 1− µt
(i.e., exploitation), or chooses an action randomly with a
probability of µt (i.e., exploration). This occurs in the pro-
cess of local interaction with neighbors. We call this process
Local SA Exploration. When agents use specific ensemble
methods to aggregate all the best-response actions into an
overall action, agents choose the overall action under ensem-
ble methods with a probability of 1− µt (i.e., exploitation),
or choose an action randomly with a probability of µt (i.e.,
exploration). This occurs in the process of overall aggrega-
tion. We call this process Global SA Exploration. A small
average exploration rate (such as 10%) is kept throughout to
conserve a small probability to explore.

3.3. Social Learning and Imitation
Social learning theory is connected with social behavior
and learning and proposes that new behavior can be ob-

tained by observing and imitating others’ behavior (Bandura
and Walters, 1977). In real life, people not only can learn
through their individual trial-and-error experiences (i.e., in-
dividual Q-learning to determine best-response actions), but
also seek suggestions or advice from others in a society (as
mentioned in opinion aggregation in 3.2.1). Furthermore,
they can also learn from the information directly provided
by others through communication, observation, and imita-
tion (Polikar, 2006).

We are inspired by social learning theory to add an imita-
tion process after learning to promote the evolution of coop-
eration. After reproduction and learning, there is a new pop-
ulation with better performance in multiagent societies. In
every time step, when agent i updates the cumulative payoff
E

′

i , agent i in this new population adopts neighbor agent j’s
behavior, replacing its heritable behavior, with a probability
W . Following Szabó and Tőke (Szabó and Tőke, 1998), we
set:

W =
1

1 + e−(E
′
j−E′

i)/K
(6)

Here, E
′

i and E
′

j are the cumulative payoff of agent i and
neighbor j after updating. K represents some noise which is
introduced to consider irrational choices. For K = 0 agent
i adopts neighbor j’s strategy if E′j > E′i. Here we set
K = 0.1.

4. Experimental Studies
The purpose of this experiment is to study the evolution of
cooperation in the proposed framework. The performance
standards are the asymptotic percentage of cooperative ac-
tions (i.e., how many agents in the society can reach a final
consensus, e.g., choose a specific action as coordinated ac-
tion from action space) and convergence time (i.e., the time
needed to reach such a consensus). We want to produce an
acceptable trade off in both of them.

4.1. Experimental Settings
We use the Watts-Strogatz model (Watts and Strogatz, 1998)
to generate a small-world network, and use the Barabasi-
Albert model (Albert and Barabasi, 2002) to generate a
scale-free network. In order to use the Barabasi-Albert
model, we start with 2 agents and add a new agent with
1 edge to the network at every time step. Because of the
re-wiring probability ρ, this approach generates a scale-free
network following a power law distribution with an expo-
nent γ = 3. We set the maximum number of edges to
1,000,000 for network evolution. Mutation rate η in inher-
itance is 0.01. Individual Q-learning rate α is 0.1. Aver-
age exploration rate in SA exploration is 0.1. The initialized
SA exploration rate µ0 is 0.144. Noise in imitation is set to
0.1. In this study, unless stated otherwise, we use the small-
world network as the default network topology because it
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can evolve into many kinds of networks, and local SA ex-
ploration as the exploration mode. All results are averaged
over 100 independent time step.

4.2. Results and Analysis

Influence of action spaces Here, we vary action space in
the set Na = {2, 10, 20} in network SW 12,0.8

100 to study its
influence on the evolution of cooperation. According to Ta-
ble 1, only when two agents choose the same action they will
receive a payoff of 1. Otherwise, they receive a payoff of -1.
Results in Figure 2 show that a larger number of available
actions causes a delayed convergence of coordinated action.
This is the result of learning and imitation regarding neigh-
bors. Because of a larger number of actions, agents need
more local interactions to learn an optimal behavior regard-
ing neighbors and choose the best behavior among this large
action pool to imitate neighbors. It may produce more var-
ied local distributed sub-coordination which emerges from
varied local interaction among agents and their neighbors,
leading to diversity across the society. It thus takes a longer
time for agents to overcome this diversity and achieve a fi-
nal coordination, and thus the evolution of cooperation is
prolonged in the entire society.

Figure 2: Influence of number of actions.

The Influence of Single Mechanism Broadly, given that
four very different mechanisms, i.e., genetic algorithm
(GA), reinforcement learning (RL), collective decision mak-
ing (CDM), and imitation, are being used, we want to give
some forms of direct comparison of what each mechanism
contributes to the dynamics and convergence properties in
order to understand the role that each mechanism plays in
this system and how they interact.

We fix the action space to Na = 10. The influence on the
evolution of cooperation under different mechanism combi-
nations is shown in Figure 3. Without GA situation means
that only collective learning and imitation occur in a fixed,

Figure 3: Evolutionary dynamics under different combina-
tions of mechanism.

static agent society; without CDM situation means that af-
ter choosing the best-response actions from neighbors, the
focal agent simply determines one action randomly as the
overall action; without imitation situation means that only
evolutionary selection and collective learning occur in an
extending agent society. From Figure 3, we can draw these
conclusions:

1) Collective decision making (opinion aggregation) and
imitation will significantly facilitate the evolution of coop-
eration, especially collective decision making.

2) Evolutionary selection does cause influence both on the
convergence speed and convergence rate, but not as dramatic
as collective decision making or imitation.

Notice that in Figure 3, we do not show the evolution-
ary dynamics in this system without reinforcement learning
(RL), i.e., the focus agent simply aggregates the original ac-
tion or inherited action of their neighbors into an overall ac-
tion without any RL-based improving. Since we could not
get any convergence curves in 100 generations during exper-
iments. We can say:

3) In this system, reinforcement learning to make better
decisions is the most important step to promote the evolu-
tion of cooperation. It is dominated by one of these four
modalities and contributes most to the rate at which cooper-
ation emerges.

Comparison of mutation and two types of exploration
As shown in Subsection 3.1 and 3.2.2, we should test the sin-
gle influence of mutation, local SA exploration, and global
SA exploration and compare them.

We test the situation under 4-action space, i.e., action
0,..., action 3 respectively. Figure 4 shows the asymptotic
percentage of cooperative actions (action 0) adopted by the
agents when cooperation evolves in the entire society. Ini-
tially, each agent randomly chooses an action from action
space, so there are about 25% of all agents to choose each
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action respectively. As our framework moves on, the num-
ber of agents who choose action 0 as the cooperative ac-
tion finally reaches more than 90% in the situation with SA
exploration (both local and global). This result means that
more and more agents have reached a consensus on that ac-
tion 0 should be the cooperative action. From Figure 4, we
can see that the fraction of cooperators in the society using
collective learning with local SA exploration mode is almost
100% which means that almost all the agents have reached a
consensus on which action should be the cooperative action.
The framework works in the entire society.

Figure 4: Fraction of cooperators under different exploration
and mutation methods.

We further study Figure 4 and we can draw these conclu-
sions:

1) Local exploration is better than global exploration.
The fraction of cooperators using collective learning with

the global exploration mode is much lower than that using
collective learning with the local exploration mode. This is
because agents explore the environment with a probability
of 0.1. However, as agents using local exploration to ex-
plore the environment locally (i.e., choosing irrational action
during local interaction) and aggregate to an overall action
collectively, the randomness caused by the exploration can
be removed. In global exploration, agents explore globally
when they aggregate all best-response actions into an overall
action, the randomness will be kept.

2) Mutation is necessary.
The fraction of cooperators with mutation is higher than

that without mutation. Although sometimes mutation has a
bad influence, indeed, it is the source of novelty.

For both exploration and mutation, it seems notable that
removing mutations and switching between local and global
exploration does not seem to change the rate at which a con-
sensus action is discovered (i.e., the transient part of the
curve), but only shows up in the different asymptotic per-
centage of cooperators. It indicates these factors are helping
the system avoid getting stuck in a local optimum near the

completely converged state but can not show their roles on
promoting cooperation clearly. The reason we guess is that,
in this system, collective decision making causes the dra-
matic influence on convergence speed, as shown in Figure
3. So the weak influence of mutation and exploration on the
convergence speed can not be found very dramatically.

Comparison with Previous Work We mainly compare
the performance of our model with (Yu, et al. 2017). As
shown in Figure 5, we follow the previous parameter settings
(Na = 10), our framework has better performance than pre-
vious study. We additionally test other situations with dif-
ferent action space, the results show the same trends. It indi-
cates that our model works for the evolution of cooperation
in the entire society. It is indeed effective for the robust evo-
lution through combining evolutionary selection, individual
learning, collective voting, and social imitation.

Figure 5: Comparison with (Yu, et al. 2017). Yu’s work is
mainly based on collective reinforcement learning and infor-
mation diffusion (i.e., communication-based social learning,
agents sharing Q table to communicate).

Through our experimental analysis, we also find that there
is not much difference in the efficiency of the evolution of
cooperation in different sizes of agent population, different
opinion aggregation methods, and different network struc-
tures. To summarize, for robust cooperation evolving in net-
worked agent systems, the potential key factors are:

1) the way how agents interact with each other. This
is also called interaction protocol. For instance, interacting
randomly in a population or interacting with neighbors in a
network; what game-theoretical situations the interaction is
based on (as shown in the payoff matrix in Section 2).

2) the way how agents update their learning informa-
tion through interaction, i.e., what learning strategies (e.g.,
collective Q-learning, WoLF-PHC, and fictitious play) do
agents use to update their learning information?

3) the way how agents diffuse their learnt information,
e.g., communication-based social learning, imitation-based
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social learning, and observation-based social learning.
4) whether the entire population evolves in a better

direction. Evolving to improve the entire fitness (e.g., re-
producing offspring with better performance to increase the
entire average fitness) represents an enhancement in the evo-
lution of cooperation.

5. Conclusion and Future Work
Evolution of cooperation has been extensively studied in
MASs. Existing work in this area, however, has some draw-
backs especially considering that evolutionary selection, re-
inforcement learning, collective decision making, and be-
havior imitation have dramatic influences on the evolution-
ary process. This paper proposes a genetic algorithm based
framework with collective learning and imitation in multi-
agent networks. The goal of this work was to investigate
whether cooperation can be facilitated by these factors, and
whether our framework has a better performance than previ-
ous studies. In this paper, we want to make an acceptable
tradeoff in both convergence speed and convergence rate.
Although other papers report a convergence to 100% of co-
operative actions in similar systems even when just a single
learning method, the extreme computing resource, e.g. long
term evolutionary generations, is not acceptable. Experi-
ments were carried out to test the proposed framework in dif-
ferent parameter settings and environments. Experimental
results show that our mechanism is indeed effective for the
evolution of cooperation in multiagent networks and that our
framework has better performance (both convergence speed
and rate) than previous work.

This paper is just an initial step for this research. The
long term goal is to design some robust mechanisms for
efficiently coordinated control of more realistic large scale
distributed system. To realize this goal, much work still
needs to be done. For example, the time-varying relation-
ships between agents, e.g., supervisor and subordinate, and
adaptive interactions, e.g., disconnecting punishment mech-
anism, can be added into existing network to generate dy-
namical hierarchical multiagent societies.
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Abstract

Lindenmayer systems (L-systems) are a formal grammar sys-
tem that iteratively create new strings from previous strings
by rewriting each of its symbols in parallel according to a
set of rewriting rules. The symbols in the string sequence
produced can be taken as instructions to produce a visual-
ization of a process over time. They have been especially
useful for creating accurate simulations of plants. The L-
system inductive inference problem is the problem of infer-
ring an L-system that initially produces a given sequence of
strings. Here, a new tool to solve this problem, PMIT-D0L is
introduced, that combines projected solutions with linear dio-
phantine equations, heuristics, and genetic algorithm. PMIT-
D0L was validated using 28 previously developed determinis-
tic context-free L-systems of different complexity, and it can
infer every L-system in the testbed with 100% success rate in
less than 4 seconds, a significant improvement over existing
implemented tools.

Introduction
In 1968, Lindenmayer (Lindenmayer, 1968) proposed a for-
mal grammar system, later called L-systems, to model cel-
lular interactions. Since then, L-systems have been rec-
ognized as a robust modeling tool in many diverse re-
search domains such as plant modeling (Lindenmayer, 1968;
Prusinkiewicz and Lindenmayer, 1990), arterial branching
(Zamir, 2001; Galarreta-Valverde et al., 2013), sedimen-
tary channels (Rongier et al., 2017), and theoretical com-
puter science (Prusinkiewicz and Hanan, 1992). Within
a few years of the introduction of L-systems, researchers
started laying the theoretical groundwork for the L-system
inductive inference problem (e.g., (Feliciangeli and Herman,
1973; Herman and Walker, 1972)). One variant of inductive
inference is, given a sequence of input strings, find an L-
system that initially generates the sequence.

Currently, most L-systems models are found manually by
experts one problem at a time, which can take a considerable
amount of time and effort (Prusinkiewicz et al., 2001). Such
models can then be used by domain experts to conduct ex-
periments by simulating in silico, which is generally much

∗This research was supported in part by a grant from the Plant
Phenotyping and Imaging Research Centre.

less expensive than experimenting in the real world. Infer-
ring an L-system algorithmically would be possibly much
quicker, hopefully scaling to the creation of thousands of
new models in custom scenarios from images over time.

There are many different types of L-systems; however,
this work is focused on deterministic context-free L-systems
(D0L-systems). A D0L-system is an ordered tuple G =
(V, ω, P ), consisting of an alphabet V , an axiom ω (a word
using letters of V ), and a finite set of productions P . A pro-
duction (sometimes called a rewriting rule) is of the form
A → u, where A ∈ V (called the predecessor) and u is a
word over V (called the successor of A). In a deterministic
L-system, only one successor exists for each predecessor,
denoted by succ(A). A derivation step, denoted by ⇒, in-
volves replacing every symbol in a string with its successor.
In a context-free L-system, rewriting rules are applied solely
based on each symbol, i.e. without considering neighbour-
ing symbols. Usually, derivations start from the axiom, i.e.
ω ⇒ ω1 ⇒ ω2 ⇒ · · · .

L-systems are often used for modeling, by interpreting
some of the symbols in the alphabet as instructions for draw-
ing an image, and each string as a sequence of instructions,
and then sequences of strings correspond to a process. One
common approach for visualization is the turtle graphics in-
terpretation (Prusinkiewicz and Lindenmayer, 1990). Con-
ceptually, a virtual turtle has a state consisting of coordi-
nates in 2D or 3D Euclidian space, and an orientation, and
the symbols can adjust these state variables. When the tur-
tle’s coordinates change, it may optionally draw a line be-
tween the new and old coordinates. For 2D systems, the
turtle graphics are to turn left (+) or right (−) by a fixed an-
gle, and move forward a fixed distance while drawing (F )
or not drawing (f ). Additional symbols for 3D allow for
yaw, pitch, and rotational control (Prusinkiewicz and Lin-
denmayer, 1990). For processes that need branching, the
symbols [ and ] start and end a branch by pushing and pop-
ping the turtle’s state respectively. Other non-graphical sym-
bols can also be used.

Several algorithmic approaches for inferring L-systems
exist, and are surveyed in (Ben-Naoum, 2009). In (Mock,
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1998), L-systems are created that are based on aesthetics. In
(Jacob, 1995), they are evaluated based on certain metrics
(e.g., how many blooms and leaves exist). These types of
methods do not infer an L-systems for a specific sequence
of input strings, i.e. for a specific problem. Some meth-
ods algorithmically infer an L-system based on a sequence
of inputs strings; e.g, (Nakano and Yamada, 2010; Bernard
and McQuillan, 2018; Runqiang et al., 2002). This type of
method is the focus of this research. It requires no ongoing
interaction with the user, no a priori knowledge, and only
a sequence of strings. This can be seen as an intermedi-
ate step towards inferring from a sequence of images, which
has been attempted in a preliminary fashion by (Runqiang
et al., 2002). They use a genetic algorithm (GA) to infer an
L-system from an input image by using image processing
techniques for their fitness function to match the resulting
image from the candidate projected to the input image. This
method was found to be 100% successful at inferring three
variants of the “Fractal Plant” L-system (Prusinkiewicz and
Lindenmayer, 1990) that have one symbol, and 66% suc-
cessful the other three variants that have two symbols.

The Plant Model Inference Tool (PMIT) (Bernard and
McQuillan, 2018) used a GA to search for an L-system com-
patible with a sequence of input strings after using heuristics
based on necessary conditions to reduce the search space.
It was successful compared to other existing tools that in-
fer from strings (Runqiang et al., 2002; Nakano and Ya-
mada, 2010) and could infer all systems tested where the
total number of symbols added across all successors was at
most 140, and those required a maximum of approximately
300 seconds. However, larger systems could not be solved
in 4 hours of computation time. In all, PMIT solved 15 of
28 previously developed L-systems. By comparison, LGIN
(Nakano and Yamada, 2010) attempts to infer an L-system
from a single string. LGIN was evaluated on six “Fractal
Plant” variants and was found to be able to infer all of them
in, at most, a few seconds. Three of these variants have a
one symbol alphabet and three have a two symbol alphabet.
In their paper, they call the two symbol case “immensely
complicated” (Nakano and Yamada, 2010), and they did not
evaluate LGIN on any larger alphabets.

Here, a new method called PMIT-D0L is created that also
uses a genetic algorithm with a different encoding scheme
based on successor lengths instead of an ordered sequence
of symbols. As before, heuristics (both new and some previ-
ously described in (Bernard and McQuillan, 2018)) are used
to reduce the search space. Finally, linear diophantine equa-
tions are used to eliminate some possible length combina-
tions, drastically reducing the overall search space. With
these modifications, PMIT-D0L is able to infer all of the
D0L-systems with 100% success rate in the testbed of 28
previously existing systems. These include systems with up
to 31 symbols in the alphabet and a sum of successors of
282, and all are solved in at most 3.192 seconds. Hence, this

is a significant improvement from previous approaches. In
particular, 13 of 28 L-systems tested were immediately in-
ferred in approximately 1 millisecond from the diophantine
equations without the need for heuristics or searching.

Background
This section begins with some notation used throughout the
paper. An alphabet, V , is a finite set of symbols. A word,
ω, over V is any sequence of symbols a1a2 · · · an, ai ∈ V ,
1 ≤ i ≤ n. The length of a word ω is denoted as |ω|; further,
the number of occurrences of letter a in ω is denoted as |ω|a.
The set of words over V is denoted as V ∗.

Given two words x, y ∈ V ∗, x is a substring of y if y =
uxv, for some u, v ∈ V ∗; additionally, y is said to be a
superstring of x. Also, x is a prefix of y if y = xv for some
v, and x is a suffix of y if y = ux for some u.

A genetic algorithm (GA) is an optimization algorithm
described here only informally; see Back (Bäck, 1996) for
definitions and more explanation. A GA is based on con-
cepts from evolutionary biology, which states that the genes
from parents are intermixed in offspring, and over subse-
quent generations the “species” will become more fit to their
environment. With a GA, an encoding scheme is used to
represent a solution to a problem as a set of values called a
genome consisting of genes. Each gene represents a com-
ponent of the solution to the problem, and the gene’s value
is mapped to an option for that component, and so is de-
coded in a problem specific fashion. For this work, a literal
encoding is used, which means each gene’s value directly
represents an option in the problem solution (Bäck, 1996).
Furthermore, PMIT-D0L uses the following simple standard
operators for processing steps of the GA: roulette wheel se-
lection, uniform crossover, uniform mutation, and elite sur-
vival (Bäck, 1996). The crossover and mutation steps are
controlled by the weight parameters.

There have been various approaches towards inductive in-
ference (Ben-Naoum, 2009). A technique used here is that
of Doucet (Doucet, 1974), who recognized an algebraic re-
lationship between the productions and the words generated
by an L-system, that can be described as a set of linear equa-
tions. If ωi−1 ⇒ ωi, then for every A ∈ V , |ωi|A is equal
to the sum of the number of As produced by every sym-
bol in ωi−1. For example, if it is known that ABA ⇒
ABABBBABA, then 2×|succ(A)|A+1×|succ(B)|A =
4. Repeating this for every derivation step will give a set
of linear equations. Given an alphabet of n letters, and a
sequence of words % = (ω1, . . . , ωm), consider the set of
linear equations represented as a matrix equation

YM = Z, (1)

where position (i, j) of Y is the number of the jth letter in
ωi−1, and position (i, j) of Z is the number of the jth let-
ter in ωi. For a D0L-system G, the matrix M(G) where
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entry (i, j) is the number of the jth symbol in the succes-
sor of the ith symbol, is called the growth matrix of G.
If one is only given the sequence % and not the grammar
generating %, then Y and Z are known while M(G) is not.
However, the growth matrix M(G) of any D0L-system G
generating % is a solution to Equation 1. In general though,
there can be additional solutions to Equation 1 that are not
growth matrices of D0L-systems generating %. If the ma-
trix Y is invertible, then M = Y −1Z (substituting M(G)
for M is a solution, following the behavior of matrix multi-
plication). This process is described in more detail in (Mc-
Quillan et al., 2018) where inductive inference is shown to
be solvable in polynomial time when Y is invertible. Fur-
thermore, even in cases where Y is not invertible, one can
use solutions to linear diophantine equations to obtain so-
lutions. For example, if ABA ⇒ ABABBBABA ⇒
ABABBBABABBBBBBBBBABABBBABA, then
the matrices would be appear as in Equation 2:[

2 1
4 5

]
×M =

[
4 5
8 19

]
(2)

where the growth matrix is a solution for M. The possible
values in the growth matrix can be solved for by, for ex-
ample, Gauss-Jordan Elimination. Each possible solution
for M can be tested against the input strings to see if they
represent the growth matrix of a D0L-system, and if so, it
represents a compatible solution to the input strings. Doucet
did not implement his method.

LGIN (Nakano and Yamada, 2010) uses a similar ap-
proach by creating equations describing the growth relation-
ships for each symbol in the alphabet. LGIN then exhaus-
tively tries to find the appropriate successor(s) to describe a
single input string that satisfies the growth equations.

Inferring D0L-Systems
This section describes the process and techniques used by
PMIT-D0L to infer D0L-systems. Conceptually, PMIT-D0L
works by logically deducing three categories of facts about
the successors of the (hidden) L-system to aid in a search
for the L-system. First, for each A ∈ V , lower and up-
per bounds on |succ(A)| are determined, called Amin and
Amax respectively. Second, lower and upper bounds on
|succ(A)|B , are denoted by (A,B)min and (A,B)max re-
spectively. These lower and upper bounds are treated as pro-
gramming variables in this paper, so their values are updated
as PMIT-D0L runs if an improved value is found. PMIT-
D0L assumes that the D0L-systems are non-erasing so ini-
tially Amin = 1 for each A ∈ V . Furthermore, it is as-
sumed that each turtle graphics symbol (T ) except “F” has
an identity production, e.g. + → +. Thus, (T, T )min =
(T, T )max = 1 and (T,A)min = (T,A)max = 0 for each
A ∈ V,A 6= T . For the “F” symbol, if it has an identity
production this is assumed to be known and the previous
statement applies; otherwise, it is treated as a non-graphical

symbol for the purposes of inferring the L-system (it is also
tested without this assumption). Additionally, branching
symbols are paired in all successors, e.g. there is no “[” with-
out a “]” in any successor. Third, successor relationships, of
which there are five types, are defined as follows:

• A word ω is an A-complete if ω = succ(A).

• A word ω is an A-subword if ω is a subword of succ(A).

• A word ω is an A-prefix if ω is a prefix of succ(A).

• A word ω is an A-suffix if ω is a suffix of succ(A).

• A word ω is an A-superstring if ω is a superstring of
succ(A).

Scanning for Successors
Previous attempts to infer L-systems by searching have fo-
cused on directly finding the correct symbols in the succes-
sor in the proper order (Mock, 1998; Runqiang et al., 2002;
Bernard and McQuillan, 2018). Although intuitive, this ap-
proach is inefficient for two reasons. First, from an encod-
ing perspective, every additional symbol in the successors
requires another gene; thereby, causing the solution space
to grow very quickly for even fairly short successors. Sec-
ond, the search will find and assess many solutions that are
not possible. For example, consider the strings ω1 = ABA
and ω2 = ABABBBABA such that ω1 ⇒ ω2. With such
strings, considering a solution with A→ AAA is inefficient
as the subword AAA does not exist in ω2. Approaches that
try to directly construct the successor as an ordered sequence
of symbols struggle to avoid considering such successors.
Logically, if from a subword u, u ⇒ v, and |u|A > 0, then
succ(A) must be a subword of v. For this paper, the ap-
proach used to find successors is by searching for the lengths
of succ(A), i.e. |succ(A)|, for every A ∈ V and then select
a subword from the input strings of length |succ(A)| for the
first A encountered in the input strings.

Transforming a set of successor lengths into a set of suc-
cessors (and hence the L-system) is indeed straightforward
and efficient (McQuillan et al., 2018). It is done by scanning
each pair of consecutive words ωi−1 = a1a2 · · · a|ωi−1| and
ωi = b1b2 · · · b|ωi| from left-to-right. If one possibility is
|succ(a1)| = 3, and |succ(a2)| = 2, then this implies that
succ(a1) = b1b2b3 and succ(a2) = b4b5. Proceeding un-
der these assumptions finds the corresponding successor of
each symbol, or finds an incompatibility. Hence, the goal is
to search the space of possible successor lengths to find an
L-system compatible with a sequence of strings.

The process flow for searching for a set of successor
lengths is to first execute a series of heuristics (discussed
next). The heuristics deduce facts about the successors relat-
ing to the upper and lower bounds of |succ(A)|, |succ(A)|B
and finding A-subwords and A-superstrings of the succes-
sors. The heuristics are run in a loop until they no longer
produce any new information. Afterwards, the problem is
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divided into sub-problems by solving for the non-graphical
symbols and then adding in graphical symbols one at a time.
Finally, each sub-problem is solved by Gauss-Jordan elimi-
nation either providing a unique solution for the length ma-
trix, or allowing for searching for a set of successor lengths
that satisfy the diophantine equations.

Heuristics and Forming Independent Problems
If there is a solution to a D0L-system inference problem,
then it must exist in the space of all possible D0L-systems.
However, since this space is extremely large, heuristics
based on necessary conditions are used to reduce its size.
Three categories of heuristics are used to minimize the dif-
ference between Amin and Amax for every A ∈ V , based
on growth, length, and successor relationships.

A summary of the heuristics used by the earlier version
of PMIT are briefly described in this paragraph as they are
still used by PMIT-D0L, with a detailed description avail-
able in (Bernard and McQuillan, 2018). The growth heuris-
tics examine each pair of consecutive words, ωi−1 ⇒ ωi,
and counts the number of times A appears in ωi−1 and the
number of times B appears in ωi for every A,B ∈ V . By
dividing, this gives a maximum number an upper bound on
|succ(A)B |. Then by assuming every symbol except one,
B, produces their maximum, a minimum number of sym-
bols B produced by A can be deduced. For the first non-
turtle graphic symbol in each string, the successor relation-
ship heuristic finds an A-prefix by using the first Amin sym-
bols from the next string. Similarly, it is possible to find
an A-suffix using the last non-graphical symbol, and A-
superstrings using Amax.

More detail is given to the last technique of breaking
down the inference process into independent sub-problems
since it plays a significant role in the new heuristic using so-
lutions (described later). A projection of a word ω ∈ V ∗

to a smaller alphabet V ′ ⊂ V keeps all letters of V
′

and
erases those in V − V ′ . To determine the successor of each
symbol A, first determine succ(A) projected to the non-
graphical symbols, i.e. find the successors consisting only
of the non-graphical symbols. Then it is possible to inde-
pendently determine where each graphical symbol should
be placed. For example, if V = {A,B,C, [, ],+, -}, then the
first problem is to find each successor of A,B,C projected
to V

′
= {A,B,C}. Then there would be an independent

problem for adding [ and ] together (as they exist in pairs)
into the successors, then one for +, and -. This simplifies the
inference problem by making the difference between Amin
and Amax lower. Although more searches are needed, one
for each sub-problem, they are each in a smaller search space
and so decreases the size overall.

Symbols as Markers Any symbol for which the succes-
sor is known can drastically reduce possibilities for neigh-
bouring symbols. Conceptually the idea is to line up every

symbol A that has a known successor in a word ωi−1 with
its successor as derived in ωi. To illustrate this, Equation 3
shows a simple example. Since the + only ever derives the
+ symbol, it can be seen that the + symbol in ω1 must pro-
duce the + in ω2. This allows ω1 to be separated into two
parts, ω1,1 = A and ω1,2 = B, and ω2 into ω2,1 = ABA
and ω2,2 = BBB. Since ω1,1 ⇒ ω2,1, this implies that
A→ ABA and B → BBB are productions.

ω1: A+B

ω2: ABA︸ ︷︷ ︸
succ(A)

+ BBB︸ ︷︷ ︸
succ(B)

(3)

However, it is unusual for a single symbol to uniquely as-
sociate with one position of the next word except for any
turtle graphics symbols at the beginning or end of the word.
More commonly, there are a set of possible matches. For
example if ω2 had contained two +’s, ω2 = ω2,1+ω2,2+ω2,3,
then either the + in ω1 associates with the first + in ω2, which
would imply that ω1,1 ⇒ ω2,1 and ω1,2 ⇒ ω2,2+ω2,3, or
the + associates with the second + in ω2, which implies
ω1,1 ⇒ ω2,1+ω2,2 and ω1,2 ⇒ ω2,3. The list of possible
associations between a position of one word and a position
of the next word is referred to as a marker map. If a position
can be uniquely associated to a position in the next string,
then this association is referred to as a marker. Both indi-
vidual positions and sequences of positions are considered.
In an example like, A[+B][-B]A[+[-C]][-[+D]], the individ-
ual symbols [, ], +, and - alone might not uniquely associate;
however, a sequence of symbols such as ][- or ]][-[+ are much
more likely appear less often, drastically simplifying the
problem. Hence, a marker map is built between each pair of
consecutive strings, for every symbol that has a known suc-
cessor referred to as a candidate marker. Of note, although
graphical symbols are used in the example, non-graphical
symbols may be used so long as their successor is known.
Indeed, non-graphical symbols often make excellent mark-
ers as their successors tend to be more distinctive. Mapping
a candidate marker onto its successor takes into account that
a number of symbols N must be reserved for the succes-
sors of any symbols that follow the marker. For example, if
ω1 = A+BC-, ω2 = A+BC+C-, Bmin = Cmin = 1, and
+ associates with both +’s in ω2, both are candidate markers.
But sinceBmin+Cmin+-min = 3 the final 3 symbols of ω1

produce at least the +C- of ω2. This eliminates the second +
in ω2 as being produced by the + in ω1, and the + in ω1 can
only be associated to the first +. If, after reserving symbols
a candidate marker cannot be associated uniquely, then it is
removed from the marker map.

Consider a pair ωi = ωi,1A1ωi,2 · · ·Anωi,n+1, and
ωi+1 = ωi+1,1succ(A1)ωi+1,2 · · · succ(An)ωi+1,n+1, each
Aj in ωi is a marker which is associated to the annotated
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successor in ωi+1. It follows that ωi,j ⇒ ωi+1,j for all j,
1 ≤ j ≤ n + 1. The process is then repeated for all j sub-
words, e.g. ωi,1 ⇒ ωi+1,1. This process terminates when
for some ωi,j has only one symbol A with an unknown suc-
cessor an A-complete is found, or, if no marker is found,
then an A-prefix, A-suffix, and A-superstring may be found
for the first and last symbols in the subword.

Successor Relationships from Projected Solutions As
previously described, PMIT-D0L breaks down inference of
successors first by using a projection to non-graphical sym-
bols and then adding in remaining symbols one at a time.
Let a solution to one of these sub-problems be called a pro-
jected solution, as it partly describes the final successors.
After each sub-problem, each pair of consecutive strings
(ωi−1 ⇒ ωi) can be scanned using the projected solution
to build successor relationships for the next sub-problem.
This works very similarly to the marker process described
above. Every symbol in ωi−1 is associated with its successor
from the projected solution. If a symbol can be associated
to only one successor location, then the symbol instance is
called certain; otherwise, the instance is said to be uncer-
tain. When an instance is uncertain, the match that results
in the shortest successor can be assumed for the remaining
subwords to be shown as A-subwords. Every non-graphical
symbol must produce every symbol between beginning and
end of its associated positions. If the symbols before and af-
ter are certain, then an A-prefix, A-suffix, or an A-complete
can be found.

For example, assume that the first sub-problem is to solve
the successors projected onto the non-graphical symbols re-
sulting in the projected successor of A as ABA and of B as
BA. Equations (4) to (6) show an example of the process of
finding successor relationships from this projected solution.
In Equation 4, it can be seen that the + is uncertain; how-
ever, it must produce one of the two annotated + symbols
(it cannot produce the first + as there are no surrounding [
and ] symbols). So, + is associated such the shortest suc-
cessor for A is produced, which is to assume the + produces
the first + of the pair. Then since from the projected solu-
tion of A ABA, succ(A) must contain everything between
the ABA, which is A[+B]A (α in Equation 4) and this is an
A-prefix due to the uncertainity of the + symbol. In Equa-
tion 5, the + production is still uncertain so the association
used is that which produces the shortest successor for B;
i.e., that the + produces the second + of the pair allowing
a B-subword to be identified. With respect to the -, at first
glance it may appear uncertain; however, from the projected
solution of B as BA, the - cannot produce the - between
the B and [+A]. The subword B-[+A] (β) is a B-suffix due
to the uncertainty of the preceding symbol. Finally, shown
in Equation 6, an A-subword is formed for A based on the
projected solution; however, in this case, both the preceding
symbol is certain and there are no following symbols; there-

fore, this is A-complete. Note, that this A-complete now
makes the production of the first + certain (in Equation 4),
since it is now known that A did not produce it. Therefore
the B-complete +B-[+A] could be produced. Since all of
the heuristics together are executed in a loop until no new
information is found, this would be found on the next pass.

ω1:A+B-A

ω2:A[+B]A︸ ︷︷ ︸
α

++B-[+A]-A[+B]A (4)

ω1:A+B-A

ω2:A[+B]A++B-[+A]︸ ︷︷ ︸
β

-A[+B]A (5)

ω1:A+B-A

ω2:A[+B]A++B-[+A]-A[+B]A︸ ︷︷ ︸
succ(A)

(6)

Diophantine Equations
As discussed in the previous section, Doucet (Doucet, 1974)
recognized that the productions could be represented as a
matrix equation, so as a step towards improving PMIT-D0L,
a similar approach was implemented. In Doucet’s original
work, he solves for a growth matrix in Equation 1. In this
equation,M(G) can be replaced with the length of each pro-
duction, called the successor length matrix, and Z replaced
with the length of each word after the first. In the cases
where Y is invertible, Y −1Z is still the unique solution, and
the lengths of the successors are sufficient to assess compat-
ibility and find the L-system.

Gauss-Jordan elimination cannot guarantee a unique solu-
tion for each successor length, often resulting in a set of lin-
ear diophantine equations, where the successor lengths are
the variables, e.g. 5 × X1 + 3 × X2 = 24. Each succes-
sor length only gets substituted for variables that appear in
exactly one equation. When Gauss-Jordan elimination does
not uniquely determine values for the variables there are an
infinite number of possible solutions. However, when in-
ferring L-systems, the successor lengths are constrained to
be natural numbers and within the bounds on the lengths
provided by the lengths of the words in %, and is there-
fore finite. For each equation, the encoding scheme used
to search for a solution has N genes, where N is number
of variables in an equation. The range of values for each
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gene is Amin to Amax for the symbol A the gene is repre-
senting. Using the equations means that only possible solu-
tions need be checked as opposed to simply iterating over all
possible length, thereby reducing the search space size. So,
the value of the gene is dynamically changed, if the current
value would result in a non-solution to the equations. For
example, say A + B + C = 10, and A,B,C have ranges 5
to 7, 1 to 5,1 to 5 respectively. If the GA picks A = 7, and
B = 4 for the second gene, then B can be dynamically re-
duced to 2 allowing C = 1. This is a deterministic mapping
and therefore permissible for a GA.

Methodology
Data
The test suite used to evaluate PMIT-D0L consists of known
L-systems and generated L-systems. Twenty-eight known
D0L-systems were taken from the “virtual laboratory” (Uni-
versity of Calgary, 2017), which consists of 16 fractals (in-
cluding the six “Fractal Plant” variants used to evaluate
LGIN (Nakano and Yamada, 2010)), “Fibonnaci Bush” (a
non-species specific but realistic 3D bush model), 10 algaes,
and “Apple Twig with Blossoms”. This test suite alone is
larger than those used in literature, which tend to focus on
a subset of the six “Fractal Plant” variants (Nakano and Ya-
mada, 2010; Runqiang et al., 2002). These L-systems range
from 2 to 32 symbols, with a sum of successor lengths from
3 to 282. To infer an L-system with a K letter alphabet,
K + 1 strings were used as input.

Performance Metrics
PMIT-D0L is evaluated using two performance metrics. The
first metric is success rate (SR), the percentage of 100 exe-
cutions where PMIT successfully returns a compatible D0L-
system for each of the 28 known L-systems in the test suite.

The second performance metric is mean time to solve
(MTTS), which is the average time it takes for PMIT-D0L
to return either a L-system that gives the input strings as its
initial sequence, or to report that no L-system could be found
over the 100 executions. In order to keep the overall experi-
mental time practical, PMIT-D0L is only allowed to execute
for a maximum of four hours (14400 seconds) for an sin-
gle execution. After four hours, execution is stopped and it
is counted as a failure. All times were calculated on a sin-
gle core of an Intel 4770 @ 3.4 GHz with 12 GB of RAM on
Windows 10. MTTS is used by LGIN (Nakano and Yamada,
2010) as a performance metric.

Parameter Optimization
The ease with which a GA will search a solution is, in part,
determined by the value of the control parameters; however,
optimal values for the control parameters are problem spe-
cific (Bergstra and Bengio, 2012). Previous studies have
found that Random Search (RS) is an effective algorithm for
optimizing a GA’s control parameters (Bergstra and Bengio,

2012). RS works by assessing N randomly created parame-
ter settings, called trials, within a neighbourhood of the cur-
rent best configuration. The best trial is considered the new
best configuration, and the process is repeated until none of
the trials is better than the best configuration. In (Bergstra
and Bengio, 2012), they found that N = 16, is effective
for optimizing the control parameters for a wide variety
of problems. The control parameters for PMIT-D0L were
bound based on the suggestions by Grefenstette (Grefen-
stette, 1986). The population size was bound from 10 to
125 in increments of 5. Crossover weight was bound from
0.6 to 0.95 in increments of 0.05. Finally, mutation weight
was bound from 0.01 to 0.20 in increments of 0.01, with
the additional values of 0.001 and 0.0001 permitted. The
optimal parameter settings for PMIT-D0L were found to be
P = 100, C = 0.85, and M = 0.1.

Fitness Function
The fitness function for the GA assesses a genome as fol-
lows. The genome is transformed into a D0L-system, called
the candidate system, as previously described. The first in-
put string is treated as the axiom for the candidate system.
The candidate system is used to produce a number of strings
equal to the number of input strings. Sequentially, starting
from the first input string, it is compared symbol by sym-
bol to the corresponding string from the candidate system.
Every symbol in the same position that does not match is
counted as an error. The absolute difference in length be-
tween the two compared strings is added to the error count.
Since errors early will compound into later errors, a pair of
strings is only checked if the total error so far is zero. Fi-
nally, the error count is divided by the total number of sym-
bols in the input strings, giving a real value between 0 and
1. Then 1 is added to the fitness for every string that was not
compared. This encourages the GA to find solutions that in-
crementally solve more and more generations, while trying
to focus on the earliest generations first as they are generally
easier to solve due to having fewer symbols.

Results
Table 1 shows the MTTS for PMIT-D0L executed in three
different ways to highlight the effect of the heuristics and
GA. The first column shows the MTTS for the complete al-
gorithm, the second column shows it without using diophan-
tine equations, and the third column uses a brute force search
instead of a GA (also without using diophantine equations).
In the first column, systems solved without searching, i.e.
solved uniquely using the diophantine equations without the
need for searching, are marked with an “*”.

With respect to SR, PMIT has a 100% success rate re-
gardless of using diophantine equations or not for the 28
D0L-systems in the testset. However, in nearly every in-
stance, using the diophantine equations makes PMIT-D0L
faster. In particular for Dipterosiphonia v1, Pterocladel-
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lium and Tenuissimum, the MTTS is significantly faster.
These three L-systems have the largest alphabets and using
diophantine equations sub-divides the alphabet into smaller
sub-problems. Overall, the diophantine equations are bene-
ficial since it lowers the peak MTTS to 3.192 seconds from
1565.095 seconds. When using a brute force search, the
MTTS climbs considerably and the three L-systems with
the largest alphabets fail to solve in the four hour time limit.
Overall, the brute force search takes much longer even when
100% successful. Brute force search is quicker for the “Fi-
bonacci Bush” L-system, which is simply a matter of chance
that the correct solution happens to come early in the search
space. In comparison to LGIN, PMIT-D0L is much quicker
at solving the Fractal Plant models due to the lack of any
searching.

Furthermore, it is observed that, on average, when a
search is needed, approximately 80% of the time taken to in-
fer an L-system is consumed by solving the sub-problem for
the non-graphical symbols. Using the projected solution to
find successor relationships makes all subsequent problems
generally much easier, except when a successor is composed
of only turtle graphics. Even in this case, effective projected
solutions can be made by solving the turtle graphics in the
following order: “[”, “]” (no search is required here, as these
symbols must be balanced), “+”, “-”, any 3D symbols, “F”,
“f”. With such an order, the “F” and “f” symbols are gen-
erally found relatively easily. This is due to using a combi-
nation of using markers and projected solutions to find suc-
cessor relationships. The projected solutions process elim-
inates the need to find any graphical symbols in the middle
of the successor, as they are always found; thereby, leaving
only those at the prefix and suffix of the successor. These
in turn are found by the markers process, after which only
a few uncertain cases remain. Ultimately, the difference be-
tweenAmin andAmax is equal to the length of the uncertain
section, which is usually just a few symbols. Finally, PMIT-
D0L can still infer L-systems with 100% success rate if the
assumption on known successors is relaxed to only assuming
the identity production of [ and ], and assuming that any ori-
entation changing symbols can produce themselves or their
inverse; e.g., + → + or + → - are the only successors per-
mitted for +. This increases the average MTTS by a factor
of approximately 20.

With respect to using the diophantine equations, they only
found a unique solution for some of the fractal systems.
Since the biological models have larger alphabets it is more
likely than any pair of symbols,A,B will be mathematically
related, i.e. that as A increases by X , B increases by nX .
In such a case, there will be no unique solution from Gauss-
Jordan elimination. Additionally, for those L-systems with
smaller alphabets, e.g. Ditria Reptans, the successors have
symbol combinations that result in ambiguous strings, i.e.
there are different possible successors to describe the se-
quence of strings. However, as mentioned above, the dio-

phantine equations are removing combinations of successor
lengths from consideration.

Model PMIT GA Brute
Only Force

Algae 0.001* 0.001 0.001
Cantor Dust 0.001* 0.001 0.001

Dragon Curve 0.001 0.001 0.001
E-Curve 0.029 0.001 0.078

Fractal Plant v1 0.001* 0.001 0.001
Fractal Plant v2 0.001* 0.001 0.001
Fractal Plant v3 0.001* 0.001 0.001
Fractal Plant v4 0.001* 0.001 0.002
Fractal Plant v5 0.001* 0.001 0.002
Fractal Plant v6 0.001* 0.001 0.002
Gosper Curve 0.001* 0.001 0.026
Koch Curve 0.001* 0.001 0.001

Peano 0.221 0.052 0.945
Pythagoras Tree 0.001* 0.001 2.894

Sierpenski Triangle v1 0.001* 0.001 0.002
Sierpenski Triangle v2 0.001* 0.001 0.001

Aphanocladia 0.007 0.006 0.047
Dipterosiphonia v1 1.639 664.206 14400.0
Dipterosiphonia v2 1.199 1.212 1.077

Ditira Reptans 0.003 0.001 0.002
Ditira Zonaricola 0.007 0.012 0.011

Herpopteros 0.006 0.017 0.079
Herposiphonia 0.015 0.383 2.492
Metamorphe 2.387 1.589 10.769

Pterocladellium 3.192 751.886 14400.0
Tenuissimum 1.141 1565.095 14400.0
Apple Twig 0.970 1.348 11.186

Fibonacci Bush 0.108 1.620 0.185

Table 1: Comparison of results for PMIT-D0L complete, us-
ing GA only, and using Brute Force

Conclusion
This paper has shown a hybrid approach for inferring
deterministic context-free L-systems (D0L-systems) called
PMIT-D0L. This has been a long-standing problem for
which existing approaches have only solved the case where
|V | ≤ 2 and a sum of successors of 20 symbols. A previ-
ous version of PMIT-D0L (Bernard and McQuillan, 2018),
raised this limit to alphabets with 17 symbols and a sum
of 140 symbols across all successors. This new hybrid ap-
proach raises the limit further, as PMIT-D0L can infer D0L-
systems with up to 31 symbols and a sum of 282 symbols.
PMIT-D0L is able to infer the L-systems in the test suite in
less than 4 seconds; therefore, PMIT-D0L is a fast, reliable
tool for inferring L-systems.

The results from this work also show that the most dif-
ficult problem when inferring D0L-systems is finding the
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non-turtle graphics in the successors. The use of projected
solutions makes finding the graphical symbols fairly simple
within the limits described. This should be used as guidance
for future L-system inference algorithms.

Currently, L-systems are typically crafted by experts us-
ing scientific knowledge about the process to be modeled.
This is time consuming for any single problem and requires
every individual problem in a domain to be investigated sep-
arately. Algorithmically inferring L-systems is quicker and
for a general-purpose algorithm, like PMIT-D0L, requires
only a sequence of strings observed from the hidden L-
system, i.e. PMIT-D0L is domain agnostic. Such an algo-
rithm can reveal scientific knowledge about the mechanics
of a process by inferring an appropriate L-system that can
then be analyzed by an expert. This has the potential to have
a large impact on multiple domains where L-systems are al-
ready used, such as plant modeling (Prusinkiewicz and Lin-
denmayer, 1990; Watanabe et al., 2005), anatomical model-
ing (Galarreta-Valverde et al., 2013; Zamir, 2001), and geo-
logical modeling (Rongier et al., 2017). Also, a fast, reliable
tool such as PMIT-D0L opens up the possibility of investi-
gating modeling applications of L-systems in other domains.

The future for PMIT-D0L will focus on other types of
L-systems and to explore inferring L-systems under sub-
optimal conditions. This work assumes that the scanning
process to produce the strings does so perfectly, so meth-
ods for inferring L-systems when there are errors in the
strings or strings missing completely will be investigated.
Finally, PMIT-D0L should be used to infer a D0L-system
from strings produced by an actual hidden L-system.
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Abstract

Evolutionary mechanisms have always been one of the most
popular chapters of Alife. This work adopts an evolutionary
perspective and proposes an original algorithm for the con-
struction of genealogical trees of scientific papers on the ba-
sis of their citation count evolution in time. The fitness of a
paper now amounts to its in-degree growing trend and a ”dy-
ing” paper will suddenly see this trend declining in time. It
will give birth and be taken over by some of its most prevalent
citing ”offspring”. Practically, this might be used to trace the
successive published milestones of a research field. Based on
two landmark publications of Alife, we will show of this field
has evolved towards more realistic physicochemical simula-
tions and how complex networks, sharing with Alife its multi-
displinarity and software grounding, have robbed us the pop-
ularity.

Introduction
Among the many types of social networks that have gained a
considerable attention these last years, scientific publication
citation networks (De Solla Price, 1965; Newman, 2014) are
among the most popular. Generally these networks have
been analysed in their static version: degree distribution,
presence of clustering(Watts and Strogatz, 1998), discovery
of the most popular papers by means of ranking algorithms
such as page rank or other similar static types of algorithm.
In this paper, instead, these same networks are studied in
their dynamic version i.e. the way each of their node in-
degree (the number of citations this node receives) increases
in time.

The way we proceed is by investigating the increasing
speed of the number of citations received by each of these
papers. The popularity of a paper is now being centered on
this in-degree increasing curve. This new measure allows
assessing the success and fate of a publication in time.

Moreover and on the basis of this new characterization of
publication nodes by the way their citations grow in time, it
becomes equally possible to install our whole approach in
a sort of evolutionary framework (Valverde et al., 2007) so
popular in Alife. The ”fitness” of a paper amounts to this
growing trend and a ”dying” paper would suddenly see this

trend declining in time to be further taken over by some of its
most prevalent citing ”offspring”. Departing from an old but
important initial paper, our proposed approach might allow
any researcher to recapitulate the history of his research field
by tracing the successive published milestones.

The main technicalities of our approach have been de-
scribed in a recent publication (Waumans and Bersini,
2016).

In this paper, we apply this evolutionary analysis to two
pioneering papers of Alife, from Chris Langton, ”Compu-
tation at the edge of chaos” (Langton, 1990), and from
Stephen Wolfram, ”Universality and Complexity of Cellu-
lar Automata” (Wolfram, 1984). We show how their most
prominent offspring papers indicate a clear evolution of Al-
ife towards the analysis of complex networks and towards
more realistic simulations of physicochemical processes.

In the following, first a new set of features is discussed to
better follow the gain or loss of popularity in terms of cita-
tions growing speed. We then describe an original algorithm
for drawing genealogical trees departing from the loss of
popularity of successful papers and evidentiating their most
prevalent citing successors. Three conditions are proposed
and illustrated for a paper A to be a natural successor of pa-
per B: 1) Paper A must cite paper B - 2) paper B must see
its citations in-degree growth begin to decrease and 3) paper
A must in contrast see its citation in-degree growing. We
finally apply this analysis to the two papers just mentioned.

Growth trends
Following the recent developments in citation network anal-
ysis, we carefully examine the way the nodes in-degree grow
in time. All articles do follow different types of evolution but
they still present similarities in their growth trends. In a very
first approximation, these trends can be loosely described as
logarithmic, linear or exponential curves, while not exactly
fitting any of these functions (See Fig 1). Articles rapidly
losing citations after having received a large attention may
also be seen as roughly matching a sigmoid time-evolution.

Since none of the observed growth curves perfectly fits
any of the afore mentioned functions, let’s rather designate
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them using more neutral terms. The four types do corre-
spond to the following observations:

• Growth-Out: Papers presenting similarities to a logarith-
mic growth are losing the interest of the community. They
still gather citations but less and less as time passes.

• Growth-InOut: This type of article starts by gathering
few citations during the first months following its release,
but gathers a lot more attention after a certain period of
time. After this considerable gain of attention, it starts
losing this initial interest. This type has its counterpart :
Growth-OutIn. Both are less present among the different
datasets as they reflect transient states where one article
growth shifts from one category to another.

• Growth-In: These papers gather a lot of interest and are
cited more and more as time passes (similar to an expo-
nential growth). Although this kind of article can be con-
sidered as stars in the field, ultimately they will also lose
citations over the years.

• Growth-Linear: The articles characterized by a linear
curve are on average presenting a constant growth. As
a matter of fact, almost all articles are assimilable to
these Growth-Linear ones during the first months follow-
ing their publication but very few keep this constant pace
for long.

Figure 1: Examples of the four most representative in-degree
growth trends observed in all datasets

An article may start, at some point in time, losing interest
and thus citations as time passes. The reason why this loss
occurs was, as far as we know, not examined in previous
works. Possible explanations are: The publication of a new
article covering a possible new field of research in the steps
of the previous one, or a new article by the same author,
colleagues or rivals, describing an evolution of his research

which is from that point in time considered to be more up-to-
date to refer. Another question is: ”To whom the citations an
article loses apparently seem to benefit, who are the natural
successors?”

We postulate that a simple and continuous observation of
the incoming edges entering an article or its offspring (the
successful articles that cite it) allows to trace the evolution
of their genealogy, the way their popularity decreases to be
replaced by more recent papers. To restrict the successors
of any article to the papers citing it makes a lot of sense
since citations are supposed to be a form of tribute or recog-
nition to the papers that most influence a new development
and from which it ”inherits” the most. We go further by
supposing that these offspring must also be responsible for
the loss of attention plaguing their parents. We thus have a
way to initiate the building of the trees from the star articles
declining in popularity.

Being able to detect precisely when and how this trans-
fer of citations occurs poses a challenge. Specific features
should indicate not just whether an article gains or loses ci-
tations but how. A small decline of the citation rate does not
specifically mean that an article is being taken over by an-
other one, but a consequent one could. This detection con-
sequently requires to better identify the growing dynamic
regime in which an article falls at each point in time. In
what follows, we propose a simple set of features allowing
to better characterize the way each article in-degree citation
rate changes in time.

Growth characterization
These features are called quadrants although they differ from
the analytical geometry definition and just refer to quarters
of a well-defined area. A quadrant value defines the ”amount
of samples from a given normalized time series present in ei-
ther one of the four quadrants defined by cutting the axis (i.e:
X-axis and Y-axis) in two half using the diagonals.” (Fig 2)
This notion allows to clearly identify the shape of a given
curve even better than a direct fitting would. More specif-
ically, when following the evolution of a curve over time,
the key transition from Growth-In to Growth-Out becomes
more salient using quadrants as shown in the following ex-
amples. Different approaches were studied first to develop
those features but none was as simple and efficient to detect
the transitions from one dynamical regime to another.

Just using these four quadrants, Growth-Linear curves re-
main difficult to identify since they do oscillate among all
of the four areas. In order to better identify this dynamical
regime, an extra exclusion zone is added out of the quad-
rants. A point close enough to the diagonal going from (0, 0)
to (1, 1) will be considered to be in this fifth ”quadrant”. By
resorting to these five features, all the types of curve previ-
ously observed are clearly identifiable. Besides the capacity
of this method to properly identify each type of growth, it
can further characterize the way these types change in time.
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Figure 2: Definition of the four quadrants and the exclusion
area around the diagonal, along with the naming convention
used

Next, examples of articles from the different categories
of growth along with the graphical representation of their
evolution in time are presented.

Growth-In evolution Such articles (Fig 3) usually start
as Growth-Linear during the first few months following
their publication, then the Growth-In behaviour accentuates.
They start by having a high q5 value until the q3 and q4 val-
ues greatly increase.

Figure 3: Exemple of a Growth-In Evolution

Growth-Out evolution This kind of article may as well
start as Growth-Linear before its Growth-Out behaviour be-
comes manifest. This implies a high q5 value up to the mo-
ment the q1 and q2 values greatly increase (Fig 4). This
indicates the presence of a downturn in the growth rate. The
way the transitions between those phases are observed and
labelled is well illustrated in an example shown in Fig 5.

Figure 4: Exemple of a Growth-Out Evolution

Figure 5: The highest quadrant value of them all indicat-
ing it’s appartenance to one of the Growth trends previously
identified.

Growth-InOut evolution Those articles, much smaller in
number, are the most intriguing ones. They eventually start
presenting a high q5 value up to attend a shift with an in-
crease of their q3 and q4 values. When they start to suffer
from a loss of popularity, the q3 value starts to decrease as
q2 increases, leading to high q2 and q4 values.

Change of regime
We have so far proposed stable features to characterize the
growth of any given curve. They allow to identify properly
Growth-Linear, Growth-In, Growth-Out as well as Growth-
InOut or Growth-OutIn trends and the transitions among
those types of growth over time. The Fig 5 illustrates this
aspect. Looking at the evolution of the quadrant values
over time, we can easily see that this specific article is first
Growth-In to then become Growth-Out.

The fundamental question to be answered in this paper
goes as follows: ”If an article starts to suffer a loss of ci-
tations, this probably indicates a transfer of attention to an-
other publication. Is it possible to identify the beneficial pa-
pers ? Are there any clear types of transfer occuring ?”. The
most interesting papers to examine are the ones showing a
Growth-Out type. Among the different datasets used, those
do represent a significant proportion.

The algorithm to be presented in the following sections
focuses on the construction of genealogical trees whose
starting nodes are of the Growth-Out type, indicating that
they already lost most of their popularity. A dynamical vi-
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sualisation of each tree being built is possible but beyond the
scope of the hereby-presented work. Here, only static trees
are presented showing the entire life of the starting node
together with the offspring that take over the popularity of
their parents.

The generation of genealogical trees
Our whole analysis should be perceived through some sort
of evolutionary lenses driving to the construction of ge-
nealogical trees answering this question: ’What could be the
descendants of an article after its demise?’ The definition of
such trees slightly differs from the conception of genealog-
ical trees in real life. The children of an article are the arti-
cles that cite it and thus inherit something from it, explaining
why the citation was done in the first place.

The construction and presentation of such trees does how-
ever present the following challenge. Let’s consider a promi-
nent article, e.g., an article that received more than a thou-
sand citations. If a tree had to be built, this would lead to
one thousand children at the first level (i.e: Direct citation
from a child to its parent) and many more at the second level
(i.e: Citation to the parent from a great child through their
own parents). The density and complexity of the resulting
graph will hamper its readability. As a solution, we pro-
pose an algorithm that uses the properties of the four growth
trends previously discussed together with a ranking method
in order to select a small subset of offspring.

Algorithm
The algorithm used to construct our genealogical trees is re-
cursive depth-first, applying at each step of the construction
a ranking-based selection of the most prominent articles. A
few hypothesis are still necessary to avoid overloading any
tree with too much information and compromising its read-
ability.

1. Any article appears only once in a given tree. Although
a same article could be the descendant of several nodes
distributed wherever in the tree, only its first appearance
will be conserved in the resulting tree.

2. The algorithm must be able to pinpoint the loss of popu-
larity of articles that are either Growth-Linear or Growth-
In. To keep the method simple and robust, the points in
time it looks for are the crossing point between q2 and q3
or q5. (i.e: Growth-In article becoming Growth-InOut or
Growth-Linear article becoming Growth-Out). This ten-
dency must also be preserved for a few months to discard
the possibility of a simple glitch in the dataset on account
of the low time resolution being used.

3. Only the five most prominent articles are conserved as off-
spring.

A much more detailed description of the algorithm can be
found in (Waumans and Bersini, 2016).

Finally, in the figures to be presented below, the size of
each node in a tree is proportional to the score of the ranking
at the time of the crossing that was detected. The colour
of each node in a tree represents the type of growth of the
article; blue for the Growth-Out, green for the Growth-In
and different shades between green and blue for the others.
Orange nodes are the ones that display a Growth-InOut trend
at the indicated time, this was done to emphasize on their
particular behaviour.

In substance, at each step, the algorithm searches for a
crossing point among the quadrants time series of the given
article, a crossing point being the point in time where two
quadrant curves do cross each other. More specifically, our
algorithm searches for crossing between q2 and q3 or q5 val-
ues, thus identifying moments where the popularity of an
article clearly shifts. The algorithm then continues by recur-
sively repeating the same operation on each selected child
and selected great child. The ranking algorithm we used is
our own, but could be any of the other existing ones. Our
ranking algorithm improves on existing ones in emphasiz-
ing more recent articles and not requiring the knowledge of
the entire network to be computed. By only taking into ac-
count the trend followed by each article growth curve, and
not the entire network topology, it can be applied in a dy-
namical way, allowing to observe in real-time the tree being
built. Using only the quadrant values for each article, this al-
gorithm tries to anticipate the future popularity of any paper
and puts more emphasis on the young and promising ones.
This ranking method allows to limit the number of children
to only five, thus keeping the generated trees small and read-
able.

Building the genealogical tree of two Artificial
Life publications

In the following we present two genealogical trees built de-
parting from two quite popular and pioneer articles in Al-
ife. Although not quite readable (the algorithm automat-
ically generates them), a careful observation of these two
trees drives us to some important insights on the evolution
of Artificial Life.

The first article is the one written by the instigator of our
Alife scientific field, Chris Langton, and entitled ”Compu-
tation at the edge of chaos”. The whole tree is presented in
Fig 6. Among others, the most remarkable features of this
graph is the presence of quite important and popular descen-
dants that seem to steal away the light shed previously on our
discipline, and that are all dedicated to complex networks.
The two most popular publicated offsprings turn out to be
”The structure and function of complex networks” (New-
man, 2003) and ”Community detection in graphs” (Fortu-
nato, 2010). It is possible to explain the gradual shift of
attention from Alife to complex networks. Whereas the two
fields share the exploitation of abstract computational struc-
ture to apprehend physical phenomena: cellular automata
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Figure 6: Genealogocial tree of the article ”Computation at the edge of chaos” written by Chris Langton in 1990

Figure 7: Genealogocial tree of the article ”Universality and Complexity in Cellular Automate” written by Stephen Wolfram in
1984
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and complex networks, the second one escapes better the
classical criticism of a science without fact. It makes a
stronger and more convincing usage of big experimental
data sets in order to better parametrize and validate the topol-
ogy and the nature of the networks elements. In few words,
complex networks appear more realistic than just cellular au-
tomata.

The second article (whose genealogical tree is represented
in Fig 7) also largely dedicated to cellular automata - a
key software platform of our field - is written by Stephen
Wolfram and entitled ”Universality and Complexity in Cel-
lular Automata”. The nature of the most popular publi-
cation offspring is somewhat more surprising. It is the
paper entitled ”Ab initio molecular-dynamics simulation
of the liquid-metal-amorphous-semiconductor transition in
germanium” and written by Kresse and Hafner (Kresse and
Hafner, 1994). This article describes a quite detailed and
precise software simulation of the liquid/metal semiconduc-
tor transition in germanium in which quantum-mechanical
molecular-dynamic effects are taken into account. Again,
this evolution marks a reinforced interest in connecting
much more software simulations with the physical reali-
ties. Such evolution might result from the frustration of
researchers involved in a scientific field they consider too
much detached from the physical reality.

Conclusion
We have shown two examples of genealogical trees con-
structed on the basis of different scientific citation networks
(here the main database of publications we used is Scopus).
Those examples do illustrate the most common ways one ar-
ticle may lose citations to the profit of others. Essentially,
two frequent paths of evolution may be followed by popular
articles.

First, a paper may have been a star and have become a
reference in its domain, remaining as such for a long time
(Wang et al., 2013); it still gathers references as time passes
even though this gathering rate diminishes with time. Those
articles may be compared to the ones firstly arrived in the
network and profiting from the ”First-Mover Effect” de-
scribed by Newman (Newman, 2009). In such cases, no
offspring may really be distinguished and be pointed out as
potential new stars ready to steal the show. The parent stays
the most referenced and keeps a long lasting influence even
though its initial pace of growth decreases with time (Wang
et al., 2013). The two papers whose evolution has been stud-
ied in here are of such kind and have remained influential all
along the years, although in the same time giving rise to very
influential and ”threatening” descendants.

Second, an article may suffer from a loss of citations be-
cause a novel paper, more remarkable and appealing, was
published with obvious consequence to capture the attention
initially focused on its parent. Those examples are the most
frequent. Those articles give rise to children that do gather

more attention than they used to i.e a higher growth rate as
well as a Growth-In or Growth-Linear trend. This growth
rate in some cases may be twice the one of the parent or
more and such papers can be referred as the new stars (Li
et al., 2009) of the network. ”Sleeping Beauties” (Ke et al.,
2015) may as well appear as new stars of the network even
though it may take longer for them to shine in their geneal-
ogy. However, restricting this genealogy only to static trees
make such papers very difficult to appear. This bottleneck
may be simply avoided by relying on a dynamical version of
the algorithm in which the ranking and the most prevalent
offspring would be updated as time passes. This dynami-
cal version will be presented in future works, together with
a novel typology of popularity transfer among articles. We
are right now more closely observing the dynamical cita-
tions practices and trying to understand better the sociologi-
cal phenomena ruling the growth of such networks.

We also incidentally show in this paper how to make use
of ranking algorithms in a new way compared to the usual
practises. Many different ranking algorithms do exist as well
as lots of variations of these original counterparts. They are
however almost always applied in a static fashion, imply-
ing that a ranking is computed at only one precise times-
tamp. Comparison are then made between two rankings es-
tablished early in the network then later on, to try making
predictions (Newman, 2014) on the future ranking or cita-
tion count of an article. Moreover, those rankings are usually
computed globally, at the scale of an entire dataset, which
would make the algorithm presented here much too slow for
efficiently building the genealogical trees. We thus rely on
a different kind of ranking that offers similar results to the
existing alternatives yet using much less information and not
requiring the computation over the entire network.

This paper proposes a study of scientific articles, their
success and fate, in a sort of evolutionary framework. In
our proposal, the fitness of an article in this very dense jun-
gle of publications, amounts to its rank and its descendants
are assimilated to the more recent and most successful arti-
cles quoting it, thus propagating their ”DNA” content with
new variations. Very practically, departing from a key article
in a scientific field, our method might allow any researcher
in this specific field to guide his exploration by tracing the
most important steps and bifurcations that lead to the current
state of the art.

At last, regarding more attentively the way this type of
analysis might illustrate the evolution of Alife, we can ob-
serve, not so surprisingly, first that the science of complex
networks has drawn a lot of attention out of Alife. As a
more recent field, it is as much multidisciplinary but makes
a much more convincing usage of experimental big data to
tune and validate the networks under study. Additionally,
many researchers have left our field or shift their attention
to alternative fields, for which the software simulations are
more satisfactory. They do connect much more faithfully

457



and with much more details to the physicochemical world,
better resisting the sempiternal but fatal criticism of a sci-
ence without fact.
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Abstract

The standard alphabet of the 20 genetically encoded amino
acids is considered to have been selected during early evolu-
tion from a larger pool of α–amino acids based on its cov-
erage of the chemical space. Chemical space is here defined
by charge, size and hydrophobicity, leading to 6–tuples repre-
senting coverage, which is composed of range and evenness
in these three physico–chemical properties. We summarize
findings of previous studies on the adaptive properties of the
20 encoded amino acids and show how we extend these com-
putational experiments to subsets of the standard alphabet.

Introduction
The modern genetically encoded alphabet is believed to be
highly optimized, by means of a stepwise growth of earlier
simple alphabets, for a number of features including codon
mapping and coverage of chemical space (Philip and Free-
land, 2011; Ilardo et al., 2015; Freeland and Hurst, 1998),
as opposed to a random expansion (Wong, 2005). The ori-
gin of the genetic code has been of interest to both origin of
life and artificial life community (Froese et al., 2018). We
explored here the optimality of smaller alphabets based on
maximum coverage of chemical space.

Chemical structure space is defined as the set of com-
pounds, hypothetical or actual, which fulfil a given set of
property criteria, such as molecular formula, chemical prop-
erty or chemical substructure (Eberhardt et al., 2011).

Non–randomness of the Standard Alphabet
Philip and Freeland (2011) hypothesised that natural selec-
tion, instead of random incorporation, would have favoured
a set of amino acids that is better covering chemical space in
terms of charge, size and hydrophobicity. They proved their
hypothesis with a computer experiment based on 76 known
amino acids of abiotic and biosynthetic origin. The coor-
dinates in chemical space were computed as pKa, van der
Waals volume Vvdw and partition coefficient logP . They
randomly sampled sets of n = 20 amino acids from the
background set of 76, and calculated their coverage of chem-
ical space in terms of range and evenness as follows:

Let p1 ≤ p2 ≤ . . . ≤ pn be the sorted values of a property
P ∈ {pKa, Vvdw, logP} for a setA of n amino acids. Then
the range of A w.r.t. P is defined as difference of maximum
and minimum value

%(A,P ) = pn − p1, (1)

and the evenness of A w.r.t. P is computed as variance of
differences of successive property values

ε(A,P ) = Var {pi − pi−1 : 1 < i ≤ n}. (2)

Better coverage means higher range and lower evenness.
One significant result of Philip and Freeland (2011) was that
none of the sampled sets outperformed the coded set in terms
of coverage in all three properties. We refer to the method
described above as adaptive analysis.

Extraordinarily Adaptive Properties
In order to conduct even more rigorous testing of the hy-
pothesis of Philip and Freeland (2011) virtual libraries of
α–amino acids were prepared using in silico molecular
structure generation (Meringer et al., 2013; Meringer and
Cleaves, 2017). From these libraries 1913 xeno amino acids
were chosen as extended background set for adaptive anal-
ysis (Ilardo et al., 2015). 108 random sets of size 20 were
sampled and compared to the coded set in terms of cover-
age of chemical space as described above. It turned out that
better sets do exist, but they are extremely rare.

Subsets of the Standard Alphabet
A frequently asked question on the studies summarized
above was whether such adaptive properties can also be
found among subsets of the standard alphabet. In the fol-
lowing we describe how we extended adaptive analysis to
handle not only one reference set, but the

(
20
n

)
subsets of

size n, short called n–subsets.
Using equations (1) and (2) we define the coverage of a

set A of amino acids as

κ(A) = (%(A, pKa), %(A, Vvdw), %(A, logP ),

−ε(A, pKa),−ε(A, Vvdw),−ε(A, logP )),
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the 6–tupel composed of range and negative evenness val-
ues in the three considered properties, charge, size and hy-
drophobicity. Using this formalism, we can say that a set
A is better than a set B iff κ(A) > κ(B), where the
’greater’ relationship for two 6–tuples a = (a1, . . . , a6) and
b = (b1, . . . , b6) is defined in the following natural way:

a ≥ b :⇐⇒ a1 ≥ b1 ∧ . . . ∧ a6 ≥ b6, (3)
a > b :⇐⇒ a ≥ b ∧ a 6= b. (4)

Let C denote the standard alphabet of the 20 coded amino
acids, and X the set of 1913 xeno amino acids. Our basic
approach to find subsets of X that have better coverage than
subsets of C is straightforward.

(i) run through all set sizes n = 3, . . . , 19

(ii) for each n sample 108 random sets A of size n from X

(iii) for eachA run through all n–subsetsB ofC and check
if κ(A) ≥ κ(B). If any such B is found then output A.

However, we want to improve step (iii) to avoid relation-
ships κ(B) ≤ κ(A) ≤ κ(B′) for any other n–subsets B′

of C. For this purpose we take advantage of the partial or-
der introduced in definition (3). Instead of running through
all n–subsets B ⊂ C we can simplify this step by checking
against n–subsets of maximum coverage in C. A n–subset
M ⊂ C has maximum coverage in C iff there is no other
n–subset B ⊂ C with κ(B) > κ(M). Note that partially
ordered sets may have more than one maximum. Taking this
into account, step (iii) can be replaced by the more efficient

(iii’) for each A run through all n–subsets M of maximum
coverage and check if κ(A) ≥ κ(M). If any such M is
found then output A.

Our first computations have shown that the number of n–
subsets of C with maximum coverage is much smaller than(
20
n

)
, see Figure 1. This way computation time can be re-

duced to a few days. Independent implementations in Mat-
lab and Python show consistent results pointing to strong
adaptive properties of subsets of the amino acid alphabet.
Details are currently being prepared for publication (Ilardo
et al.).
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Figure 1: The number of subsets with maximum coverage
(red) is for every considered set size n smaller than the num-
ber of n–subsets (blue). In total this results in a factor of
about 50 and renders computations feasible in realistic time.
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Abstract

A long time goal of evolutionary roboticists is to create ever-
increasing lifelike robots which reflect the important aspects
of biology in their behavior and form. One way to create
such creatures is to use evolutionary algorithms and genotype
to phenotype maps which act as proxies for biological devel-
opment. One such algorithm is HyperNEAT whose use of
a substrate which can be viewed as an abstraction of spatial
development used by Hox genes. Previous work has looked
into answering what effect changing the embedding has on
HyperNEAT’s efficiency, however no work has been done on
the effect of representing different aspects of the agents mor-
phology within the embeddings. We introduce the term em-
bodied embeddings to capture the idea of using information
from the morphology to dictate the locations of neurons in the
substrate. We further compare three embodied embeddings,
one which uses the physical structure of the robot and two
which use abstract information about the robot’s morphology,
on an embodied version of the retina task which can be made
modular, hierarchical, or a combination of both.

Introduction
The ultimate goal of evolutionary artificial intelligence and
automated machine research is to have the complex forms
and behaviors of animals reflected in the agents created by
algorithms. Modularity, hierarchy, and regularity are impor-
tant factors to consider when creating agents which reflect
the complexities seen in biology (Carroll, 2001; Schlosser
and Wagner, 2004; Hartwell et al., 1999; Bongard and
Pfeifer, 2001).

In mammalian fetal development, HOX genes are acti-
vated at different times in development based on the strength
of chemical gradients physically present in the morphology
of the organism (Duboule, 1998; Krumlauf, 1994). In one
example, Hox genes at the beginning of the genome are ac-
tivated first near the anterior end of the organism while Hox
genes at the end of the genome are activated later in devel-
opment along the posterior of the organism. This allows de-
velopment to easily generate symmetry and structure based
on a local interaction of chemicals. This type of develop-
ment helps generate the repeated, hierarchical, and modular
structures present in a biological agents body.

Indirect encodings which incorporate development in
some manner can help artificially act as development sim-
ilar to how Hox genes behave during mammalian develop-
ment(Stanley et al., 2009; Bongard, 2002). Indirect encod-
ings also have the benefit of only needing to optimize a set
of parameters existing in a smaller dimension than a coun-
terpart direct encoding. Instead of choosing the weight of
each synapse, an indirect encoding instead provides rules
or functions for how the weights should be set (Gauci and
Stanley, 2010). Evolution then only has to optimize the
rules for determining the weights and not the weights them-
selves meaning indirect encodings can be applied to arbitrar-
ily tasks with arbitrarily large networks without increasing
the search space evolution actually exists in. Indirect en-
codings can also introduce regularity into the phenotype of
the agent, similar to what is found in natural agents (Clune
et al., 2011). If the rules used by the indirect encoding con-
tain symmetry, it is likely symmetry will be reflected in the
final individual. In the effort to create more natural evolved
robots being able to codify natural development processes in
the generation of said robots is an important step.

HyperNEAT, explained in more detail in the next section,
is a direct encoding which acts as a proxy for development
for artificial agents. Similar to Hox genes, HyperNEAT
takes locality into account in its genotype to phenotype map.
We call an embodied embedding when the locality present
in the substrate is based on some aspect of the morphology
of the agent. We provide evidence that different embodied
embeddings provide differences based on the objective the
robot is tasked to perform.

HyperNEAT

HyperNEAT is a genetic algorithm specialized in creating
gradients and patterns along substrates (Stanley et al., 2009).
When used on neural networks, Hyperneat uses Composi-
tional Pattern Producing Networks (CPPNs) to determine
the synaptic weight between two neurons by taking in the
embedded locations of the source and target neuron as input.
The output of the CPPN is then used to determine the weight
of the synapse. HyperNEAT uses the NEAT algorithm to de-
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Figure 1: A depth 2 robot in an environment consisting of two Far cylinders on the left and two Near cylinders on the right.
The robot is tasked with a local and a global objective. The local objective consists of pointing at the white portions of the
cylinders while the global objective consists of moving its root node upwards because there are an even number of each type
of cylinder. The initial position of the robot is shown on the left. At the midpoint of evaluation (middle image) the robot is
correctly pointing at the correct portions of the cylinders. Rays coming out of the robots leaves are purely graphical to help
indicate where the robot is pointing. Towards the end of simulation (right) the robot has completed the global task at the cost
of half of the local task.

termine the structure and topology of the CPPN. The initial
population for NEAT is a simplistic network directly con-
necting inputs to outputs with randomly determined weights.
Over evolutionary time the network is made more complex
by adding nodes and edges to the network, as well as chang-
ing the weights of the edges. The activation functions of
the nodes are chosen from a predetermined list of functions
which can be chosen to reflect the relevant regularity needed
in the specific task at hand. NEAT further uses diversity
preservation techniques which give new genotypes a chance
to optimize to the task before removing them from the pop-
ulation due to fitness.

HyperNEAT has been shown to be effective in a wide
range of domains which require regularity from determining
weights in neural networks, to painting images, and deter-
mining an agent’s morphology (DAmbrosio et al., 2014).

There are many variants and modifications one can make
to HyperNEAT. The one we use throughout the experiments
in this paper is HyperNEAT with Link Expression Output
(HyperNEAT-LEO). HyperNEAT-LEO uses two outputs to
the CPPN, one to determine the weight of the synapse in
question and one to determine whether the synapse is ex-
pressed or not in the final neural network (Verbancsics and
Stanley, 2011). By allowing evolution to control whether the
synapse is expressed, HyperNEAT-LEO can control the final
topology of the produced neural network and explicitly dic-
tate the presence of modules. To further imbue the concept
of modularity and locality for HyperNEAT-LEO, the initial
population of CPPNs can be seeded with Gaussian nodes
which are activated only when input neurons are close to
eachother in their embedded substrate. Thus synapses are
initially much more likely to be expressed if the neurons are
close in embedded space.

This type of control over synaptic expression can be use-
ful in tasks in which modularity is necessary (Verbancsics
and Stanley, 2011). One such task is the Retina Task de-

tailed later in the paper. So far the majority of tasks which
use HyperNEAT-LEO have been disembodied networks in
which modularity is critical or necessary to correct comple-
tion of the task (Verbancsics and Stanley, 2011; Huizinga
et al., 2014). In this work we apply HyperNEAT-LEO to an
embodied agent evolved in task environments that are mod-
ular and hierarchical.

Substrate Analysis

Clune et al. (2009) showed that the configuration of the sub-
strate can impact fitness and efficiency when using Hyper-
NEAT. The authors applied different embodied embeddings
for a quadruped. In one experiment, the embeddings dif-
fered by the dimension of the geometric representation. The
authors tested 1,2, and 3-d representations for the neural net-
work controlling the quadruped, the idea being that the 3-d
representation more encompasses the actual symmetries and
structure present in the physical robot. They showed that
the 2 and 3-d representations resulted in similar performance
meaning that this increase in dimensionality did not help or
hinder HyperNEAT’s ability to evolve a walking gait in the
quadruped. Their work did not use information about the
abstract structure and relationships between components in
the morphology in determining the embedding.

Further work in the impact on of embedding locations
has been focused on evolvable-substrate HyperNEAT (ES-
HyperNEAT) which evolves the location of neurons in the
substrate as well as the CPPN (Risi et al., 2010; Risi and
Stanley, 2011). While these methods have shown to have
been effective on benchmark problems, when the designer
of the substrate is given a body in which to physically place
neurons, it allows the morphology to dictate the structure of
the controller.
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Retina Task
The retina task is an inherently hierarchical and modular
task. Two retinas, on the left and right, are fed into a neu-
ral network. The modular aspect of the retina task is to
distinguish whether each retina contains a target pattern or
not. The hierarchical aspect of the retina task is to then take
whether each retina is a target pattern or not as a logical in-
put and compute a function on that input, like NAND.

The original goal of the retina task was to show that mod-
ularly varying goals causes evolution to generate modular
networks whereas fixed goals tend to generate nonmodular
networks (Kashtan and Alon, 2005). In their initial paper
Kashtan and Alon (2005) used direct encodings to construct
the neural networks topology and synaptic weights. By
changing the logical function the network needed to com-
pute periodically, they were able to generate networks which
exhibited left-right modularity.

Clune et al. (2010) then used the same retina task using
HyperNEAT to specify the neural network. They found that
HyperNEAT performed much more poorly than the direct
encodings used previously as well as finding that the solu-
tions produced by HyperNEAT were not modular.

In response, Verbancsics and Stanley (2011) showed that
by using Hyperneat-LEO modular solutions were found to
the retina task when the initial population of Central Pat-
tern Producing Networks (CPPNs) used by HyperNEAT-
LEO were seeded with an explicit concept of locality. This
work further showed that other versions of HyperNEAT in-
cluding dynamic threshold and LEO without seeding were
less effective in generating modular networks which were fit
to the required task.

Further modularity has been shown to be evolved by us-
ing connection cost along with HyperNEAT-LEO (Huizinga
et al., 2014). The authors evolved networks on a variety of
variants of the disembodied retina task.

Every work using the retina task has done so in a disem-
bodied way. We present an embodied version of the retina
task in which the robot must physically move in order to re-
spond correctly to what it senses in the environment. This
movement then changes how the robot perceives its envi-
ronment causing its sensation of the environment to change.
In this manner seemingly modular tasks can have extremely
effective non-modular solutions. In future work we plan to
examine how adding connection cost can aid modularity in
the embodied retina task presented later in the paper.

Methods
Robot Construction
The robot was a planar tree structure consisting of an actu-
ated root and 2d actuated leaves where d is the depth of the
tree. Hence, at d = 2 there are two actuated leaves (Fig.
2). Each leaf consisted of a distance sensor pointing out
from the tree into the environment and a motor which ac-
tuates a hinge joint connecting the leaf to its parent branch.

The hinge joint allowed the leaf to rotate up and down with
respect to its parent branch. The root consisted of a motor
which actuated a linear joint moving the entire tree along
the z-axis (up and down). Joint ranges in the leaves were
limited to ±π4 from their starting position and the root node
could move ±1 units from its starting position. Each branch
was 1/2 unit long with the root base starting at the point
(0, 0, 1.5)

n
(t)
i = σ

n(t−1)i +
∑
j∈J

wjin
(t−1)
j

 (1)

Neuron activation in the robot was controlled using Equation
1. The value of the ith neuron, ni, at time step t was equal to
the value of ni in the previous time step plus the sum of the
incoming synaptic weights multiplied by the corresponding
neuron’s value. The σ in the Eq. (1) is the hyperbolic tangent
function.

Embodied Retina Task
The goal of the embodied retina task is to perceive objects
in the environment and react accordingly. Similar to the its
disembodied counterpart the embodied retina task requires
aspects of modularity and hierarchy in the controller of the
agent.

The task environment consisted of cylinders placed along
a semi circle four units (Near) and six units (Far) away
from the origin. Near cylinders were white on top, black
on the bottom and far cylinders were colored black on top
and white on bottom. The cylinders were placed such that
each leaf of the robot was pointing at the middle of its cor-
responding cylinder (Fig. 1).

There were two objectives for each robot: local and
global. The local objective was to have leaves point at the
white region of their corresponding cylinders. The global
objective was to determine if there was an even or odd num-
ber of Near cylinders. The robot had to respond by moving
the root, and thus the whole tree, up if there was an even
number and down if there was an odd number of Near cylin-
ders.

For example, given a depth d = 1 robot and the the en-
vironment {Near, Near}, the robot should move its root up
while the leaves of the robot point up towards the tops of
the cylinders. Further, given the environment {Near, Far},
the global solution will be to move the root down, while the
local solutions will be to point to the top of the left (Near)
cylinder and the bottom of the right (Far) cylinder.

The number of cylinders in the environment is dependent
on the number of leaves in the tree which is further depen-
dent on the depth of the tree. Specifically, the number of
cylinders, n, is n = 2d. Each cylinder had two variants.
Thus, at depth d = 1 there are two cylinders meaning there
are 22 = 4 total environments for the robot to be evaluated
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Figure 2: The embeddings shown at three different depths of the tree. White neurons indicate the distance sensor neurons.
Sensor neurons are placed in the leaves of the tree and point outward in the direction of the leaf they are contained in. Black
neurons indicate motor neurons and are placed in the leaves and the root of the tree. The remaining neurons are hidden neurons
colored according to their depth for ease of comparison across embeddings. Each branch consisted of four hidden neurons. Both
the physical (a) and binary (b) embeddings exist in 2D-space regardless of the depth of the tree and produce valid embeddings
(i.e. no overlapping neurons) for arbitrary depths of the tree. The dimension of the hierarchical embedding (c) grows as the size
of the tree grows. Note at d = 1 the hierarchical and binary embedding are exactly the same.

in. For depth d = 2 there are four cylinders giving 42 = 16
total environments for the robot to be evaluated in.

eval(ce, t) =


1 if pointing at white region of

ce at time t
0 otherwise

ge = |ztarget − zroot| (2)

`e = 1−
∑T
t=T/2

∑
ce∈Ce

eval(ce, t)

`e,max
(3)

Err(α,E) =
∑
e∈E

(αge + (1− α)`e)2 (4)

The global objective, calculated in Eq. (2) as ge, is pri-
marily hierarchical. ge is the absolute difference between
the target z-location (1.5 if there is an even number of each
cylinder, 0.5 otherwise) and the ending z-location of the root
at the final time step. A human designer would possibly cre-
ate a network where information would flow from the leaves
to the root where the robot would then aggregate the infor-
mation to create the correct response.

The local objective, calculated in Eq. (3) is primarily
modular. `e is found by assessing whether the robot is look-

ing at the white portion of the cylinders in the last half of the
evaluation. By expanding out evaluation to the final half of
simulation we allow evolution to create a more steady gradi-
ent to the optimal solution. At each time step during evalua-
tion, the robot is given a point if it is correctly looking at the
white portion of the cylinder and a 0 if it is not. These points
are then summed for each cylinder and normalized between
[0, 1] and subtracted from 1 to give the error. In correctly
assessing a cylinder, each leaf would benefit from having an
isolated module which determines whether to move the leaf
branch up or down as appropriate.

The overall objective function is a mean squared error
consisting of a weighted sum of the error from the two tasks.
From these two objectives we explored three tasks deter-
mined by Eq. (4) using α = {0.0, 0.5, 1.0}. These val-
ues correspond to focusing on only the local objective, both
objectives combined, and only the global objective, respec-
tively.

Embodied Network Embeddings

Each embedding consisted of four hidden neurons per physi-
cal tree branch. The embeddings are embodied because each
neuron is placed using information from the morphology of
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the robot. The physical embedding uses the actual (x, y)
positioning of the robot in its initial state whereas both the
binary and hierarchical embeddings use information about
the branches location in the abstract tree structure. Each em-
bedding consisted of a number of motor and sensor neurons
dependent on the depth of the tree considered. Each leaf
branch contained one sensor neuron and one motor neuron.
The root contained a single motor neuron. Thus for d = 1
there where 3∗4 = 12 hidden neurons 2 sensor neurons and
3 motor neurons giving 17 total neurons. For d = 2 there
where 7 ∗ 4 = 28 hidden neurons 4 sensor neurons and 5
motor neurons giving 37 total neurons.

The path of a branch is determined by whether the branch
is a left or right child or an ancestor. Thus, the path of each
branch is a list with length d, the depth of the tree. The
elements of this list are chosen from {−1, 0, 1}. A −1 in-
dicates the branch is a left child, +1 indicates a right child,
and 0 indicates the branch is an ancestor to branches in that
depth. For example, given a d = 2 tree, the leftmost leaf is
[−1,−1] because it is left child of the left child of the root.
In contrast root’s path is [0, 0] because it is the ancestor of
both depth one and two branches.

In the physical embedding, neurons were placed along
the branches of the physical robot. Thus each neuron had
a physical location which corresponded to the robots initial
starting position in physical (x, y) space. The physical em-
bedding is in two-dimensional space, regardless of the the
depth of the robot.

In the binary embedding, the neurons were placed accord-
ing to the location of its corresponding branch in the overall
tree structure. The x position of the neurons are placed using
information about the path and depth of the current branch.
Neurons x =

∑
i=1d pi ∗

1
i where pi is the ith index of the

path p. This results in neurons in branches of left children
being placed to the left of neurons in the parent branches
and, conversely, neurons in right child branches are to the
right of their parents. The neurons in the root branch are lo-
cated at x = 0. The y coordinate of the binary embedding
was chosen to be linear spacing between [−1,+1]. Motors
were placed at y = −1, sensors at y = +1 and hidden
neurons were linearly spaced in between. In branches with-
out sensors or motors, hidden neurons were still placed as
if they existed, meaning hidden neurons from each branch
shared y coordinates. This embedding was chosen because it
encompasses information about the morphology of the tree,
specifically left-right symmetry, while also being extensible
to different depths of tree morphologies and remaining in a
2-d embedding. The embedding is shown in more detail in
Figure 2b.

The hierarchical embedding (Fig. 2c) is similar to the
binary embedding in that it uses information about the
branches location to determine the position of the embedded
neurons. However, instead of placing neurons in a 2-d em-
bedding, the dimension hierarchical embedding grows with

bin/hier physical
α = 0.0 0.0152**** 0.0185
α = 0.5 0.0208 0.0245
α = 1.0 0.125 0.140

Table 1: Depth 1 average minimum fitness at generation
1000. Bolded values indicates minimum across row. ****
indicates p < 0.0001 according to Mann-Whitney U test.

binary physical hierarchical
α = 0.0 0.0600 0.0675 0.0548
α = 0.5 0.0699 0.0632 0.0588 *
α = 1.0 0.227 0.239 0.222

Table 2: Depth 2 average minimum fitness at generation
1000. Bold values indicate minimum across row. ∗ indi-
cates significance at p < 0.05 according to Kruskall-Wallis
H-Test.

the depth of the tree, specifically dim = d + 1. Each new
depth of the tree is a new dimension for the embedding with
variations in the positioning at that depth, according to the
path of the branch, corresponding to location in that dimen-
sion in the embedding. For example, if a branches path in
a depth 2 tree is [-1, 1], the corresponding (x, y) embed-
ding for neurons in that branch are (−1, 1) with the z co-
ordinate being determined by the same linear interpolation
between [−1,+1] as seen previously. In general, the first
d coordinates of the hierarchical embedding are determined
by the path with the final coordinate being determined by
the linear interpolation. This means at d = 1 the binary and
hierarchical embeddings are exactly the same. Further, the
distance between in neurons in the hierarchical embedding
is reflective of the path distance of the branches within the
tree. This means a child is closer to its parent than its sibling
and branches with the same parent are closer than branches
with different parents.

Experimental Parameters
Robots were simulated using Pyrosim, a python interface for
Open Dynamics Engine 1. We used the same parameters for
HyperNEAT as in Verbancsics and Stanley (2011) with the
exception of changing the population size to 100 due to the
computational cost of simulation. Robots were evaluated for
100 time steps in each environment.

The initial population of CPPNs were seeded as in Ver-
bancsics and Stanley (2011). Because we considered two
dimensional substrates, two Gaussian nodes were used and
the bias was connected to the LEO output of the CPPN with
a -2. This seed means that two neurons which are close to-
gether in the embedded xy-plane are much more likely to be
connected by HyperNEAT.

1https://ccappelle.github.io/pyrosim/
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Figure 3: The average minimum error for the three embeddings in the six experiments performed over generational time. The
top row contains the average minimum error for depth 1 trees with four total test environments. The bottom row contains the
average minimum error for depth 2 trees with 16 total test environments. Each column indicates a different α parameter. α is
used to tune the error from the local objective, α = 0.0, to the global objective ,α = 1.0, as dictated by Equation 4. Shaded
regions indicate ± SEM. Only the d = 1, α = 0.0 and d = 2, α = 0.5 results are significant with p < 0.05 according to the
Kuskal-Wallis H-test.

Results
We ran 30 trials of HyperNEAT-LEO for both the phys-
ical and binary embedding for α ∈ {0.0, 0.5, 1.0} with
d ∈ {1, 2} for 1000 generations each. The results are pre-
sented in Figure 3. Amongst the six experiments, two re-
sulted in population in a significant difference in ending
average error. In the d = 2, α = 0.5 experiment, the
physical embedding proved to have significantly better fit-
ness after 1000 generations (p < 0.05). Conversely, in the
d = 2, α = 1.0 experiment, the binary embedding proved
to be significantly better error than the physical embedding
(p < 0.05). All other experiments provided statistically
similar ending fitness values for both embeddings.

For every value of α in the Depth 1 experiments, the
binary/hierarchical embedding performed better than the
physical embedding over 1000 generations however only the
α = 0.0 results are significant. Complete reporting on end-
ing error of Depth 1 experiments is located in Table 1.

For every value of α in the Depth 2 experiments, the hier-
archical embedding performed better than both the physical

and binary embeddings over 1000 generations however only
the α = 0.5 results are significant.

Modularity in the form of network modularity was not
present in any of the ending champion networks, every net-
work was completely connected. Regularity was found to be
present and varied between the different encodings as seen
in Figure 4.

Discussion
The location of neurons embedded in the substrate used by
HyperNEAT is known to have a difference in the efficiency
of evolution to optimize to both embodied and disembodied
tasks (Clune et al., 2009). By using different embodied em-
beddings, HyperNEAT is able to set connection weights us-
ing locality and gradients, present in the morphology, which
may stress the importance of certain desirable traits in robot
controllers such as hierarchy and modularity. Figure 4 shows
a clear difference in the types of patterns that are more com-
mon given a physical embedding, one where the robots mor-
phology is directly reflected in the location of the neurons,
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Sample networks and Connection Matrix

Figure 4: The best run champions from the α = 0.5, d = 1 experiment. The physical embedding is shown on the top row
and the binary/hierarchical embedding is shown on the bottom row. The left column shows how the network is placed on the
embedding and the right column is the same network in adjacency matrix form. Red connections indicate negative synaptic
weights while blue indicates positive weights and the alpha of the connection indicates the magnitude of the weight. The
adjacency matrix (right) helps show how the positioning of nodes in the embedding impacts the type of connection structure
which occurs. The white separations are sensors which cannot be connected to by synapses. The separations help further
distinguish the neurons within each branch and how they connect to the neurons in other branches

compared to a different type of embodied embedding which
uses information about the abstract concept of the structure
of the morphology.

Figure 3 shows the hierarchical embedding was able to
perform better than other embeddingns on a complex task
which had both global and local objectives. The increases
in dimensionality of the hierarchical embedding helped it
compared to the similar binary embedding which uses the
same concept of a branches path to determine neuron loca-
tion but restricts the embedding to two dimensions. These
differences are important because it gives an indication as to
the nature of the relationship between the morphology of the
robot, the structure of the task at hand, and the embedding
used.

One important aspect of HyperNEAT is that it is resolu-
tion independent meaning it is likely that solutions found
are able to scale in a predictable manner (Gauci and Stan-
ley, 2010). Here we give some insight into how embodied
embeddings may be able to be scaled effectively. In either
embedding presented in this work, more hidden neurons can
easily be placed by using linear spacing between the end
points set by the sensor and motor neurons. In the physical
embedding this takes place near the physical (x, y) position
of the tips of each branch while in the binary embedding this
occurs at x ∈ {−1,+1}. Further resolution increases can
occur for this robot by increasing the depth of the tree. In

other robots this can be thought of as adding different com-
ponents or sensors and incorporating them into the substrate
as prescribed by the emobodied embedding plan. Figure 3
shows that while increasing the depth had a impact on the
overall error achieved it is important to note that the number
of environments between d = 1 and d = 2 was squared.
The increase in depth helped elucidate potential problems
with each embedding at these higher depth dimensions.

The disembodied retina task is known to be a benchmark
in order to create modularity in evolved neural networks
(Kashtan and Alon, 2005; Clune et al., 2010). There are
many potential reasons as to why modularity did not form
in the experiments performed. One could be that there are
plenty of perfectly acceptable non-modular controllers in
this task even though, to a human designer, the task seems
separable and modular. Another reason could be that there
was not enough pressure for modularity to form. Kashtan
and Alon (2005) only consistently found modularity when
the global task the network needed to compute was changed
over the course of evolution. This changing every few gen-
erations pressured evolution to separate the network into left
and right halves. It is possible that for this task, in order
for modularity to be present, one would need to change the
global objective periodically.

Another way to further constrain connectivity is to ex-
plicitly choose for solutions which have less connections
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through applying a connection cost function. The simplest
function to represent cost simply counts the total number
of connections present in the network, however, given the
tree structure of the robot, we can direct evolution towards
hierarchical solutions by assigning each neuron a physical
corresponding branch and computing the path length from
the branch of one neuron to the branch of the other. In this
manner we could select for controllers which explicitly use
a hierarchical structure.

Lastly, it is possible modularity did not occur because this
is an embodied task in which speed of movement may play
a factor. The more heavily connected a motor neuron is the
more likely it is that it will actuate with a higher magnitude
velocity. This higher velocity can help the robot achieve its
target position more quickly resulting in higher fitness.

Conclusion
In this work we presented the term embodied embedding and
presented two ways in which it could be performed. One
simply took the physical morphology of the robot in space to
inform the construction of the substrate. The other used the
abstract notion of the robot’s structure to create the embed-
ding. Both were able to perform in tasks, that to a human,
seem modular and hierarchical. We showed that differences
in these embeddings can cause differences in the evolvabil-
ity of the robots. We further gave insight into the patterns
of connections created by certain embeddings and how they
can create different networks to complete the same task.

In the future we would also like to investigate if ES-
Hyperneat chooses hierarchical embeddings for hierarchical
tasks and whether connection cost could help produce mod-
ularity in the embodied retina task.
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Abstract

Natural organisms have transitioned from one niche to an-
other over the course of evolution and have adapted accord-
ingly. In particular, if these transition go back and forth be-
tween two niches repeatedly, such as transitioning between
diurnal and nocturnal lifestyles, this should over time result in
adaptations that are beneficial to both environments. Further-
more, they should also adapt to the transitions themselves.
Here we answer how Markov Brains, which are an analogue
to natural brains, change structurally and functionally when
experiencing periodic changes. We show that if environments
change sufficiently fast, the structural components that form
the brains become useful in both environments. However,
brains evolve to perform different computations while using
the same components, and thus have computational structures
that are multifunctional.

Introduction
Changing fitness landscapes affect evolutionary dynamics
profoundly (Wilke et al., 2001; Laakso et al., 2001). Slow
changes can favour specialists, while generalists can have
an advantage in environments that change often (Travis and
Travis, 2002; Li and Wilke, 2004). At the genetic level,
changing environments modify the effect of mutations, and
can alter their rate of fixation. A mutation that is beneficial in
one environment could be even more beneficial in the next,
thereby accelerating fixation. Conversely, a deleterious mu-
tation effect can be mitigated by an environmental change,
thus allowing valley crossings to occur more often.

As the fossil record makes abundantly clear, the history
of the planet is peppered with sudden, drastic environmental
changes that impose vastly different constraints on surviving
species, e.g. The Great Oxidation Event. Another example
is the mass extinction of dinosaurs in the cretaceous, which
allowed previously nocturnal rodents to fill the diurnal niche
recently vacated by sauropods (Gerkema et al., 2013; Maor
et al., 2017). Transitioning from a nocturnal to a diurnal
lifestyle, or vice versa, is arguably one of the toughest tran-
sitions to make for a vertebrate. A transition of this magni-
tude requires that not only entire metabolic pathways adapt
to the changed temperature, but also that the sensory modal-
ities adapt to cope with different constraints on foraging. A

nocturnal lifestyle either requires extreme adaptations of the
vision system to deal with the lack of light, or requires that
organisms rely on other sensors, such as olfaction or echolo-
cation in the case of bats. On the other hand, the light of
day allows distant objects to be detected easily, emphasiz-
ing the importance of vision. On the downside, the higher
temperature during the day causes odors to evaporate more
quickly, reducing the importance of olfaction. Lastly, a new
environment entails new predators (who may already have
adapted to this environment), and hence the entire behav-
ioral repertoire with respect to predation response must be
adapted. As a consequence, we expect to see wide ranging
structural and functional changes in the neural architecture
of organisms that have to adapt to such drastic changes. Ad-
ditionally, the changes between noctural and diurnal prefer-
ence is also believed to drive speciation (Santini et al., 2015).
We expect that periodic transitions not only force the or-
ganism to evolve to both environments, but may also cause
the organism to adapt to the transitions themselves (as ob-
served in the digital evolutionary model from (Li and Wilke,
2004)). Here, we are specifically interested in these repeated
changes, since they should drastically affect the organization
and topology of the evolved neural architectures.

There have been several computational approaches that
have tried to address this question. For example, it has
been shown that neural modularity can mitigate catastrophic
forgetting (Ellefsen et al., 2015), i.e. modular structures
allow organisms to retain cognitive functions when expe-
riencing a different environment for a number of genera-
tions. At the same time, it is not clear that changing envi-
ronments necessarily promote modular structures (Hüsken
et al., 2002; Schlosser and Wagner, 2004; Kashtan and Alon,
2005; Hintze and Adami, 2008). At the genetic level, it has
been shown that an organism’s reproductive strategy affects
the modularity and epistasis of the underlying genetic archi-
tecture (Misevic et al., 2006). At the moment, it is unclear if
these results will translate to neural architectures.

Here we study how an agent controlled by a Markov
Brain (Edlund et al., 2011; Marstaller et al., 2013; Hintze
et al., 2017) evolves to forage in an environment that peri-
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odically changes over the course of evolution. In one en-
vironment, the agent can “see” the food, while in the other
the agent can only “smell” the food. We show that periodic
transitions cause agents to rearrange their neural architec-
ture in such a way that their structural components become
useful in both environments - a phenomenon we term struc-
tural amalgamation. However, we also show that the struc-
turally amalgamated brains do not create functionally over-
lapping modules. The brain states that an agent experiences
are mostly unique to each environment, and are not shared
between environments; the degree to which functional states
are shared we term functional amalgamation.

Materials and Methods
Evolutionary Framework
All experiments were performed using the MABE (Bohm
et al., 2017) framework. This allows us to evolve differ-
ent neural substrates, in different environments, and using
different selection methods, and allows the results of these
experiments to be compared directly. The specific MABE
modules used in these experiments are detailed below.

Markov Brains
Using natural organisms for an evolutionary experiment
such as we are going to perform here, would be extremely
time consuming, inconvenient, and costly. As an alterna-
tive, we use evolvable Markov Brains (MBs) (Edlund et al.,
2011; Marstaller et al., 2013), which are networks that can
be composed of probabilistic and deterministic logic gates
(for a detailed technical description of Markov Brains see
(Hintze et al., 2017)). Here we only use deterministic gates.
Each MB is encoded by a genome, which contains genes,
and each gene encodes one of the logic gates by specifying
what function it performs and how it connects to other gates,
the sensors, and the actuators of the agent the MB controls.
Figure 1 shows the schematic of an MB, and Figure 2 shows
the encoding that is used to construct MBs from the genome.
Among other applications, MBs have been used to under-
stand the evolution of animal behavior (Olson et al., 2013),
decision making (Kvam et al., 2015), and rates of evolution-
ary adaptation in different contexts (Schossau et al., 2016).
These MBs are used to control an agent that interacts with
the environment using different kinds of sensors, actuators,
and internal machinery. We study how these MBs respond
to evolutionary pressures, as an abstract model of a natural
brain. Clearly, neurons, tissues, sensory cells, and muscles
are very different from logic gates and the binary sensors and
actuators we use here. However, the analogy between these
systems can be drawn on a different level; both systems have
components that are involved in different processes, and we
are interested in how evolution affects how these compo-
nents are used, and in turn how their use affects their future
evolution. In natural organisms we can ablate cells (say in

the visual cortex), and observe if the loss of these cells mod-
ulates behavior. Similarly, we can toggle logic gates on and
off (like a cell ablation or genetic knockout), which allows
us to draw analogous conclusions about the function of those
logic gates. As a consequence, our results will not make
specific implications about natural neural architecture, but
rather how functionality is distributed over the components
optimized by selection.

Figure 1: Schematic view of a Markov Brain Network. The
sensory inputs, hidden states, and motor outputs at time
point t at the top are read by two gates. The result of their
computation propagates to new states at time point t + 1. In
case two gates try to write into the same state, their outputs
will be integrated by applying a logical OR operation.

Figure 2: Encoding of a Markov Brain. A string of numbers
is used as the genome. The genome is read from end to
end, and specific pairs of numbers (42,213 for deterministic
logic gates) indicate the start of a “gene”. Each gene encodes
the connections of one logic gate: red sites are used for the
number of inputs, green for the number of outputs , blue for
the actual addresses of the states the gate reads from, and
yellow for the actual addresses of the states the gate writes
into. The remaining cyan colored sites are used to specify
the logic of the gate.

Environment
Agents are tasked with solving a foraging problem and their
performance is measured by how much food they can col-
lect over a specified period of time. The environment is a
square 2D grid with periodic boundary conditions (effec-
tively turning the grid into a torus). There are 20 pieces
of food randomly distributed over the grid, and the size of
the grid is 10 × 10. When an agent is directly on top of a
resource, it can consume it. To keep the quantity of food
constant, each time a food is consumed, a new piece of food
is placed randomly into the environment on an empty space.
An agent can take one of 4 different actions at every time
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: Agent : Food: Sensor Off : Sensor On

Sensors:

Day: Night:

Figure 3: Environment types as perceived by an agent. An
agent is represented by a squiggle and food by a star. The
Day panel shows the agent’s line of sight with blue squares.
The Night panel similarly shows the region that can be
smelled by the agent with blue squares. The sensors that
light up in the respective environments are shown below
each panel.

step, namely, move forward, turn 45 degrees left or right, or
attempt to consume food, which is only successful if food
is directly under them. The environment can be of two dif-
ferent types, which we call day and night. During the day,
agents can see food and not smell the food, while during the
night, agents can only smell food and not see it. Sensors are
implemented as four separate binary inputs for each type of
environment. In the case of vision, the sensors light up if
the agent is directly facing the food, and within 4 steps of
the food. The number of sensors that light up is equal to 4
minus the number of steps from the closest food (see Figure
3 day). In the case of olfaction, the sensors light up if the
agent is within a Manhattan distance of 4 from the food, in
any direction. Similarly to the day environment sensors, the
number of sensors that light up in the night environment is
equal to 4 minus the Manhattan distance to the closest food
(see Figure 3 night). In either environment, if all the cor-
responding sensors of an agent light up, this indicates that
the agent is standing directly on top of the food. This allows
agents to have similar sensory information that correspond
to both the environmental types.

Agents experience an environment for 100 time-steps and
can collect food during this time. The environment can tech-
nically change from day to night in two different ways: ei-
ther during the lifetime of the agent, which allows them to
experience both types of environments during their lifetime,
or only over generational time-scales. Here we are interested
in the changes to the neural architecture and topology result-
ing from generational changes to the environment, and as a
result, individual agents will only ever encounter a single
type of environment during their lifetimes.

Selection Method
Populations of agents were allowed to evolve for 10,000
generations in periodically cycling environments. At each
generation, agents were selected to propagate offspring to
the next generation, proportionally to their ability to collect
food, which implements a Moran process (Moran, 1958).

Amalgamation
To understand how the architecture and function of the
evolved MBs are affected by the periodic environmental
changes, we perform two kinds of analyses on these agents.

Knockout Experiments and Structural Amalgamation
After agents were allowed to evolve, their performance
along the line of decent (LOD) (Lenski et al., 2003) (the
path from a random organism in the final population traced
over its ancestry, back to the start population), was recon-
structed. Each agent on the LOD was then tested 50 times
over 500 time steps, both in a purely day environment and in
a purely night environment in order to more accurately as-
sess an individual’s ability to forage in these different types
of environments. This also defined the baseline of perfor-
mance for subsequent knockout experiments.

Each agent has a set of logic gates that define what we
call structural components. Obviously each gate also con-
veys a function, but we assess the functional contribution
differently (see functional amalgamation). After all, differ-
ent functions could be implemented on the same computa-
tional structure, analogous to how computers are capable of
running different programs using the same hardware. We
test the contribution of each gene by sequentially removing
one gate after another and testing how the agent performs in
both the day and night environments. The loss (or gain) in
performance, for each individually knocked out component,
defines the extent to which it is involved in computations
pertaining to the day or night type of environment, and to
what degree this gene is involved in both computations.

Modularity measures the degree of connectivity of a com-
ponent within a module as opposed to its connectivity to the
remaining components. Since evolved MBs have to solve at
most two tasks, we would a priori expect them to have ei-
ther one or two modules. However, typical modularity mea-
sures do not differentiate between having only one module
or no modules at all (for an elaboration on this topic see
(Hintze and Adami, 2010)). We will therefore quantify the
“Amalgamation” of the evolved brains and not the modu-
larity. Specifically, we want to quantify to what degree the
genes that determine the function and connectivity of logic
gates in MBs, are involved in diurnal or nocturnal foraging,
and if they are needed in both environments.

If all gates are used in both environments we argue that
the brain is fully amalgamated. To that end, performance
was measured in both environments as Wday and Wnight.
After that, each component was knocked out one after an-
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other, and the performance after each knockout in each en-
vironment was assessed as Kday,i and Knight,i (where i in-
dicates the index of each component). We can now quantify
the contribution of each component i to the performance of
day and night as:

∆Wday,i = Wday −Kday,i (1)
∆Wnight,i = Wnight −Knight,i (2)

A gate (i) that contributes to only one type of environ-
ment, say the day, will have a high ∆Wday,i and a low
∆Wnight,i. A gene that contributes to both types of en-
vironments, will however result in both delta values being
high, while an obsolete or redundant gene will show no ef-
fect on the deltas. Additionally, we observed cases where,
when genes are deleted, the performance of the agent in one
or both environments increased, effectively creating nega-
tive values for ∆Wnight,i or ∆Wday,i. Since we are only
concerned with the degree of the effect the deleted gate has,
we used the absolute of these delta values. The overlap or
degree of amalgamation for each gene Ai can now be quan-
tified as the lower of the values |∆Wnight,i| and |∆Wday,i|
for each gene i. The total degree of structural amalgamation
(AS), normalized to the number of genes N is thus:

AS =
1

N

N∑
i=0

min(|∆Wday,i|, |∆Wnight,i|) (3)

A brain that has high AS is a highly amalgamated brain,
in that more of its structural components are involved in the
function of both types of environments.

State Transition Experiments and Functional Amalga-
mation We also analyzed the “experience” that brains
have in both types of environments. The experience of a
brain can be captured by recording the internal states of a
brain. This is analogous to experiments done on natural
organisms’ brain states (Werner, 2009). In a nutshell, the
state a brain is in at every moment defines the experience
the brain has. Since we are working with digital organisms,
we recorded the internal states of a brain at every single up-
date as well as the states of the environment. We then recon-
structed the brain state transition graph. This graph shows
how each brain state transitions to the next one, based both
on the sensory inputs the agent receives, and what the agent
does. In this graph, each node represents a brain state (ex-
perience) and edges show the transitions from state to state
given the inputs. By running the agent in different environ-
ments, we color coded which node was visited in what envi-
ronment. We expect some states (experiences) to be visited
only in one environment, while other states might be vis-
ited in both environments. This allows us to quantify how
much each state of the brain is involved in experiencing and
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Figure 4: Average fitness of agents from the LOD evolved
in only the night environment (panel 1) or the day environ-
ment (panel 2) without any periodic changes. The fitness
measured in the day environment is shown as a dashed line.
The fitness in the night environment is shown as a solid line.
Gray shadows indicate the standard error over all 40 repli-
cates.

processing each environment (e.g. Fig 9). Functional amal-
gamation (AF ) is therefore V (the number of states visited
in both environments) over N (the total number of states ex-
perienced):

AF =
V

N
(4)

Results
We evolved populations of 100 agents starting with the day
or night environment and switched the environments in pe-
riodic conditions (no switches, every 1 to 30 generations,
40, 50, 60, 70, 80, 90, 100, 150, 200, 250, 500, 750, 1000,
2500, and 5000 generations) over 10,000 generations. For
each experimental condition, 40 replicates were performed.
For each replicate the line of decent (LOD) was recon-
structed (Lenski et al., 2003) and each agent on the LOD
was tested in the day and night environment again.

When evolving agents in only the day or night environ-
ment we find that performance over evolutionary time con-
verges to a maximum that is different for the day and night
environment (see Figure 4). We conclude that in this com-
putational model vision is the superior sense, since it does
not require agents to forage for food as much as olfaction
requires them to. This also shows that evolving from the
night to the day environment is easier than the other way
around, which creates an asymmetry within the experiment.
However, this is also true for natural evolution, where the
transitions between environments are often easier in one di-
rection than the other.

Generally, agents experiencing environmental changes
very often (up to about changes every 10 generations) keep
improving their performance regardless of the transitions
over the entire course of the experiment (see Figure 5 panel 1
and 2). Agents whose environment changes less often (every
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20 to 50 generations) improve their performance less well.
They encounter an occasional drop in fitness once in a new
environment (see Figure 5 panel 3). However, they still man-
age to optimize their performance overall, just not to the de-
gree they would have in a constant environment (compare to
Figure 4) or if switches occurred more frequently (see Figure
5 panel 1 and 2). Lastly, if environmental switches happen
rarely (above 100 generations) agents keep experiencing a
drop in fitness once the environment switches, and they are
not capable of improving their general performance further
over time (see Figure 5 panel 4).
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Figure 5: Average fitness of agents from the LOD evolved
with periodic environmental switches 1) every 4 genera-
tions, 2) every 10, 3) every 50, and 4) every 100 generations.
The fitness measured in the day environment is shown as a
dashed line. The fitness in the night environment is shown as
a solid line. Gray shadows indicate the standard error over
all 40 replicates.

For an overview of the attained fitness in the last genera-
tion, i.e. the performance after 10,000 generations, for dif-
ferent periods between switches, see Figure 6.

These results confirm that when environments change
rapidly enough agents can not only adapt to one environ-
ment at a time, but also adapt to the transition itself (Li and
Wilke, 2004). We did not measure if the loss of function
when transitioning to a new environment is in itself adaptive
i.e. if the rate of function loss decreases over time. However,
how this adaptation works in agents controlled by Markov
Brains is likely to be different than in (Li and Wilke, 2004).
This previous work used AVIDA (Ofria and Wilke, 2004)
which evolves sequences of computer commands that con-
trol each individual. Rapidly changing environments cause
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Figure 6: The average fitness of organisms starting their evo-
lution in the day environment. The solid line shows their
performance in the night environments, and the dashed line
their performance in the day environment for different pe-
riods between switches (x axis) after 10,000 generations.
Each data point is the average of 40 replicate experiments,
error bars show the standard error.

those commands beneficial in one environment to be inter-
spersed with commands that are beneficial in the other envi-
ronment. Markov Brains do not have this sequential struc-
ture but instead form networks, which in our opinion much
more closely resemble actual neural structures. The question
now is how Markov Brains change structurally and function-
ally under these conditions.

Structural Amalgamation
We defined the degree of structural amalgamation as the de-
gree to which the computational components (logic gates)
are used in both environments. We find that at the end of
evolution, the degree of structural amalgamation depends
strongly on the speed at which environments switch peri-
odically (see Figure 7).
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Figure 7: Structural amalgamation (AS) for agents evolved
under different periodic conditions (x axes). Agents that
started to evolve in the night environment are shown as a
solid line, and agents that started to evolve in the day en-
vironment are shown as dashed lines. Error bars indicate
the standard error. Observe that the left most x-value (0)
represents agents that never experienced any environmental
change, and thus don’t exhibit any structural amalgamation.
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This result shows that fast changing environments indeed
cause structural components of the brain to be used in both
environments, while no changes or rarely changing environ-
ments do not cause structural amalgamation. This is not too
surprising once the selection pressures these agents expe-
rience are considered. After a switch in environment, the
selection pressure for components involved in the previous
environment is lost, and thus genes (gates) start to drift. The
only way this drift could be halted is by ensuring that these
components are now also useful in the new environment.

Functional Amalgamation
As explained before, amalgamating the structural compo-
nents of the brain does not imply that functions have to over-
lap or become intertwined as well. At the same time, struc-
tural amalgamation also does not preclude this from hap-
pening. We find that the degree of functional amalgamation
does not depend on the frequency of periodic transitions (see
Figure 8) and is generally low (less than 30% of states are
experienced in both environment).
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Figure 8: Functional amalgamation (AF ) for agents evolved
under different periodic conditions (x axes). Agents that
started to evolve in the night environment are shown as a
solid line, and agents that started to evolve in the day envi-
ronment are shown as dashed lines. Error bars indicate the
standard error.

Discussion
We showed that MBs evolved to control an agent in period-
ically switching environments, adapt not only to each envi-
ronment anew after a switch, but also experience structural
and functional reorganization due to the switches. As long as
environments change frequently enough (less than 50 gener-
ations in each environment) agents do not experience a sig-
nificant loss in fitness after a switch, and can improve fitness
over many switches. Natural organisms probably experience
spontaneous or periodic switches on much larger timescales,
however natural organisms certainly evolve much slower
than the digital ones we used here. We argue that these two
effects balance each other and that our results apply to natu-
ral organisms qualitatively if not necessarily quantitatively.

The difference between structural and functional amalga-
mation is an important observation. While agents amalga-
mate their components (genes/gates) to be used in both en-
vironments, they evolve to have state to state transitions or-
ganized so that states used in one context are separated from
states used in another. In hindsight this might not be too
surprising, since this form of organization separates mental
states from each other as much as possible; environments are
experienced differently instead of similarly. Also, at every
time point, MBs can only be in one particular state, and a
new input will change the state of the brain to a new state,
given the current one. As a consequence, specific states can
only be reached by a specific sequence of inputs. When the
agent finds itself in a new environment that works differ-
ently than the one it evolved in, it is unlikely that a similar
sequence of inputs will ever be observed. Instead, a different
stream of inputs will necessarily lead to a different sequence
of brain states.

What is particularly surprising, is the finding that even
brains that have never experienced a different environment,
also do not have significant functional amalgamation (see
Figure 7 no transitions). Brains that have only evolved in
one environment have no direct selection pressure against
functional amalgamation. As a consequence, there should
be no particular preference or aversion to functional amal-
gamation, however we still observe that only a few states
are shared between both environments. This suggests that
agents experience the environment they are evolved in prop-
erly, but when they encounter a new environment, they
are experiencing distinctively different states. Again, fig-
uratively speaking, when you see something unknown, in-
stead of trying to explain how this new perception fits to
something you already know you instead conclude that you
haven’t seen this before. The state to state transitions for
evolved MBs resemble this principle. Observe that this is at
best a loose analogy, albeit an interesting one.

We predict that sufficiently short periodic environmental
changes should have a similar amalgamating effect on the
structure of natural brains while preserving functional sepa-
ration. Analyzing the anatomy of natural brains across dif-
ferently evolved species should reveal this principle to be
applicable to natural organisms as well.

Further investigations will consider the effect of periodic
and aperiodic switching of environments on the evolvability
and robustness of the computational systems. Similarly, we
are curious about the effect of periodic transitions on agents
that experience both the day and night environment during
their lifetime. These studies will shed more light on the ef-
fect of evolutionary transitions on neural architectures.
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Abstract

Numerous studies have developed and analysed strategies for
maximising utility in social dilemmas from both an individual
agent’s perspective and more generally from the viewpoint of
a society. In this paper we bring this body of work together
by investigating the success of a wide range of strategies in
environments with varying characteristics, comparing their
success. In particular we study within agent-based simula-
tions, different interaction topologies, agents with and with-
out mobility, and strategies with and without adaptation in
the form of reinforcement learning, in both competitive and
cooperative settings represented by the Prisoner’s Dilemma
and the Stag Hunt, respectively. The results of our experi-
ments show that allowing agents mobility decreases the level
of cooperation in the society of agents, due to singular inter-
actions with individual opponents that limit the possibility for
direct reciprocity. Unstructured environments similarly sup-
port a greater number of singular interactions and thus higher
levels of defection in the Prisoner’s Dilemma. In the Stag
Hunt, strategies that prioritise risk taking show a greater level
of success regardless of environment topology. Our range
of experiments yield new insights into the role that mobility
and interaction topologies play in the study of cooperation in
agent societies.

Introduction
The extensive work on social dilemmas with self-interested
agents has focused mainly on agents whose opponents are in
an unchanging set, often represented as nodes in a network.
When mobility is introduced to these agents, their opponents
are no longer consistent since an interaction between any
two agents is not guaranteed nor are any subsequent interac-
tions. This paper explores what effects the move to agents
who have differing sets of opponents has on a strategy. We
are also interested to see if the outcomes of strategies change
when mobility is present in a social dilemma setting. In
addition we explore how the environment topology affects
these strategies, and how these effects are interlinked. Our
study is concerned with observing these effects in terms of
both an individual agent’s performance and the performance
of the society as a whole. The performance of an agent or a
society will be measured by the level of cooperation and the
overall payoff achieved.

Throughout this paper we refer to static and mobile
agents. A static agent refers to an agent which has a fixed
number of opponents and does not move throughout the
environment, which is modelled as a (static) network. A
mobile agent refers to an agent that moves throughout the
environment, modelled as an arena, and whose opponents
will change over time. Previous work has documented
what effects can arise when introducing mobility to agents
(Ranjbar-Sahraei et al., 2014). This work has shown with
mobile pure defectors and cooperators that when defectors
were in the minority they were successful in a small world
environment, but not in a regular environment. Collenette
et al. (2016b, 2017a) expanded on this to include random
and fully connected networks, along with random and empty
arenas. That work was concerned with the mobility effects
on the strategies implemented. Their results showed that
the performance of the strategies depends on the environ-
ment topology in which they were used. Collenette et al.
(2016b, 2017a) further showed that different densities of
mobile agents in an arena can change the observed effects.

The work described above has focused on observing a sin-
gle strategy in the Prisoner’s Dilemma, limiting the ability to
effectively analyse the effects mobile environment topolo-
gies have on social dilemmas and the society in general. We
wish to investigate the different levels of cooperation that
different self-interested strategies yield in a variety of envi-
ronments. By expanding the range of agents and topologies,
we will gain a greater insight into the external factors that
will affect all strategies. Using these insights we gain under-
standing of an agent’s behaviour when moving from a more
theoretical exercise to the real world.

To isolate these external factors we will be running a num-
ber of different experiments where we simulate a society
of self-interest agents. The agents will use a mix of differ-
ent strategies, including fixed strategies that do not change
over time, such as Tit-for-Tat, and adaptive strategies which
use reinforcement learning, including SARSA and a Moody
model. The arena shape for the mobile agents will be de-
signed to be comparable to the network representation used
for the static agents. We will then perform an analysis on the

477



Coop Defect

Coop 3, 3 0, 5
Defect 5, 0 1, 1

Coop Defect

Coop 3, 3 0, 2
Defect 2, 0 1, 1

Table 1: Payoff matrix of the Prisoner’s Dilemma (Left) and
the Stag Hunt (Right).

level of cooperation the society has achieved along with the
average payoff of both the individual agent and for the whole
society. This analysis allows us to determine the effects of
mobility and the effects of different environments allowing
us to further expand on what needs to be taken into account
when designing agents that will be placed in an arena.

We find that mobile agents show a lower level of coop-
eration when compared to static agents. This is due to mo-
bile agents facing a larger range of opponents and interacting
with these opponents fewer times than static agents. Mobile
agents in an open arena will have a higher level of defection
than in arenas with more obstacles, however this only results
in an increase in the society’s payoff in Prisoner’s Dilemma
and not the Stag Hunt in our scenarios. This difference is
due to temptation payoff being higher than mutual coopera-
tion in the Prisoner’s Dilemma and lower in the Stag Hunt.

Background and Related Work
Social Dilemmas
Our study uses both the Prisoner’s Dilemma and the Stag
Hunt games. In both these social dilemmas two players have
the choice of cooperation or defection. The choice is made
simultaneously and without prior communication. The pay-
offs for both dilemmas are shown in Table 1.

In both dilemmas, both players choosing to cooperate will
give the highest payoff for the group as a whole. In the Pris-
oner’s Dilemma there is a strong incentive for a player to
defect, which leads to a Nash Equilibrium of mutual defec-
tion, giving the worst outcome for the society. The Stag
Hunt (Skyrms, 2004) reduces the incentive to defect below
the payoff that an agent would get for mutual cooperation,
leading to two pure strategy Nash Equilibria. These are mu-
tual cooperation and mutual defection. Each equilibrium
has its own benefit and cost: if an agent chooses to coop-
erate there is the risk of losing all the payoff if the opponent
chooses to defect. When the agent chooses to defect there is
no chance of the agent losing its payoff, however it will have
given up the chance for the highest payoff, making this the
risk-dominant strategy.

Exploring how cooperation can evolve between groups of
self-interested agents has been an active topic of research
(Axelrod and Hamilton, 1981; Santos et al., 2008; Bloem-
bergen et al., 2014; Skyrms, 2004; Bolton et al., 2016). We
adopt this model of interaction so we can expand on the body
of knowledge in regards to how the nature of this interaction

changes when deployed in different environments.

Networks
Throughout this work we will be conducting experiments
with different interaction topologies, modelled as networks.
Each node in our networks will represent an agent with the
edges of the network allowing interactions to take place be-
tween the two connected agent nodes. In order to make a
meaningful analysis between mobile arenas and networked
interactions, we will be using the effective degree of the mo-
bile arena to construct our networks, where the degree is the
number of unique agents they faced in an arena.

We use networks with different structural properties in our
work, namely: Small world networks (Watts and Strogatz,
1998), which are networks with high clustering and small
characteristic path length, intuitively this is a network where
the nodes have very few neighbours but the distance between
any two given nodes is also small; the fully connected net-
work, also known as a complete network, in which every
node is connected to every other node; random networks,
where the edges of the network are randomly distributed;
and regular networks, in which all nodes have the same de-
gree. In this work we will focus on random regular net-
works, where the connections to specific nodes may differ,
but the degree of each node will be the same, allowing us to
make a meaningful comparison with the regular arena. We
acknowledge that scale-free networks are an important part
of exploring network interactions (Barabási, 2009), however
we wish to expand upon the current knowledge, by allowing
direct comparisons with previous work.

Collenette et al. (2016b); Ranjbar-Sahraei et al. (2014)
focused on analysing a small subset of possible strategies,
within regular and small world environments. Collenette
et al. (2017a) provide an initial analysis on random and
empty environments. The aim of this work is to generalise
these effects for social dilemma scenarios. Ranjbar-Sahraei
et al. (2014) showed that there is a difference between reg-
ular and small world arenas for the Prisoner’s Dilemma; ex-
ploring this difference allows us to better consider the suc-
cess of the strategies utilised. We can then use the found
differences to better evaluate these strategies when moving
from the more theoretical background of static networks to
the “agents in the field” type of arenas. Previous work has
shown that decreasing the available area to move around in
arenas with the same topology reduces the variance in payoff
between agents Collenette et al. (2017a, 2016b).

When considering the Prisoner’s Dilemma in networks,
previous work has shown that as the network connectivity
increases in regular and small-world, the level of coopera-
tion decreases, matching the Nash Equilibrium (Santos and
Pacheco, 2005; Lieberman et al., 2005; Vukov et al., 2006;
Barrat and Weigt, 2000). In random networks the level of
cooperation in networks with low connectivity depends on
the initial conditions of the agents. When the connectivity
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is high, the level of cooperation is independent of the ini-
tial conditions (Durán and Mulet, 2005). For the Stag Hunt
we see similar results where the level of cooperation is de-
pendant on the network structure, with more connected net-
works showing lower levels of cooperation (Szolnoki and
Perc, 2009; Starnini et al., 2011).

Strategies
In our experiments we will be including a number of differ-
ent strategies, which we have split into two different types.
The first type we define is the fixed strategies, which have
a deterministic outcome. Secondly, we define the adaptive
strategies which use reinforcement learning as part of their
strategy. The fixed strategies include:

Tit-For-Tat (TFT) Initially cooperates, then copies the op-
ponent’s last action (Axelrod and Hamilton, 1981);

Win-Stay Lose-Shift (WSLS) Initially cooperates, repeat-
ing the current action as long as it receives the highest
payoff possible (Nowak et al., 1993);

Random Cooperates or defects with equal chance;

Always Cooperate (ALL COOP) Always cooperates;

Always Defect (ALL DEFECT) Always defects;

Emotional - Active Shown to be the most effective emo-
tional strategy in an arena (Collenette et al., 2016a,b).
This strategy will switch to cooperation when the oppo-
nent has cooperated twice in a row, and switch to defec-
tion when the opponent defects, named E2 in previous
works (Lloyd-Kelly et al., 2012b,a);

Emotional - Trustful Identified as the most effective emo-
tional strategy in a network (Lloyd-Kelly et al., 2012a,b),
named E7 in that work. This strategy will switch to co-
operation when the opponent cooperates, and switch to
defection when the opponent defects three times in a row.

The adaptive strategies use reinforcement learning as their
strategy. Reinforcement learning uses trial and error to learn
about its environment and how to optimise agents’ actions
based on the current state of the environment, in order to
yield the greatest payoff for themselves. Actions that return
the highest payoff are reinforced, whereas actions which re-
turn a low payoff or punishments are reduced. For our ex-
periments the states will be the opponents. The two adaptive
strategies are:

SARSA This is an on-policy reinforcement learning algo-
rithm (Sutton and Barto, 1998). Definition 1 shows the
Q-Value update algorithm.

Definition 1. Let S be the set of states with s ∈ S. Let
A be the set of actions with a ∈ A. Let t be the time,
r represent the reward, α the learning step size and γ the

discount factor of future rewards. Then, SARSA updates
Q(st, at) using the following equation:

Q(st, at)← Q(st, at) + α[rt+1 + γQ(st+1, at+1)

−Q(st, at)]
(1)

Moody This is also a reinforcement learning algorithm that
uses a model of mood in both its action selection and es-
timation of future rewards (Collenette et al., 2017b). Def-
inition 2 gives the Q-Value update algorithm

Definition 2. Let Mema
i be the set of rewards obtained

by agent i when using action a where |Mema
i | is at max-

imum 20, and Mema
i (0) returns the most recent reward.

Let mi return the mood of agent i.

Q(st, at)← Q(st, at) + α[rt+1 + γΨ−Q(st, at)]

Ψ =

(
n

β∑
0

Mema
i (n)

)
/β

β = ceil(|Mema
i |/αi)

αi = (100−mi)/100

(2)

Equation 2 shows how the moody agent evaluates its ex-
pected payoff by taking the average of the previous inter-
actions for that agent and action, where Mema

i is an array
of payoffs from each agent and action pair. How far back
the agent looks is adjusted by the mood level, with higher
moods looking at fewer previous interactions. For example
if the mood (mi) is 25 then β is 75% of the number times
the agent has faced an opponent. Ψ is the mean payoff the
agent received against that opponent and action for the last
75% interactions with that opponent.

For the emotional strategies the initial action will be split
equally between cooperation and defection. For the adap-
tive strategies the initial action will have an equal chance
of cooperation or defection. The adaptive strategies’ initial
Q value for an action will be set to the first payoff they re-
ceive for that state action pair. We do this as Shteingart et al.
(2013) shows that this best reflects how people learn which
action to take when given a choice between a risky or safe
option. Collenette et al. (2017b) states that reflecting psy-
chology is a requirement for the moody strategy and apply-
ing this to SARSA allows a meaningful comparison between
them.

In our adaptive agent the action selection strategy will
use the ε-greedy method, which selects a random action
with probability ε, and the action with the highest Q-Value
with probability 1 − ε. We set ε = 0.1 for both adaptive
agents. The moody strategy can adapt the value of ε de-
pending on the value of the mood: when the agent is in a
neutral mood, no change will be made. ε increases in line
with how strongly the mood is felt, and gives a change of
changing an action that is in conflict with the current mood
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Figure 1: Fully connected, Regular, Small World, and Ran-
dom environments (left to right). Example networks (top)
and corresponding arenas (bottom)

of an agent. When the mood is high and the agent is defect-
ing, ε increases the chance of cooperation. When the mood
is low and the agent is cooperating, ε increases the change
of defection. Collenette et al. (2017b) gives the formal def-
initions of the algorithm. We have altered one step of the
mood update algorithm so that the mood reduces quicker
when a poor outcome is obtained at high mood levels. This
is achieved by altering the mood by the difference between
the reward and the perceived average. Previously the reward
was altered by the difference between the perceived average
and the actual average. This is shown in Definition 3, which
shows how the mood level goes up by the size of the payoff,
including any adjustments that the Homo Egualis equation
(Fehr and Schmidt, 1999) makes to the agent’s perception of
the reward. The Homo Egualis equation is an inequity aver-
sion model, which models what the value received would
be perceived as, when taking into context what other people
have received.

Definition 3. Let I be the set of agents where i, j ∈ I where
j is the opponent, mi be the mood of agent i, t denotes
time. rti denotes the payoff of agent i at time t. Ωti,j de-
notes the Homo Egualis equation (Fehr and Schmidt, 1999)
for agents’ i and j at time t.

mt
i = mt−1

i + (rt−1
i − Ωt−1

i,j ) (3)

The agents will be able to differentiate between oppo-
nents, each strategy will be applied to each agent individ-
ually and for the adaptive agents the opponent will represent
the state. We set the learning rate as α = 0.1 and the dis-
count rate to γ = 0.95.

Experiment Setup
As previously noted, the environments we will be conduct-
ing our experiments in are using the fully connected, reg-
ular, small world, and random networks. Examples of the
networks are shown in Figure 1. A fully connected network
is equivalent to an empty environment (no blocks), as the
agents have an equal chance of meeting any other agent.

In the random environment 20 blocks are placed randomly
around the environment, leaving 36% of the environment
available for movement. For the static equivalent we will use
the Erdős-Rényi method (Erdős and Rényi, 1959) to gener-
ate a random network with a component of one, where each
edge has a 36% chance of being generated.

To calculate the degree needed to generate the random
regular network, we obtain the average number of unique
opponents faced by an agent in the mobile arena. To ensure
that this number is an accurate representation, we exclude
any opponents who are faced once only. We use the algo-
rithm described by Steger and Wormald (1999) which gen-
erates a random regular network in a relatively quick time
(Kim and Vu, 2003), also we ensure the graph has a com-
ponent of one. Using the method for obtaining the degree
as before, we construct the random small world network us-
ing the Watts-Strogatz method (Watts and Strogatz, 1998).
This is constructed as a ring network where the edges in the
graph have a rewiring probability of 40%. That is, each con-
nection has a 40% chance of changing to a different agent.
Examples of each of the static networks are given in Fig-
ure 1. Where a 0% rewiring probability is a ring network
and a 100% rewiring probability is a random network, with
any number between producing a small world network.

Our experiments use 108 agents each using a single strat-
egy. Each strategy will be represented equally. The agents’
initial positions are randomised for each run, in both the net-
work and the mobile arenas. In the arenas, shown in Fig-
ure 1, the agents move randomly around the environment.
The agents have basic obstacle avoidance and generate a
random heading between -45◦ and 45◦ each second to al-
low a random walk. An interaction occurs when two agents
are facing each other and are closer than 20cm. Interac-
tions may happen after each second, after which they are
given two seconds where they may not interact. This pre-
vents agents having more than one interaction while they
are passing each other. The arenas will be simulated using
e-pucks (Mondada et al., 2009) in Stage (Vaughan, 2008).
The mobile agents will interact for 20 minutes, then the po-
sitions will be re-initialised while the agents will retain any
knowledge they have accumulated, to allow agents sufficient
chance to meet a range of opponents. We stop the simulation
once the agents have converged. To calculate if convergence
has occurred we take the proportions of mutual cooperation,
mutual defection, and non-mutual outcomes of the 30 most
recent 20-minute runs. We then compare this to the 10 most
recent 20-minute runs and we say that convergence has oc-
curred if the difference between the proportions calculated
is within 0.005 of each other. We repeat the simulation 50
times in order to generate an accurate result on what propor-
tions of actions the agents converge on.

For the networked experiments, the agents’ positions are
randomised in the network. As time has no true meaning
in the network, an agent will interact with every neighbour
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the average number of times the mobile equivalent interacts
with a specific agent. For example, if in the arena an agent
will average 3 interactions with a specific opponent, then in
the networked environment the agent will interact with each
neighbour 3 times. This counts as a run, we then use the
same convergence properties as before.

Hypotheses
We predict that networks will be more successful in support-
ing cooperation when compared to the arenas; this is hypoth-
esis 1 (H1). This prediction is due to agents being able to re-
taliate against exploitative agents in a reliable manner, ensur-
ing that cooperative agents will both receive a high average
payoff as a pair. In arenas there is no guarantee that agents
will meet the same agent more than once, allowing exploita-
tive agents to be successful, as the opponent is unable to
retaliate. We predict that this will lead to successful arena
strategies being those which take advantage of agents met
rarely while cooperating with agents met frequently. The
TFT and Trustful strategies are effective in maintaining co-
operation over time, and depending on their initial action can
be effective in taking advantage in a one-shot interaction.

We expect there to be differences between the environ-
ments in terms of which environments support the highest
levels of payoff. Collenette et al. (2016a, 2017a) have shown
high levels of mobility are a factor in supporting higher lev-
els of average payoff in arenas with mobile agents. That
work leads us to expect that the empty environment will sup-
port the highest levels of average payoff; this is hypothesis 2
(H2). While the empty arena is represented by the fully con-
nected network, we expect this network to achieve the lowest
amount of cooperation and therefore payoff, as Lieberman
et al. (2005) show on networked interactions; this is hypoth-
esis 3 (H3).

Results and Analysis
We examine the level of cooperation achieved by the soci-
ety in each environment. Figure 2 show the results for the
Prisoner’s Dilemma (Top) and the Stag Hunt (Bottom). The
level of cooperation is given as a percentage where 100%
represents that every outcome was mutual cooperation for
that particular run. These figures support our hypothesis
H3, as in both the Prisoner’s Dilemma and Stag Hunt the
network with the least amount of cooperation was the Fully
Connected network. The level of cooperation increases with
the level of randomness in the network construction, further
supporting our hypothesis H3, and Lieberman et al. (2005).

In addition we note that arenas have a consistently lower
level of cooperation and take longer to converge when com-
pared to networked interactions (H1). To explore why this is
the case, we look into the main difference between the two
environments, namely the number of unique opponents the
agents will face. Figure 3 shows a histogram of how many
unique opponents an agent faced, for each arena. Overlaying
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Figure 2: Proportion of mutual cooperation for each run, in
each of the environments, for the agents playing the Pris-
oner’s Dilemma (Top) and the Stag Hunt (Bottom).

is a second histogram which excludes any opponent they in-
teracted with exactly once. When an agent interacts with an
opponent exactly once we term this a singular interaction.

When we include the singular interactions, the range of
agents faced does not line up with the expected distributions
for the different arena structures. Across the networks we
would expect a singular peak in the histogram which would
lean further right as the arena becomes more open. Ex-
cluding the singular interactions these figures show that the
shape of the environment affects the number of opponents as
would be expected, with an agent in the empty environment
interacting with the largest range of agents and the random
environment facing the smallest range, in-line with expecta-
tions as this mimics the static networks. A significant fac-
tor can be seen in how the number of opponents decreases
greatly when we exclude singular interactions.

What the above means for the agents is that when mobil-
ity is introduced there are effectively both the iterative so-
cial dilemmas and one-shot social dilemmas being played
at same time, with no knowledge on which is being played.
Agents are able to take advantage of some opponents with-
out retaliation, allowing defectors to go unpunished. Mutual
cooperation is harder to sustain as cooperating agents can
effectively be split up, as they may not interact with each
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Figure 3: Histogram of unique opponents faced in the empty,
regular, small world, and random environments (top to bot-
tom), including and excluding singular interactions
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Figure 4: Average Scores for each environment in the Pris-
oner’s Dilemma (Top) and the Stag Hunt (Bottom)

other again. The average range of opponents is 89 (14.65
standard difference) in the mobile arenas, with an average
of 76.5 (32 standard difference) in the static environments.
The larger range of opponents in the mobile environment ex-
tends the convergence time, along with the irregular number
of interactions with a specific opponent.

Payoffs
To analyse hypothesis H2 and H3 we look at Figure 4 which
shows the average score of the society of agents in the Pris-
oner’s Dilemma (left) and the Stag Hunt (right), for each
environment. The results in these figures allow us to reach
an initial conclusion on hypothesises H2 and H3.

For hypothesis H3 we see that the fully connected net-
work performed the worst with more randomised networks
achieving higher scores in both the Prisoner’s Dilemma and
the Stag Hunt, validating this hypothesis. Hypothesis H2,
where we expected the empty environment to perform best,
is supported for the Prisoner’s Dilemma but not for the Stag
Hunt. This leads us to the conclusion that there does not
seem to be a rule to directly relate the environment structure
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and the average payoff. Rather than focusing on whether
there exists an environment which can affect the payoff di-
rectly, we shall analyse why two different social dilemmas
yield different orderings (in terms of society payoff) for
the different arenas, by looking deeper into the form of the
games, and the effects on individual strategies.

We show the average scores of each strategy in each envi-
ronment along with what percentage of their chosen actions
was to cooperate, for the Prisoner’s Dilemma and the Stag
Hunt, in Table 2. This allows us to see whether a majority of
cooperation or a majority of defection is the most successful
in our environments.

We see in the Prisoner’s Dilemma that fully cooperative
agents perform the worst. The empty arena supports high
levels of average payoff for strategies that choose defection
more often. This defection is not supported in the Stag Hunt,
which supports cooperative strategies. This is due to the
temptation payoff being higher than the mutual cooperation
payoff for an individual agent in the Prisoner’s Dilemma,
since the empty arena supports a large range of opponents,
with a significant number of them being one-shot interac-
tions. The agent that defects does not receive any retaliation
allowing it to achieve high levels of payoff. The more coop-
erative agents do not receive a reduction in payoff as large
as the increase in payoff that less cooperative agents receive
in the other arenas, allowing the empty arena to yield the
highest average payoff.

The above effect is not seen in the Stag Hunt as the temp-
tation payoff is less than the mutual cooperation payoff.
Since defecting still receives less retaliation in the empty
arena this does not result in the increased payoff that would
be expected in the Prisoner’s Dilemma. In general we see
that the environment has less of an effect on the strategies in
the Stag Hunt. This highlights how the payoff matrix of a so-
cial dilemma and the environment are interlinked. We note
that TFT was the most successful as per Axelrod and Hamil-
ton (1981), and that Trustful was also a successful strategy
across both social dilemmas, supporting H1 further.

Conclusion
We have conducted experiments with a number of different
strategies, evaluating them in the Prisoner’s Dilemma and
the Stag Hunt games. The agents have played the games in
a number of different network topologies and their equiva-
lent arenas with mobile agents. Through these experiments
we have shown how arenas lower the average payoff, the
level of cooperation, and increase convergence times when
compared to the equivalent static network. We can attribute
this to an inherent property of mobility in an arena, namely
the range of opponents that will be faced and how a number
of them will only be faced once, effectively making them
one-shot interactions and thus limiting an agent’s ability to
retaliate against defection.

We have shown that the more open an arena, the larger

the range of opponents and number of singular interactions.
For an agent to take advantage of the lack of retaliation, the
payoff matrix needs to also support defection over cooper-
ation for an individual agent. The Prisoner’s Dilemma has
this support so defecting agents achieve high levels of pay-
off in the empty arena. Conversely the Stag Hunt does not
have this support as the temptation payoff is lower than the
mutual outcome payoff for an individual agent.

We believe that our results are relevant for agent designers
transferring theoretical network interactions into real world
practical environments. Future work will consider a wider
range of environment topologies to support this aim by fur-
ther generalising the work.
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Abstract

In the basic public goods game the Nash equilibrium is to de-
fect, that is, to share nothing. Resource sharing can evolve via
multilevel selection on groups that have low variation within
the group but have high variation between groups. In our
simulation agents forage at random, can choose to share re-
sources with others in their group as part of a public goods
game, and if they have enough resources they can reproduce.
We show that when there is a single group or large overlap-
ping groups that individual selection leads to a population of
defectors. We also show that when there is a number of iso-
lated groups that multilevel selection leads to a population
of sharers. In our simulation, agents compete indirectly for
space in the population and we find that higher share percent-
ages correlate with larger population sizes. Finally we also
find that as the benefit for sharing decreases our agents share
more with one another to achieve the same benefits.

Introduction
In the evolution of modern life, there have been several ma-
jor evolutionary transitions (Szathmáry and Smith, 1995;
Smith and Szathmary, 1997) that resulted in the origin of
protocells, prokaryotic cells, eukaryotic cells, plastids, mul-
ticellularity, eusocial animal behavior, and human societies.
Recent work (Szathmáry, 2015) has put together a theory of
major transitions. These major transitions are characterized
by common features in which, through division of labor and
specialization, lower-level evolutionary units form coopera-
tive groups and then emerge as new higher-level evolution-
ary units with novel inheritance systems. Multilevel selec-
tion plays an integral role in the explanation of the major
transitions (Okasha, 2005; Szathmáry, 2015).

Multilevel selection occurs on a group of individuals
when within-group variation is low, but between-group vari-
ation is high (Wilson, 1975; Nowak, 2006; Traulsen and
Nowak, 2006). Human beings occupy a cultural niche in
which our minds have been shaped by gene-culture evolu-
tion to be socially focused (Herrmann et al., 2007; Boyd
et al., 2011). In early human populations, conformity bias
in social learning led to shared language and shared norms
within a group. Within these groups there was low varia-
tion of behavior. However, since these forces operated dif-

ferently from group to group, the variation among groups
increased (Richerson and Boyd, 2005; Henrich, 2015). Mul-
tilevel selection plays an important role in explaining the
evolution of human cooperation and sociality (Boyd and
Richerson, 1988; Bowles, 2006; Nowak, 2006; Traulsen and
Nowak, 2006; Boyd and Richerson, 2009; Akçay and Cleve,
2011; Tomasello et al., 2012; Tomasello, 2014).

Groups of humans competed both directly and indirectly.
Sociality, cooperation, and altruism are all group-level traits
that increase the success of the group, despite the potential
expense of individual success. This led group selection to
guide the evolution of cooperation in humans. Group-level
selection can operate both biologically as well as culturally
(Henrich, 2004; Richerson et al., 2016).

We have implemented a novel model of multilevel selec-
tion. Some prior work relies on the standard mathematical
modeling tools of population genetics (Traulsen and Nowak,
2006). Instead, we will rely on evolutionary game theory in
our simulation (Weibull, 1997). Evolutionary game theory
has used the public goods game to test hypotheses about co-
operation (Hauert et al., 2002; Brandt et al., 2003; Santos
et al., 2008). In the public goods game you have n partici-
pants who are each given some amount of resources (usually
everyone gets the same amount). Each member of the game
secretly decides how much of their own resources they will
contribute to the shared pot. The shared pot is multiplied
by a factor greater than one but less than n (2 is a common
multiplier), then divided equally among all participants re-
gardless of who has shared or not. The Nash equilibrium of
a single iteration of the public goods game is for every mem-
ber to contribute zero of their resources. That is, members
that contribute nothing won’t risk losing resources, but they
can still gain any shared resources that may be distributed.
Agents who exploit the game in this way are usually called
defectors whereas agents that share are called cooperators.
These previous experiments have shown that voluntary par-
ticipation (Hauert et al., 2002), reputation and punishment
(Brandt et al., 2003), and population structure (Santos et al.,
2008) can all lead to cooperative populations contrary to the
predictions of game theory.
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In our model we will not rely on mechanisms of reputa-
tion and punishment, nor will we allow voluntary participa-
tion in the public goods game. In this way, our experiment
is much like (Santos et al., 2008) in that we will investigate
the impact of population structure on the evolution of coop-
eration. In (Santos et al., 2008) agents were distributed in a
heterogeneous graph and spacial reciprocity allowed coop-
erative groups to evolve. In (Santos et al., 2008) every agent
is connected to other agents in a graph structure. Each agent
plays one game with their neighborhood and then one game
for each neighbor as that neighbor plays a game with their
neighborhood. The payout for the agent is the average of the
payouts over the d + 1 games where d is the degree of the
agent.

Like (Santos et al., 2008) our agents will participate in
public goods games with agents in range. However, our
agents are not distributed in a graph but instead occupy po-
sitions in a two-dimensional space. The neighborhood of an
agent is determined by the distance between the agent and
other agents in this space. As a result, if agent A is in the
range of agent B, then agent B is in the range of agent A.
This is also true of groups formed in (Santos et al., 2008).
However, if agent C is in the range of agent A, and agent B
is also in the range of agent A, it is not necessarily the case
that agent C is in the range of agent B. That is, unlike in
(Santos et al., 2008) our group structure is fuzzy. A may be
playing with both B and C, but B and C are not playing with
one another. As a result, our agents only play a single public
goods game with members in range, but those members are
each playing a public goods game in potentially different but
overlapping groups.

To play the public goods game in our simulation, agents
are repeatedly allocated a random amount of resources then
they select a share of these resources to redistribute to oth-
ers. Agents will only reproduce and share with other agents
that are sufficiently similar to them in color (we use color
as a property relative to which we can measure the simi-
larity between our agents). Each agent will play the public
goods game with all agents in its range. In some settings
only a single group emerges, while other settings form iso-
lated reproductive groups. We show that individual selection
in a large group leads to defection in the public goods game
while group selection on multiple groups leads to the evolu-
tion of cooperation. We also show that the populations that
share more of their resources were able to maintain higher
population sizes when groups compete indirectly for carry-
ing capacity of the environment.

Model
Agents in our model have a color that determines who they
are willing to breed with and who they are willing to share
with. In each generation, every agent receives resources,
then shares some of these resources with those in their
group. After sharing, those with sufficient resources will re-

Figure 1: A typical grouping of agents with a) default set-
tings, b) sb8 settings and c) sb16 settings. Each agent is
represented as a 20% opacity black square

produce with the closest agent within its range. All offspring
are added to the next generation, every parent has a chance
of advancing to the next generation, and all non-parents are
killed. Our agents can evolve their color and their share per-
centage (the percentage of their resources they are willing to
share with their group).

Each agent has three genes: hue, saturation, and share
percent. We use hue and saturation to identify agents with a
color (we only used hue and saturation with a fixed lightness
so that we could easily plot the color space). This creates a
two-dimensional world where each agent is a point in this
space. We use Euclidean distance to measure the distance
between two colors and use this as a similarity measure be-
tween agents. Figure 1 show example populations under dif-
ferent experimental settings. Each agent is plotted as a 20%
opaque black square over the two dimensional hue and satu-
ration plot so that we can identify groups of agent that share
the same color.

The hue gene has a value between 0 and 360 while the
saturation has a value between 0 and 100. During repro-
duction, the hue and saturation are either randomly selected
from parents or averaged. Following this, a random muta-
tion can occur (with mutation rate of 5%) adding or subtract-
ing a random value (chosen uniformly) up to the maximum
mutation step. The maximum mutation step is a parameter
of our experiment and we vary its value in the range 4 to 32.

Agents will only breed/share with an agent that is within
their breed range/share range. In our experiments, an agent
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always has the same breed range and share range. These
are not evolved traits, though we do vary these ranges ex-
perimentally. Like the maximum mutation step, we vary the
breed range and share range between 4 and 32.

The share percent gene determines how much of an
agent’s resources they are willing to share with the other
members of their group. The share percent is a value be-
tween 0 and 1 and is set to 0 in the initial population. This
way, sharing must evolve. During reproduction, the share
percent is either copied from a random parent or is averaged
from both. After this, a mutation may occur (with a muta-
tion rate of 5%) where a random value (chosen uniformly)
between -0.1 and 0.1 is added to the share percent.

Every generation consists of three stages: First the agents
randomly forage, then they share their resources with their
group, and finally they reproduce if they can. During the
foraging phase, each agent is randomly assigned a real val-
ued amount of resources in the range 0 to 2 (This random
assignment is carried out uniformly though we have also ex-
perimented with a normal distribution with a mean of 1 that
showed little difference in results.). Agents with at least 1 re-
source can reproduce, but before this is determined, agents
have the chance to share resources with others in their group.
With these settings, if no agents share, we expect 50% of
agents to reproduce.

During the share phase of the generation, each agent can
share resources with others in their group. Their group is
determined by their share range, such that only agents within
their share range are members of their share group. Notice
that this makes groups ”fuzzy”, where two agents may be in
each other’s share group but have different groups from one
another (this was not the case in (Santos et al., 2008) where
each public goods game was played with the same group
though agents may be members of more than one group).
The amount of resources shared is determined by the share
percentage gene of the agent.

On day i, our sharing agent has foraged resources ri, has
a share percent of p, and there are n members of the agent’s
sharing group. The shared resources are subtracted from the
sharing agent’s resources (Equation 1) and then are multi-
plied by the public goods factor F , before being divided
evenly among the other agents in the share group (Equation
2). These formulas are summarized below, where r′i is the
resource of a member of the share group on day i and F is
the public goods factor.

ri+1 = ri(1− p) (1)

r′i+1 = r′i +
rp

n
· F (2)

After sharing, each agent may have donated and/or re-
ceived resources from others in their sharing group. If an
agent has more than 1 resource at this stage then it will
breed, otherwise the agent does not breed. If an agent is

capable of breeding, it will select another agent within its
breed range that is also capable of breeding and the agents
will engage in sexual reproduction. In our current settings,
agents will breed with the agent that is closest to them in
color within their breed range if there is more than one avail-
able partner (we also have settings to select a random mate
in range with very little difference in results). If no available
breeding partners exist, the agent will reproduce asexually.

Non-breeding agents are never added to the next genera-
tion, but breeding agents have a chance of being added to
the next generation depending on population size. If the
population is below 400 agents then every breeding agent
is added to the next generation. After the population ex-
ceeds 400 a breeding agent’s chance of being added to the
next generation decreases by 10% for every 400 members of
the population. Above 4000 agents, no breeding agents will
be added to the next generation. That is, if the population is
P then each breeding agent is added to the next generation
with probability:

1−
⌊

P

400

⌋
· 0.1

The purpose of this mechanism is to provide indirect compe-
tition between agents and ultimately between groups by pro-
viding a soft carrying capacity for the environment. This soft
carrying capacity might represent a competition for shared
resources or living space. The impact of this mechanism is
that populations that are more successful at reproducing on
average will be able to maintain larger populations.

This mechanism is such that, for small populations, shar-
ing is not necessary. Recall that our foraging mechanism
without sharing will result in an expected 50% of the popula-
tion being able to reproduce. With less than 400 agents, each
breeder will be added to the next generation and will also
contribute a single offspring to the next generation. Thus,
we expect the population to be able to maintain its size in
the next generation.

However, once the population exceeds 400, some of the
breeders will not be added to the next generation. This
creates pressure for more members of the population to be
breeders if the population is to be maintained. Only through
sharing can agents increase the available resources in the
population and redistribute resources so that they are more
evenly distributed in the group.

Finally, note that if every member of the population
shared all of their resources with everyone else then every-
one would receive an equal share. Even with a public goods
factor of 1, we would expect every agent to have exactly 1
resource and thus be able to reproduce. So if every agent
shares all their resources, then every agent will be able to
reproduce and the population can double itself if the popula-
tion is less than 400 or it can maintain itself if the population
is above 4000.
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Name Share Range Breed Range Mutation Step
step4 4 4 4
step8 4 4 8
step16 4 4 16
default 4 4 32
sb8 8 8 32
sb16 16 16 32
sb32 32 32 32

Table 1: Experimental runs varying share range, breed range
and mutation step.

Experimental Setup
In our experiment, we have chosen to vary four parameters
to test the conditions in which group selection can lead to
the evolution of cooperation. Our first experiment is to vary
the breed range and share range relative to the mutation step.
The effects of these variations impact the size and number of
groups in the simulation as well as the degree of relatedness
among members of a group. When the mutation step is close
to the breed and share ranges, there’s either a small number
of overlapping groups or one large group. When the mu-
tation step is much larger than the breed and share ranges,
mutations can take new agents out of the group to join other
groups. Table 1 shows the experimental runs when varying
breed range, share range and mutation step. We conduct this
experiment with the default public goods factor of 2 for all
runs.

In our second experiment we vary the public goods factor.
We range the public goods factor from 1 to 2 in increments
of 0.1. At public goods factor 1, there is no incentive to share
beyond the redistribution of resources among the group. All
other values greater than 1 provide benefits to sharing. We
conduct this experiment with the default mutation step (32),
breed range (4) and share range (4).

In each run we seed the population with 100 randomly
generated agents, and we run each experiment for 5000 gen-
erations. Initially generated agents have a random hue and
saturation and their share percentage set to 0. Not every pop-
ulation of 100 is viable, and under some experimental condi-
tions, the initial population will die off before the 5000 gen-
erations is complete (this usually happens very early in the
simulation). For each experimental setting we have tracked
the percentage of successful runs (those that make it to day
5000).

For each experiment, we record a summary of
each generation that includes the population count,
min/max/mean/standard deviation of the share percent. For
each experimental setting, we simulated runs until we gath-
ered at least 70 successful runs for each test. We average
the population for each generation over the runs. We also
compute the mean share percentage in the population av-
eraged over the runs. Finally, we correlate population size

with share percentage.

Observations and Discussion
Depending on the experimental settings, we saw three differ-
ent types of population behavior. First, the least successful
populations would be unable to breach the minimum pop-
ulation level of 400 because they could not maintain shar-
ing in their populations without being exploited by defec-
tors. In contrast, the most successful populations typically
evolve sharing early in the simulation and then optimize
their share percentages so that the maximum population of
4000 is reached (recall that populations greater than 4000
will have no parents survive to the next generation). Finally
in some runs, we have some success but not complete suc-
cess. The population can grow beyond the minimum popu-
lation of 400 due to some degree of sharing, however, these
sharing populations become invaded by defectors and col-
lapse. In these runs the population regularly oscillates be-
tween the minimum population and higher populations.

Most populations had high success rates (over 80%).
Some of the experiments with low public goods factor strug-
gled to be successful and we note this below. We found that
in successful populations the population size correlated with
an increase in the mean share percent of all agents. How
much the average agent must share to reach a particular pop-
ulation size depends on the experimental settings, some of
which require much higher share percentages than others.

Our experiments are conducted relative to the default set-
tings. The default settings typically lead to successful runs.
The initial random non-sharing population organizes itself
into isolated groups based on the randomness of the first few
generations. Some of the groups randomly are able to grow
their population, while others die out due to unlucky for-
aging allocations. Eventually the population grows to 400
where there becomes pressure to be more efficient foragers.
At this point, some groups usually begin sharing with each
other.

Sharing is beneficial for two reasons: its adds more re-
sources to the pool due to the public goods factor and it al-
lows for a redistribution of resources among the group. The
groups that share are more likely to have reproductive mem-
bers and thus are more likely to grow their populations. The
non-sharing groups that may have been maintaining their
population sizes before the population of 400 was reached
are now struggling to maintain the population size and begin
to die out. This creates a positive feedback loop for the shar-
ing populations. As they grow, the population gets larger
and the pressure to share gets stronger. This also creates a
negative feedback loop for the non-sharing populations. As
the population is growing, it gets harder and harder for them
to maintain their populations. Under the default settings,
the population approaches 4000 (the theoretical maximum)
after about 500 days and maintains this population for the
remainder of the run.
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Figure 2: Mean population sizes for each generation with
varied breed and share range values (and a fixed mutation
step value of 32).
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Figure 3: Mean population sizes for each generation with
varied mutation step values and fixed breed and share range
values of 4.

Step and Range

Our first set of experiments involved varying the mutation
step and the breed and share ranges. In our default settings,
we have breed and share range of 4 and the mutation step
of 32. This creates a ratio between the breed and share
ranges and the mutation step of 1:8. This is an important
mechanism in our default settings because it creates isolated
groups. That is, agents only breed (and share) with agents
within distance 4 but the offspring created may mutate to be
up to distance 32 away. The mutated offspring would be in
an entirely different breeding (and sharing) group. As a re-
sult mutation creates a constant migration between groups
(5% per generation) which ensures that these groups contain
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Figure 4: Mean population sizes and share percentages for
each generation for a select step8 run that shows the typical
behavior of the population size and share percentage over
time with step8 parameters

unrelated individuals. Figure 1 shows a typical grouping of
agents on the default settings.

Varying the ratio between the breed and share ranges and
the mutation step alters the group structures formed. First,
we varied the breed and share ranges while holding the mu-
tation step constant at the default value of 32. Figure 2 shows
the mean population for our four experimental runs. Sec-
ond, we varied the mutation step while holding the breed
and share ranges constant at the default value of 4. Figure 3
shows the mean population for our four experimental runs.
We note that each run creates different ratios between the
breed (and share) range and the mutation step. Runs with a
similar ratio have similar performance. For convenience, we
have grouped them together: sb32 groups with step4 (1:1),
sb16 with step8 (1:2), sb8 with step16 (1:4), and finally the
control (1:8).

In the case of sb32 and step4, we have a ratio of 1:1. This
means that the all offspring of members of these popula-
tions will be within the breed range and share range of their
parents. This results in a single reproductive group. This
group cannot fragment because the mutation step is not large
enough to take offspring away from parents. As only a sin-
gle group of agents is formed there is no path for sharing
to evolve via group selection. In the single group it is hard
for cooperators to catch on as there is always an abundant
group of defectors willing to take advantage. The popula-
tion level of these simulations fluctuates around 400. The
non-sharing populations are strong enough to grow to this
limit, but whenever the population rise above the limit the
non-sharing population cannot cope.

For runs sb16 and step8, we have a ratio of 1:2. Half of
the mutant offspring in these populations will be within the
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breed range and share range of the their parents. This creates
overlapping groups but with some edge groups more isolated
than others. Opportunities for local groups of cooperators
emerge and when they do they are able to expand and grow
the population. However due to the presence of overlapping
defector populations the defectors often are able to exploit
the cooperators and collapse the population back to around
400. As a result, the population of these runs have large
fluctuations, as can be seen in the volatile mean population
in Figure 4. Figure 1 shows a typical grouping of agents in
the sb16 run with population around the 400 threshold.

There is a difference in performance between the sb16
and step8 runs. While both populations suffer from fluctu-
ations between cooperators and defectors, the step8 run is
able to achieve much higher levels of population before col-
lapsing. In the sb16 runs the agents share and breed with
anyone within 16 which is a large radius compared to the
step8 agents who have a radius of 4 (the default). With the
radius of 4, smaller groups are formed and thus the step8
agents have more opportunities for local pockets of sharing
to emerge.

Runs sb8 and step16 have a ratio of 1:4. Most of the mu-
tant offspring of these populations will not be within the
breed and share range of their parents. This creates many
opportunities for isolated mutant groups to form. This ratio
is the closest to the default of 1:8, and we see that in both
of these runs, stable isolated groups form and groups selec-
tion leads to the emergence of cooperation and high popu-
lation levels comparable to the default run. Figure 1 shows
a typically grouping of agents in a sb8 run. We notice that
the groups formed are larger than those formed in the de-
fault settings (and there are fewer groups) but they are still
isolated enough that group selection can lead to successful
sharing.

Varying the ratio of the share and breed ranges to the mu-
tation step and vice versa created different groups structures
in the population ranging from large mixed groups to smaller
isolated groups. Only when there was enough isolation in
groups, could group selection become the dominant selec-
tive force and lead to cooperation.

Public Goods
Next we will we look at the runs where we varied the public
goods factor. We can see in Figure 5, that as we increase
the public goods, the populations become more successful.
With the public goods factor set to 1.0, which effectively
removes any benefit for agents to share with each other, no
populations were successful in reaching the 5000 day epoch.
These populations were unable to even find equilibrium.

Theoretically, with a public goods factor of 1.0 and per-
fect sharing within a group, all resources will be perfectly
redistributed. That is, every agent would receive the aver-
age resources assigned to all agents. By design, this average
is expected to be 1.0 or exactly the threshold for success-
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Figure 5: Success rates in simulation runs with varied public
goods factor values.
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Figure 6: Mean population sizes for each generation with
varied public goods factor values.

ful breeding. While theoretically this benefit exists, it is too
difficult to achieve as anything but perfect sharing is suscep-
tible to defection.

Looking at how the populations of the public goods runs
are changing over each generation, we can identify some
trends in Figure 6. First with public goods factor of 1.1, we
can see that when the population is successful it struggles
to benefit from sharing. The population fluctuates around
the population threshold of 400, even despite having isolated
groups in which sharing can emerge.

With higher public goods factors of 1.2-1.4, the popu-
lations get stronger. These populations are able to exploit
sharing even if the benefit is meager and they can maintain
higher populations. As the public goods factor increases
the higher a population size that can be maintained. This
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Figure 7: Comparison of the mean population count to the
mean share percent with varied public goods factor values.

trend continues until we reach the default public goods fac-
tor of 2.0. In addition as the public goods factor increases
the populations more rapidly exploit the benefits and reach
their maximum populations earlier.

While it is not surprising that increasing the benefits of
sharing allows sharing populations to grow larger, there is an
opposite trend for share percentage. As the benefits of shar-
ing go up, agents do not need to share as much to achieve
equivalent benefits. Or to put it differently: If agents wish to
benefit from a meager public goods factor they need to share
more of their resources. For the public goods factor runs, we
have correlated the mean share percentage of agents with the
population size. Figure 7 shows this data.

We can see that with public goods factor of 1.2 the mean
population size capped out at around 2000. In order to
achieve this size, the mean share percentage was nearly
70%. With that same share percentage and public goods
factor of 1.3, the population could reach nearly 3000. The
remaining runs did not reach such high mean share percent-
ages, nonetheless they were able to achieve higher popula-
tion sizes. Thus as the benefits of sharing increase agents
need to share less to benefit as a population.

Model Robustness
We also varied our foraging strategy to test the robustness of
our results. Instead of assigning resources from a uniform
distribution, we selected a normal distribution with a mean
of 1 and a standard deviation of 0.25. The result of this
change is that most agents were assigned resources close to
the mean (and the breeding threshold) and very few agents
had grossly more or less resources than they needed. Our
test results show that enabling normal distribution foraging
results in a lower share percent for all population sizes, but
they were otherwise very similar in their max population
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Figure 8: Comparison of the mean population to the share
percent of foraging methods

count. Since all agents are already close to the needed re-
sources, agents needed to share less to benefit from sharing.
Figure 8 shows population correlated with share percentage
for our default settings with normal and uniform foraging.

In addition to these experiments, we conducted other ex-
periments to verify the robustness of our model. We had
one experimental setting to disable agents from sharing with
selfish agents (that have a share percent of 0). These settings
insulated sharers from pure defectors and populations were
meagerly more successful, but we did not see a significant
difference with this enabled.

Conclusions
The Nash equilibrium of a single iteration of a public goods
game is to defect and share none of your resources. When
we evolve agents in a single population, where all other
agents are playing the same public goods game individual
selection leads to populations of defectors. These popula-
tions do not evolve sharing (sharing is maladaptive for in-
dividuals) and they cannot maintain populations above the
minimum population threshold. This occurs even when the
benefit to sharing is quite high.

In contrast, when agents organize themselves into isolated
groups, group level selection leads to the evolution of co-
operation. These groups must compete for membership in
the next generation. Groups that share resources have more
members capable of reproducing and therefore have more
members that carry on to the next generation. As the pop-
ulation gets larger, the stress on non-cooperative groups to
maintain their population is higher and they eventually die
off. As a result, group selection operates to counteract the
selection pressure to defect. Defecting might be advanta-
geous for an individual in the group but is not advantageous
to the group when competing with other groups. We found

491



evolution of sharing due to group selection, occurred even
when the reward for sharing was quite modest. However, the
populations are more robust and can maintain higher popula-
tion sizes if the reward for sharing is higher. It is important
to note that members of the groups are not necessarily re-
lated and thus we cannot attribute the evolution of sharing to
another mechanism like kin selection.

In our simulation, cooperative groups were able to reach
higher populations sizes while non-cooperative groups were
unable to maintain such large populations. In addition, pop-
ulation size correlated with share percentage. The more the
agents were willing to share on average, the larger the popu-
lation. This correlation occurred in all runs with cooperative
agents.

As sharing becomes less beneficial to the population, the
cooperative agents were more likely to share more. The pub-
lic goods factor determines the extra resources that are cre-
ated after sharing. When the factor is high, the agents do
not need to share as much to get the same benefit as when
the factor is lower. As a result, the highest share percentages
were seen in simulations with low public goods factors. This
comes with the exception that when the public goods factor
becomes too low, group selection does not lead to the evolu-
tion of sharing.

Finally these simulations were also conducted with a dif-
ferent foraging scheme in which resources are distributed
using a normal distribution instead of a uniform distribu-
tion. Using the normal foraging meant that agents were
more likely to have slightly more or slightly less resources
than they needed. This meant that fewer resources needed to
be shared for the population to benefit. Under these condi-
tions we saw similar trends though share percentages tended
to be lower than when using the uniform distribution forag-
ing method.
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Abstract

Honeybees are highly social animals who live in large
colonies, called hives. This study explores global patterns and
dynamics observed in the beehive by tracking the individual
behaviors. Previous research developed a high-throughput
automatic monitoring system for honeybees (Apis mellifera)
that tracked every individual bee in a hive, recording their po-
sitions, speed and orientations. This has been used to analyze
the bees trophallaxis (two bees touching each other with their
antennae to orally transferring liquid food (Free (1956))). net-
work and calculate how often they communicate; it was found
that the bee networks communicate in the intermittent man-
ner in time, called bursts, much like human communication
networks (Gernat et al. (2018)). Using this same dataset, we
developed a new, complementary analysis that examined a
different bee behavior that also follows a burst pattern: the
bursts of kinetic energy that occur in beehives. Such bursts
may be endogenous (i.e., spontaneous activity resulting from
the internal interactions of bees) or exogenous (i.e., result-
ing from external perturbations). We sought to identify re-
lationships between endogenous and exogenous bursts and
the contributions of individual bees, as well as the relation-
ship between the bees trophallaxis network and their kinetic
bursting behaviors.

Introduction
Social insects have been extensively studied, including
their collective society dynamics, the individuals constitut-
ing their societies, and the relationships between individu-
als(Seeley et al. (2012), Hunt et al. (2016)). Regarding in-
dividual divisions of labor, for example in ant or bee soci-
eties, it has been found that worker individuals will swap
between foraging and nursing roles, and it has been sug-
gested that the division of labor is not determined by some
central control system but by stimuli from the external envi-
ronment and/or by interactions between individuals (Robin-
son (1992), Camazine (2003)). Mersch et al. (2013) tracked
hundreds of individual ants and found that the spatial dis-
tribution of individuals was responsible for their divisions
of labor. However, the macro-dynamics of how individual
insects self-organize (such as the formation of colonies) are
not yet fully understood.

Gernat et al. (2018) developed a high-throughput auto-
matic monitoring system of honeybee Apis mellifera hives.
By attaching a bCode device (a custom matrix barcode) to
the thorax of every individual bee in the hive, they succeeded
in tracking each individual bees positions, speeds and ori-
entations using the recorded digital images. Gernat et al.
(2018) used the same tracking system to study bees trophal-
laxis (mouth to mouth interaction to transfer food or chemi-
cals) networks and calculate how often they communicated.
They found that the distribution of communication intervals
followed a power law on a scale shorter than 100 seconds.
In other words, their communication occurred in temporally
intermittent manner, which they called bursts, much like hu-
man communication networks.

Using the same dataset as Gernat et al. (2018), we devel-
oped a new, complementary analysis that examined a dif-
ferent bursting behavior: the bursts of kinetic energy that
occur in beehives. Such bursts may be endogenous (i.e.,
spontaneous activity resulting from the internal interactions
of bees) or exogenous (i.e., resulting from external pertur-
bations). We sought to identify relationships between en-
dogenous and exogenous bursts and the contributions of in-
dividual bees, as well as the relationship between the bees
trophallaxis network and their bursting behaviors of the ki-
netic energies.

Related work
Ethology and sociobiology studies of mammals, birds and
fish are necessary to understand how their societies are
organized out of individuals with specific personalities.
Ethological descriptions of individual identification have
been mainly confined to vertebrates: primates (Azuma and
Toyoshima (1961)), cetaceans (Whitehead et al. (2000)),
corvids (Seed et al. (2009)), and some fish (Acu na-Marrero
et al. (2014)); no other examples outside Deuterostomia ex-
ist.

An important issue in collective behavior is how the group
structure is influenced by individual personalities, such as
how they influence the flow of information or how the deci-
sions of specific individuals are given greater weight within
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the group (Rands et al. (2003), Flack et al. (2012)). Previ-
ous studies have shown that leadership is related to various
phenomena, such as spatial position within the group, posi-
tion in the groups affiliation network, etc. (Arnold (1977),
Sueur et al. (2012)); but it is unclear whether the mecha-
nisms behind these factors are the causes of leadership or its
results. In one relevant study, Pettit et al. (2015) found that
leaders in homing pigeon flocks learned navigational infor-
mation more efficiently than followers, despite not being the
best navigators at the outset (Pettit et al. (2015)). However,
these studies are also confine to vertebrates. Some univer-
sal collective dynamic features may exist, due to universal
optimization factors or evolutionary pressures. We therefore
chose to study insect societies in the same way that previous
research has studied vertebrate societies.

Methods
Data
All data were provided by G. Robinson and his group from
the University of Illinois; their detailed data collection meth-
ods are reported in Gernat et al. (2018). To summarize
briefly, they used a single cohort hive consisting of 1-day-
old adult worker bees and a queen bee. Similar to other ap-
proaches for tracking insects (Mersch et al. (2013), LeBoeuf
et al. (2016)), their method used custom 2D QR barcode de-
vices, called bCode. These devices were attached to the tho-
raxes of individual bees and provided sequences of digital
images that enabled reliable identification and tracking of
every individual in the hive. The digital images were con-
verted into data on the coordinates (x, y) and angle of each
bee for every second, with x ranging from 06,576 and y from
04,384. The hive was installed vertically in a dark room with
constant temperature and humidity and was connected to the
outdoors through a tunnel whose entrance was closed until
two or three days after the start of the observation and then
opened to allow workers bees to begin foraging.

There were five separate trials (five different hives) of the
experiment over the summers of 2012 and 2013 (Table I).
Bees that went outside for at least an hour or more every
day were identified as foragers. An image recognition algo-
rithm was used to detect trophallaxis, which was identified
as occurring when each proboscis was connected (Gernat
et al. (2018)). The detected trophallaxis events were then
analyzed using weighted undirected networks, with individ-
uals represented by nodes and the duration of trophallaxis
events represented by edges.

In this paper, our analysis exclusively uses data from two
of the original trials, 1201 and 1301.

Analysis
We defined the individual bees kinetic energy K as:

Ki(t) = ∆x2 + ∆ y2 , (1)

where ∆x, and ∆ y denote the respective displacement
of the x and y coordinates of each bee per second (i). In
addition, the hive activity level KG(t) was defined as the
mean kinetic energy:

KG(t) =
1

n

n∑
i=1

Ki(t), (2)

We used KG(t) as the indicator of beehive activity. Figure
1 gives an example of its evolution over time. As shown in
Figure 1, the time series of KG(t) often indicated a sudden
increase. We call such behavior a burst, and it reflects the
collective (synchronized) behavior of honey bees. The burst
periods were determined using the Kleinberg burst detection
algorithm (Kleinberg (2003)).

Classifying bursts by their evolution over time
To quantify the similarity between the time series, we used
the dynamic time warping (DTW) method (Berndt and Clif-
ford (1994)), which first compares the distances between
points in two time series in a round-robin fashion, and then
i) detects the shortest distance between sequences, and ii)
compares the similarity between the time series by using the
shortest distance (i.e., the DTW distance).

Classifying bees behaviors by their activities and
activity timings
To understand when and which bees are initializing and
committing to organize the large scale burst, we used non-
negative matrix factorization (NMF), which has become a
popular decomposition algorithm (Lee and Seung (1999)).
Given a non-negative matrix X (m × n matrix X), NMF
finds the non-negative matrix factors W and H such as:

X 'WH,

In the case of the current analysis, n is the number of in-
dividual bees and m is the size of the time series ki. This
matrix can be approximately factorized into the m × r ma-
trix W and the r × n matrix H . Since relatively few ba-
sis vectors are used to represent many data vectors, a good
approximation can only be achieved if the basis vectors dis-
cover the structure that is latent in the data.

A critical parameter in NMF is the factorization rank r,
which defines the number of candidate bee activities used to
approximate the target matrix. Using the NMF method and
the target matrix, a common way of setting the value of r is
to try different values and compute some result quality mea-
sures, and then choose the best value for r accordingly. Sev-
eral approaches have been proposed to choose the optimal
value of r; for example, Brunet et al. (2004) proposed taking
the first value of r for which the cophenetic coefficient starts
decreasing, while Hutchins et al. (2008) suggested choosing
the first value where the residual sum of the squares curve
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presents an inflection point. We chose to use Brunets ap-
proach in the present study.

Classifying “pioneer bee” using NMF
The base vector that takes the largest value of the weight
matrices corresponds to the most contributing bees at a given
time section. We determined that a pioneer bee is an individ-
ual corresponding to a base vector whose largest amplitude
was observed before that of the global burst. Such bees were
identified for each identified burst. We made a binary matrix
(PM) i, j showing which bees most commonly committed
to which burst, where the columns represent each burst in-
dex and each row represents an individual bee. The matrix
element was either 0 or 1: if a bee i was categorized as a
pioneer bee of the burst j, then the matrix element (i, j) was
assigned 1; otherwise, it was 0.

Results
We analyzed two trials, 1201 and 1301. Each hive had a
different size (925 for trial 1201 and 1,165 for trial 1301),
and their average KG(t) was different; 1301 was more active
than 1201. Several other differences are reported in Table 1.
We have tried to report on the observed features that were
common to both and which may also apply to other trials 1

Figure 1: An example of the temporal evolution of KG(t)
for Trials 1201 and 1301). The part shaded in orange repre-
sents the daytime.

Endogenous and exogenous bursts
To quantify the activity of the beehive, the individual kinetic
energy Ki(t) was taken as a characteristic measure. Ki(t) is
defined in (2) and was computed at every time step (Fig. 1).
From this time series, we found that the bees occasionally
showed bursting behavior- that is, the activity in the hive
suddenly increased at a given time and then relaxed after-
wards. The occurrence of bursts was not periodic, and their

1This is a big assumption and should be verified in more de-
tailed comparative studies in the future. Here in this preliminary
study, we have merely assumed that it is so.

Figure 2: The histogram of the intervals of each burst (log-
log plot) for Trials 1201and 1301.

distribution seemed to obey a power law (Fig. 2). Most
of the intervals between bursts (inter-burst intervals) were
¡5,000 sec (about 83 minutes).

The hive was located in a dark, quiet place, but its glass
window was regularly cleaned; this glass cleaning event of-
ten caused bursting behavior in the hive. However, bursts
also spontaneously occurred without cleaning events. We
therefore classified each burst as either endogenous and ex-
ogenous; this was determined by the temporal dynamics of
each bursts kinetic energy. We have overlaid the endogenous
and exogenous bursts in one graph (Fig. 3). The curves in
red and pink represent the exogenous bursts and correspond
to the glass cleaning events. The blue and sky blue-hued
curves represent endogenous bursts, which we assume were
caused by intrinsic interactions among the bees. For exam-
ple, bursts often occurred when forager bees returned to the
hive; these was classified as endogenous bursts since they re-
sulted from intrinsic bee behaviors and relied on bee-to-bee
communication.

During endogenous bursts, the kinetic energy increased
gradually. In contrast, during exogenous bursts, the kinetic
energy increased suddenly. However, the differences be-
tween the endogenous and exogenous burst dynamics were
smaller during burst relaxations. We used the DTW mea-
surement to compare the pre and post curves for the exoge-
nous and endogenous bursts (Fig. 4). The result indicated
that endogenous and exogenous bursts are statistically dis-
tinct and that the difference remained valid after the hive
entrance was opened to allow forager bees to forage. This
suggests that differences between exogenous and endoge-
nous bursts can be meaningfully compared.
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Figure 3: The time evolution of bursts in the increas-
ing/decreasing phase of Trial 1201. Bursts due to an ex-
ternal perturbation are depicted as red (pre-entrance open)
and pink (post-entrance open) lines, and bursts due to an in-
trinsic cause are depicted as blue (pre) and sky blue (post)
lines. The background lines are the actual curves and the
bold lines depict their averages. The KG of all bursts are
normalized into a range of 0 ∼ 1. The black dotted lines are
fitted curves regressed by KG = c/(b + ta).

Classifying pioneer bees

In the previous section, two types of bursts were observed
in the honey bee colony. Exogenous bursts are like earth-
quakes that are caused by a stimulus from the outside of the
colony. Endogenous bursts can be caused spontaneously. It
is conceivable that some bees will become active before the
endogenous burst. We quantify this hypothesis below.

We identified bees whose activity increased in the first
half of a bursting phase. We referred to such early activated
bees as “pioneer bees” and searched for common character-
istics among them.

To identify the pioneer bees, we applied NMF as de-
scribed in the Methods section. Specifically, we factorized
the matrix of Ki(t) in the vicinity of each burst to extract

Figure 4: Statistical analysis comparing the increas-
ing/decreasing phase of each burst by DTW distance. Left:
the increasing phase. Right: the decreasing phase. Pre
refers to before the hive entrance opens, and post refers to
after the hive entrance opens. EndoEndo compares endoge-
nous bursts; EndoExo compares endogenous and exogenous
bursts; ExoExo compares exogenous bursts. The p-value
was determined by Wilcoxon rank-sum tests. ∗∗ < 0.05

.

important individuals (base matrix) and its weight matrix
by NMF. Fig. 5 shows the difference between the endoge-
nous (left) and exogenous (right) bursts by taking their aver-
aged kinetic energy as the vertical axes. Two visible modes
emerged before the main peak of the endogenous, but there
is only one in the exogenous burst. Counting the number of
pioneer bees in each burst also revealed that there were more
pioneer bees in the endogenous bursts than in exogenous
ones (Fig. 6). These observations indicate that the effects
of the endogenous burst pioneer bees were more spread out
over time in a cascading effect, suggesting bee-to-bee com-
munication, whereas the exogenous burst pioneer bees may
have been independently activated by the bursts precipitat-
ing event; this explains why the glass cleaning causes the
exogenous burst behavior.

The difference in the number of pioneer bees between Tri-
als 1201 and 1301 is due to the different size of the hives and
the difference of the averages KG(t) (Fig. 1). We argue that
the difference in the number of pioneer bees between the
hives is also due to the individuality of each hive, but that
a more important point of comparison is the difference in
the number of pioneer bees committing to endogenous vs.
exogenous bursts.

We further investigated the similarity of the combination
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Figure 5: Examples of NMF. In this case, both Burst9 and
Burst23 were decomposed into 4 bases.

Figure 6: The number of pioneer bees in the endogenous and
exogenous bursts. The p-value was determined by Wilcoxon
rank-sum tests. ∗∗ < 0.05.

of the pioneer bees in different bursts using the matrix (PM)
i, j described in the Methods section. Figure 7 shows the re-
sults of the dimensional reduction of the binary matrix using
multidimensional scaling (MDS). In this two-dimensional
space, the distance between the points shows the behavioral
similarity of the pioneer bees in each burst. Therefore, if the
same bees were pioneer bees during different bursts, then
these bursts were plotted near to each other; otherwise, they
were plotted further apart.

Figure 7 demonstrates that there are similar combinations
of pioneer bees. The constituents of pioneer bees are differ-
ent before and after the colony entrance was opened. The
points densely aggregated in Fig. 7 is corresponded with the
bursts in daytime.We therefore speculate that these bursts
were related to one or more specific daytime activities, in-
cluding foraging behavior. We thus analyzed the relation-
ship between forager and pioneer bees, and found that, after
the hive entrance was opened, more than half of the pioneer
bees were forager bees.This tendency was observed for both
trials 1201 and 1301. These results are shown in Figure 8.

Our analysis suggests that endogenous bursting behaviors
can be related to foraging behavior, which is also related to
feeding behavior in the hive. The trophallaxis network ana-
lyzed by Gernat et al. (2018) therefore becomes important,

Figure 7: Classifying bursts according to individual pioneer
bees using MDS. Bursts depicted in black occurred before
the entrance of the hive was opened;. bursts depicted in blue
occurred after the entrance of the hive was opened. (A):
Trial 1201. (B): Trial 1301.

so we obtained their trophallaxis data to analyze the rela-
tionship between trophallaxis and bursting behaviors. We
sought to compute their betweenness centrality, which is cal-
culated by how much the target node (i.e., each bee) is in-
cluded in the set of nodes that belong to the shortest paths
between all the paired nodes. The high betweenness central-
ity means that the node of a network has the role of a “hub”
in the network.

Figure 9 shows the relationship between the betweenness
centrality of the trophallaxis network and the frequency of
becoming a pioneer bee and indicates that the betweenness
centrality increased when the frequency of becoming pio-
neer bees increased. In other words, when a bee becomes a
pioneer bee, it also becomes a hub of the trophallaxis net-
work. This indirectly supports our hypothesis that forager
bees become pioneer bees.
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Figure 8: The ratios of foragers in “pioneer bees” and “non-
pioneer bees” for each burst. The time when the entrance
was opened is depicted by the blue dotted line.The exoge-
nous bursts are depicted by the blue arrows

Discussion
This study explored the endogenous and exogenous burst ac-
tivity of beehives. First, we introduced a measure of global
kinetic energy KG to quantify the collective behavior of the
hives, which demonstrated bursting behaviors. These bursts
were quantitatively classified as endogenous or exogenous
based on their evolutions over time of KG(t). The features
of exogenous bursts were sudden increases in KG(t), which
occurred because of external stimuli. On the other hand,
the features of endogenous bursts were gradual increases
in KG(t), which occurred spontaneously, potentially result-
ing from intrinsic bee interactions (Fig. 3, Fig. 4). Our
results indicated that during exogenous bursts, the activity
level of many bees increased at the same time as a result
of an external stimulus, whereas the organization of the en-
dogenous bursts was triggered by some intrinsic bee activity
and spread into the hive as a more gradual chain reaction
(Fig. 5, Fig).

This bursting behaviors of honeybee hives have never
been previously reported. However, a similar phenomenon
has been reported in totally different research fields. For ex-
ample, analyses of the number of video views on YouTube
(Crane and Sornette (2008)) and of book sales from Amazon
(Deschatres and Sornette (2005)) reported two distinct types
of the bursts: exogenous bursts caused by outside advertise-
ments and endogenous bursts caused by online reviews (i.e.,

Figure 9: The histogram which describes relations of the
betweenness centrality of the trophallaxis and the frequency
of the pioneer bees. Standard errors are indicated by dotted
lines.

word-of-mouth communication).
Moreover, our study used NMF and MDS analyses to

identify pioneer bees that initiate bursts (Fig. 7). These re-
sults showed that the individual constituents of the pioneer
bee groups changed gradually over time, but experienced a
bigger shift when the hive entrance was first opened. In ad-
dition, the MDS space displayed dense and sparse regions;
this suggests that specific individual bees are not strictly de-
termined as pioneers for any given burst. Instead, there are
loosely formed pioneer bee groups, which we have assumed
correspond to foraging bees. We further explored the char-
acteristics of pioneer bees in Figures 8 and 9. Overall, these
results suggest that individual bees transition from foraging
to pioneer bees.

Moreover, Gernat et al. (2018) reported that within their
identified trophallaxis network, information spread faster
than it could in a randomly connected network. It is known
that foraging bees are involved in the trophallaxis network,
and it is shown in this paper that pioneer bees can cause
bursts. Since our study showed that around half of the pio-
neer bees become foraging bees, we can speculate that the
trophallaxis network may be related to the burst dynamics.
Figure 9 provides some initial evidence that this hypothe-
sis may be correct right, but a more detailed study will be
forthcoming.
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Abstract

The concept of diversity has different definitions, usages, and
nuances when looking from one field to another. Evolu-
tionary biologists are primarily interested in the population
dynamics that produce diversity, ecologists want to under-
stand the maintenance and community-level effects of diver-
sity, and evolutionary computation researchers want to ex-
ploit diversity to produce better and more varied solutions to
real-world problems. In artificial life, we are particularly in-
terested in understanding diversity as a critical component of
natural systems in order to produce artificial ones that exhibit
comparable open-ended dynamics. Here we begin to develop
a framework to unite these views on diversity, with a goal of
facilitating the transfer of ideas among these fields and for-
mulating a consistent vocabulary.

Introduction
Population diversity is of critical importance to many fields
adjacent to artificial life. Because evolution requires mean-
ingful variation for selection to act on, diversity is essential
for harnessing the constructive power of an evolving system,
such as is used to solve challenging evolutionary compu-
tation problems (Burke et al., 2004); these techniques may
also be useful to improve crop breeding, animal husbandry,
or directed evolution of proteins (Bull and Wichman, 2001).
Similarly, the generation of new diversity is a topic of sub-
stantial interest in evolutionary biology, as it enables con-
tinued adaptation to new niches. Meanwhile, ecologists are
fascinated with questions about existing diversity: How so
much diversity is able to stably coexist (Chase and Leibold,
2003; Chesson, 2000)? What are the implications of having
a diverse ecosystem (Tilman et al., 2014)?

Artificial life lies at the intersection of these fields and
provides a useful perspective from which to synthesize
ideas, measurements, and applications of diversity. The field
fosters systems that can evolve and sustain ecologies, and
provides a common language that facilitates translating re-
sults back and forth across disciplinary boundaries.

All of these different questions about diversity are inter-
related. The mechanisms that lead to diversity being gen-
erated influence the mechanisms that are able to maintain

it. Different mechanisms for diversity maintenance and gen-
eration lead to qualitatively different types of diversity that
are more or less conducive to evolving solutions to any par-
ticular problem (Mouret and Doncieux, 2009). While there
are many different kinds of diversity that are each stud-
ied independently, many of them have strong correlations
with each other. Thus, although there is a great deal of
research focused on “diversity”, this research is far more
fragmented than it should be. For example, we know a lot
about how evolutionary dynamics produce de novo diversity
and a lot about how diversity affects ecosystem function-
ing, but the lack of a common framework prevents us from
directly inferring how those same evolutionary dynamics af-
fect ecosystem functioning.

Here, we introduce such a framework consisting of two
components: an approach to classifying the vast array of
diversity concepts, and an approach to thinking about how
these concepts interact with each other. Our classifications
indicate the type of target being measured (e.g. genes, phe-
notypes, or species), the specific metrics used for the diver-
sity measurement (e.g., Shannon diversity or phylogenetic
distance), and how the collection of targets for these mea-
surements is chosen (by region, by attribute, by ancestry,
etc.). In examining how these concepts of diversity interact,
we pay special attention to when in evolutionary history they
are at play; for example, some induce more mutational vari-
ation in a population allowing for the production of new di-
versity, while others require pre-existing interactions among
species in order to manifest.

Measuring diversity
There are three components to any measurement of diver-
sity: the type of categorization, the specific measurement
being taken, and the scale of the collection within which
diversity is being measured. Any valid diversity metric con-
sists of a combination of type, measurement, and collection.

Type What are the units that we want to measure the di-
versity of? These can be, for instance, genotypes, pheno-
types, behavioral types, or functional types. Importantly, all
of these types have much more precise definitions in biology
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Figure 1: The different factors affecting the generation and
maintenance of diversity over evolutionary time. The green
timeline indicates the relative timing of important reference
events. Ovals indicate different mechanisms that promote
(blue) or inhibit (red) diversity generation/maintenance.
Placement of the ovals relative to the timeline indicate when
these processes operate.

than in evolutionary computation (with artificial life falling
somewhere in between). The only hard and fast rule in com-
putational systems is that the phenotype is determined by
the genotype. Behavioral and functional types are generally
a subset of what biologists consider the phenotype.

Collection What group are we calculating the diversity of?
Is it a single taxonomic unit, like a species? Is it a collec-
tion of organisms living in a common spatial location? Is it
a set of communities? Each of these collections is subject
to different pressures. For example, gene flow is, typically,
considered only within a single species.

Measurement Once we have a collection of units of a cer-
tain type, what calculation do we want to perform? In biol-
ogy, the most common measurement is richness - the num-
ber of unique values of the type. In computational systems
it is Shannon entropy, which combines evenness and rich-
ness. Similarity-based measurements, such as Levenshtein
(edit) distance, are less common in both fields, but have the
potential to be powerful descriptors; if a given evolutionary
operator produces many very similar genotypes, for exam-
ple, that would have important differences from producing
more extreme variants. The more popular similarity metric
in biology is phylogenetic similarity, which indicates how
closely related two types are. Oddly, phylogenetic metrics
are not frequently used in computational systems, despite
the relative ease of tracking them.

Factors affecting diversity over time
Traditionally, factors that impact biodiversity have been split
into those that help to initially generate it and those that help
to maintain it once it exists. In reality, however, this di-
chotomy is an oversimplification. How early in the life of
a novel taxon must a mechanism act to count as support-
ing its generation? Does diversity generation only include

factors that maneuver the population into a part of the fit-
ness landscape that is conducive to diversification? Or does
it also include factors that prevent novel individuals from
being rapidly eliminated before becoming established? We
argue that it is more productive to place factors along a time-
line (see Figure 1) and note their relative contributions.

This timeline perspective facilitates some interesting ob-
servations. For example, drift promotes the generation of
novel mutations by allowing the population to explore more
of the fitness landscape. However, from the perspective of a
novel mutation that has just appeared, drift is a factor that is
likely to eliminate this newly-generated diversity; the popu-
lation of individuals with this mutation is necessarily small,
and so stochastic effects have an out-sized influence on it.

Conclusions
Going forward, we expect these approaches to thinking
about diversity across fields to benefit a wide variety of di-
versity researchers. To that end, we are in the process of as-
sembling a large-scale review synthesizing diverse research
and perspectives on diversity. We expect that this process
will clarify the interrelationships among concepts of diver-
sity in different fields, and enable us to determine the most
pressing open questions.
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Introduction

Cooperative relationships are important to maintain high
adaptivity in our societies while their structures undergo
constant change. The development of information technol-
ogy made a great impact on our lives and the way we inter-
act; Social Networking Services brought about high continu-
ity in our social interactions in two senses: One is temporal
continuity by keeping us constantly connected in time in a
non-discrete way, as well as in parallel; through hand-held
devices for example, numerous people interact within an ex-
tended time frame and mostly are connected at the same
time. The second is continuity in the closeness of social
relationships. We use various kinds of SNS with different
topologies of interactions and communicate with others at
different frequencies, which presents continuous variations
in the degree of social closeness with others. In addition, the
exponential expansion of these networks in the world and
consequently, the scale of interactions is another indicator
of the major effect of these networks on our social relation-
ships, allowing for larger-scale communication by alleviat-
ing the physical boundaries and increasing the rate of inter-
actions over the globe.

Based on the concept of self-driven particle models,
Nishimoto et al. constructed a simple computational model
for investigating such continuously changing social relation-
ships termed social particle swarm (SPS) model (Nishimoto
et al., 2013). They assumed that individuals were in a two-
dimensional social or psychological space, and the proxim-
ity between two individuals reflects their social or psycho-
logical closeness. Interactions between individuals in the
space is regarded as changes in social or psychological rela-
tionships based on game-theoretical relationship (e.g., pris-
oners dilemma) between strategies of individuals. Each par-
ticle has a strategy for the prisoners dilemma game, and gets
closer to (away from) neighbors from which each particle
obtains positive (negative) payoffs. They observed repeated
occurrences of explosive dynamics that consisted of a for-
mation of an altruistic cluster followed by its collapse with
explosive dispersal of defective particles. The similar dy-
namics were observed both computationally and experimen-

tally (see (Suzuki et al., 2018)). However, it is still not clear
whether and how the significant increase in the scale of so-
cial networks, as discussed above, can bring about more di-
versity and demonstrate emerging patterns for higher-level
interactions. Such hierarchical structures and interactions
between communities are ubiquitous in real societies, and
we expect that larger population sizes enable us to see novel
emerging patterns both structural and behavioral.

Our purpose is to construct and analyze a large-scale 3D
simulation of continuous social dynamics using an extended
SPS model on parallel architecture. We use a 3D space as a
minimal approximation of a complex of social relationships
that have much larger dimensions and comprise many chan-
nels of interaction, keeping sufficient spatial locality even
when there is a large number of agents. Due to the demand-
ing computational power of large multi-agent systems’ sim-
ulations, parallel architecture as a simulation platform best
fits our goal. We devised an extension of the original SPS
model to 3D space and implemented it using an open source
framework for multi-agent simulation on GPGPU, called
Flame GPU (Richmond and Chimeh, 2011). We conduct a
preliminary analysis on the behavior of the population while
varying the population size.

Model
We assume N agents represented as particles arranged in a
cubic space (43) with a periodic boundary condition. The
position of each agent represents her social relationship
against the other agents, which approximates her physical,
social and psychological properties that may affect its inter-
est against its neighbors. The proximity between two agents
reflects their social closeness.

At each time step, the game theoretical relationship of
each agent is determined in the same manner as in the SPS
model. Each agent (i) calculates the ratio of cooperators
(rc) among her neighbors, which is defined as agents within
the interaction range (IR = 0.1) around her, in the previ-
ous step. The agent compares it with her own cooperation
threshold (ct) the value of which is randomly pre-set. If
rc > ct, she selects ‘Cooperation’, otherwise, she selects
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‘Defection’. Moreover, an agent switches her current strat-
egy with a small probability (p = 0.00003).

Figure 1: Movement selection.

Then, the type of movement (attraction/repulsion) of
an agent (i) is decided upon the total score she re-
ceives from her neighbors, inversely weighted by the
distance between the focal agent and her neighbors:
total scorei =

∑
j∈Neighi

pay(i,j)

|
−→
d i,j |

, where pay(i,j) is the pay-

off agent (i) obtains from a prisoner’s dilemma game with
an agent j (R=1, T= 1.4, S=-1.4, P=-1). Neighi are the
neighbors of agent i, and di,j is the distance between i and
her neighbor j. As indicated in Figure 1, if the total score
is higher than 0, the agent moves towards the center of mass
of her neighbors (attraction). Otherwise, it gets away from
her neighbors (repulsion). This is a simplified version of the
behavioral rule in the SPS model for a smoother integration
within Flame GPU framework. We use Reynolds’ steering
formula (Reynolds, 1999) to get each agent’s steering force
vector (i.e., the force the agent receives from her social rela-
tionship) −−−−−→Vsteering with a maximal velocity DT (= 0.015).

Results and observations
We ran simulations with N=1,000; 10,000 and 100, 0001.
Figure 2 shows (a) the speed-size distribution of clusters,
classified with the DBSCAN algorithm, when N = 1, 000
and 100, 000 (left), and a snapshot of (b) the whole pop-
ulation and (c) an explosion of a cooperative cluster when
N = 100, 000. Agents started randomly navigating the
3D space. Shortly, they began forming cooperative clusters,
then moving as a whole unit, wandering about the center of
the cluster (Figure 2 (b)). Some cooperative clusters started
exploding as a result of overpopulation by defectors which
was observed in the original SPS model (Figure 2 (c)). We
also observed that some clusters got closer and merged or
collapsed, and an explosion of a large cluster brought about
multiple small clusters, which further affected the behavior
of other clusters.

From Figure 2 (a), we see that there was a very large vari-
ation in the size when N was large. The speed of larger clus-
ters tended to be around 0.01, which is due to the fact that a

1Video demos on Youtube: https://bit.ly/2IUWbY7

lot of agents went around the center of the cluster, keeping
the whole cluster at a fixed location. We also see that there
were relatively large variations in the speed among smaller
clusters, this is also expected to be due to the fact that an
explosion of a large cluster brought about such variations
in clusters and their speed. As the simulation time elapsed,
the whole population structure tended to converge to a scale-
free like distribution of the clusters size, which we need to
further investigate. The mutation rate also had an effect on
clustering behavior; increased values (p = 0.03) introduced
a lot of wandering agents in the population. With higher
values (p = 0.3) there were hardly any clusters.

Figure 2: (a) Speed and size distribution of clusters for N =
1, 000 and 100, 000. (b) Clusters positions in 3D space and
(c) an explosion of a cluster for N = 100, 000.

Conclusion
We constructed a large-scale 3D simulation of continuous
social dynamics using a self-driven particle model. The
large population size had an important effect on cooperative
behavior, and it allowed for distinctive patterns to emerge
that can hardly be seen in smaller populations, such as inter-
cluster interactions and a scale-free like distribution of the
clusters size.

Acknowledgements
This work was supported in part by MEXT/JSPS KAKENHI
JP17KT0001, JP17H06383 in #4903 and Topic-Setting Pro-
gram to Advance Cutting-Edge Humanities and Social Sci-
ences Research.

References
Nishimoto, K., Suzuki, R., and Arita, T. (2013). Social particle

swarm: Explosive particle dynamics on cooperative/defective
force. In IEEEALIFE2013 (SSCI2013), pages 134–139.

Reynolds, C. (1999). Steering behaviors for autonomous charac-
ters. In Proceedings of GDC 1999, pages 763–782.

Richmond, P. and Chimeh, M. (2011). Flame GPU technical report
and user guide. Technical report, University of Sheffield, De-
partment of Computer Science, UK.

Suzuki, R., Ito, M., Kodera, S., Nishimoto, K., and Arita, T. (2018).
An online experimental framework for cooperative relation-
ships with a real-time decision-making and rewarding envi-
ronment. Frontiers in Ecology and Evolution, 6:74.

503

https://bit.ly/2IUWbY7


Addressing the Soft Impacts of Weak AI-Technologies 

Katleen Gabriels 

Assistant Professor, Eindhoven University of Technology, The Netherlands 
k.gabriels@tue.nl 

 
 

Abstract 
This paper argues that, in addition to assessing a design’s hard 
impacts in terms of safety, environmental issues, and health, 
also soft impacts, such as ethical implications, need to be 
systematically and proactively addressed. This is particularly 
important for (weak) AI-technologies that are increasingly 
shaping today’s society. When Microsoft released its AI 
chatbot Tay on Twitter in March 2016, Tay was supposed to 
learn to chat as an average American teenage girl. However, 
she quickly became sexist, racist, and anti-Semitic. Microsoft 
turned out to be overly naïve about the intentions of Twitter 
users who had to ‘train’ Tay and, in doing so, the developers 
did not properly acknowledge their ethical responsibility. Even 
though technology’s non-neutrality has become generally 
accepted within the fields of ethics and philosophy of 
technology, other disciplines, such as engineering and computer 
science, often still adhere to the view that technology itself is 
neutral. Yet, technology mediates our actions and perceptions 
in numerous ways. Today, algorithms not only have an 
important share in how we see the world, they can also predict 
our future behaviour. Neither algorithms nor datasets are 
inherently neutral; on the contrary, users’ and developers’ 
biases can seep into them. Overall, this paper seeks to give 
attention to the non-neutrality of AI-technologies, the ethical 
responsibility of its developers, and the soft impacts of existing 
and emerging AI-technologies. In doing so, three ways are 
discussed in which the agenda of technology developers can be 
broadened with a more systematic focus on assessing soft 
impacts. 

Introduction: Guiding Concerns, Objectives, 
and Structure 

Nowadays, a lot of attention goes to potential detrimental 
consequences of AI robots. Some newspaper articles are 
rather amusing. In July 2015, The Guardian wrote that a robot 
killed a worker at a Volkswagen plant in Germany 
(Associated Press in Berlin, 2015). To hold someone morally 
and legally accountable for murder, this ‘person’ must, among 
other things, act freely and have consciousness (see van de 
Poel and Royakkers, 2011, p. 11). Following these conditions, 
present-day robots cannot be hold accountable. Last summer, 
The Telegraph wrote about a security robot that drowned itself 
(Titcomb, 2017). Even though it is tempting to project 
anthropomorphic characteristics on robots, they do not have 
consciousness and free will (i.e. ‘strong’ AI). Still, these 
reactions may not surprise: among other things, AI ‘forces’ us 
to question our place in the world and to question the 
boundary between man and machine. 

Yet, exaggerated articles on robots that are killing 
employees should not distract us from more pressing issues 
today. We are already encountering numerous concerns and 
problems with so-called ‘weak’ AI. Existing and emerging 
AI-technologies raise several ethical questions (see e.g. 
Tegmark, 2017). This paper discusses problems that we are 
already facing today. It focuses on the non-neutrality of 
technology in general and of algorithms in particular, and on 
the ethical responsibility of technology actors, such as 
developers and computer scientists. It is my contention that 
we need to broaden our frameworks with, first, the soft 
impacts of technology (as opposed to hard impacts that 
generally receive much more attention in Technology 
Assessments) and, second, the acknowledgement of the non-
neutrality of technology. My guiding concern is that all too 
often technology is looked upon as a neutral instrument 
whereas in fact it is value-laden.  

The particular lens through which this paper should be read 
is ethics and philosophy of technology. This paper unfolds 
into four parts. In the first part, I address the intrinsic relation 
between technology and morality. Drawing upon mediation 
theory (see a.o. Verbeek, 2006), I illustrate how technology 
mediates, first, our perceptions of reality and, second, our 
actions. In the second part, ethical impacts of machine 
learning are discussed. In specific, I elaborate on Microsoft’s 
AI chatbot Tay (March 2016) in order to show the importance 
of proactively focusing on soft impacts and, in doing so, of the 
ethical responsibilities of developers. In the third part, I 
present the distinction between hard and soft impacts of 
technology and I subsequently offer three recommendations in 
which soft impacts can be more systematically addressed: 
first, by including them by default in Technology 
Assessments; second, by incorporating compulsory courses on 
(computer) ethics in the training and education of developers 
and computer scientists; and finally, by designing ethical 
values into technology, such as by means of interdisciplinary 
approaches such as Value Sensitive Design. Some 
summarizing and concluding thoughts are formulated in the 
fourth and final part.  

On the Intrinsic Relation Between Technology 
and Morality 

In this first part, focus lies on the intrinsic relation between 
technology and values. Its main objective is to illustrate that 
technology is never merely a neutral instrument: it is value-
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laden, mediates our perception of reality and our behaviour 
(cf. mediation theory), and influences our norms and values. 

In its broadest sense, technology refers to any object that is 
made by humans (Murphie and Potts, 2003, p. 4). Yet, 
technology is more than a collection of artefacts, as it also 
refers to the practices and processes around it and its 
embeddedness in social structures (Murphie and Potts, 2003, 
p. 4; see also Bijker et al., 1987, p. 4). Design also conveys 
cultural and moral dimensions and biases (Murphie and Potts, 
2003). ‘Gendered technology’ is an example of how 
technology can be loaded with cultural stereotypes; 
ladyshaves, for example, are often designed in pink, a design 
choice that conveys stereotypes about women. 

The first iPhone entered the market in 2007. In just eleven 
years it shaped present-day society and has had a major 
impact on our lives. The smartphone shapes our behaviour, for 
example in self-presentation: everyday, millions of selfies are 
taken and shared. Furthermore, it shapes our norms, among 
other things, on immediacy, on being available, and on 
‘phubbing’, i.e. “the act of snubbing someone in a social 
setting by concentrating on one’s phone instead of talking to 
the person directly” (Chotpitayasunondh and Douglas, 2016, 
p. 9). There is research showing that phubbing is increasingly 
becoming the norm (see Chotpitayasunondh and Douglas, 
2016). 

Even though the non-neutrality of technology has become 
generally accepted within the fields of ethics and philosophy 
of technology, other disciplines, such as engineering and 
computer science, still often adhere to the view that 
technology itself is neutral. Mediation theory (see e.g. the 
works of philosophers of technology Don Ihde (1990) and 
Peter Paul Verbeek (2006; 2008)) analyses how technologies 
mediate the way we perceive reality and the way we act. 

First, mediation of perception discloses how artifacts 
mediate the way we see the world and the way in which we 
interpret reality (Verbeek, 2006, p. 364). For instance, a 
microscope made bacteria visible, which we cannot see with 
the naked eye. This eventually led to changed views on 
hygiene. A telescope amplifies the universe, depicting how 
alone we actually are in the galaxy. Instead of disclosing 
reality and bringing it ‘closer’, technology can also increase 
distances, both in physical and moral terms (cf. ‘moral 
distance’). Nowadays, ample academic attention goes to 
distancing technologies in warfare, such as drones. For 
instance, Coeckelbergh (2013) argues among other things that 
drone fighting, as an example of long-range fighting, creates 
increasing moral distance because ‘screenfighting’ makes the 
perception of the other disappear. When the enemy is depicted 
as a video image, this might lower the barriers to kill. 

Second, mediation of action focuses on how technologies 
“mediate people’s actions and the way they live their lives” 
(Verbeek, 2006, p. 366). A well-known example is the speed 
bump that urges drivers to slow down. In doing so, technology 
not only plays an active part in shaping our environment but 
also in shaping our behaviour. Design is often loaded with 
values and moral choices: for instance, the speed bump is 
designed to increase road safety. Related examples are alcohol 
locks in cars and the alarm sound that goes off as long as you 
do not put on your seatbelt in the car. In addition to 
moralizing people in order to obtain more desirable behaviour, 
moral choices and values can be designed and embedded into 

technology. An example of the so-called ‘moralization of 
technology’ (see Achterhuis, 1995) is the water-saving 
shower: in addition to telling people to spill less water, the 
design also offers a solution to the problem. 

Technology can also mediate our behaviour in ‘hidden’ 
ways, without us even realizing (see Brey, 2004). A series of 
controlled experiments on manipulated rankings in a search 
engine, conducted by Epstein and Robertson (2015), revealed 
that top hits can influence people’s voting preferences. In one 
of their experiments that focused on political elections, 
informants who did not have a preferential candidate before 
the experiment, turned out to significantly have a preferential 
candidate after the test: the candidate who always appeared 
first in the ranking. Up to 75% of the informants who were 
exposed to biased and manipulated results were not aware of 
the manipulation: they tended “to believe they have adopted 
their new thinking voluntarily” (Epstein and Robertson, 2015, 
web). Today, computer technology can increasingly affect our 
autonomy (see e.g. Kerr, 2010). Epstein and Robertson (2015) 
conceptualize their research outcome as the ‘Search Engine 
Manipulation Effect’ (SEME). Their findings are particularly 
worrying now algorithms increasingly make decisions for us, 
while their specific procedures generally remain secret (see 
also Pasquale, 2015). Epstein and Robertson’s research results 
are also particularly interesting concerning present-day 
debates on the influence of data analytics to target voters, in 
particular, the role of Cambridge Analytica in the 2016 
presidential race in the USA (see e.g. Hakim and Rosenberg, 
2018). 

Furthermore, in a massive-scale experiment in 2014, 
Facebook deliberately manipulated the News Feeds of 
689,003 users, who did not know they were subjected to an 
experiment, in order to study emotional contagion (see 
Kramer, Guillory, and Hancock, 2014). Facebook and the 
involved researchers were widely criticized for this 
experiment, because they did not obtain informed consent and 
did not give informants the possibility to opt out. The research 
outcomes showed that Facebook users who are exposed to 
negative news on their News Feeds are more likely to share 
negative information themselves. The opposite holds true as 
well: being exposed to positive information increases the 
likelihood that you will share positive messages and updates. 

Technology shapes the context in which we behave and 
make choices. The more data are being collected of people, 
the better companies can profile and target them. This creates 
a ‘paradox of transparency’: users and customers are 
increasingly becoming transparent for companies while the 
specific ways in which companies operate and in which their 
algorithms make decisions remain opaque. 

Generally, engineering and designing are about shaping 
and, ideally, improving the world. Designers have a lot of 
power when they are making specific choices. For instance, 
there is a plethora of worrisome examples of design that can 
make people more addictive in order to spend more money, 
such as gambling machines (cf. ‘addiction by design’, see 
Schüll, 2014). In Verbeek’s phrase (2006, p. 377): “The 
insight that technologies inevitably play a mediating role in 
the actions of users makes the work of designers an inherently 
moral activity”. Especially because technology can also 
mediate our perceptions and behaviours into undesirable 
directions, it is important to give systematic attention to the 

505



ethical responsibilities of developers in our algorithmic 
society. The focus of the next part lies on the non-neutrality of 
algorithms and machine learning, as a technique to develop 
AI. 

On Learning Software and Developers’ 
Responsibilities 

Undoubtedly, algorithms are extremely helpful, especially in 
analysing complex data. In healthcare, for example, machine 
learning has already led to great promises. Esteva et al. (2017) 
trained a deep convolutional neural network (CNN) with a 
dataset of 129,450 clinical images of skin lesions. Their 
findings show that an AI is “capable of classifying skin cancer 
with a level of competence comparable to dermatologists” 
(Esteva et al., 2017, p. 115). Despite these promising 
outcomes, learning software can also lead to harmful and 
unfair results, especially when trained with biased datasets. In 
2015, Google had to apologize because its algorithm wrongly 
labelled an image of African-Americans as ‘gorillas’ (see 
Grush, 2015). The Word2vec algorithm, which was used to 
find patterns in word embeddings in Google News articles, 
disclosed sexism: ‘man is to computer programmer as woman 
is to homemaker’ was one of the results. Bolukbasi et al. 
(2016) warn that blind application of machine learning might 
amplify biases already present in data. 

Algorithms are not inherently or automatically unbiased 
(see e.g. O’Neil, 2017). Our biases can seep into the datasets, 
which can lead to harmful output, decided by algorithms. 
These unfair results can disadvantage underrepresented 
groups in society, such as black people. On a daily basis, 
millions of people inform themselves about the world through 
search engines, such as Google’s recommender engine. 
Algorithms decide which information we will and will not 
see. A lot of factors influence the ranking you will be given, 
among other things your personal search history and Search 
Engine Optimization (SEO). Here as well, societal biases seep 
into the data: a well-known example, which led to public 
consternation in 2016, was the difference between searching 
for ‘three white teenagers’ (leading to top results of images of 
‘shiny happy’ young white people) and searching for ‘three 
black teenagers’ (which showed mugshots in the top ranking) 
in Google Images (see Allen, 2016). 

Humans shape the data that algorithms have to learn from 
and this can go wrong, as the case of Microsoft’s AI chatbot 
Tay also illustrates. This case furthermore discloses the 
importance of ethical responsibility and of the awareness for 
‘soft’ impacts in order to reduce potential harms by 
anticipating properly. When Microsoft released Tay on 
Twitter in March 2016, the chatbot was supposed to learn to 
chat as an average American teenage girl. She was trained by 
having actual conversations and interactions on Twitter. 
However, in doing so, she quickly became sexist, racist, and 
anti-Semitic. Some of her tweets included the following 
statements: ‘bush did 9/11 and Hitler would have done a 
better job than the monkey we have now. donald trump is the 
only hope we’ve got’ and ‘I fucking hate feminists and they 
should all die and burn in hell’. Microsoft turned out to be 
overly naïve about the intentions of users on Twitter who had 
to ‘train’ Tay and eventually had to shut down the system 
within 24 hours after its release. 

Developers of computer technology have the responsibility 
not to cause harm, not only in legal but also in ethical terms. 
In several professional codes of conduct this is included as a 
moral imperative, such as the ‘ACM Code of Ethics and 
Professional Conduct’, “General Moral Imperative 1.2: Avoid 
harm to others” i . Microsoft did not properly assess and 
evaluate the potential impact of its system beforehand. As 
Wolf, Miller, and Grodzinsky (2017, p. 56) aptly remark: 
“Taking Tay offline when it became abusive was reactive, not 
proactive”. Microsoft overlooked its ethical responsibility, 
especially because the learning software had to interact with 
an online audience. Tay was an experiment, conducted with 
the general public, and its harmful effects were immediately 
visible and directly impacted a lot of people. 

On March 25, 2016, Peter Lee, Corporate Vice President 
Microsoft AI + Research, released an online statement on 
behalf of Microsoft, ‘Learning from Tay’s introduction’ (see 
Lee, 2016). In the statement, he acknowledges that the 
research challenges in AI design “are just as much social as 
they are technical” (Lee, 2016, web). “We will remain 
steadfast in our efforts to learn from this and other 
experiences as we work toward contributing to an Internet that 
represents the best, not the worst, of humanity” (Lee, 2016, 
web). Machine learning is a dynamic process, of which the 
particular outcomes can indeed be hard to predict. 
Nevertheless, much more systematic attention must go to 
assessing soft impacts, especially because undesirable 
consequences can harm many people. Soft impacts are at the 
core of the next part. 

Broadening the Framework with Soft Impacts 
In order to assess risks involved with technological 
innovations, Risk and Technology Assessments were invented 
to evaluate undesirable impacts and subsequently trying to 
avert them by taking precautions (see Swierstra and te 
Molder, 2011, p. 1050). Yet, when assessing the risks of 
existing, new, and emerging technologies, attention generally 
goes to risks that qualify as hard impacts instead of on social 
and ethical impacts that qualify as soft impacts (see Swierstra 
and te Molder, 2011, p. 1050). Hard impacts can generally be 
characterized as ‘objective’, ‘rational’, ‘public’, ‘factual’, and 
‘neutral’. They focus on harms caused to health, the 
environment, and safety. Soft impacts are defined as 
‘subjective’, ‘personal’, and ‘value-laden’, and are therefore 
more easily dismissible (Swierstra and te Molder, 2011, p. 
1050). Soft impacts refer to the way in which technologies 
shape our behaviour, relationships, norms, values, 
expectations, et cetera (cf. supra, mediation theory). 

The focus of hard impacts is narrower: hard impacts are 
clear and quantifiable. Furthermore, the causal link between 
the technology and its (hard) impact is direct and clear, which 
fits more easily into thinking favoured by policy makers. Soft 
impacts, on the other hand, are much more difficult to 
quantify, as the harms are less clear and more indirect. 

In order to reduce undesirable consequences of weak AI-
technologies, the agenda of developers (including research 
and education) should be broadened with a more systematic 
focus on soft impacts. In what follows, I discuss three ways 
(‘recommendations’) in which they can attain more organized 
attention: first, by including them by default in Technology 
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Assessments; second, by making (computer) ethics a standard 
course in the training and academic education of developers 
and computer scientists; and finally, by designing ethical 
values into technology by means of interdisciplinary 
approaches such as Value Sensitive Design (VSD).  

First, soft impacts need to become a systematic part of 
Technology Assessments. Even though biased data might not 
be a direct threat to our health or environment, they can be 
harmful as previous examples illustrated. Also, current public 
debates on the role of Cambridge Analytica in political 
elections disclose big data’s and algorithms’ potential threats 
to democracy and political debate. From a broader historical 
perspective, concerns related to computer technology are not 
new. In 1950, the American mathematician Norbert Wiener 
already focused on the power of emerging cybertechnologies 
in The Human Use of Human Beings: Cybernetics and 
Society. Wiener underscored the importance of prioritizing 
humans. Another seminal book that highlighted the human 
consequences of computers is Computer Power and Human 
Reason by computer scientist Joseph Weizenbaum (1976). 
Throughout this book Weizenbaum warned for the risks of 
putting too much trust in machines without properly knowing 
how they work, which is echoed in present-day discussions on 
the opaque ways in which algorithms and neural networks 
operate. It is also quite ironic that academics have warned 
decades ago for several of the problems that we are currently 
facing. For instance, the American mathematician and 
computer ethicist James Moor already warned in 1985 for the 
negative consequences of computer technology that we are 
dealing with today, such as problems related to privacy and 
surveillance, because of computer technology’s ‘invisibility 
factor’ (see Moor, 1985). Despite these warnings, a systematic 
approach to soft impacts is still easily dismissed. Therefore, in 
order to assess soft impacts of weak AI-technologies, 
interdisciplinary teams - consisting of developers, ethicists, 
cryptographers, legal counsellors, end-users, and so on - 
should be brought together to analyse an emerging technology 
proactively (instead of reactively). In so doing, taking a long-
term perspective is important. Of course, we need to 
acknowledge that it is impossible to foresee every possible 
outcome. This problem has become known as the 
‘Collingridge dilemma’ (see e.g. van de Poel and Royakkers, 
2011), which refers to a methodological double-bind problem: 
before a technology is in use, there might be a lack of 
information to assess it properly, whereas, after a technology 
is widely dispersed there is a problem concerning power and 
control to solve potential undesirable impacts because of its 
scope. Nonetheless, even though it is impossible to predict 
‘every’ impact, assessing soft impacts should become a 
systematic part of design and research. There are already 
some interesting initiatives that offer frameworks and guiding 
sets of questions to assess the social and ethical impacts of AI-
technologies. An example is the ‘Principles for accountable 
algorithms and a social impact statement for algorithms’: its 
goal “is to help developers and product managers design and 
implement algorithmic systems in publicly accountable ways” 
(see FAT/ML, 2018, web). A group of academics and 
research scientists (working at Google Research and 
Microsoft Research) developed this list of principles and 
guiding questions in order to stimulate and increase awareness 
concerning developers’ accountability. 

Second, an ethical code for developers, computer scientists, 
and engineers no longer suffices: courses on (computer) ethics 
have to become a systematic part of their training and 
education, exactly because ethics and technology are not 
separate domains (cf. supra) and because of the far-reaching 
impacts of AI-technologies. Only very recently ethics courses 
for developers and engineers are receiving more public and 
academic attention. A recent article in The New York Times 
covers how universities like Harvard University, MIT, 
Stanford University, and the University of Texas at Austin are 
now introducing courses on ethics of computer science and AI 
(see Singer, 2018). Some universities have included 
compulsory courses on engineering ethics to technical 
students’ curricula since several years (e.g. Eindhoven 
University of Technology), but this is not yet a widespread 
practice, especially not concerning computer ethics. In the 
same way as medical ethics has become an intrinsic part of the 
education of medical doctors, computer ethics should be 
incorporated in the curriculum of future developers, computer 
scientists, and engineers. By incorporating ethics courses that, 
among other things, address the increased accountability of 
designers, for instance concerning self-learning technologies, 
and that offer conceptual frameworks and theories to analyse 
specific cases and problems, students are trained to give more 
systematic attention to soft impacts. 

Third, undesirable soft impacts can be reduced by seeking 
to design ethical values into computer technology. 
Responsible Research and Innovation (RRI) is receiving more 
attention, not only in academia but also by policy makers, for 
instance at the European Commission ii . A general idea 
underlying RRI is to design more socially responsible 
technology by incorporating ethical aspects in the design 
process. A specific example of RRI is Value-Sensitive 
Design, i.e. “a theoretically grounded approach to the design 
of technology that accounts for human values in a principled 
and comprehensive manner throughout the design process” 
(Friedman, Kahn, and Borning, 2002, p. 1; see also Friedman, 
1996; Flanagan, Howe, and Nissenbaum, 2008). A specific 
example of VSD is privacy enhancing technologies (‘privacy 
by design’), for instance internet platforms that only allow 
strong passwords, in order to better protect users’ privacy. 
VSD consists of an integrated methodology of three 
interrelated, iterative steps: conceptual, empirical, and 
technical. The first, conceptual stage consists of 
“philosophically informed analyses of the central constructs 
and issues relevant” to the technology under development 
(Friedman, Howe, and Felten, 2002, p. 2). Second, empirical 
social science studies (e.g. focus groups, questionnaires, …) 
are conducted in order to understand and gain increased 
insight into “the value-oriented perceptions and experiences of 
the direct and indirect stakeholders of a given system” 
(Friedman, Howe, and Felten, 2002, p. 3). This way, 
undesirable outcomes can already be reduced before the 
design process starts. And, finally, in the technical stage, 
focus lies among other things on how existing designs 
engender and protect ethical values, and on “how the 
identification of specific values can lead to new technical 
designs and mechanisms to support better those values” 
(Friedman, Howe, and Felten, 2002, p. 3).  

Together, the three recommendations also offer a means to 
move away from the old paradigm in engineering and 
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computer science that focuses on the belief that engineering 
and designing technology is about functionality (i.e. a 
technology should work and function properly) and fulfilling 
legal requirements (see e.g. Verbeek, 2006). This paradigm 
ignores, amongst others, the non-neutrality of technology, its 
soft impacts, and the fact that designers have a lot of power in 
shaping people’s behaviour when they are making specific 
decisions (cf. ethical responsibility and mediation theory). The 
ethical reflection should hence not come ‘after’ the design, but 
already before the start of the design process.  

Concluding Thoughts 
Throughout this paper I sought to show that technology’s soft 
impacts, such as ethical and social implications, should be 
properly addressed beforehand. This is particularly relevant 
for (weak) AI-technologies that are increasingly shaping 
today’s society. A number of cases, such as Microsoft’s AI 
chatbot Tay, disclosed the importance of assessing soft 
impacts in advance, in order to minimize harm. I offered three 
ways in which soft impacts can be more systematically 
addressed: first, by including them by default in Technology 
Assessments; second, by making (computer) ethics a standard 
course in the training and academic education of developers, 
engineers, and computer scientists; and finally, by designing 
ethical values into technology by means of interdisciplinary 
approaches such as Value Sensitive Design. These three 
‘recommendations’ are not exhaustive and are open to further 
discussion and debate.  

In addition, this paper sought to illustrate that technology 
mediates our actions and perceptions in numerous ways, and 
that it also affects our norms and values. We often act less 
autonomously than we tend to think. Algorithms are 
increasingly permeating in our society and personal lives. No 
one before has lived in a society in which so much data is 
collected on a daily basis. Algorithms learn from all this data 
and make predictions and decisions: from self-driving cars, to 
healthcare, to the ‘Internet of Toys’, to drones in warfare, and 
so on. Neither algorithms nor datasets are inherently neutral. 
A particular problematic aspect of algorithms is that they can 
be manipulated (e.g. Facebook’s study on emotional 
contagion). But even in cases without deception, the precise 
ways in which algorithms make decisions often remain 
opaque. AI-technologies subsequently raise compelling 
questions concerning core ethical values such as autonomy, 
justice, privacy, dignity, and so on (see also Royakkers et al., 
2018). Because this paper focused on problematic cases, it 
might give the impression that my overall view is mainly 
negative; this is not true, many developers do take their 
responsibility. 

To conclude, I fully realize that this paper did not 
specifically focus on artificial life developments. It, however, 
not only aimed to make a compelling case for addressing the 
soft impacts of AI-technologies, but also for more 
interdisciplinary collaborations between researchers, 
developers, scientists, and so on in order to create the best 
possible technologies, developments, models, and tools in the 
long run. 
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Abstract

Self-organization has been an important concept within a
number of disciplines, which Artificial Life (ALife) also has
heavily utilized since its inception. The term and its impli-
cations, however, are often confusing or misinterpreted. In
this work, we provide a mini-review of self-organization and
its relationship with ALife, aiming at initiating discussions
on this important topic with the interested audience. We first
articulate some fundamental aspects of self-organization, out-
line its usage, and review its applications to ALife within its
soft, hard, and wet domains. We also provide perspectives for
further research.

What is self-organization?
The term “self-organizing system” was coined by Ashby
(1947) to describe phenomena where local interactions be-
tween independent elements lead to global behaviors or pat-
terns. The phrase is used when an external observer per-
ceives a pattern in a system with many components, and this
pattern is not imposed by a central authority external to those
components, but rather arises from the collective behavior of
the elements themselves. Natural examples are found in ar-
eas such as collective motion (Vicsek and Zafeiris, 2012),
as when birds or fish move in flocks or schools exhibiting
complex group behavior; morphogenesis (Doursat, 2011), in
which cells in a living body divide and specialize to develop
into a complex body plan; and pattern formation (Cross and
Hohenberg, 1993) in a variety of physical and chemical sys-
tems, such as convection and crystal growth as well as the
formation of patterns like stripes and spots on animal coats.

A formal definition of the term runs into difficulties in
agreeing on what is a system, what is organization, and what
is self (Gershenson and Heylighen, 2003), none of which are
perfectly straightforward. However, a pragmatic approach
focuses on when it is useful to describe a system as self-
organizing (Gershenson, 2007). This utility typically comes
when an observer identifies a pattern at a higher scale but
is also interested in phenomena at a lower scale; there then
arise questions of how the lower scale produces the observ-
ables at the higher scale, as well as how the higher scale con-
strains and promotes observables at the lower scale. For ex-

ample, bird behavior leads to flock formation, and descrip-
tors at the level of the flock can also be used to understand
regulation of individual bird behavior (Keys and Dugatkin,
1990).

Self-organization has been an important concept within a
number of disciplines, including statistical mechanics (Wol-
fram, 1983; Crutchfield, 2012), supramolecular chemistry
(Lehn, 2017), and computer science (Mamei et al., 2006).
Artificial Life (ALife) frequently draws heavily on self-
organizing systems in different contexts (Aguilar et al.,
2014), starting in the early days of the field with studies of
systems like snowflake formation (Packard, 1986) and agent
flocking (Reynolds, 1987), and continuing to the present
day. However, there are often confusion and misinterpre-
tation involved with this concept, possibly due to an appar-
ent lack of recent systematic literature. In this work, we
aim at providing a mini-review of self-organization within
the context of ALife, with a goal to open discussions on
this important topic to the interested audience within the
community. We first articulate some fundamental aspects
of self-organization, outline ways the term has been used by
researchers in the field, and then summarize work based on
self-organization within soft (simulated), hard (robotic), and
wet (chemical and biochemical) domains of ALife. We also
provide perspectives of further research.

Usage
Ashby coined the term “self-organizing system” to show that
a machine could be strictly deterministic and yet exhibit a
self-induced change of organization (Ashby, 1947). This no-
tion was further developed within cybernetics (von Foerster,
1960; Ashby, 1962). In many contexts, a thermodynamical
perspective has been taken, where “organization” is viewed
as the opposite of entropy (Nicolis and Prigogine, 1977).
Since there is an equivalence between Boltzmann-Gibbs en-
tropy and Shannon information, this notion has also been
applied in contexts related to information theory (Fernández
et al., 2014). In this view, a self-organizing system is one
whose dynamics lead it to decrease its entropy or increase
its information content. In the meantime, there are several
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other definitions of self-organization as well. For example,
Shalizi (2001) defines self-organization as an increase in sta-
tistical complexity, which in turn is defined as the amount of
information required to minimally specify the state of the
system’s causal architecture. As an alternative to entropy,
the use of the mean value of random variables has also been
proposed (Holzer and De Meer, 2011).

The recent subfield of guided self-organization explores
mechanisms by which self-organization can be regulated for
specific purposes—that is, how to find or design dynam-
ics for a system such that it will have particular attractors
or outcomes (Prokopenko, 2009; Ay et al., 2012; Polani
et al., 2013; Prokopenko, 2014; Prokopenko and Gershen-
son, 2014). Much of this research is based on informa-
tion theory. For example, the self-organization of random
Boolean networks (Kauffman, 1969, 1993) can be guided to
specific dynamical regimes (Gershenson, 2012). The con-
cept of self-organization is also heavily used in organization
science, with relevance to artificial society models (Gilbert
and Conte, 1995; Epstein and Axtell, 1996).

While there may be no single agreed-on definition of self-
organization, this lack need not be an insurmountable obsta-
cle for its study, any more than a lack of a unanimous formal
definition of “life” has been an obstacle for progress in the
fields of biology or ALife. In what follows, we provide a
concice review of how self-organization has contributed to
the progress of ALife.

Domains
One way to classify ALife research is to divide it into soft,
hard, and wet domains, roughly referring to computer sim-
ulations, physical robots, and chemical/biological research
(including living technology as the application of ALife (Be-
dau et al., 2009)), respectively. Self-organization has played
a central role in work in all three domains.

Soft ALife

Soft ALife, or mathematical and computational modeling
and simulation of life-like behaviors, has been linked to self-
organization in many sub-domains. Cellular automata (CAs)
(Ilachinski, 2001), one of the most popular modeling frame-
works used in earlier forms of soft ALife, are well-explored,
illustrative examples of self-organizing systems. A CA con-
sists of many units (cells), each of which can be in any
of a number of discrete states, and each of which repeat-
edly determines its next state in a fully distributed manner,
based on its current state and those of its neighbors. With
no central controller involved, CAs can spontaneously orga-
nize their state configurations to demonstrate various forms
of self-organization: dynamical critical states such as in
sand-pile models (Bak et al., 1988) and in the Game of Life
(Bak et al., 1989), spontaneous formation of spatial patterns
(Young, 1984; Wolfram, 1984; Ermentrout and Edelstein-

Keshet, 1993), self-replication 1 (Langton, 1984, 1986; Reg-
gia et al., 1993; Sipper, 1998), and evolution by variation
and natural selection (Sayama, 1999, 2004; Salzberg and
Sayama, 2004; Suzuki and Ikegami, 2006; Oros and Ne-
haniv, 2007, 2009). Similarly, partial differential equations
(PDEs), a continuous counterpart of CAs, have an even
longer history of demonstrating self-organizing dynamics
(Turing, 1952; Glansdorff and Prigogine, 1971; Field and
Noyes, 1974; Pearson, 1993).

Another representative class of soft ALife that shows
self-organization comprises models of collective behavior
of self-driven agents (Vicsek and Zafeiris, 2012). Reynolds’
Boids model (Reynolds, 1987) is probably the best known in
this category. In this work, self-propelled agents (“boids”)
move in a continuous space according to three kinetic
rules: cohesion (to maintain positional proximity), align-
ment (to maintain directional similarity), and separation (to
avoid overcrowding and collision). A variety of related
models have since been proposed and studied, including
simplified, statistical-physics-oriented ones (Vicsek et al.,
1995; Levine et al., 2000; Aldana et al., 2007; Newman
and Sayama, 2008) and more detailed, behavioral-ecology-
oriented ones (Couzin et al., 2002; Kunz and Hemelrijk,
2003; Hildenbrandt et al., 2010). These models produce
natural-looking flocking/schooling/swarming collective be-
haviors out of simple decentralized behavioral rules, and
they also exhibit phase transitions between distinct macro-
scopic states.

Such collective behavior models have been brought to ar-
tificial chemistry studies (Dittrich et al., 2001; Banzhaf and
Yamamoto, 2015) as well, such as swarm chemistry and
its variants (Sayama, 2008; Kreyssig and Dittrich, 2011;
Sayama, 2011, 2012; Erskine and Herrmann, 2015), in
which kinetically and chemically distinct species of ideal-
ized agents interact to form nontrivial spatiotemporal dy-
namic patterns. More recently, these collective behavior
models have also been actively utilized in morphogenetic
engineering (Doursat, 2011; Doursat et al., 2012), in which
researchers attempt to achieve a successful merger of self-
organization and programmable architectural design, by dis-
covering or designing agent rules that result in specific de-
sired high-level patterns.

Other examples of self-organization in soft ALife are
found in simulation models of artificial societies. Their
roots can be traced back to the famous segregation mod-
els developed by Sakoda and Schelling back in the early
1970s (Sakoda, 1971; Schelling, 1971; Hegselmann, 2017),
in which simple, independent decision making by individual

1Note that earlier literature on self-reproducing cellular au-
tomata (von Neumann, 1966; Codd, 1968) is not included here,
because those models typically had a clear separation between a
central universal controller and a structure that is procedurally con-
structed by the controller; thus they may not constitute a good ex-
ample of self-organization as discussed in this article.
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agents would eventually cause a spatially segregated state
of society at a macroscopic level. Agent-based simulation
of artificial societies has been one of the core topics dis-
cussed in the ALife community (Epstein et al., 1996; Lans-
ing, 2002), and has elucidated self-organization of issues
in social order such as geographical resource management
(Lansing and Kremer, 1993; Bousquet and Page, 2004), co-
operative strategies (Lindgren and Nordahl, 1993; Brede,
2011; Adami et al., 2016; Ichinose and Sayama, 2017), and
common languages (Steels, 1995; Kirby, 2002; Smith et al.,
2003; Lipowska and Lipowski, 2012). The literature on
self-organization of adaptive social network structure (Gross
and Sayama, 2009; Bryden et al., 2010; Geard and Bullock,
2010) may also be included in this category.

Hard ALife
Robots can be considered to be life-like artifacts in their abil-
ity to sense their physical environment and take action in re-
sponse. Physical agents, even very simple ones, can evoke
in the observer a particularly strong sense of being animate.
From W. Grey Walter’s tortoises (Walter, 1950, 1951), to
simple machines based on the principles of Braitenberg’s ve-
hicles (Braitenberg, 1986), to other reactive robots (Brooks,
1989), to recent biomimetic and bioinspired designs (Saranli
et al., 2001; Wood et al., 2013; Kim and Wensing, 2017),
building artificial life as physically embodied hardware al-
lows it to exploit the rich dynamics underlying the interac-
tion between itself and its environment, so that even simple
mechanisms and behavioral rules can confer sophisticated
life-like attributes to limited machines (Simon, 1969). Still
higher complexity can be attained either by increasing the
sophistication of a single robot, or by increasing the num-
ber of robots in a system that, through the resulting inter-
action and self-organization, can then evince more sophisti-
cated abilities collectively, from adaptive responses to group
decision making.

Physical hardware has the strong advantage that the phys-
ical characteristics of the system (dynamics, sensor perfor-
mance, actuator noise profiles, etc.) are by definition re-
alistic, whereas simulations are necessarily simplified and
typically fail to capture phenomena that only become evi-
dent through material experimentation (Brooks and Matarić,
1993; Rubenstein et al., 2014). Conversely, while simula-
tion can readily handle very large numbers of agents, hard-
ware considerations (cost, space, scalability of operation,
etc.) have traditionally limited hard ALife studies to using a
small number of robots. In some scenarios, self-organizing
phenomena of interest do not necessarily require a large
number of robots; when the mechanism for coordination is
based on stigmergy (persistent information left in a shared
environment), the important element is a large number of
interactions between robot and environment, and even a sin-
gle robot could suffice (Beckers et al., 2000; Werfel et al.,
2014). More recently, hardware advances have made it pos-

sible to conduct physical experiments with robots in num-
bers exceeding a thousand (Rubenstein et al., 2014).

Physical experiments have been used to explore self-
organizing phenomena in a variety of areas. Aggregation of
objects has been studied from a physics perspective (Giomi
et al., 2013); in ways inspired by behavior observed in liv-
ing systems, such as cockroaches or bees (Garnier et al.,
2008; Kernbach et al., 2009); and using controllers designed
through automatic methods like artificial evolution (Dorigo
et al., 2004; Francesca et al., 2014). Another topic is collec-
tive navigation, in which groups of robots coordinate their
overall direction of motion and collectively avoid obstacles
(Baldassarre et al., 2007; Trianni and Dorigo, 2006; Turgut
et al., 2008). In other collective decision-making processes,
positive feedback from recruitment processes and negative
feedback from cross-inhibition contribute to shape the out-
come (Reina et al., 2018; Valentini et al., 2015; Scheidler
et al., 2016; Garnier et al., 2009, 2013; Kernbach et al., 2009;
Francesca et al., 2014; Valentini et al., 2017). Self-assembly
(Whitesides and Grzybowski, 2002) is another form of self-
organization, with several examples in hard ALife of self-
assembling or self-reconfiguring robots (Murata et al., 1994;
Holland and Melhuish, 1999; Støy and Nagpal, 2004; Zykov
et al., 2005; Dorigo et al., 2006; Ampatzis et al., 2009;
Rubenstein et al., 2014).

Wet ALife
Wet ALife, or physico-chemical synthesis of life-like behav-
iors, extensively utilizes self-organization as its core prin-
ciple. A classic example is the spatial pattern formation
in experimentally realized reaction-diffusion systems, such
as the Belousov-Zhabotinsky reaction (Vanag and Epstein,
2001; Adamatzky et al., 2008) and Gray-Scott-like self-
replicating spots (Lee et al., 1994), where dynamic pat-
terns self-organize entirely from spatially localized chemi-
cal reactions. Similar approaches can also be taken by us-
ing microscopic biological organisms (e.g., slime molds)
as the media of self-organization (Adamatzky et al., 2008;
Adamatzky, 2015). In the origins of life research, molecular
self-assembly plays the essential role in producing protocell
structures and their metabolic dynamics (Rasmussen et al.,
2003; Hanczyc et al., 2003; Rasmussen et al., 2004, 2008).

More recently, dynamic behaviors of macroscopically vis-
ible chemical droplets, a.k.a. liquid robots (Čejková et al.,
2017), has become a focus of active research in ALife.
In this line of research, interactions among chemical reac-
tions, physical micro-fluid dynamics and possibly other not-
yet-fully-understood microscopic mechanisms cause self-
organization of spontaneous movements (Hanczyc et al.,
2007; Cejkova et al., 2014) and complex morphology
(Čejková et al., 2018) of those droplets. Moreover, droplet-
based systems have also been used to demonstrate artifi-
cial evolution in experimental chemical systems (Parrilla-
Gutierrez et al., 2017).
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Perspectives
As already mentioned above, we can understand a self-
organizing system as one in which organization increases
in time. However, it can be shown that, depending on how
the variables of a system are chosen, the same system can
be said to be either organizing or disorganizing (Gershen-
son and Heylighen, 2003). Moreover, in several examples
of self-organization, it is not straightforward to identify the
self of the system, as oftentimes all elements composing the
system can be ascribed equal agency. Finally, in cybernet-
ics and systems theory, the dependency of the boundaries
of a system on the observer has thoroughly been discussed
(Gershenson et al., 2014): one wants to have an objective
description of phenomena, but descriptions are necessarily
made by observers, making them partially subjective. It be-
comes clear, then, that discussing self-organization requires
the identification of what is self and what is other, and what
are the elements that are increasing in their organization.
Similar issues have been tackled by Maturana and Varela
(1980) in the definition of living systems as autopoietic sys-
tems. According to this tradition, a living system is inher-
ently self-organising because the self is continuously pro-
duced or renewed by processes brought forth by the system’s
internal components. In other words, an autopoietic system
can be recognized as a unity with boundaries that encom-
pass a number of simpler/elementary components that are
at the basis of the organization of the system, as they are
responsible for the definition of the system boundaries and
for the (re)production of the very same components (Varela
et al., 1974). This is a peculiar characteristic of living sys-
tems. If life is deeply rooted in self-organization, so should
be ALife, and the several acceptations of ALife discussed
above demonstrate the richness of the links it holds with
self-organization.

Looking at the perspectives of ALife, it can be useful to
think of self-organization as the common language that uni-
fies the soft, hard and wet domains. The ALife community
can progress owing to shared concepts and definitions, and
despite the mentioned difficulties, self-organization stands
as a common ground on which to build shared consensus.
Most importantly, we believe that the identification and clas-
sifications of the mechanisms that underpin self-organization
can be extremely useful to synthesize novel forms of ALife
and gain a better understanding of life itself. These mecha-
nisms should be identified at the level of the system compo-
nents and characterized for the effects they have on the sys-
tem organization. Mechanisms pertain to the modalities of
interaction among system components (e.g., collisions, per-
ceptions, direct communication, stigmergy), to behavioural
patterns pertaining to individual components (e.g., explo-
ration vs. exploitation), and to information enhancement or
suppression (e.g., recruitment or inhibitory processes). The
effects of the mechanisms should be visible in the creation of
feedback loops—positive or negative—at the system level,

which determine the complex dynamics underlying self-
organization. We believe that, by identifying and charac-
terising the mechanisms that support self-organization, the
synthesis of artifacts with life-like properties would be much
simplified. In this perspective, mechanisms underlying self-
organization can be thought of as design patterns to generate
artificial lives (Babaoglu et al., 2006; Fernandez-Marquez
et al., 2013; Reina et al., 2014). By exploiting and compos-
ing them, different forms of ALife could be designed with a
principled approach, owing to the understanding of the rela-
tionship between mechanisms and system organization.

The possibility of exploiting self-organization for design
purposes is especially relevant toward the development of
living technologies, that is, technologies presenting fea-
tures of living systems (Bedau et al., 2009), such as ro-
bustness, adaptability, and self-organization, which can in-
clude self-reconfiguration, self-healing, self-management,
self-assembly, etc., often named together as “self-*” in
the context of autonomic computing (Poslad, 2009). Self-
organization has been used directly in living technologies
within a variety of domains (Bedau et al., 2013), from proto-
cells (Rasmussen et al., 2008) to cities (Gershenson, 2013),
and also several methodologies that use self-organization
have been proposed in engineering (Frei and Di Marzo Seru-
gendo, 2011). A major leap forward can be expected when
principled design methodologies are laid down, and a better
understanding of self-organization for ALife can be at the
forefront of the development of such methods.

As a final discussion, and as food for thought, it is also
worth considering when self-organization is not useful in
the context of ALife. Tracing a clear line across the do-
main is of course impossible, but our reasoning above pro-
vides some suggestions. Indeed, self-organization does not
account for every life-like process, for instance when there is
no clear increase in organization. For instance, hard ALife
has strongly developed the concept of embodied cognition
and morphological computation (Pfeifer and Gómez, 2009),
where the dynamics of mind-body-environment interaction
are fundamental aspects. These dynamics, albeit very com-
plex, are not easily described within the framework of self-
organization.

Evolution is also very much represented within ALife, but
typical generational evolutionary algorithms do not present
clear elements of self-organization, as the progression in
organization through generations is mediated by a central
authority that defines selection of the fittest individuals.
Open-ended evolution (Taylor et al., 2016) makes a dif-
ference when such a centralized authority does not exist
and progress is observable in mixing populations of inter-
acting individuals. Exploring possibilities of infusing self-
organization into those processes that were traditionally not
oriented toward self-organization would be potentially a
very fruitful direction of research.

Needless to say, this mini-review we presented here is
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not meant to be a complete, comprehensive review of self-
organization and ALife, given the limitation of space. We
plan to expand the work substantially in the near future to
develop a more thorough review for publication elsewhere.
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Abstract

We investigate the use of attentional neural network layers
in order to learn a ‘behavior characterization’ which can be
used to drive novelty search and curiosity-based policies. The
space is structured towards answering a particular distribu-
tion of questions, which are used in a supervised way to train
the attentional neural network. We find that in a 2d explo-
ration task, the structure of the space successfully encodes
local sensory-motor contingencies such that even a greedy lo-
cal ‘do the most novel action’ policy with no reinforcement
learning or evolution can explore the space quickly. We also
apply this to a high/low number guessing game task, and find
that guessing according to the learned attention profile per-
forms active inference and can discover the correct number
more quickly than an exact but passive approach.

Introduction
There are now a number of approaches designed to drive ex-
ploration of unseen spaces. Intrinsically motivated curiosity
algorithms drive reinforcement learning agents and agents
which learn models alike into low-likelihood states (Ostro-
vski et al., 2017; Achiam and Sastry, 2017), hard-to-predict
states (Pathak et al., 2017), or just directly try to maximize
the information gained by the agent about its world (Fris-
ton et al., 2015; Houthooft et al., 2016; de Abril and Kanai,
2018). In developmental robotics, goal babbling (Baranes
and Oudeyer, 2013) drives an agent to map out its ego-
motion space before committing to any particular reward.
Similarly, there are methods in machine learning which use
diversity-based metrics to learn sets of skills (Guttenberg
et al., 2017; Eysenbach et al., 2018).

These methods share the aspect that they require sign-
ficant learning of the environmental dynamics, long-term
planning, and other aspects of the world. At the other end
of the spectrum, there are a number of heuristic approaches
which can be successfully curious starting from scratch.
Umbrella sampling methods (Torrie and Valleau, 1977) in
computational chemistry work by simply driving simula-
tions away from frequently visited states by modifying the
energy, while non-equilibrium versions achieve similar re-
sults by resampling trajectories that head towards rare areas

of the space (Dickson and Dinner, 2010). In evolutionary
algorithms, the general concept of quality diversity (Pugh
et al., 2016) and more specifically novelty search (Lehman
and Stanley, 2011) has been used in a similar way, explicitly
modifying the fitness of solutions with respect to how differ-
ent they are from other attempted solutions. Novelty search
has also been applied to modify reward functions used in
reinforcement learning (Conti et al., 2017).

In the specific case of novelty search, there is a balance
between the pure heuristic of exploring rare states and the
learned approaches which in some sense try to collapse ab-
stractly equivalent but microscopically different states into
the same representation. In novelty search, this takes the
form of the behavior characterization — the way in which
distinct agent behaviors or outcomes are embedded into a
Euclidean space in order to assess their novelty. While
much of the work uses hand-crafted behavior characteriza-
tions based on some knowledge of the relevant degrees of
freedom of the task at hand, there has been work in formulat-
ing general characterizations which work across many tasks
(Doncieux and Mouret, 2013), and in learning the charac-
terizations with respect to specific criteria for the quality of
exploration (Meyerson et al., 2016).

In this paper, we consider a correspondence between re-
cent ideas about attention in deep learning and the novelty
search algorithm, both of which have embedding spaces at
their core. In attentional neural networks (Vaswani et al.,
2017), the network takes as an input a collection of memo-
ries, and then learns to perform a lookup on that collection of
memories in order to extract information that is relevant to-
wards answering a particular question. The attentional net-
work achieves this by first embedding both the memories
and the ‘query’ (which encodes information specifying the
question) into a shared space where location in the space is
informative about relevancy, and then uses pairwise compar-
ison between the query and memories to determine which
particular information from the memories to use. This is
quite similar to how behavior characterization learns an em-
bedding space that captures novelty. However, in the case
of novelty, what is being represented is the potential to be
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relevant for any question rather than a specific one. Because
of this, novelty search makes use of distance from the dis-
tribution of existing experiences rather than proximity to a
specific query. If we use a distance metric for pairwise com-
parison in the attentional networks, the learned space should
equally well be able to evaluate novelty, and as such we can
bridge the two methods.

Attentional Networks
Traditional neural networks are composed of a series of ma-
trix multiplications and nonlinearities, where the matrices
correspond to parameters learned via gradient descent:

~y = f(Mnf(Mn−1f(...f(M1~x+ ~b1)...)+~bn−1)+ ~bn) (1)

In this case, it is easy to compute the gradient of the pa-
rameter matrices (or ‘weights’) M with respect to some error
function using only a backpropagated error signal that does
not depend on the rest of the network. The recent avail-
ability of automatic differentiation has enabled rapid exper-
imentation in a wide variety of alternate structures: extend-
ing to general higher-dimensional tensors, replacing matri-
ces with convolution operations, using branching and merg-
ing patterns, factorizing the matrix multiplications, so-called
‘highway’ or ‘residual’ network structures which sequen-
tially perturbatively modify the network’s hidden state, and
various forms of regularization.

A common pattern among this zoo of different network
architectures is that as information from a particular input
flows through the network, the relationship between the in-
put and the intended output becomes potentially more and
more complex, but also becomes more difficult to learn via
gradient descent. The reason for this is that each time the
input is multiplied by a parameter matrix in series, the vari-
ous gradients are scaled by the eigenvalues of that matrix —
meaning that for very deep paths, the gradients tend to either
diverge to infinity or converge to zero. Techniques such as
orthogonal initialization (Saxe et al., 2013) help relax these
constraints, allowing modern networks to take advantage of
the nonlinearity offered by deep stacks, but in cases where
information is unnecessarily propagated through many sub-
sequent layers it can still pose difficulties in terms of training
times. As such, there are trade-offs involved in simultane-
ously achieving a wide receptive field (in that the network
can integrate large amounts of evidence towards some pre-
diction or inference) while maintaining pathways through
the network for information to flow which are not any longer
than necessary.

This consideration makes random access memory an at-
tractive model for network design. If the network could
simply choose which information it needed to look at for
each stage of the computation without needing to propagate
that information through a large number of intervening vari-
ables, then one could minimize the amount of unnecessary

scattering happening between the input and output. There
is a general class of methods which implement this sort of
random access via having each potential input be matched
against a ‘query’ generated by the current stage in the com-
putation, such that the information brought into the network
at that stage is a weighted sum across the inputs — these are
generally referred to as attention mechanisms. Such atten-
tion mechanisms have the property that the minimum path
length to create a receptive field covering the entire input
dataset is constant, irrespective of the dataset size (Vaswani
et al., 2017).

The general structure of these networks has each potential
input (where each input is a vector ~xi) generate a key vector
~ki summarizing the information it contains via linear trans-
formation, while the current computational state ~z generates
one or more query vectors ~q in the same space again via
linear transformation. The saliency of an input wi is deter-
mined by comparing these key and query vectors — often,
via the exponential of the dot product of the vector. Then,
the overall saliency pattern is normalized to sum to one:

wi =
exp(~ki · ~q)∑
j exp(

~kj · ~q)
(2)

where~ki = Mk~xi and ~q = Mq~z. The input to the network
from this attentional lookup is then the weighted sum over
the inputs:

~X =
∑
i

wi~xi (3)

This formulation is fully differentiable, but can at the
same time learn to attend to only a small subset of the total
input. An interesting consequence of learning to solve prob-
lems using this type of attention model is that the saliency
pattern w weights inputs according to their relevance to the
current computation, and so can be directly inspected or
used for interpretation of how the network is solving a par-
ticular task.

In this paper, we exploit that property of w to evaluate
how relevant potential inputs to a network would be, and in
turn use that pattern of projected relevance in order to direct
the actions of an agent to search for relevant information in
its environment. By making use of a variation in which the
comparison between key and query is based not on a dot
product, but rather on the distance between the vectors in a
Euclidean space, we can bridge attentional neural networks
with existing research done on behavior characterizations in
novelty search.

Method
If we wished to make an agent that could answer any one
of a set of questions which might be posed to it (similar to
ideas of multi-task behavior characterizations in Meyerson
et al. (2016)), we could ask an agent to fill its memory with
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Figure 1: General schematic of an inference network which
also learns a behavior characterization and can evaluate the
saliency of a given proposed action to objectives such as
novelty search or question-motivated curiosity. The dashed
lines represent optional information flows that can be added
without disrupting the ability to correctly embed action pro-
posals.

a set of points that is likely to contain a good match from
any random query to which it might be exposed. This is
then heuristically satisfied by finding new points to add to
memory which are furthest from the set of existing points —
the same criteria which drives the novelty search algorithm.
In this case however, the behavior characterization can be
naturally learned directly from the set of questions the agent
is trained to answer.

In novelty search, the weighting function used is essen-
tially a nearest neighbor look-up in the embedding space:
1/k if a point is one of the k-nearest neighbors, and 0 oth-
erwise. In order to use this as part of a neural network, it
is convenient to modify it into a differentiable form so that
we can learn the embedding via backpropagation. To this
end, we can consider an extension in the form of a ‘soft
kNN’ similar to the trick used in (Pritzel et al., 2017; Jain
and Lindsey, 2018) by proposing a weighting between the
embeddings of the agent’s memory of past experiences ~xi
which is used to generate a key vector ~ki and value vector ~vi
via linear transformation and a query vector ~q, given by:

wi =
exp(−α|~ki − ~q|)∑
j exp(−α|~kj − ~q|)

(4)

where the output of this soft kNN module is:

~y =
∑
i

wi~vi (5)

In order to tie this to inference on a particular question,
we consider the general type of network structure shown
in Fig. 1. Here, we have some kind of representation of
the question and relevant context (current sensor state, etc),
which we transform into the query vector ~q by way of an
embedding network Eq . This transformation can optionally
make use of information in the agent’s memory (the dashed
line) by way of an attentional mechanism. We also have a
memory of past sensor states (s), actions (a), and outcomes
(o) (which could be subsequent sensor states, a different set
of sensors, etc). We use a network Es to embed the states

and actions into a set of key vectors {~k} representing the
agent’s memory of past states and actions (but not what hap-
pened next, e.g. the outcomes). We also separately embed
the outcomes into a set of corresponding value vectors {~v}
(which can optionally be fused with other memory informa-
tion, or even be fused with information about the question)
using a network Eo.

Weighting factors are calculated between ~q and the set
{~k}, and then are used to perform a weighted average over
the outcome embeddings. These (optionally fused with the
query) are then used as inputs to a prediction network P , and
the entire thing is trained end-to-end.

The reason for this structure is that it isolates things which
the agent already knows or can directly control (current sen-
sor state and future action) from things which depend on en-
vironmental factors (the outcome of taking an action). This
means that if we propose some action ã from the current sen-
sor state s̃ we can directly compute the address where that
new generated memory will end up in the embedding space.
That allows us to take as a behavioral policy things such as
‘choose the action which generates the most novel memory’
or ‘choose an action which will be most relevant towards a
specified question’. This means that by setting up the net-
work this way, we can obtain curiousity-driven policies that
do not require reinforcement learning or evolutionary search
by greedily taking the most novel local action. As a result,
these policies can be used directly by an agent dropped into
a new environment and adapted to the new environment in
an online fashion.

Position-based Exploration Task
We consider an environment comprised of navigating con-
nected 2D floorplans composed of overlapping randomly
generated rectangles of movable area, in which an agent is
navigating by picking a direction and moving in that direc-
tion for a fixed distance. Collisions result in the agent re-
versing direction and continuing to travel for the remainder
of its movement distance. The agent has two sensors: one
which provides its current coordinates, and a second which
indicates when it collides with an object or wall. For the in-
ference question, we ask the agent to predict the probability
that a given action will cause it to collide with a wall, mean-
ing that the agent’s task is essentially to thoroughly map out
the boundaries and collidable surfaces of its environment.

The state is taken to be the current position, the action
being the x and y components of the proposed direction of
travel (normalized to a unit vector), and the observation o
to be whether or not the agent collided with a wall. Since
the input sensors are so simple, we don’t necessarily expect
that much of a difference in the embedding space compared
to a trivial behavior characterization where we just use ev-
erything. However, this simple case does test one some-
what non-trivial thing — namely, the agent does not have
any prior knowledge about its sensor-motor coupling. That
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is to say, even if the agent could identify a nearby physi-
cal location which it hasn’t been to before, that is not a pri-
ori associated with the action which will actually take it to
that location. As such, with this environment we are testing
whether or not the agent can learn how to navigate to novel
regions purely as a byproduct of learning to solve the par-
ticular inference task of figuring out if it will make contact
with a wall.

For this task, the question takes the form of a (s, a) pair
(from this position, if you move in this direction, will you
hit a wall?), so we use the same network for both Eq and
Es. This network is composed of four hidden layers of size
256 with rectified linear nonlinearities (ReLU), followed by
a learned linear projection into a 24d embedding space. The
networkEo takes as input the full (s, a, o) triplets and passes
them through four hidden layers of size 256 with ReLU non-
linearities, followed by linear projection into a 128d space.
The soft kNN layer combines these (α = 20), and finally
the prediction network P passes that result through four
more hidden layers (size 256, ReLU activations), with a fi-
nal single-unit layer with sigmoid activation to output the
predicted probability that the agent will collide with a wall.

The network is trained using the logistic loss L =
−y log(p) − (1 − y) log(1 − p) on 1000 trajectories from
different, randomly generated floorplans, where each trajec-
tory is 1000 steps long and is generated by taking random
actions. During training, batches are composed by randomly
selecting 50 of these trajectories and choosing a random start
point, such that the agent remembers the previous 300 steps
before the start point and must predict the collisions over
the next 100 steps. The agent is trained on 15000 of these
batches using the Adam optimizer (Kingma and Ba, 2014)
with an initial learning rate of 4× 10−4 that is reduced by a
factor of 0.9 whenever the test loss does not decrease for 10
iterations. All of the networks are implemented and trained
using PyTorch (Paszke et al., 2017). All code for the ex-
periments in this paper is provided at https://github.
com/arayabrain/QuestionDrivenNovelty.

In order to ‘behave curiously’, we seed the agent with
50 steps of random actions to have an initial memory, and
then for each subsequent step we propose 50 random ac-
tions ã and choose the action which maps to a point in the
embedding space z′ which is furthest from its nearest point
in memory. An example floorplan and trajectory over 300
subsequent steps is shown in Fig. 2a. The background of
this figure corresponds to a visualization of the model’s as-
sessments of the novelty at different locations, generated
by creating a grid of points over the possible (x, y) coor-
dinates within the floorplan, proposing actions taken from
each of those points, and taking the distance associated with
the most ‘novel’ action at each point. This shows that, pre-
dictably, the model considers points where it has never been
to be novel compared to points which it has already visited.
When we compare this to the direction of the most novel
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Figure 2: a) Example floorplan and 300 steps of trajectory
for the curious agent. The background color corresponds
to the agent’s current evaluation of novelty by position at
the end of the trajectory, with yellow corresponding to high
novelty and blue corresponding to low novelty. b) Vector
field showing the action at each location which the agent
would find most novel.

action from each point (Fig. 2b), we find good agreement
between the proposed actions and the direction of the local
spatial gradient of the novelty — meaning that the agent has
apparently correctly learned the sensor-motor contingencies
in order to navigate the space. At the same time (due to lack
of feedback between the contents of memory and the embed-
dings), the novel actions are only locally informative, but do
not correctly take into account long-range planning of paths
through the space to reach high-novelty regions.

Given that the agent seems to be able to pursue high nov-
elty regions, does the learned behavior characterization pro-
vide reasonable direction as to efficient exploration? We
compare the rates at which a random action policy, the un-
trained network, and the trained network explore the space
by dividing the domain into a 16 × 16 grid and measuring
over 15 random (unseen) floorplans the average number of
grid cells explored as a function of time. This is shown in
Fig. 3. The trained network policy explores significantly
faster than the random walk, roughly reaching the same level
of exploration after 1900 steps as the random action policy
obtains in 5000 steps.

When we ask the network to follow a novelty search pol-
icy, we are in essence asking it to take actions which can
help it answer questions for which it does not yet have good
supporting data. If we have a particular question in mind,
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Figure 3: Exploration of new grid cells by the random action
policy, the untrained network policy, and the trained network
policy. These are curves are averaged over 15 newly gener-
ated random floorplans.
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Figure 4: Plot of the saliency of different positions towards
specific questions (will a collision occur in this direction
from this point?), and the corresponding greedy saliency-
maximizing policy.

such as whether there would be a wall at a particular point
in space, we can directly visualize the actions and positions
which the network would consider informative towards an-
swering that question. We do this by projecting the question
into the embedding space, and then visualizing the attention
given to a virtual grid of state/action pairs. Visualizations
of this are shown in Fig. 4. The saliency associated with a
spatially localized query falls off on the order of one or two
of the agent’s steps. This means that while a single question
can be used to locally guide the agent, it does not provide
globally consistent navigational cues if the agent is currently
far away from the region in which the question could be an-
swered, though it could still be used as a reward signal for
reinforcement learning or evolutionary search.

Guessing game
We now turn to a more abstract system, to take specific ad-
vantage of the fact that the embedding space for the agent is
organized to help the agent be curious about specific ques-
tions rather than necessarily curious in general. For this, we
look at a game in which the agent must guess a number be-
tween 1 and 256, and is told whether their guess is high,
low, or correct. This game constitutes an active inference
task, where the early questions should be arranged in a bi-
nary search in order to provide the evidence that the agent
will need in order to infer the correct number rapidly. An
agent which guesses randomly and then renders a prediction
at the end will significantly underperform compared to bi-
nary search, as will even an agent which guesses uniformly
from the current possible set of values.

The network for this task is set up so that the internal
process of paying attention to its own memory has a simi-
lar form to the guessing game structure. The network starts
from a learned initial state vector, and has to update that state
vector through a succession of three attentive lookups into its
memory, indexed by the guess but not the outcome. As such,
the network sort of plays a version of the guessing game in-
ternally in order to figure out its predictions and next guess,
and the saliency profiles from those attentive lookups end
up being good proxies for where the network would benefit
from receiving more information.

Specifically, guesses are thermometer-encoded (Fiete and
Seung, 2007) (with each guess g being a 256d vector whose
first g entries are set to one and the rest zero) and passed
through three 128 neuron hidden layers with ReLU activa-
tions — this constitutes the (s, a) embedding network Es.
One-hot encoded outcomes (high, low, equal) are stacked
with the encoded guesses, passed through a single 128 neu-
ron hidden layer + ReLU, and then the outcomes cross-
reference eachother using two attentive blocks constructed
along the lines of the Transformer architecture (Vaswani
et al., 2017) — that is to say, using dot product atten-
tion as described in 2 rather than Euclidean distance, com-
bined with additional normalization and linear transforma-
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Figure 5: Architecture of the guessing game network, us-
ing attention blocks as defined in Eq. 6 and Eq. 7. Virtual
queries for currently unexplored guesses are added to Mx,
and saliency from the attentional layers is averaged in order
to determine the most potentially informative guess to make
next.

tion steps. Each block has the form:

z∗ ≡ Normalize(zin + Attn(zin, zin)) (6)

zout ≡ Normalize(z∗ + M2ReLU(M1z∗ +~b1) +~b2) (7)

where Attn(x, y) is an attentional lookup into the matrix
of observations x for each element of the matrix of queries
y; M1, M2 are weight matrices with the same geometry as z,
and ~b1 and ~b2 are biases (which are broadcast over the rows
of z). The function Normalize(x) is the layer normalization
(Ba et al., 2016) operation which subtracts the mean over
features (columns of x) and divides by the standard devia-
tion:

Normalize(x)ij =
xij − 1

N

∑
j xij√

1
N

∑
j x

2
ij − ( 1

N

∑
j xij)

2
(8)

Finally, the query encoder Eq takes as input a learned ini-
tial query vector, which then drives three successive atten-
tional blocks of the above form (with the last block replacing
its input rather than adding to the input, in order to make sure
all of the information used to generate the prediction comes
from memory). The embedding spaces are all 8d spaces, but
different ones from (s, a), o, and q in each case. We look at
the pattern of saliencies of these three passes from a trained
network in Fig. 6. Finally, the output of the third attentional
block is passed through two 128 neuron hidden layers with
ReLU activations followed by a softmax activation over 256
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Figure 6: Saliency patterns from the trained guessing game
network. The vertical dashed line shows the correct num-
ber, and the curves show the three query attention patterns
after different numbers of guesses. Also visualized is the
predicted probability distribution from the network.

values in order to render the probability distribution of the
network’s guess.

In order to encourage the agent to place saliency in future
guesses that will be informative, we give the agent access
to its future memories during training (but not during test).
What this means is that the agent starts from a state that
knows all about the game up to some move t, but then is
issuing a query into a memory embedding space that during
training contains information from t + 1 and later moves,
which the agent can access only if it manages to correctly
predict where that information is going to be in its memory
space. As a result, when we actually use this policy for play-
out, the agent’s lookups will correspond to places where it
would like there to be future information — which we can
then make use of in order to choose the agent’s guess. As
such, here we are not strictly doing novelty search where we
simply look to maximize the variety of the agent’s knowl-
edge, but rather we’re focusing on the particular question
the agent is trying to answer. The network is trained for 150
epochs on 2 × 105 random games (e.g. where the guesses
derive from a uniform random policy) of length 30, using
the Adam optimizer with learning rate 1× 10−4.

Following training, we examine a guessing policy driven
by the network’s predictions as to the most likely num-
ber, and a guessing policy driven by the point of maximum
saliency of the third attentional lookup. We find that just
guessing according to the saliency pattern alone can imple-
ment an active inference strategy which outperforms the best
case ‘passive inference’ strategy, of guessing according to
the distribution of numbers which are still possible given
the evidence up to this point. These results are shown in
Fig. 7. However, the prediction-based strategy significantly
underperforms what should theoretically be possible. We
have tried a few variant architectures (one using an LSTM to
pre-process the guesses so far before the attentional lookup,
and another simply reducing all hidden layer sizes to 32),
and it seems that the prediction performance is a result of
underfitting. Asking the model to use only three memory
lookups in order to summarize up to 20 guesses seems to
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Figure 7: Success rate by move number of different algo-
rithms in playing the guessing game. A binary search gives
the optimal result, shown in green. Passive inference (red
curve) in this case corresponds to randomly guessing ac-
cording to the remaining possible values, and corresponds to
the best one can do without some particular strategy for in-
formation gain. The saliency profile from the network (blue)
outperforms this up to guess 10, showing that the network’s
saliency successfully performs active inference.

be fairly difficult, but at the same time that difficulty causes
the network to make good use of the saliency patterns. The
LSTM-based architecture performed better at prediction, but
its saliency profile was significantly less useful and did not
outperform passive inference, while decreasing the hidden
layer size damaged both the prediction and saliency perfor-
mance.

Conclusions
We examined the possibility of using inference tasks to
shape the embedding spaces used by novelty search to dif-
ferentiate between new and old action policies, using two
example systems. In each case, we find evidence that by ask-
ing a network to use attentional mechanisms to collect infor-
mation relevant to its inference task (which can be learned
in a differentiable, end-to-end fashion), the sense of ‘nov-
elty’ or ‘saliency’ in the learned space can actually capture
some local sensory-motor contigencies and be used to derive
a ‘greedily curious’ action policy without the need for any
direct reinforcement learning or evolution. These greedy
policies do not execute any long-range planning, and as such
they cannot always escape uninteresting regions, but can still
provide a boost in the rate of exploration of an agent com-
pared to random policy sampling. Therefore, even when the
greedy policies are not sufficient on their own to obtain the
desired or interesting behaviors, it may be beneficial to use
it at the start, and then transition over to policies learned
via reinforcement or evolution using the learned embedding
space to modify the reward function in the standard novelty

search sense.
When the ‘question’ underlying the agent’s curiosity is

specific in nature, it is possible to use these embedding
spaces not to only evaluate the novelty of action policies
or outcomes, but also to direct that in a question-dependent
way. This means that it is possible to construct an agent
which, rather than just being ‘curious’, is ‘curious about’
— that is to say, that its curiosity is directly tied to its un-
derstanding of what is needed to know or answer a specific
question. This suggests an interesting interpretation of in-
trinsic curiosity as a compatible concept to empowerment
(Klyubin et al., 2005b,a). That is to say, empowerment as an
intrinsic motivation maximizes an agent’s ability to achieve
a diversity of discernable outcomes in the future without
knowledge of which specific outcome may correspond to
high reward for the agent. Similarly, curiosity independent
of specific goals (e.g. ‘intrinsic’ curiosity) could be seen as
the maximization of the agent’s ability to answer any ran-
dom question (out of a distribution of potential questions)
without prior knowledge of what that question is going to
be.
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Abstract

Robotic swarms are expected to perform tasks efficiently by
task allocation. However, in most cases of designing robotic
swarms with task allocation, the designer has to decompose
the task into subtasks and predefine each of them. This paper
reports that autonomous specialization has emerged without a
priori knowledge of task decomposition using an evolutionary
robotics approach. The experiments are performed in simula-
tions and address the path formation task. The robot special-
ized its behavior according to the spatial position of whether
the robot is traveling inner or outer side of the path.

Introduction
Swarm robotics is the study of large groups of robots that
emerge collective behavior without any centralized control
(Şahin, 2005). As seen in biological swarms, robotic swarms
are expected to perform tasks efficiently by dividing them
into smaller subtasks and carried out by multiple special-
ized groups. Typically, when designing a task allocation in
robotic swarms, the designer has to decompose the task into
subtasks and predefine each of them, which is a challenging
issue for the designer.

Here, we report that autonomous specialization emerged
without a priori knowledge of decomposing the task. The
controllers of the robots are developed by an evolutionary
robotics approach (Nolfi and Floreano, 2000). The robots
autonomously specialize their behavior and mitigate conges-
tion in the path formation task.

Problem Settings
This paper focuses on a path formation task, which is one
of the fundamental tasks addressed in the study of swarm
robotics (Sperati et al., 2011; Bayındır, 2016). In this task,
the robotic swarm is to develop a collective path of robots
and navigate between two landmarks.

Fig. 1(a) shows the snapshot of the simulated environ-
ment1 Two landmarks are placed diagonally in the square-
shaped environment. Each landmark has RGB LEDs in the

1Experiments are conducted with the Box2D physics engine
(http://box2d.org).
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Figure 1: (a) Snapshot of the environment in the computer
simulations. (b) Structure of the robot’s controller.

center and a target area with a radius of 0.5 m. A robot is
considered to have arrived at the landmark when the robot
travels inside the corresponding target area. The body of the
robot is 0.2 m in diameter with two propulsion wheels at-
tached to each side of the body. Each robot provided with
seven distance sensors, a ground sensor, an omnidirectional
camera, and RGB LEDs. All of the robots emit blue lights
from the front and red lights from the rear side of the robot.
Both LEDs can be turned on and off independently accord-
ing to the outputs of the robot controller. The LEDs in the
center of both landmarks always emit the red color, which is
the same color as the rear side LED lights of a robot.

Methods
In a typical evolutionary robotics approach, controllers of
robots are represented by artificial neural networks. An
evolutionary algorithm evaluates and optimizes controllers
based on a fitness function which indicates the achievement
of the task.

In this study, the controller of the robot is represented by
a recurrent neural network with 20 input neurons, 10 hid-
den neurons, and 4 output neurons, as shown in Fig. 1(b).
The outputs to control the motors are converted into the
velocity of the robot by a function based on the physical
robot. The robot controls the activation of LEDs based on
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the corresponding output neurons. A (µ, λ) evolution strat-
egy (Eiben and Smith, 2003) is employed for training the
robot controller. The evolutionary process lasts 1000 gen-
erations with the zeroth generation of a randomly generated
population. Further details of the controller and the evolu-
tionary approach can be found in (Hiraga et al., 2018).

The controllers are evaluated only based on task comple-
tion of the robotic swarm. In other words, there is no evalua-
tion based on what each robot is doing and how it is done. A
copy of the controller is implemented toN robots and evalu-
ated forM = 3 independent trials. Each trial lasts 7200 time
steps. Robots can move freely without any evaluation during
the first 1200 time steps. Subsequently, the individual fitness
fi, which is the fitness of the ith robot, is updated every time
step during the remaining 6000 time steps by the following
equation:

fi (t) = fi (t− 1) +

1
if robot i enters
a new target area,

0 otherwise.

(1)

This equation indicates that the fitness fi equates to the num-
ber of times the ith robot entered a target area that is different
from the one previously visited. The comprehensive fitness
of the controller F is calculated by the following equations:

F =
1

M

M∑
m=1

Fm, Fm =
1

N

N∑
i=1

fi, (2)

where Fm is the fitness of mth trial, M is the total number
of trials, and N is the number of robots.

Results
The path formation is performed with N = 10, 25, 50, 75,
100 robots. Fig. 2 shows the results of the path formation
task using the best-evolved controller. The highest fitness is
obtained with N = 50 robots, whereas the fitness tends to
fall with an increase in the number of robots. This is caused
by interference between robots, which leads to congestion in
forming a path, as similarly discussed in (Hamann, 2018).

Interestingly, behavioral specialization has emerged espe-
cially in congested situations. Fig. 3 shows the examples of
the observed behavior after the evolution using M = 100
robots. The robotic swarm emerges autonomous specializa-
tion, the robots traveling inside the path activate the LEDs,
while the robots in the outer side deactivate them. The
robotic swarm was able to mitigate congestion and gener-
ate paths efficiently by this autonomous specialization.

Conclusions
In this paper, we succeeded in designing a robotic swarm
to perform path formation with autonomous specialization.
The autonomous specialization emerged from scratch, ex-
clusively by implementing a homogeneous evolving artifi-
cial neural network controller for the robots. In an emergent

10 25 50 75 100
number of robots N

0

1

2

3

4

5

6

fit
ne

ss
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m

Figure 2: Box plot of the fitness Fm of the best-evolved
controller over M = 100 trials for each group of robots.

(a) 4200 time steps. (b) 4800 time steps. (c) 5400 time steps.

Figure 3: Behavior observed using the best controller with
100 robots.

strategy, the robots specialized its behavior autonomously
to mitigate the congestion by the robots traveling inside the
path activate the LEDs, while the robots in the outer side
deactivate them. In future work, we are planning to investi-
gate the collective behavior with larger swarm size and many
landmarks.
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Abstract 
The in vitro reconstitution of complex biological behavior from 
simple components is challenging in wet ALIFE. Here, we 
present the reconstitution of host-parasite oscillation dynamics 
in vitro using artificial RNA replicators. We used a translation-
coupled RNA replication system encapsulated in water-in-oil 
droplets. This system used an artificial genomic RNA that 
replicates using the own encoded replication enzyme. During 
replication, a parasitic RNA, which lost the replicase gene, 
spontaneously appeared and co-replicated with the genomic 
“host” RNA, representing an oscillation in population 
dynamics. The presence of the parasitic RNA induced the 
evolution of the host RNA and produced diversity in the host 
RNA. These results demonstrate the important role of a 
parasitic entity on the evolution of life.  

Introduction 
Recently, various artificial cell-like systems have been 

constructed in vitro to study the origin and principles of life 
(Szostak et al. 2001; Jewett and Forster 2010; Forlin et al. 
2012; Stano and Luisi 2013; Caschera and Noireaux 2014). 
One of the fundamental functions of life is the replication of 
genetic information. In all living organisms, the genetic 
information (genome) is replicated through the translation of 
information into proteins. We have previously reported an 
artificial life-like system that functionally mimics genome 
replication—translation-coupled RNA replication (TcRR) 
(Ichihashi et al. 2013). This system consists mainly of two 
parts, the artificial genomic RNA, which encode an RNA 
replicase, and the translation machinery of Escherichia coli 
(Shimizu et al. 2001). When we incubate the system, RNA 
replicase is translated and replicates the RNA. Mutations are 
spontaneously introduced by replication error, and faster 
replicable RNA mutants evolved according to the Darwinian 
principle. 

We noticed that during the replication of the TcRR system, 
a parasitic RNA spontaneously appeared (Bansho et al. 2012) 
and dominated the population, competitively inhibiting the 
genomic “host” RNA replication (Fig. 1). This parasite was a 
large obstacle to achieve continuous replication and evolution. 

Theoretically, the parasitic entity has been considered a 
serious problem for primitive self-replication systems because 
once present, it amplified selfishly by exploiting the host 
replication system. As a possible solution, 

compartmentalization or equivalent spatial structures has been 
proposed (Maynard Smith 1979; Niesert et al. 1981; 
Szathmary and Demeter 1987; Takeuchi and Hogeweg 2009), 
while experimental verification remains to be done.  

In this report, we demonstrate that TcRR reaction 
continued, under compartmentalized conditions, even in the 
presence of a parasitic RNA. The presence of parasitic RNA 
produces diversity in host RNA species through evolution. 
This report is based on a previous work (Bansho et al. 2016), 
but presents a new analysis and discussion.  

 
 

Figure 1. Schematic drawing of the replications of genomic 
host and parasitic RNAs. The genomic host RNA replicates 
using the replicase translated from itself. The parasitic RNA 
replicates using the host replicase. 
 

Result 
To examine the effect of compartmentalization on the parasite 
problem, we performed long-term replication experiments 
with and without compartmentalization. As compartments, we 
used water-in-oil emulsions, small droplets dispersed in an oil 
phase. When we performed the TcRR reaction under a usual 
bulk condition (i.e., without compartment), a parasitic RNA 
appeared and the replication of the host genomic RNA was 
inhibited. In the presence of compartmentalization, the 
replication of the genomic host RNA continued even after the 
appearance of parasitic RNA, and the population dynamics of 
both the host and parasite oscillated (Fig. 1A).  
 Further continuation of the replication revealed that the 
oscillation dynamics gradually changed. In the early rounds 
(round 2−20), the parasitic RNA (squares) overwhelmed the 
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host population (diamonds), while it reverted in the later 
rounds (round 42−50) (Fig 1A). The sequences of the host and 
parasitic RNAs showed that mutations were predominantly 
accumulated in the host RNA. Population analysis revealed 
that some mutant host RNA appeared and increased in 
frequency successively during long-term replication (Fig 1B). 
The appearance of the mutant RNAs did not fully replace the 
original RNA, which survived as a minor population. 
 
 

 
Figure 2. A long-term replication experiment 
A) Population dynamics of the host and parasitic RNAs. The 
average concentrations of the host RNA (diamonds) and 
parasitic RNA (squares) with compartmentalization are 
shown. B) Mutations and frequency in the RNA population. 
Frequencies of each mutant RNA are schematically shown at 
each round. These figures were reproduced from data 
previously presented (Bansho, Furubayashi et al. 2016). 
 
 
 We also analyzed the biochemical properties of the mutant 
host RNA from the later rounds. The original host RNA did 
not replicate in the presence of the parasitic RNA, while the 
mutant RNA replicated efficiently, indicating that the host 
RNA acquired resistance to the parasitic RNA through 
evolution. 

Discussion 
 This study demonstrated that when the reaction system is 
compartmentalized, the genomic host RNA replication 
continued after parasitic RNA appeared. These results provide 
experimental evidence to support compartmentalization as a 
means to overcome the effects of parasitic RNA, which was 
previously just theoretically proposed.  
 We have previously demonstrated the evolution of genomic 
RNA in the absence of parasitic RNA (Ichihashi et al. 2013). 
A comparison of this evolutionary process with that in the 
presence of the parasite was performed here. Diversity was 
maintained in the presence of parasitic RNA; in the absence of 
the parasitic RNA, a mutant RNA that replicates faster 
dominated the host population. The presence of the parasitic 
RNA allowed the original RNA to survive as a minor 
population even after mutant RNAs appeared. These results 
show that parasites play an important role in host evolution 
and RNA replication is a useful tool to understand the 
evolutionary relationship between host and parasitic species.  
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Abstract

Many evolutionary models that explore the emergence of co-
operation rely on either individual level selection or group
level selection. However, natural systems are often more
complex and selection is never just on the level of the indi-
vidual or group alone. Here we explore how systems of col-
laborating agents evolve when selection is based on a mixture
of group and individual performances. It has been suggested
that under such situations free riders thrive and hamper evo-
lution significantly. Here we show that free rider effects can
almost be ignored. Sharing resources even with free riders
benefits the evolution of cooperators, which in the long run is
more beneficial than the short term cost.

Introduction
The tragedy of the commons (Hardin, 2009) describes a sit-
uation in which group members have to make a decision be-
tween investing into a common pool or withholding their
contribution due to self-interest. Since evolution prefers in-
dividuals based on their advantage over others, selfishness is
the expected outcome of selection in this game. The ques-
tion then becomes, what factors would allow cooperation
to evolve? Previous work found that cooperation can be-
come the natural outcome of evolution under specific condi-
tions (Adami et al., 2016). However, external factors such
as kin selection, direct reciprocity, indirect reciprocity, net-
work reciprocity, or group selection (Nowak, 2006) have
been identified as external factors that promote cooperation.
Simply put, any of these mechanisms provides enough bene-
fit to overcome selfish behavior so that cooperative behavior
can evolve.

One of these mechanisms is the theoretical concept of
group selection (Wilson and Sober, 1994), where the group
as a whole is under selection instead of the individual, and its
genetic peristence is based on a group-level trait. This mech-
anism works perfectly well in social insects such as ants and
bees, since here the reproductive success of the queen is di-
rectly dependent on the performance of the colony. How-
ever, in these examples, we also only find one member of the
group (the queen) to have reproductive capabilities, which
eliminates competition about reproductive success between

other members of the group (also known as an extended phe-
notype (Dawkins, 2016)). Most other organisms, however,
do not reproduce as a group (mediated by a single reproduc-
tive queen for example). Instead, they reproduce individu-
ally, and could benefit from synergies that arise from living
in groups. Maynard Smith argued (Smith, 1964) that indi-
viduals that all benefit from such synergies experience group
selection as opposed to individual selection (Okasha, 2005).
This point of view creates a strict binary distinction between
group and individual selection, which we think is too narrow
to capture the actual complexity of the natural world. Indi-
viduals in a group still reproduce individually and compete
against each other. The benefits from synergies contribute
to their fitness as do other factors that are independent from
interactions with other group members. We therefore argue
that group selection applies to groups that experience syner-
gies even if they reproduce individually, as long as the ben-
efits that come from their interactions are restricted to the
members of the group. In this way group selection is not a
binary categorization but a continuum between two extrema.
The remaining unknown that we address is the effect of free
riders.

Free riders do not contribute to the success of the group,
but because rewards are shared they thrive as well or bet-
ter than contributing individuals. In the public goods game,
for example (Davis and Holt, 1993; Ledyard, 1994), every
player must make a decision about paying into a common
pool. The collected amount in the pool is multiplied by a
synergy factor and equally distributed among group mem-
bers. In this situation, non-contributing individuals (defec-
tors) indeed receive higher rewards than those who con-
tributed (cooperators). In addition, they further harm the
payoff to the group, since their contribution is missing dur-
ing the application of synergy. Here, we will investigate
what we term pure free riders: those players who receive
the same reward as if they were a cooperating player with-
out actually contributing to the success of the group.

The most promising solution to the free rider problem
is either costly punishment (Fehr and Gächter, 2002; Boyd
et al., 2003; Hintze and Adami, 2015)—allowing other
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members to reduce the free rider’s payoff by paying a cost—
or shunning (Panchanathan and Boyd, 2004)—excluding
free riders from the group in the future. These approaches
always assume that payoff is either earned individually, or
distributed at the group level. In natural organisms, how-
ever, the situation is often more complicated, as resources
are neither completely shared nor consumed individually. In
the case of hyenas, for example, low-ranking individuals oc-
casionally engage lions who are guarding the fresh kill of
a larger animal (in our example, zebras) (Lehmann et al.,
2017). The hyenas help each other to intimidate (or annoy)
the lions until the lions leave their prey behind yielding it
to the hyenas. In this case, the lower ranking individuals
are the ones engaging the lions and thus taking the most
risk (Holekamp et al., 1997). Therefore, collaboration leads
to a higher group payoff group than an individual can obtain
alone, but the hyenas that do not take the risk of of injury still
benefit from their endeavor. At the same time, a hyena ab-
staining from cooperation is not necessarily getting a higher
reward than those who cooperate. She might, however, avoid
potential harm.

Individual Selection and Group Selection
Previous models (Traulsen and Nowak, 2006; West et al.,
2007)—as far as we know—investigated group selection as
a potential motive for cooperation by comparing group se-
lection to individual selection. This strict distinction, in our
opinion, does not reflect what natural organisms experience.
In the hyena example from above, selection does not only
happen on the group level or on the individual level alone.
The zebra reward is not shared equally among all hyenas,
and not all hyenas incured identical risk. In the collabora-
tive hunting situation, those hyenas who abstain will likely
obtain less food than those hyenas that engaged the lions and
thus had faster access to the zebra. These free riding hyenas
then benefit less from the group hunting effort than defectors
in a public goods game. Therefore, we use a proportional
model where we can vary the contribution of group vs. in-
dividual selection. We use a ratio r which determines the
degree to which an individual receives reward by individual
actions vs. the group reward (see Equation 1). We test how
virtual hyenas controlled by Markov Brains (Hintze et al.,
2017) that can either engage in a collaborative hunt or just
reap rewards as free riders evolve cooperative behavior given
different ratios of group vs. individual selection (r).

We will show that in situations where most of the benefits
for individual actions are shared with the group, then free
riders thrive yet cooperation still evolves. However, when
sharing only some resources, then only some free riding is
allowed and evolution of cooperation is very limited.

Methods
We use Markov Brains (Edlund et al., 2011; Marstaller et al.,
2013; Hintze et al., 2017) (MBs) to control the behavior of

Table 1: Computational elements from Genetic Program-
ming.

command description
CONST constant value output
ADD addition operator
SUB subtraction operator
MUL multiplication operator
DIV division operator
SIN sine operator in radians
COS cosine operator in radians
LOG logarithm
EXP exponent function

the agents in the computational model. MBs are networks
of computational elements which are connected to the sen-
sors and motors of the agent in order to control it. The gates
of the MB can also store and retrieve information from hid-
den states (memory) and their function and connectivity is
encoded by a genome. Mutation, insertions (gene duplica-
tions), and deletions serve as the source of variation in this
model. By using a genetic algorithm the genomes of the
agents can be optimized over time, using the performance
of the agents as the measure of fitness. Typically MBs use
deterministic and probabilistic logic gates as their compu-
tational elements, but in this implementation we augmented
the MB with mathematical operators known from genetic
programming (Koza, 1994) (see Table 1) and neural com-
putational units from NEAT (Smith, 2015) (see Table 2).
These computational elements use continuous values as in-
puts, which are discretized for the deterministic and proba-
bilistic logic gates such that values less than or equal to 0
become 0, and all others are considered an input of 1.

We used populations of 100 agents—referred to as
hyenas—that reproduced asexually over 20,000 generations.
Each generation is evaluated four times, and for each evalu-
ation the population is randomly sorted into groups of four.
Each group is then evaluated by itself. Each individual of
the group is placed into the corners of a virtual environment.
This environment is an area surrounded by a wall to ensure
that hyenas do not randomly wander off. In the center a
food resource (zebra) is placed which is surrounded by ob-
stacles (lions). This layout is shown in Figure 1. Hyenas
can sense their environment through forward facing sensors
(see Figure 2) and can move in the environment by stepping
forward, or by turning left or right. Hyenas can obtain re-
sources by colliding with the resource placed in the center.
However, this resource is initially surrounded by obstacles
(lions) which must be pushed away. A hyena can not push an
obstacle alone, however. Instead, two hyenas have to push at
the same time to move the obstacle. The size of the area can
vary; here we use three different sizes: 9 × 9, 11 × 11, and
13 × 13. Observe that the smaller the area is, the easier the
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Table 2: Computational elements from NEAT; the inputs be-
come aggregated into a.

command description
CONST constant value output
ABS absolute operator
CLAMP clamps a so that −1.0 < a < 1.0
CUBE a3

EXP exp a
GAUSS exp(−5.0a2)
HAT hat function of a
EQU a
INV 1

a

LOG log a
RELU 0 for a < 0.0 otherwise a
SIG 1.0

1.0+exp(−a))

SQRT
√
a

TANH tanh a
SOFTPLUS 0.2 log 1.0 + exp a

food source can be found, and interactions between hyenas
are more likely to happen by chance.

The hyenas can see what is in front, front left, and front
right of them (empty, wall, lion, zebra, or hyena), and as
actions they can either turn left, turn right, move forward
(which is also interpreted as a push or an attempt to eat), or
do nothing (see Figure 2).

The hyenas then have 200 turns in their environment, dur-
ing which they can try to obtain as much of the resource as
possible. Remember the resource must first be made acces-
sible by using cooperation to move the lions blocking access
out of the way. It is important to note that pushing a lion out
of the way only usually only leaves one space empty from
which a hyena could eat the zebra. However, two hyenas
must be pushing at the same time in order to move a lion.
This means that while this is a cooperative task, only one
hyena at a time will be able to reach the zebra after a lion is
pushed (see Figure 3).

After 200 turns, the trial ends. Over all 200 moves the
number of times a hyena collides with the zebra, which is
interpreted as eating, is tallied. In the case of individual se-
lection (r = 0.0) this score (Si) would now be averaged
for each hyena over all four replicate experiments. In the
case of group selection (r = 1.0) the average number of
eating events (A = 1

4

∑4
i=1 Si) that were observed for the

entire group is given as the score for each group member.
This would allow non-participating individuals to obtain the
same score as those who did.

Depending on r (the ratio between individual and group
payoff), we can now compute the payoff each individual re-
ceives:

Figure 1: The starting conditions of the simulation environ-
ment. The area in which the hyenas can roam is surrounded
by an impenetrable wall. Hyenas start in each corner (rep-
resented by an H). In the middle the hyenas can find food in
the form of a zebra (represented by a Z). However, the zebra
is surrounded by lions (represented by an L). Lions can be
moved out of the way if two hyenas cooperate and push at
the same time.

Wi = (1− r)Si + rA (1)

This allows us to select the degree of group and individual
selection the population experiences.

Based on this payoff computed for each individual in
the population, we select the next generation proportional
to their performance (using a roulette wheel selection, also
known as a Moran process (Moran, 1958)). Each organism
that goes into the next generation is experiencing point mu-
tations (0.005 per site mutation rate) and deletions or gene
duplications (0.00002 per site chance for either event). Ob-
serve that these mutations are experienced by the genome of
each agent, which then gets translated into the brain of each
agent at the beginning of each new generation. Experiments
were run long enough so that we have 20,000 generations
between the first generation and the most recent common
ancestor. At the end of each evolutionary experiment, the
line of descent (LOD) is reconstructed (Lenski et al., 2003).
The LOD represents the sequence of inheritance from the
most recent common ancestor back to the first generation.

Results
We first verified that after 20,000 generations, populations
converged on a solution. We find that after about 15,000
generations no fitness improvements are observed (data not
shown).

When evolving populations for different degrees of r
(ranging from 0.0 to 1.0 in increments of 0.1) we find that
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Figure 2: Hyenas can sense their environment through three
sensors. Since the hyenas are positioned on a grid, they can
sense what exist in the cells in the front, front left, and front
right of them. They detect if a cell is empty, a wall, a zebra,
another hyena, or a lion. After a hyena has received all in-
formation, it can then decide to do nothing (No Operation,
or NOOP), or to turn left or right, or to move forward.

neither individual selection (r = 0.0) nor group selection
(r = 1.0) results in optimal performance (see Figure 4). At
the same time, in all experiments r = 0.3 produced the worst
results. However, the r value at which performance peaks
moves lower and lower with the size of the environment. For
the smallest area (size=9 × 9) we see that the performance
peaks at r = 0.9. The larger the environment becomes, the
lower the total score over the range of r, and the peak per-
formance is achieved at lower r. Obviously, the smaller the
environment is, the easier it is for the hyenas to find the li-
ons and the zebra, resulting in a higher total payoff. This
implies that with higher total payoffs, more can be shared
with the free riders. Inversely, if it is already hard to obtain
food (large environments) sharing that food becomes more
problematic, resulting in a lower value for r under which
optimal performance evolves.

However, these results do not imply that cooperation is
at its maximum with r = 0.6 for large areas and r = 0.9
for small areas, but only that average performance is opti-
mal. It is still possible that at the peak performance only
two individuals do all the work while the two others still free
ride. Therefore, we also measured the total number of hye-
nas in every group that attempted to push a lion at least once
(even if the push is not successful). We find that generally
the number of hyenas who actively seek to push steadily in-
creases with r regardless of the size of the environment (see
Figure 5). At the same time, we observe that in the largest
environment (size = 13×13), we must have r > 0.5 before
the third hyena engages, similar to a step function. Interest-

1) 2)

A) B)

Figure 3: Schematic view of lions being pushed away from
zebras. Panel 1: Lions (orange box) are blocking the ac-
cess to the zebra (black striped box) for the hyenas (gray
cones). Panel 2: after both hyenas pushed, the lion is moved
out of the way. Now, because of random execution order,
either of the two options, panel A or panel B, will happen.
In either case, only one hyena will get access to the zebra.
Observe that for panel A the hyena on the right needed to
step forward once. In panel B the hyena coming from below
stepped forward and then turned left.
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Figure 4: The average fitness of population members after
being evolved for 20,000 generations. Three different area
sizes were used: 9×9 (solid line), 11×11 (dashed line), and
13 × 13 (dotted line). Gray shadow represents the standard
error. Averages were made over 300 independent evolution-
ary experiments.

ingly, the average number of pushing hyenas stays below
3.5, indicating that not all hyenas cooperate, and between
one and two continue to free ride. Apparently, the one free
riding hyena does not prevent cooperation from evolving,
even in complete group level selection (r = 1.0).

Counting the mean number of hyenas that end up eating
from the zebra further supports the idea that free riders are
not very harmful in this situation. We find that even for high
r and regardless of environment size, only one hyena on av-
erage ends up eating from the zebra, and not all four (see
Figure 6).
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Figure 5: The average number of hyenas in a trial who at-
tempted to push a lion at least once, after 20,000 generations.
Gray shadow represents the standard error. Averages were
made over 300 independent evolutionary experiments.
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Figure 6: The average number of hyenas in a trial who ac-
tively eat from the zebra, after 20,000 generations. Gray
shadow represents the standard error. Averages were made
over 300 independent evolutionary experiments.

Discussion and Conclusion
We introduced the idea that selection does not only need to
work on the level of the group or individual, but that selec-
tion can be a mix of individual and group contribution. This
allowed us to explore the concept that group selection is one
way to overcome the tragedy of the commons and to evolve
cooperation. We find that neither individual nor group selec-
tion alone is optimal, but rather that sharing a large part of
the payoff while still rewarding the cooperators more than
the free riders is ideal.

This also intuitively makes sense. In the case of pure indi-

vidual selection, cooperation does not evolve because help-
ing another hyena does not always pay off, since this other
hyena could be the only one who gets to eat. Similarly, in the
case of pure group selection, the incentive for the cooperator
is missing, and thus it should also not be the ideal situation.
However, without the mechanism of sharing rewards, there
is no incentive to help anyone in the first place, and that is
why group level selection drives cooperation.

The puzzling observation here is that cooperation evolves
best when the majority of the rewards are shared, and not if
the difference between cooperator and free rider is largest.
In human societies we seem to be obsessed with the idea
of discouraging free riders. In public goods games hu-
mans punish free riders even at considerable costs (Fehr and
Gachter, 2000; Sefton et al., 2007; Carpenter, 2007; Nous-
sair and Tan, 2011), much higher than what game theory
would predict (van Damme et al., 2014). Our human social
norms (Sherif, 1936) deviate in this instance from what the
evolutionary optimum suggests. Since it is not clear how
these norms were formed (socially or evolutionary) we can
not say if they keep us from supporting free riders for evo-
lutionary or social reasons. However, we have to question
their validity and maybe consider the idea that we should be
less averse towards free riders.

In this model, only one food source was used, and free
riders had no alternative of finding other resources, but also
did not get a benefit from abstaining from danger. We will
explore the effects of alternative food sources, as well as
risk from lions, and potential punishment from other hyenas
in the future. Secondly, we only showed that a mix between
individual and group payoff is driving cooperation in this
specific situation. We will use other tasks and test if this
kind of payoff scheme has similar effects on the evolution
of cooperation under different circumstances. We expect to
observe the same phenomenon, but the exact optimal ratio
(r) to evolve cooperation might be different.
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Abstract

Deep Convolutional Neural Networks (ConvNets) have seen
great success on machine learning tasks in recent years but
have shown difficulty with tasks that require long-term delib-
erative planning. Whereas, purpose-built hybrid network ar-
chitectures have been able to solve increasingly challenging
deliberate tasks in two-dimensional and three-dimensional ar-
tificial worlds. Starting from a purpose-built network and
transitioning to a general architecture, like a deep ConvNet,
may retain long-term deliberative planning while allowing
greater flexibility in the task domain. This paper employs
a standard genetic algorithm (GA) to train the weights of a
ConvNet with a recurrent 3x3 filter to produce robust and
deliberative motion planning. This technique resulted in an
average of 98.97% completion over 10,000 runs in the most
difficult deliberate task. This demonstrates that a shallow
ConvNet with recurrent connections is capable of producing
deliberate and robust motion planning. Further, the evolved
ConvNet exhibits superior motion planning in the most chal-
lenging environments, when compared to the previous task-
specific motion-planning network.

Introduction
In recent years, the success of deep convolutional networks
(ConvNets) on machine learning tasks demonstrates that
advanced behaviours are obtainable without careful engi-
neering and considerable domain expertise. This success
is more relevant to the ALife community than ever due to
the emergence of Deep Neuroevolution (Such et al. 2017).
Deep Neuroevolution is able to trains ConvNets with a
simple GA and can rival the performance of state-of-the-
art policy gradient algorithms such as Deep Q Networks
(DQN) (Mnih et al. 2015) and Asynchronous Advantage
Actor-Critic (A3C) (Mnih et al. 2016). The ability of deep
networks to generalise is demonstrated clearly by the re-
sults achieved on the Arcade Learning Environment (ALE)
(Bellemare et al. 2013). ALE provides various Atari-2600
games to benchmark the performance of general game play-
ers. However, ALE highlights a weakness of ConvNets
when an environment requires deliberate actions. Environ-
ments requiring reactive control can perform above human
level but those with sparse rewards and reliance on long term

deliberative planning fall below human performance. As
seen in Pitfall and Montezumas Revenge.

Reactive and deliberative behaviours in combination have
shown to be achievable with hybrid networks and have
been demonstrated on Atari-like 2D environments (Robin-
son et al. 2007, Borg et al. 2011, Borg and Channon 2017).
The behaviours demonstrated on this architecture has shown
to be adaptable to more complex 3D environments (Stanton
and Channon 2015); even adapting to tasks outside of the
intended use (Stanton and Channon 2016). However, these
architectures are purpose-built and limited to specific envi-
ronments whereas ConvNets are able to adapt to many sce-
narios. Therefore, this work aims to take the hybrid archi-
tecture and begin to generalise the network while retaining
the ability for long-term deliberate planning. Core to the hy-
brid architecture is a static sub-network for motion planning
in dynamic environments. This greatly reduces evolution’s
cost and exploration while limiting its functionality. Replac-
ing this network would allow evolution to produce novel be-
haviours suited to the task domain.

Work in Jolley and Channon (2018) attempted to replace
the static motion planning sub-network using HyperNEAT,
with some success. However, this paper aims to achieve
greater functionality and extend evolution’s role. First,
this work will incorporate avoidance in motion planning,
avoided in previous work due to its complexity. Next, the
static network will be replaced by a ConvNet with recurrent
connections. This form of motion planning requires contex-
tual information about the entire environment. In a neural
representation, it becomes too computationally intensive for
each node in the environment to have an evolvable relation-
ship with every other node. Therefore, methods are needed
to restrict the relationship between network size and evo-
lutionary complexity. Due to ConvNets’ local connections,
the size of a layer can increase without the need for a larger
genome and greater complexity. Then, with a novel use of
recurrent links, information from local areas can iteratively
spread across the environment. Finally, by utilising a simple
GA, all network weights are evolved simultaneously. This is
inherently a more difficult task than previously attempted.
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Figure 1: An RC World environment (left) with the corresponding activity landscape (right) produced via the shunting model.

Background
River Crossing Task
The River Crossing (RC) Task was devised in Robinson
et al. (2007) to demonstrate high-level deliberative and re-
active behaviours produced by a hybrid neural architecture.
The architecture consists of a Shunting Model (SM) with
static weights and a Decision Network (DN) with evolvable
weights. The goal of an animat is to locate the resource on
each RC world within 100 time-steps, while avoiding harm-
ful objects. Once the resource is obtained, the animat pro-
ceeds to the next RC World. Each world increases in com-
plexity via an expanding river obstruction between animat
and resource. Animats must learn to build bridges to cross
the river.

RC World RC worlds are constructed in a 20x20 bounded
grid in which each cell can contain zero or one of each of
four object types: stone, trap, water and resource; a cell con-
taining none of these is deemed to contain grass. Traversing
over a trap or water kills an animat; stones can be picked
up and put down. Complexity is enforced by water placed
across the world, creating a river obstacle. When placed on
water, stones can create a bridge. Fitness is an integer from
0 to 4, determined by the number of RC worlds in which the
animat reaches the resource. Animats are evaluated first of a
world with river width 0 (no river), then 1, 2 and 3, stopping
at first failure.

The Decision Network The DN is a standard feed-
forward neural network that dictates how desirable or unde-
sirable an object type is, and whether an animat should pick
up or put down a stone. Topology consists of six inputs, four
hidden nodes and five outputs. There are five binary inputs
representing the presence or absence of each object type (in-
cluding one for grass) and a sixth representing whether or
not the animat is carrying a stone. There are four outputs

corresponding to the desirability of each object type and a
fifth used to determine whether the animat should pick up
(positive output) or put down (negative output) a stone. The
four desirability neurons use a hyperbolic tangent activation
function and then values below, within and above the range
[-0.3, 0.3] are converted to -1, 0 and 1 respectively. These
output values are then multiplied by 15 to give iota values,
which indicate the desirability of the object types in the en-
vironment.

The Shunting Model The SM is a topographically
ordered neural network that produces a short trajectory
between two positions in a dynamic environment without a
learning process. First used in Meng and Yang (1998), the
SM was applied to real-time robotics to solve maze-type
problems by mapping the physical environment to positional
neurons. Activity from desirable states propagates through
the network to create an activity landscape. Peaks form at
objectives and troughs at states to avoid. In the RC task the
state attributes are provided via the DN and diffused via the
following equation:

xnew
i = min

1

8

∑
j∈Ni

[xj ]
+ + Ii, maxi

 (1)

where xnew
i is the activation of neuron i; Ii is the external

input determined by the iota value of the object present in
cell i; Ni is the receptive field of i; maxi is the maximum
iota value (15). Equation 1 is iterated fifty times to allow
activity to propagate and stabilise across the 20x20 array
of SM neurons, as shown in figure 1. Previous RC imple-
mentations of the SM used the Additive Model, but in ex-
tended work the implementation has changed for simplicity
and clarity while maintaining the same behaviour (Stanton
and Channon 2015).
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ConvNets
ConvNets were originally proposed in LeCun et al. (1990)
for handwritten digit recognition. They proved successful
also in speech recognition (LeCun and Bengio 1995), object
detection in natural images (Vaillant et al. 1994) and face
recognition (Lawrence et al. 1997). The basis of the mod-
ern ConvNet architecture was introduced in LeCun et al.
(1998) with LeNet-5. LeNet-5’s success comes from de-
riving higher-level features from identified lower-level ones;
this is achieved via local connections, shared weights, pool-
ing and the use of layers. ConvNets can consist of convo-
lution layers, pooling layers, non-linearity and a fully con-
nected layer.

A filter iterates across the input vertices where convolu-
tion applies to extract spatial features. Each filter cell has an
evolvable weight that is used during convolution. Depend-
ing on the task, many filters can be used to focus on key
features, such as colours in an image. Outputs are then ap-
plied with a non-linear activation function. The dimension
of the representation reduces by down-sampling the inputs
in pooling layers. This creates an invariance to small shifts
and distortions. The layer before the fully connected layer
is flattened and each neuron interconnected. For example, in
a classification task, the fully connected section will deter-
mine which features most correlate to a particular class.

Despite these initial successes, ConvNets’ popularity
would come to fruition with advances made in core comput-
ing systems. The use of GPUs allowed AlexNet (Krizhevsky
et al. 2012) to train deeper and wider CovNets. In the chal-
lenging ImageNet competition, AlexNet achieved state of
the art results. Various other advances were introduced in
this architecture, such as dropout to reduce overfitting and
ReLU to improve training times. Since then, ConvNets have
been structured in many different ways. The work in Mnih
et al. (2015) omitted the pooling layers to retain spatial infor-
mation. Residual Networks (ResNets) have employed more
than 100 layers to improve performance on visual recogni-
tion tasks (He et al. 2016). GoogLeNet’s Inception module
concatenates multiple filters, at varying sizes, on the same
layer into a single output vector to abstract features from dif-
ferent scales (Szegedy et al. 2014). DenseNet connects each
layer to every other layer in a feed-forward fashion which
strengthens feature propagation (Iandola et al. 2014).

Experimental Setup
In these experiments, the functionality of the traditional
shunting equation was replaced with a shallow ConvNet ar-
chitecture with recurrent connections. Three sets of exper-
iments were carried out for 100 runs. The first evolved
the DN while the SM remained static. Next, the SM was
evolved in combination with a static DN; the static DN was
pre-evolved to achieve the highest fitness using the origi-
nal architecture. Finally, the entire network architecture was
evolved at once.

RC Task

The RC task remains similar to that of Robinson et al.
(2007), with alterations introduced in Jolley and Channon
(2018). Fitness is aggregated over 10 RC task attempts.
Previous work has shown this to improve the robustness of
solutions. To assess general performance, successful ani-
mats are subject to the Robustness Test. This simulates ani-
mats through 104 static RC world configurations with a river
width of 3, the most difficult type of world this task offers.
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Figure 2: Neural architecture. Attributes at the agent’s
position (g=grass, r=resource, s=stone, w=water, t=trap,
c=carrying) determine inputs to the Decision Network. At-
tributes of the RC World are converted to iota values via the
Decision Network outputs. The iota values are feed to the
ConvNet layer at the corresponding position of the attribute
in the RC World. A 3x3 filter is passed across the layer to
perform recurrent convolution, synchronously updating ac-
tivities in the same layer. The network is activated a fixed
number of times. The activity landscape is a visual represen-
tation of the output after completion. Links in red represent
evolvable weights.
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Network Architecture
The architecture introduced in this paper replaces the shunt-
ing model from Robinson et al. (2007) with a single layer
ConvNet with recurrent connections, see figure 2. The Con-
vNet uses a 3x3 filter with a stride of 1 and padding of 1,
to synchronously update activities in the same layer. After
activation rectifier non-linearity (ReLU) applies to outputs.
ReLU typically learns much faster in networks with many
layers, shown in Glorot et al. (2011), which is not relevant
due to our networks size. However for this experiment, the
ReLU has the added benefit of replicating the shunting equa-
tion’s ability to propagate only positive values. The filter
takes as input cells’ previous activation values added to DN
outputs according to cell content (current object). This al-
lows the propagation of values across the layer after multiple
activations. The activity landscape can only function if the
ConvNet output resembles the same dimensions as the input.
Thus, the lack of pooling and use of padding is necessary in
order for the output to remain the same spatial size.

For each world time-step, activity update in the ConvNet
is iterated a fixed number of times. The RC world size in-
structs this number; for this work the value is 50. The Con-
vNet output represents the activity landscape. In the land-
scape, an animat follows the activation of its highest sur-
rounding neighbour. The genotype sizes for the DN, SM and
full network configurations are 44, 9 and 53, respectively.

Genetic Algorithm
This work uses an extremely simple GA, as a simple GA
has been shown to achieve high quality results when evolv-
ing deep ConvNets for reinforcement learning tasks (Such
et al. 2017). Our chosen GA evolves a population of 100
individuals, represented as neural network weights. In each
generation, each individual’s performance on the RC task is
assigned a fitness value. Elitism is applied, storing 10% of
the fittest individuals for the next generation. The remain-
ing population is generated via single-point crossover and
mutation, with parents selected at random from the previous
generation. Each offsprings genome has a 25% chance of
mutating a single parameter with an additive Gaussian noise
value. Once the highest fitness has been achieved evolution
ceases. If an animat does not achieve the highest fitnesss
within the number of generations set, the attempt is consid-
ered a failure.

Results
100 runs for 104 generations are performed with each strat-
egy on the RC task. During training, if animats are unable
to complete all 10 RC tasks to the most difficult behaviour
they fail the run.

• s-SM refers to the static-SM, where the DN evolves and
the SM follows the shunting equation.

• e-SM refers to the evolvable-SM, where the DN is pre-
evolved and the SM evolves.

• FN refers to Full Network, where both the DN and SM
evolve simultaneously.

Set Best Worst Mean Stdev Success
s-SM 1 138 43.58 30.73 100%
e-SM 43 4146 845.59 845.11 100%
FN 178 6137 673.61 1268.4 44%

Table 1: Best, worst and mean number of generations re-
quired to complete the task. Completion is defined as any
animat completing the RC task at the hardest difficulty 10
times.

Table 1 demonstrates that every strategy is able to com-
plete the RC task to the highest level of difficulty. As previ-
ously established, the s-SM is able to evolve to the highest
standard of reactive and deliberative behaviours in all runs,
which is also true for e-SM. Both e-SM and s-SM achieve
100% success in every run. However, all evolvable strategies
on average take more generations to find a successful solu-
tion. Although FN is able to successfully train animats, these
examples were a minority; FN also produced the largest de-
viation in the number of generations required.

Animats achieving completion at each run were evaluated
in the Robustness Test with river width 3. This simulates an-
imats through 104 static RC world configurations. Animat’s
performance on this test represents their ability to adapt to
general environments. Figure 3 presents these results as well
as those from the HyperNEAT architecture used in Jolley
and Channon (2018). HyperNEAT and e-SM both utilise
the same pre-evolved DN for direct comparison.

All strategies are statistically distinguishable from each
other in their general completion ratings, established via a
two-sample t-test with p values less than 0.05. s-SM still
provides the most consistent results. e-SM provides compa-
rable results with only a slight increase in mid-spread and
a slightly lower average of 98.97% vs the 99.96% of s-SM.
FN has the greatest deviation range but with a high comple-
tion rate of 96.72%. In the same task e-SM exhibits greater
performance compared to HyperNEAT.

Another appealing aspect of the shunting equation is the
efficiency of animats’ movement, wherein animats move to
the closest desirable object. As established in Jolley and
Channon (2018), without efficient movement the actions of
animats can seem undeliberate and unintelligent. So, the
new architecture has to be evaluated in this area. The age
of an animat after completion of an RC world is an accu-
rate metric for judging how efficient an animat traverses the
environment.

Figure 4 aggregates the average age of animats after the
completion of an RC world on the Robustness Test. Results
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Figure 3: Completion percentage of Robustness Test across all strategies aggregated over 100 runs each. (s-SM = static shunting
model. e-SM = evolvable shunting model. FN = Full Network.)

are limited to those that achieved 98% or above on the RC
Robustness Test. Restricting to high completions provides
an accurate comparison between results. HyperNEAT is not
included as no runs achieved a completion percentage above
98%. As seen in figure 4, the s-SM stays consistent with
the median of average ages at 45.2. Yet, the e-SM produces
a lower median of 43.43 and the FN is able to drop further
to 42.5. Although, a two-sample t-test shows that the two
are statistically indistinguishable, but both have statistical
significance over the s-SM. Both the e-SM and FN also have
a lower spread than the s-SM but only the s-SM is able to
achieve the lowest average age of 33.05.

Figure 5 provides a representation of the activity land-
scapes of s-SM, e-SM, and FN on the same RC world. An
example has been purposely chosen in which the e-SM and
FN have an age advantage over the s-SM; this is done to
provide context to the improved average age. Viewing the
RC world after completion of the s-SM shows two attempts
at a connecting bridge. In motion, animats using s-SM lo-
cate stones close to the river and prematurely place the stone
while traversing forward. This is due to the shunting equa-
tion forcing animats forward without adequate space to re-
turn to the center of the river. If stones are further from the
river animats funnel to the center, as can be seen in the ac-
tivity landscape when an animat is holding the stone. This is
evident again when comparing stone locations from s-SM to
e-SM and FN; those closest to the river in s-SM have been
used to attempt an unsuccessful bridge.

Discussion
Compared to s-SM, both e-SM and FN were able to pro-
duce equally deliberate and robust motion planning in even

the most difficult RC worlds, while also achieving, on av-
erage, more efficient planning. The s-SM still provides su-
perior reliability in completion. Although, both the e-SM
and FN are inherently more difficult tasks and degradation
to completion average is minimal. In comparison to Hyper-
NEAT, the average e-SM completion was higher than Hy-
perNEAT’s fittest animat. Further, e-SM in this experiment
did not dismiss negative iota values like in the HyperNEAT
architecture. e-SM benefits from using a ReLU to avoid the
propagation of negative values. Thus, e-SM is capable of
replicating the shunting equation’s functionality. However,
the FN informs how this architecture may adapt to future
scenarios.

The FN shows that animats can learn reactive and delib-
erative actions simultaneously. It is reasonable to assume
this architecture would adapt to similar tasks. The difficulty,
in this task, comes from achieving the correct DN weights,
while finding a working form of motion planning. Without
a functional SM, it is difficult for the DN to converge on
a correct combination of weights due to lack of feedback.
Without a functional DN, the quality of the motion planning
cannot be assessed. Each plays an important role in the suc-
cess of the other. The larger deviation of completion results
may be explained by the outliers from s-SM and e-SM in
Figure 3. As expected, evolving motion planning can see in-
stances in which the training phase presents RC worlds that
do not translate to the variety of worlds in the Robustness
Test. As a result, those animats have poor completion re-
sults, dropping as low as 69%.

Despite the success of FN on this task, it is uncertain how
it will adapt to other architectures which use the SM. Less
than half the animats trained were able to achieve the high-
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est fitness; this is a poor result compared to the perfect com-
pletions of evolving each independently. Those similar to
this model, such as the RC+ task used in Borg et al. (2011),
could likely see success with this network while experienc-
ing a drop in completed runs. In contrast, a more difficult
task may see issues with the completion rate. The 3D im-
plementation of the RC task (Stanton and Channon 2015)
implements the same DN and static SM with the addition of
a fully connected feed-forward network, pattern generators,
and outputs for joint motors. Even with a static SM, ani-
mats already see a drop to 65% of the population exhibiting
the most difficult behaviour. Without an established motion
planning system, the 3D implementation may find it difficult
to gain traction.

The evolvable SM demonstrated an unforeseen, novel ad-
vantage over a purpose-built system. When compared to
the shunting equation, animats trained with e-SM and FN
achieved instances of the highest completion rate as well as
a superior average age on the Robustness Test. Analysis of
the s-SM shows RC worlds with stones close to the river
forced animats to create bridges in an unstructured manner.
By contrast, e-SM and FN created deliberate bridge designs
despite the location of the stones, see figure 5. Both evolv-
able strategies have activity landscapes which are difficult to
interpret, thus the filter weights were examined. e-SM cre-
ates pathways to positive values via diagonal paths, whereby
the corners are the most dominant of the 3x3 filter. FN op-
erates in a similar vein to the shunting equation; the weights
of the front and back of the filter are relatively equal. This
forces animats forwards or backward depending on what is
desirable. In motion, animats do not suffer from the long

and questionable choices in the movement which appears
with HyperNEAT. A highly pre-evolved e-SM could replace
the SM in models that use it. This would allow superior mo-
tion planning without changing the network architecture or
training.

Due to this hybrid architecture being the basis of further
work, there are already working examples of greater general
architectures this work can adapt. Currently, animats follow
the highest surrounding iota in the activity landscape. Work
in Stanton and Channon (2015) used a fully connected feed
forward neural network to allow evolution to discover the
relationships between iota values and movement; then, the
outputs provide direct control over the animat’s movement.
Work in Borg and Channon (2017) generalised the DN to
use RGB values as inputs, allowing greater abstraction from
task-specific interactions. This also allows a fixed DN de-
spite a varying number of object types in the world. As
these considerations are addressed, the network may adapt
to more complex scenarios and environments.

Conclusions and Future Work
This work demonstrates that a shallow ConvNet with recur-
rent connections is capable of producing deliberate and ro-
bust motion planning to the quality of a pre-designed solu-
tion, with greater efficiency. Further, both deliberative and
reactive behaviour can be achieved by evolving the entire
hybrid network simultaneously. These results were achieved
with an extremely simple GA.

Individuals were exposed to a task of scaling complexity
and required to complete the task at its most difficult be-
haviour multiple times. The use of a multi-evaluation fitness
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function in training, as a stopping criteria, encourages the
evolution of motion planning that is adaptable to a variety of
different world combinations.

This work has shown that a hybrid architecture that
utilises a single layer ConvNet can achieve an average gen-
eral completion that is within 3% of the static variation in
a difficult deliberate task. The architecture could seemingly
adapt to other tasks designed in the same manner.

The combination of the decision network and evolvable
shunting model was highly successful in achieving efficient
motion planning, when evolving only the shunting model
and when evolving both simultaneously. The superior de-
liberate bridge building, achieved by each, shows potential
in the future for further unforeseen, novel benefits when re-
moving model restrictions. The limitations of the approach
are the drop in successful runs when the network is evolved
as a whole. Future work should continue to remove task-
specific aspects in favour of greater control from the net-
work. This would allow the architecture to adapt to unfore-
seen tasks.
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Abstract

Altruistic behaviors, such as self-sacrifices, are commonly
observed in diverse living systems from bacteria to animal
societies. Motivated by the fact that self-sacrifices of individ-
uals can benefit the entire populations, we developed a decen-
tralized control scheme with self-sacrifice by extending the
Slimebot model. When an agent is not performing favorably,
the agent self-sacrifices by stopping the motion and transfer-
ring its energy to nearby agents. We demonstrate via simula-
tions that the proposed control scheme enables the agents to
perform tasks effectively under several environments.

Collective behaviors can achieve non-trivial macroscopic
functionalities including adaptability, scalability, and fault
tolerance (Reynolds, 1987; Helbing and Molnár, 1995). For
such functionality, self-sacrifices of individuals often play
crucial roles for the benefit of entire population in natural
and social systems, such as programmed cell death (Allocati
et al., 2015) and altruistic behavior of social insects (Rat-
nieks and Wenseleers, 2007). Inspired by these biological
self-sacrificing mechanisms, several swarm robotic systems
incorporating self-sacrifices are beginning to be developed
(Sugawara et al., 2017; Floreano et al., 2008).

In this study, we apply the concept of self-sacrifice in a
new way within the swarm robotic field. Namely, we de-
sign a swarm robotic system for better efficiency of energy
resources via self-sacrifices. It is designed by extending a
model of a swarm robotic system inspired by the locomotion
of true slime mold, the Slimebot (Ishiguro et al., 2006). We
demonstrate by simulations that the proposed model allows
the agents to effectively utilize their energy as a collective
through self-sacrifices. Importantly, it also leads to better
achievements of tasks under challenging conditions.

In our model, N agents exist on a two-dimensional plane,
and their task is to move toward an attractant through their
coordination. Schematic of agents is shown in Fig. 1. Each
agent has radially arranged arms whose lengths are variable,
and a friction control unit implemented at the bottom. The
friction control unit alter the friction coefficient between the
agent and the ground.

When an agent contacts with another agent, connection
between the two is established; that is, they are connected

Top view! Side view!

Friction 

control unit!

Ground!

Arm!

Top view!

Figure 1: Schematic of agents.

by a parallel mechanism of a spring and a damper. When
the force above the threshold fth is applied to the connec-
tion, the connection is cut; that is, the parallel mechanism
disappears.

A phase oscillator is implemented in each agent. The arm
length of the ith agent, di, and the friction coefficient be-
tween the ith agent and ground, ηi, are determined by oscil-
lator phase as

di = d0 + a sinϕi, (1)
ηi = µiζi, (2)

where d0 and a are positive constants, µi denotes the rough-
ness of the ground, and ζi = ζl for 0 ≤ ϕi < π and ζi = ζh
for π ≤ ϕi < 2π with ζh > ζl.

Although an agent is unable to change its position by
itself, it can move through the interaction with connected
agents when there are phase shifts between them. For ex-
ample, when the ith and jth agents are connected with their
phases being π ≤ ϕi < 2π and 0 ≤ ϕj < π, respectively,
the jth agent can move by pushing or pulling agent i which
anchors to the ground. Considering this, the time evolution
of ϕi is designed as

ϕ̇i = ωi + ϵ
∑

j∈connect

sin(ϕj − ϕi), (3)

where
∑

j∈connect denotes summation over the connected
agents. Here, ϵ is a positive constant, and ωi = ωh for the
agents that receive attractant stimuli while ωi = ωl for the
others with ωh > ωl. The second term on the right-hand
side of Eq. (3) works such that the connected agents syn-
chronize with in-phase. Phase gradient generates owing to
the inhomogeneity of ωi, which enables the agents to move
toward the attractant.

Each agent initially has the energy E0. It is consumed by
the work done by the actuators and the dissipation, and it is
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assumed that the energy can be transferred to the connected
agents. The time evolution of the remaining energy of the
ith agent Ei is designed as
Ėi = −Wi−Di+ ei+σ

∑
j∈connect

(
Ej

ωjnj
− Ei

ωini

)
, (4)

where Wi and Di denote the work done by the actuator and
the dissipation energy per unit time, respectively, ei denotes
the energy transferred from agents that self-sacrifice (see be-
low), σ is a positive constant, and ni denotes the number of
agents connected to agent i. The fourth term on the right-
hand side represents transportation of the energy between
the connected agents. Owing to this term, the energy of
agents with small ωi and ni (in most cases, agents that are
located at the edge of a cluster but do not receive attractant
stimuli) tends to become smaller than that of the others.

The basic concept of self-sacrifice is that the agents not
performing well suicide themselves and transfer the remain-
ing energy to the connected agents so that they can function
longer. The performance of each agent can be evaluated by
the mean velocity toward the attractant for the recent past.
Thus, agent i self-sacrifices when the following condition is
satisfied:

Ei ≤ λmax(V0 − Vi, 0)E0, (5)

where λ and V0 are positive constants, and Vi denotes
the mean velocity toward the attractant for the recent
past. When an agent self-sacrifices, its remaining energy is
equally distributed to the connected agents, and then it stops
active motion cutting all the connections with others.

Simulations were performed under the following two
types of environments:

1) Agents traverse a slippery terrain of the friction coeffi-
cient µ (Fig. 2(a)).

2) Agents traverse an area in which they receive external
force −Fexte where e denotes the unit vector that points
the attractant (Fig. 2(b)).

To investigate how the self-sacrifice works depending on the
environment, the parameter λ as well as µ and Fext was var-
ied. The results were evaluated by the number of agents that
reached the goal. The number of the agents N was 50 and
the other parameters were determined by trial-and-error.

The results are shown in Fig. 3 (movies for can be down-
loaded from https://fsa.fir.riec.tohoku.ac.jp/fircloud/index
.php/s/P6hUwPeDVBlsLgE). When λ was zero (i.e., no self-
sacrifice), each agent lived until the remaining energy be-
comes zero. In this case, all agents reached the goal un-
der preferable environments (large µ or small Fext). How-
ever, none of the agents reached the goal under the condition
where µ is small or Fext is large. As λ increased, several
agents were able to reach the goal owing to self-sacrifice in
wider range of conditions, although it decreased the perfor-
mance slightly under preferable environments. These results
demonstrate that the self-sacrifice system enables the collec-
tive to perform robustly in wide range of conditions through
cooperative resource allocations.
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Figure 2: Environments examined: (a) Environment 1) and (b)
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Figure 3: Simulation results (a) when λ and µ are varied in
Environment 1) and (b) when λ and Fext are varied in Envi-
ronment 2).

In conclusion, we have proposed a decentralized control
scheme for swarm robots that exploit self-sacrifice by ex-
tending the slime-bot model, and have validated it by simu-
lations. Our results will pave the way for developing swarm
robots that can perform tasks under challenging environ-
ments, e.g., disaster areas. Investigating the applicability of
the proposed scheme under unstructured real environments
where noise is non-negligible remains as a future work.
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Abstract

We present multilayer gene regulatory networks (GRNs) con-
sisting of an intercellular layer and an intracellular layer. A
network in an intercellular layer represents interactions be-
tween cells, and a network in an intracellular layer indicates
interactions between genes. All the nodes of an intercellu-
lar network have identical random Boolean networks (RBNs)
as intracellular GRNs. We introduce genetic perturbations
(e.g., mutations) to the intracellular GRNs. Varying the prop-
erties of the intracellular GRNs from ordered, through crit-
ical, to chaotic regimes, we investigate how criticality of
GRNs affects the robustness and evolvability of multilayer
GRNs against the genetic perturbations. We found that the
robust and evolvable multilayer GRNs were generated with
the highest probability when intracellular GRNs were criti-
cal. Based on our findings, we conclude that the criticality of
GRNs plays an important role in determining the robustness
and evolvability of multilayer GRNs at a hierarchical level.

A few studies have been performed to elucidate relation-
ship between properties of intracellular GRNs and properties
of organisms at a multicellular level (Villani et al., 2006;
Flann et al., 2013). We also developed a morphogenetic
model to reveal how criticality of intracellular GRNs has
an influence on pattern formation of multicellular organisms
(Kim and Sayama, 2018). However, because our model was
a particle-based model where cells continued to move by
spring-mass-damper kinetics, it was not easy to assess the
robustness and evolvability of the whole system. Here we
present a more formal hierarchical network model and in-
vestigate how the criticality of GRNs affects the robustness
and evolvability of the whole system at a hierarchical level.

We present multilayer GRNs consisting of an intercellular
layer and an intracellular layer. A network in an intercellular
layer represents interactions between cells, and a network in
an intracellular layer represents interactions between genes
(Fig. 1). All the nodes of an intercellular network have
identical RBNs as intracellular GRNs, where a RBN has a
random network topology and randomly assigned Boolean
functions to each node. Our multilayer GRNs have cellu-
lar topologies that are randomly changed in each simula-
tion run. The multilayer GRNs with such dynamic cellu-
lar topologies are modeled as a developing embryo based on

Figure 1: A schematic diagram showing example multilayer
GRNs. (In actual simulations, the number of nodes of an
intercellular network was 9, and the number of nodes of an
intracellular GRN was 6.)

biological evidence showing that the intercellular network
topology of a developing embryo is constantly rearranged by
cellular movements and cell growth (Jackson et al., 2017).

We generate multilayer GRNs that have ordered (K = 1),
critical (K = 2), and chaotic (K = 3) intracellular GRNs
by adjusting node in-degree (K) (Kauffman, 1969). The dy-
namics of multilayer GRNs as the whole system at a hier-
archical level are determined by the dynamics of intracel-
lular GRNs (the input nodes of each gene and the assigned
Boolean functions to the genes) and the topology of the in-
tercellular network (the neighboring cells for the interactions
between cells). In our multilayer GRNs, cells interact with
each other through cell signaling, which follows the cell-cell
interactions of Villani et al.’s coupled RBN model (Villani
et al., 2006). In an intracellular GRN, a certain gene is as-
signed to communicate with neighboring cells. This gene
is called communicating gene. The communicating gene is
activated if any of the communicating genes of neighboring
cells is activated. The states of the other genes except for the
communicating gene are updated by the input nodes of each
gene and randomly assigned Boolean functions to the genes
in the intracellular GRN.

We introduce genetic perturbations (e.g., mutations) to the
intracellular GRNs. We perturb an intracellular GRN in one
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of nine cells by adding, deleting, or switching one regulatory
link between a pair of genes. We assess the robustness and
evolvability of both intracellular GRNs at a single cell level
and multilayer GRNs at a hierarchical level. If the mutated
intracellular GRN and the multilayer GRNs containing the
mutated intracellular GRN conserve existing attractors and
simultaneously create new attractors after the genetic pertur-
bation, they are considered as robust and evolvable intracel-
lular GRN/multilayer GRNs (Aldana et al., 2007).

When finding the attractors of the mutated intracellular
GRN, we explored all the state space of the GRN (state space
size = 26). Meanwhile, in the case of multilayer GRNs, we
focused on the attractors with the largest basins of attraction
to keep computational loads reasonable. Because the state
space size of our multilayer GRNs is 254 (= 29×6), it is not
feasible to explore all the state space. Thus, we used 10,000
randomly chosen initial states to find the attractors with the
largest basins. The number of the initial states was deter-
mined based on studies identifying the attractors of large-
scale Boolean networks (Aldana et al., 2007).

We performed 1,000 independent simulation runs for each
value of K (from 1 to 3), in which the topology of an in-
tercellular network was randomly determined based on the
number of links randomly chosen between 1 and 81. Inves-
tigating the attractors of the intracellular GRNs and the mul-
tilayer GRNs against the genetic perturbations, we obtained
proportions of robust and evolvable intracellular GRN and
multilayer GRNs (Fig. 2). We found that the critical intracel-
lular GRNs yielded maximum robustness and evolvability at
a single cell and hierarchical level.

Fig. 3 shows how the robustness and evolvability of mul-
tilayer GRNs composed of critical intracellular GRNs are
varied depending on the number of links of an intercellular
network. For 1,000 independent simulation runs, we mea-
sured the robustness and evolvability of multilayer GRNs,
increasing the number of links of an intercellular network
from 10 to 80 by 10. As the number of links of an intercel-
lular network grew, the proportions did not monotonically
increase or decrease but fluctuated. In addition, when com-
pared to K = 1 and K = 3, the robust and evolvable mul-
tilayer GRNs were produced with the higher probability at
K = 2. Especially, the value reached the maximum when
the number of links of an intercellular network was around
40 (e.g., link density ≈ 0.5). It means that the degree of
interactions between cells can maximize the generation of
robust and evolvable multilayer GRNs by amplifying the ef-
fect of the criticality of GRNs. Based on the findings, we
conclude that the criticality of GRNs plays an important role
in determining the robustness and evolvability of multilayer
GRNs at a hierarchical level.

This study has a limitation. Using RBNs as GRNs, we ex-
amined the robustness and evolvability of multilayer GRNs.
To obtain findings more relevant to real biological sys-
tems, we are planning to use empirically obtained biolog-

Figure 2: Robustness and evolvability at a single cell and
hierarchical level. The blue graphs represent intracellular
GRNs and red ones represent multilayer GRNs. (Pearson’s
chi-squared test: p-value < 0.05)

Figure 3: Robustness and evolvability of multilayer GRNs
depending on the number of links of an intercellular net-
work. (Pearson’s chi-squared test: p-value < 0.05)

ical Boolean networks such as a segment polarity Boolean
network in a Drosophila melanogaster embryo.
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Abstract 
This paper proposes the use of bio-inspired cellular growth 
simulations as an architectural computational design tool. A set 
of cells, which behave similarly to particles, are programmed to 
divide in order to generate larger geometric accumulations. 
 Two types of growth systems were investigated: The first type 
maintains connections of cells to form a manifold topology. 
Connections are updated at cell division, and a division of the 
inner cells causes the accumulation to expand and bulge out. The 
second type is a growth with a floating topology in which the 
cells can freely rearrange. A division of the peripheral cells 
causes a marginal growth of the accumulation. 
 The two systems were tested in the design of two permanent 
interior installations in an office space. Both simulations could 
successfully be applied to construct the installations, achieving 
the functions of atmospheric lighting, integration of ceiling and 
furniture, and complex yet coherent design quality. Although the 
algorithm is in its infancy, it shows a potential for further 
refinement as a design tool. 

Introduction 

In the fields of architecture, design, and engineering, concepts 
of biomimicry have been applied to various design problems 
such as structural systems, architectural form, or new materials, 
usually by applying specific, isolated geometries from nature 
to the design field (Benyus, 1997; Pawlyn, 2011). This research 
instead attempts to apply a form generation mechanism of cells 
to the field of design by developing a more suitable algorithm 
for architectural design with controllability of geometric 
formation to fulfill architectural requirements than existing 
methods for art and animation (Hart, 2009; Lomas, 2014; 
Louis-Rosenberg, 2015; Patrick, 2015). 

Algorithm 

A cell is modeled as a particle with properties of position, 
velocity, and mass to calculate movements caused by forces. It 
also has a size that increases through time with a limit, and a 
behavior of dividing by inserting new child cells. Cells react to 
various forces to control their formation; these forces comprise 

• neighbor forces between neighboring cells simulating 
spring behavior with the spring rest length based on a cell’s 
size to control spacing and density; 
• repulsion forces from the center of neighbors who are 

farther apart than the cell size toward the position of the cell; 
• repulsion or attraction forces toward external geometric 
objects or attractor points; 
• planarity forces that pull a cell along the normal direction 
of neighbors toward their center point; and 
• strata forces toward the normal direction controlling the 
formation of parallel cell strata. 
The accumulations of cells through division form two 

different types of topologies. In the static manifold topology, a 
cell retains its connected neighboring cells to apply neighbor 
forces to them, and the connections are updated only at cell 
division. In the dynamic topology, the neighbors are re-
determined at every iteration of the simulation. 

Investigated types of cells which trigger cell division include  
• cells over a specific age; 
• cells with a size that grows beyond a threshold; 
• cells positioned peripherally to the accumulation; 
• randomly selected cells at each iteration; 
• cells with the number of neighbors below a threshold; and 
• cells demarcated as “activated” by their parent cells. 

Insertion Locations of a Divided Cell 
Cell division in the static manifold topology updates 
connections in the following four ways (Figure 1): 

a) Insertion into a naked edge between the connections. 
b) Insertion in the middle of three enclosing connections.  
c) Insertion into an interior edge. 
d) Insertion at two connected edges. 

 
Figure 1. Types of Insertion Locations of a Divided Cell 

Generated Geometries 

Various behaviors with the described forces, division triggers, 
and insertion types were tested and produced the following 
geometries that were explored for their architectural potentials. 
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Static Manifold Topology 
a) Cell division on naked edges. 
b) Cell division in three enclosing connections. 
c) Cell division on interior edges. 
d) Cell division at two connected edges. 
e) Cell division with a limited number of neighbors. 
f) Cell division with one-time activation. 
g) Branching with probabilistic two-time activation. 
h) Branching with one-time division and a probabilistic 

limitation of number of connections. 

 
Figure 2. Generated Geometry in the Static Manifold Topology 

Dynamic Topology 
a) Cell division with neighbor forces. 
b) Cell division with planarity forces. 
c) Cell division with gravity and a base plane. 
d) Cell division with object forces. 
e) Cell division with strata forces. 

 
Figure 3. Generated Geometry in the Dynamic Topology 

 
Figure 4. Photo of Naizoshoku in the Café Area 

Application to Installation Design 

The cellular growth simulations were applied to the design of 
two installations at the office of an IT company in Beijing to 
test their architectural potential. Naizoshoku is a ceiling 
installation in the cafeteria. The installation is made from 
polymer panels and hung from the ceiling. The geometry was 
generated through the algorithm with the static manifold 
topology to provide atmospheric lighting and an expressive 
complexity as a sculptural centerpiece by exploring different 
behaviors of the algorithm (Figure 4). 
Gaizoshoku is located in the lobby of the office and serves 
disparate functions, such as lighting, integration of a reception 
desk, and framing of the company logo. The geometry was 
developed by the cell growth simulation with planarity, strata, 
and object forces in the dynamic topology, covering the ceiling 
and forming the front and top of the reception desk (Figure 5). 
 

 
Figure 5. Photo of Gaizoshoku in the Lobby 

Conclusion 

The built installations show that the design process employing 
the algorithm can achieve various architectural functions 
simultaneously by articulating and adjusting local behaviors of 
cells and external forces. Although the algorithm is still in its 
infancy and further development is needed to fulfill more 
complex requirements at an architectural scale, the cellular 
growth simulations have been shown to be a promising tool to 
compute and satisfy distinct architectural requirements while 
retaining integrity in complex yet coherent designs. 
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Abstract 

How does a single spiking neuron process information? This 
question is a long lasting one, which has been constantly posed 
and pursued by many researchers from different perspectives. In 
this paper, we tackle this issue from the perspective of reservoir 
computing using a single Izhikevich neuron as a model system. 
To prepare reservoir nodes from the response of a single 
Izhikevich neuron, we used of a technique called time 
multiplexing, which exploits a time-scale difference between 
input-output series and the transient dynamics of the single 
neuron. Based on this scheme, we evaluated the information 
processing capability of a single Izhikevich neuron using a 
standard benchmark task. Furthermore, we measured its memory 
capacity and showed its characteristic memory profile in various 
parameter settings. Finally, the relationships between the 
dynamical properties of the Izhikevich neuron and its memory 
capacity are discussed in detail. 

Introduction 

Neurons compose neural circuits and understanding their 
information processing capability is an interesting research 
subject. The computational capability of a single neuron has 
been evaluated quantitatively in various ways.  
 Neurons are thought to process input information with action 
potentials. Blaise et al. and Hong et al. investigated the input-
output relationship of spiking neurons by means of white noise 
analysis and clarified the features that spiking neurons 
extracted with action potentials (Blaise et al., 2003 and Hong 
et al., 2007). Although a spiking neuron is often described as 
an integrate-and-fire model, it is not possible to sufficiently 
express with an integrator or a threshold (Blaise et al., 2003). 
Schmitt tried to reproduce the action potential of spiking 
neurons with McCulloch-Pitts neurons and evaluated the 
computational capacity of spiking neurons with the number of 
thresholds necessary for reproduction (Schmitt, 1998).  
 Zador et al. evaluated the ability of the action potential of the 
leaky integrate-and-fire model to classify inputs using the VC 
dimension (Zador et al., 1996). Maass showed the condition 
under which a simplified integrate-and-fire model classifies 
inputs robustly (Maass, 1997). Šíma et al. showed that the VC 
dimension of spiking neurons is higher than that of perceptron 
(Šíma et al., 2005).  

In this paper, we focus on the computational capability of a 
spiking neuron from a novel viewpoint. We introduce a 
framework of reservoir computing (RC) (Jaeger et al., 2004; 
Maass et al., 2007; Verstraeten et al., 2007), which allows one 
to exploit dynamical systems as computational resources, to 
examine this problem. In RC, each computing element called 
the node, has a response, and each node mutually couples to 
form a network referred to as the reservoir. The computational 
capacity is composed of memory capacity and nonlinearity and 
a reservoir carries out computation using present and past 
stored inputs. Given time series inputs to the reservoir, after 
each node response is calculated, the output is determined by 
linear regression. One can compose a generator of an arbitrary 
time series signal with the reservoir, determining the regression 
coefficient properly.  
 We composed a reservoir with a single spiking neuron using 
a method referred to as “time multiplexing” (e.g., Appeltant et 
al., 2011; Larger et al., 2012). This method allows one to supply 
a huge number of computational nodes from a single time 
series, making use of the timescale difference between input-
output computation and the dynamics of a single spiking 
neuron. Similar procedures have been utilized for the 
reservoirs, whose number of computational nodes are 
physically constrained and difficult to be increased spatially 
(e.g., Fujii et al., 2017; Nakajima et al., 2018a; Nakajima et al., 
2018b). In this paper, we focus on a single Izhikevich neuron 
as a model system and evaluate the computational capability of 
the reservoir with various parameter settings of the Izhikevich 
neuron. For the analysis, we used a standard benchmark task 
and measured the memory capacity of the system.  

Methods 

Izhikevich Neuron 

The cerebral neocortex is composed of excitatory and 
inhibitory neurons. Based on electrophysiological 
characteristics, excitatory neurons are classified into three 
types: regular spiking (RS), intrinsically bursting (IB) and 
chattering (CH). Inhibitory neurons are also classified into 
three types: late spiking (LS), low-threshold spiking (LTS) and 
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fast spiking (FS) (Connors et al., 1990; Gray et al., 1996; 
Gibson et al., 1999). Izhikevich expressed the response of RS, 
IB, CH, LTS and FS neurons by combining differential 
equations and a conditional branch (Izhikevich, 2003). The 
dynamics of Izhikevich neurons are described as: 

𝑑𝑣

𝑑𝑡
= 0.04𝑣2 + 5𝑣 + 140 − 𝑢 + 𝐼, 

(1) 

𝑑𝑢

𝑑𝑡
= 𝑎(𝑏𝑣 − 𝑢), 

(2) 

if 𝑣 ≥ 30 mV, {
𝑣 ←  𝑐        
𝑢 ← 𝑢 + 𝑑

, (3) 

where 𝑣 is the membrane potential and 𝑢 is the membrane 
recovery variable. 𝑎, 𝑏, 𝑐 and 𝑑 are parameters determining 
the response of the neuron. Figure 1 shows the parameters 
(𝑎, 𝑏, 𝑐, 𝑑) to determine the type of neuron and the response 
characteristics of the neuron. 
 The Izhikevich neuron is so rich in expressing responses that 
adjusting parameters enables the model to reproduce a variety 
of responses (Izhikevich, 2004). The large number of 
parameters of a neuron model makes it difficult to locate a 
region where the model has high computational capacity, but it 
is possible to use only four parameters. For these two reasons, 
we adopted the Izhikevich neuron to investigate the 
computational capacity of a single spiking neuron. 

Composing a Reservoir Using a Single Neuron 

In order to use a single Izhikevich neuron as a reservoir, time 
multiplexing was adopted (Appeltant et al., 2011). As shown in 
Figure 2, the input current 𝐼(𝑡)  is fixed during each time 
window 𝜏  and we divided the 𝑖 -th time window (𝑖 =
0, 1,⋯ ) into 2𝑚  time steps and defined 𝑀 (= 2𝑚) virtual 
nodes as membrane voltages at the time steps 𝑡 = 𝑖𝜏 +
𝑗(𝜏/𝑀)  (𝑗 = 0,1,⋯ ,𝑀 − 1). To calculate Eqs. (1)-(3) with 
time width Δ𝑡 fixed regardless of 𝑀, we also divided the 𝜏 
into 𝑁 (= 2𝑛) time steps more finely than 𝑀 (= 2𝑚) (𝑛 ≥
𝑚) and set the time window width as 𝜏 = 𝑁Δ𝑡. Eq. (4) shows 
the vector representation of the virtual nodes in the 𝑖-th time 
window (𝑖 = 0, 1,⋯ ). 

𝒗𝑖 =

[
 
 
 
 
 
𝑣(𝑖𝜏)                                

𝑣 (𝑖𝜏 +
𝑀

𝑁
Δ𝑡)                

⋮                                       

𝑣 (𝑖𝜏 +
(𝑁 − 1)𝑀

𝑁
Δ𝑡)

]
 
 
 
 
 

 

 
(4) 

The membrane potential obtained by Eqs. (1)-(3) has an initial 
transient and using this for training may increase the evaluation 
error. Thus, we set a washout phase, a learning phase, and an 
evaluation phase, to 𝑖 = 0,⋯ , 999, 𝑖 = 1000,⋯ , 1999, and 
𝑖 = 2000,⋯ , 2999, respectively, and discarded 1000 steps in 
the washout phase. For learning, we employed Ridge 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 1: Izhikevich neuron. (a) Parameters to determine the 
type of neuron. (b) Responses of typical neurons in the 
neocortex. The RS neuron continuously fires with spike 
frequency adaptation. The IB neuron bursts right after input, 
and then continuously fires. The CH neuron bursts repeatedly. 
The LTS and FS neurons frequently fire with and without spike 
frequency adaptation, respectively. The input current was 
constant 𝐼 = 10. 
RS: regular spiking, IB: intrinsically bursting, CH: chattering, 
LTS: low-threshold spiking, FS: fast spiking 
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Figure 2: Composing a reservoir of a single Izhikevich 
neuron with time multiplexing 
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regression, by which weights �̂� were calculated in Eq. (5). 
The output 𝑜𝑖  at the 𝑖-th time window is shown in Eq. (6).  

�̂� = arg min
𝒘

{ ∑
(𝑦𝑖 − 𝒘 ⋅ 𝒗𝑖)

2

1000

1999

𝑖=1000

+ 𝛼‖𝒘‖2
2}, 

 
(5) 

𝑜𝑖 = �̂� ⋅ 𝒗𝑖 , 
(6) 

where 𝑦𝑖  represents the target output at time window 𝑖 , 
|| ⋅ ||2 is the Euclidean norm and 𝛼 is a hyper parameter that 
adjusts the degree of normalization and employs a minimum 
value of mean square error (MSE) of the evaluation data: 

∑
(𝑦𝑖 − �̂� ⋅ 𝒗𝑖)

2

1000

2999

𝑖=2000

. (7) 

Evaluation Methods 

NARMA models To confirm the computational capability of 
the reservoir, we attempted to emulate two nonlinear 
autoregressive moving average (NARMA) models (Atiya et al., 
2000; Jaeger et al., 2004; Verstraeten et al., 2007). We used the 
functions shown in Eqs. (8) and (9) and evaluated the 
normalized root mean square error (NRMSE) between the 
target output and the reservoir output. 

𝑦(𝑡) = 0.4𝑦(𝑡 − 1) + 0.4𝑦(𝑡 − 1)𝑦(𝑡 − 2) 

+0.6𝑖𝑛(𝑡 − 1)3 + 0.1 
(8) 

𝑦(𝑡) = 0.3𝑦(𝑡 − 1) + 0.05𝑦(𝑡 − 1) [∑𝑦(𝑡 − 𝑖)

10

𝑖=1

] 

+1.5𝑖𝑛(𝑡 − 10)𝑖𝑛(𝑡 − 1) + 0.1 

(9) 

Note that Eq. (8) is a second order nonlinear system and Eq. (9) 

is a tenth order nonlinear system. The input 𝑖𝑛(𝑡) of Eqs. (8) 

and (9) is given as follows:  

𝑖𝑛(𝑡) = 0.2 sin(2𝜋𝑓1Δ𝑡 ∗ 𝑡)                                     

                  ∗ sin(2𝜋𝑓2Δ𝑡 ∗ 𝑡) ∗ sin(2𝜋𝑓3Δ𝑡 ∗ 𝑡), 
(10) 

where 𝑓1, 𝑓2, 𝑓3  and 𝛥𝑡  are set to 2.11 ,.  3.73 , 4.33  and 
0.1, respectively. The input 𝑖𝑛(𝑡) to the NARMA models is 
transformed into the input 𝐼(𝑡) to the Izhikevich neuron as 
follows:  

𝐼(𝑡) = 𝑤𝑖𝑛 ∗ 𝑖𝑛(𝑡), (11) 

where 𝑤in is set to 1000. The NRMSE is defined as 

𝑁𝑅𝑀𝑆𝐸 = √ ∑
(𝑦𝑖 − �̂� ⋅ 𝒗𝑖)

2

1000𝑠𝑑2(�̂� ⋅ 𝒗𝑖)

2999

𝑖=2000

, 

 
(12) 

where 𝑠𝑑(�̂� ⋅ 𝒗𝑖)  is the standard deviation of �̂� ⋅ 𝒗𝑖 (𝑖 =
2000,⋯2999). We ran each task for 50 trials and averaged 

𝑁𝑅𝑀𝑆𝐸.  

Memory capacity The memory capacity (Jaeger, 2001) is a 
measure to evaluate the short-term memory of a reservoir, 
representing the quantity of past input information in a 
reservoir. A uniform random number on the interval [0, 𝜎] is 
set as input 𝐼(𝑡) , and 𝐼(𝑡 − 𝑖𝜏) (𝑖 = 1,2,⋯ ,10)  the input 
delayed by 𝑖 time windows is set as the target output 𝑦𝑖. 
 �̂�𝑖 is a weight vector such that for each target output, the 
coefficient of determination 𝑑[𝒘𝑖](𝑜𝑖 , 𝑦𝑖) is maximized (Eq. 
13). Let the maximum value be memory function 𝑀𝐹𝑖  (Eq. 
14) and let the sum over the maximum value be 𝑀𝐶 (Eq. 15).  

𝑑[𝒘𝑖](𝑦𝑖 , 𝑜𝑖) =
𝑐𝑜𝑣2(𝑦𝑖 , 𝑜𝑖)

𝑠𝑑2(𝑦𝑖) ⋅ 𝑠𝑑2(𝑜𝑖)
, 

(13) 

𝑀𝐹𝑖 = max
𝒘𝑖

𝑑[𝒘𝑖](𝑦𝑖 , 𝑜𝑖), (14) 

𝑀𝐶 = ∑𝑀𝐹𝑖

10

𝑖=1

, (15) 

where 𝑐𝑜𝑣(⋅)  denotes covariance and 𝑠𝑑(⋅)  stands for 
standard deviation.  
Lyapunov exponent The Lyapunov exponent reveals the 
stability or chaoticity of dynamical systems. We investigated 
the response property of the Izhikevich neuron by calculating 
the Lyapunov exponent of Eqs. (1)-(3) as the input is a uniform 
random number. The Izhikevich neuron is a hybrid system, in 
which a continuous-time system and a discrete-time system 
coexist and usually draws a continuous trajectory, which 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 3: Emulation of nonlinear autoregressive-moving 
average models. (a) Input time series data. (b) The second 
order nonlinear system. (c) The tenth order nonlinear 
system. In Figures 3(b) and (c), the bold and thin lines 
represent the target output and the output of the reservoir, 
respectively. (d) Relationship between 𝑀  and the 
averaged 𝑁𝑅𝑀𝑆𝐸 of the second and tenth order nonlinear 
system. The error bars stand for the standard deviations.  
NRMSE: normalized root mean square error 
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becomes discrete at a spiking time. To calculate the Lyapunov 
exponent for such a system, a method using a saltation matrix 
was proposed (Bizzarri et al., 2013). In this method, the state 

transition matrix 𝜱𝑘+1(𝑡, 𝑡𝑘) between the 𝑘-th and (𝑘 + 1)-
th spiking is expressed as  

𝑑

𝑑𝑡
𝜱𝑘+1(𝑡, 𝑡𝑘) = 𝑱(𝑣, 𝑢, 𝑡)𝜱𝑘+1(𝑡, 𝑡𝑘), 

(16) 

𝜱𝑘+1(𝑡𝑘 , 𝑡𝑘) = 𝑬, (17) 

where 𝑱 is the Jacobian matrix of Eqs. (1) and (2) and 𝑬 is 
the identity matrix. The saltation matrix 𝑺𝑘 is given by  

𝑺𝑘 =

[
 
 
 

�̇�+

�̇�−
0

(�̇�+ − �̇�−)

�̇�−
1]
 
 
 
, 

(18) 

where (𝑣−, 𝑢−) and (𝑣+, 𝑢+) are (𝑣, 𝑢) at a time step 𝑡 =
𝑡𝑘 before and after spiking, respectively.  
 When the neuron fires 𝑖 times on the interval [𝑇𝑘, 𝑇𝑘+1], 
the ordinary differential equation of the state transition matrix 
𝜱𝑖+1(𝑡, 𝑡𝑖) is given as follows: 

𝜱𝑘(𝑇𝑘+1, 𝑇𝑘) = 𝜱𝑖+1(𝑇
𝑘+1, 𝑡𝑖)𝑺𝑖𝜱𝑖(𝑡𝑖 , 𝑡𝑖−1) 

                       ⋯ 𝑺2𝜱2(𝑡2, 𝑡1)𝑺1𝜱1(𝑡1, 𝑇
𝑘). 

(19) 

The Lyapunov spectrum 𝜆𝑗  (𝑗 = 1, 2)  is calculated with 

eigenvalues 𝑙𝑘
𝑗
 (𝑗 = 1, 2) of 𝜱𝑖+1(𝑡, 𝑡𝑖) as follows:  

𝜆𝑗 =
1

𝑁
∑

1

𝑇𝑘+1 − 𝑇𝑘
log(|𝑙𝑗

𝑘|)

𝑁−1

𝑘=0

, (20) 

where we follow the setting of Nobukawa et al. (2017) and set 

𝑇𝑘+1 − 𝑇𝑘  to 1000 ms in the case that 𝑇𝑘+1 − 𝑇𝑘  lasts for 

1000 ms before 20 spikes occur; otherwise 𝑇𝑘+1 − 𝑇𝑘 is set 

to the time required for 20 spikes.  

Results 

NARMA Models 

To confirm that a single neuron can be used as a reservoir, we 
attempted to emulate two NARMA models: the second order 
and the tenth order nonlinear systems. These models are 
complicated dynamical systems determined by the past state 
variables and past and present inputs. Let the number of virtual 
nodes 𝑀  be a power of two, 1, 2, 4,⋯ , 1024  and we 
investigated how the number of virtual nodes affects the ability 
to emulate NARMA models. Note that time window 𝜏 is set 
to 102.4 ms and the number of partitions 𝑁 is set to 1024. The 
parameters of the Izhikevich neuron are (𝑎, 𝑏, 𝑐, 𝑑) =
(0.02, 0.2, −65, 8)  and the RS neuron is employed as a 
reservoir.  
 As shown in Figure 3(b), the reservoir with 𝑀 = 512, 
1024 accurately emulates the target output (𝑁𝑅𝑀𝑆𝐸 = 0.567 
with 𝑀 = 512  and 𝑁𝑅𝑀𝑆𝐸 = 0.555  with 𝑀 = 1024 ). 
The reservoir with 𝑀 = 1 , however, emulates the low 
frequency band of the target output and caused a large error 
(𝑁𝑅𝑀𝑆𝐸 = 1.43). As the output of the reservoir with 𝑀 =
512, 1024  includes a higher frequency band, NRMSE 
emphasizes the emulation performance, dividing the root mean 
square error by the standard deviation.  
 As shown in Figure 3(c), the emulation of the tenth order 
nonlinear system also reflects the same trend. The reservoir 
with 𝑀 = 1  emulates only the low frequency band of the 
target output (𝑁𝑅𝑀𝑆𝐸 = 14.4). On the other hand, as 𝑀 =
512, 1024, the reservoir output emulates the high frequency 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

    
 

Figure 4: (a) Relationship between the input intensity 𝜎 and 
MC in typical neurons (RS, IB, CH, LTS, and FS). (b) 
Bifurcation diagram of membrane potential 𝑣 . The 
relationship between 𝜎 and 𝑣 in the five typical virtual nodes 
are plotted in different colors. (c) The average number of spikes 
in a time window and whether the neuron fires or not at the 𝜎. 
When the neuron fires or not, the value is 1 or 0, respectively. 
(d) Relationship between 𝜎  and the effective degrees of 
freedom 𝑑𝑓𝑖 (𝑖 = 1,2,3,4,5), whose colors correspond to the 
colors of 𝑀𝐹𝑖  (𝑖 = 1,2,3,4,5) in Figure 4(f). (e) Relationship 
between 𝜎  and the Lyapunov exponent 𝜆 . (f) Relationship 
between 𝜎 and 𝑀𝐶, and 𝜎 and 𝑀𝐹𝑖 (𝑖 = 1,2,3,4,5).  
RS: regular spiking, IB: intrinsically bursting, CH: chattering, 
LTS: low-threshold spiking, FS: fast spiking, MC: memory 
capacity, MF: memory function 
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band ( 𝑁𝑅𝑀𝑆𝐸 = 0.841  with 𝑀 = 512  and 𝑁𝑅𝑀𝑆𝐸 =
0.84 with 𝑀 = 1024). 
 In Figure 3(d), monotonical decreases in NRMSEs of the 
second and tenth nonlinear systems show that a large number 
of virtual nodes certainly decrease the emulation errors, which 
indicates that this method to supply nodes is effective in 
improving the performance of emulation.  

Memory Capacity 

The computational capability of a single Izhikevich neuron was 
evaluated quantitatively with memory capacity. The five types 
of neurons (Figure 1) were utilized as reservoirs and their 
computational capacities were compared. The input was a 
uniform random number on the interval [0, 𝜎].  
 Figure 4(a) shows the relationship between the 𝜎 and 𝑀𝐶 
of each neuron. Note that 𝜏 = 1 ms, 𝑁 = 50, 𝑀 = 50. All 
neurons share the characteristic profile that 𝑀𝐶  is large at 

small 𝜎, but when 𝜎 becomes larger than a specific value, 
𝑀𝐶  sharply decreases. This sudden decrease in the 𝑀𝐶  of 
RS, IB, CH, LTS and FS neurons occurred at 𝜎 = 5.0, 5.0, 
5.0, 1.0 and 6.3, respectively. As 𝜎 further increases, 𝑀𝐶 
increases until 𝑀𝐶  achieves local maximum value and 
decreases after the local maxima.  
 Legenstein and Maass (2007) argued that it is not possible to 
discuss information processing capability only by means of the 
edge of chaos and that it is possible to use a method to examine 
the linear separation property of dynamics by means of a rank. 
In order to investigate the cause of this profile in 𝑀𝐶 , we 
calculated the effective degrees of freedom as a rank. When 
Ridge regression is adopted, the effective degrees of freedom 
are described as: 

𝑑𝑓𝑘(𝛼𝑘) = ∑
𝜆𝑖

𝜆𝑖 + 𝛼𝑘

𝑀+1

𝑖=1

, (21) 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
  

Figure 5: Computational capacity and response characteristics of a single Izhikevich neuron in the inhibitory region. (a) Memory 
capacity. (b) Maximal Lyapunov exponent. (c) Relationship between memory capacity and Lyapunov exponent.  
MC: memory capacity, LE: Lyapunov exponent, LTS: low-threshold spiking, FS: fast spiking 
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where 𝜆𝑖 (𝑖 = 1,⋯ ,𝑀 + 1) are the eigenvalues of the matrix 
𝒗 ⋅ 𝒗𝑇 with 𝒗 the vector representation of virtual nodes and 
𝛼𝑘  (𝑘 = 1,⋯ ,10)  are the hyper parameters of Ridge 
regression to emulate the input delayed by 𝑘 time windows. 
Since the range of 𝑑𝑓𝑘  is zero to 𝑀 + 1, we calculate 𝛼𝑘 
when 𝑑𝑓𝑘  is a natural number (1, 2,⋯ ,𝑀 + 1), obtain the 
MSE for each 𝛼𝑘 and choose the 𝛼𝑘 that realizes the smallest 
MSE among them. 
 As shown in Figure 4(b), (c) and (f), RS does not spike at 
𝜎 ≤ 5.0, where 𝑀𝐶 is large. Note that the firing thresholds 𝜎 
of RS, IB, CH, LTS and FS neurons are 5.0, 5.0, 5.0, 1.0 and 
6.3, respectively. As shown in Figure 4(d) and (e), since the 
effective degrees of freedom for 𝑖 = 1,⋯ ,5 are less than 7 at 
𝜎 ≤ 5.0, the virtual nodes contain a small number of regular 
and independent responses, which achieve a high 𝑀𝐶.  

 At the smallest 𝜎 where an action potential occurs (𝜎 =
5.0), 𝑀𝐶 decreases nonlinearly, which is affected by the 
 nonlinearity of the neuron dynamics. Since Eq. (3) is 
calculated when the neuron fires, the cause is the conditional 
branch.  
 After an action potential occurs (𝜎 > 5.0), as the effective 
degree of freedom for 𝑖 = 1  gradually increases and the 
response becomes regular, the linear separation property of the 
input is improved and 𝑀𝐶  increases until 𝜎 = 1.11 × 103 . 
Because the Lyapunov exponent 𝜆 changes from negative to 
positive at 𝜎 = 1.17 × 103 and the response becomes chaotic 
(noise induced chaos (Crutchfield et al., 1980; Tél et al., 2008)), 
𝑀𝐶 is maximized in the vicinity of 𝜆 = 0 (edge of chaos). 
After 𝜆 becomes positive, as the input intensity increases, the 
response becomes unstable and 𝜆  continues to increase but 
begins to descend after 𝜎 = 1.0 × 104 , where the neuron 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  
Figure 6: Computational capacity and response characteristics of a single Izhikevich neuron in the excitatory region. (a) Memory 
capacity. (b) Maximal Lyapunov exponent. (c) Relationship between memory capacity and Lyapunov exponent.  
MC: memory capacity, LE: Lyapunov exponent, RS: regular spiking, IB: intrinsically bursting, CH: chattering 
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receives such large input that the conditional branch occurs at 
successive time steps and membrane potential may be fixed to 
𝑐 . Note that the successive spikes maximize the effective 
degrees of freedom for 𝑖 = 1,⋯ ,5 but the many independent 
responses are chaotic and have almost no computational 
capacity. For this reason, 𝜆 begins to decrease and becomes 
negative again (noise induced order (Matsumoto et al., 1983)). 
Since the membrane potential is fixed to 𝑐, 𝑀𝐶 decreases to 
zero. 
 Accordingly, the memory capacity profile is unique to the 
hybrid system, whose conditional branch causes the sudden 
decrease in 𝑀𝐶  and the decrease in 𝑀𝐶  after the local 
maxima.  
 The relationships between 𝜎 and 𝑀𝐶 differ in each type 
of neuron, which indicates that the computational capacity of 
each neuron depends on the parameters to determine the 
dynamical response of the Izhikevich neuron. Although we 
calculated the memory capacities of the five typical neurons, 
actual neurons in the neocortex have rich diversity. Therefore, 
the parameters (𝑎, 𝑏, 𝑐, 𝑑)  of the Izhikevich neuron were 
exhaustively changed and memory capacities with these 
parameters were calculated.  
 Izhikevich set parameter regions of excitatory and inhibitory 
neurons, accounting for heterogeneity (Izhikevich, 2003). The 
area of excitatory neurons is 𝑎 = 0.02, 𝑏 = 0.2, −65 ≤ 𝑐 ≤
−50, 2 ≤ 𝑑 ≤ 8, including RS, IB and CH neurons. On the 
other hand, the area of inhibitory neurons is 0.02 ≤ 𝑎 ≤
0.1, 0.2 ≤ 𝑏 ≤ 0.25, 𝑐 = −65, 𝑑 = 2, and LTS and FS neurons 
are included in this area. Figures 5 and 6 show the memory 
capacity 𝑀𝐶  and the Lyapunov exponent 𝜆  at 𝜎 =
20, 200, 400 in the inhibitory area and in the excitatory area, 
respectively. Note that 𝜏 = 0.9 ms, 𝑁 = 9, and 𝑀 = 9. 
 As shown in Figure 5 in the inhibitory region, at 𝜎 = 20, 
when action potentials rarely occur, the memory capacity and 
the Lyapunov exponent complicatedly change, depending on 
both parameters 𝑎 and 𝑏, and the response is always regular 
because the 𝜆  is negative.  By contrast, at 𝜎 = 200, 400, 
that is, when an action potential is frequently generated, neither 
𝑀𝐶 nor 𝜆 has dependency on parameter 𝑏. This is because 
the recovery variable 𝑢 becomes much larger (|𝑢| ≫ |𝑏𝑣|). 
Besides, the smaller 𝑎 is, the larger 𝑀𝐶 is, and the smaller 𝜆 
is; therefore, 𝑀𝐶 conflicts with 𝜆. Figure 6 shows that the 
dependency of excitatory neurons on the parameters 𝑐, 𝑑  is 
small at 𝜎 = 20. However, at 𝜎 = 200 and 400, 𝑀𝐶 tends 
to increase as 𝑐  and 𝑑  increase. As 𝑐  increases and 𝑑 
decreases, 𝜆  becomes larger at 𝜎 = 20, 200  and 400 . At 
𝜎 = 20, 200 and 400, 𝑀𝐶 becomes maximum at positive 
𝜆 , at around 𝜆 = 0  and at negative 𝜆 , respectively. This 
implies that when an excitatory neuron rarely fires (𝜎 = 20), 
the chaotic responses have computational capacity and that as 
the firing rate increases, the response becomes regular, which 
has more computational capacity.  
 These results indicate that the regular response 
characteristics of a single neuron reservoir have large 
computational capacity in both excitatory and inhibitory 
neurons.  

Discussion 

The results of this study imply the memory capacity property 
of a single spiking neuron. It should be noted that evaluation by 

reservoir does not express purely computing capacity of a 
single neuron because time multiplexing increases the number 
of nodes. However, this computational capacity reflects the 
dynamics of a single spiking neuron. As shown in Figure 4(f), 
when the neuron fires, 𝑀𝐶  is composed almost entirely of 
𝑀𝐹1 , implying that firing neurons may hold only the input 
delayed by one time window. Moreover, from Figure 5(a), in a 
case where a large input is provided to the inhibitory neuron, 
𝑀𝐶 is large when 𝑎 is small; that is, decay of the recovery 
variable is slow. As can be seen from Figure 6(a), in a case 
where a large input is provided to an excitatory neuron, 𝑀𝐶 is 
large when both 𝑐  and 𝑑  are large; that is, the resting 
membrane potential is large and the initial offset of decay in the 
recovery variable is large. 
 In this paper, we used the framework of reservoir computing 
to evaluate the computational capacity of a single spiking 
neuron. For the Izhikevich neuron model, however, the 
nonlinearity of the conditional branch has a large influence on 
the profile of the memory capacity of the input intensity 𝜎. 
Although the Izhikevich neuron is a model that reproduces 
physiologically measured responses, this discontinuous 
component may have effects that do not occur in actual 
responses. It is expected that a phenomenon similar to the sharp 
decrease in 𝑀𝐶  appears in other spiking neuron models. 
Future research should compare the memory capacity profiles 
of various spiking neuron models.  
 We used a single spiking neuron as a reservoir with time 
multiplexing. Although this method of reservoir composition 
may enable one to use a single Izhikevich neuron as a reservoir,  
a large memory capacity is required to emulate context-
dependent tasks. In this study, we found that the memory 
capacity of the reservoir was less than one. The maximum value 
of memory capacity is equal to the effective degree of freedom 
(Jaeger, 2001), which is large when a large number of  
responses in nodes are not combined linearly and we can 
exploit more computational capacity in the region where 
nonlinear effects in Eqs. (1)-(3) appear. Candidates to improve 
memory capacity are as follows: (1) Tuning 𝜏 the width of the 
time window can nonlinearly change the virtual nodes; (2) As 
proposed in a reservoir with a laser system (Appeltant et al., 
2011), changing the input weight at each time step in a time 
window may increase the number of independent responses, 
which also increases 𝑀𝐹𝑖  and 𝑀C.  

Conclusions 

In this study, we aimed to compose a reservoir with a single 
spiking neuron using time multiplexing. For various parameter 
settings of the Izhikevich neuron, the computational capacity of 
the reservoir was quantitatively evaluated with two measures: 
the ability to emulate the NARMA models and the memory 
capacity. The results were as follows:  

- The reservoir emulates the NARMA models, which 

shows that time multiplexing may be used to construct a 

reservoir with a single Izhikevich neuron.  

- One of the causes of the unique memory capacity profile 

is the nonlinearity of the conditional branch.  

- The memory capacity of a single Izhikevich neuron 

reservoir has a complicated dependency on input 

intensity 𝜎.  
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- The memory capacity of a single Izhikevich neuron 

reservoir also has a complicated dependency on the four 

parameters (𝑎, 𝑏, 𝑐, 𝑑). Regular response characteristics 

have large computational capacity in both excitatory and 

inhibitory neurons.  
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Abstract
Evolutionary algorithms are designed to find impressive so-
lutions in complex search spaces. Meeting this aim requires
that the heuristic guiding search aligns with the structure of
the search space, i.e. the effectiveness of rewarding proper-
ties of individuals (like fitness or novelty) depends on how
those properties are distributed. Interestingly, researchers
can rarely access ground truth about such connectivity, es-
pecially in settings like evolutionary robotics (ER) where
search spaces are large and an individual’s behavior could
potentially inform search in many different ways. This pa-
per raises the intriguing possibility of adapting or simplifying
existing ER domains such that we know everything about the
search space’s structure, to enable us to develop intuitions
and quickly explore new search algorithms. The proposed
approach is to pair an expressive (but limited) encoding with
a benchmark ER domain, and precompute the behavior of
all possible individuals. Such precomputation enables eval-
uation as a look-up table, and the further precomputation of
normally-intractable quantities, like exact rarity of behaviors
and a variety of evolvability metrics. Evolution can then be
driven and gauged by such properties with extreme efficiency.
The hope is that insights gleaned from this sandbox can in-
spire new and effective approaches that generalize to when
everything is not known.

Introduction
Broadly across evolutionary computation (EC) it is impor-
tant to navigate complex search spaces to find rare or im-
pressive individuals. Key to meeting this challenge is under-
standing how the experimental domain and the genetic en-
coding interact, which when combined instantiate an expan-
sive network of phenotypic behaviors, connected through
genotypic mutations, i.e. the structure of the search space.

Although building accurate understanding about the
structure of complex search spaces is important, researchers
rarely have access to exhaustive ground truth: The search
spaces that result from pairing interesting problems and en-
codings are often effectively infinite. Thus in practice, re-
searchers learn indirectly about the search space through a
frustratingly slow process of iterative experimentation, of-
ten guided by hard-to-validate assumptions and tempered by
what is reasonably computationally efficient; this process of-
ten requires access to large-scale parallel computational re-

sources for efficient experimentation, e.g. for testing many
algorithmic variants and to collect enough independent runs
to enable robust statistical analysis. An interesting question
is what fundamental questions could be quickly answered if
experimental iteration was nearly instantaneous, even given
only a single commodity laptop, and even beyond that, if
queries could be quickly aggregated across the entire search
space? While this scenario might seem to be only a fanciful
thought experiment, this paper provides a concrete explo-
ration into the prospect for an up-front investment of com-
putation to enable a powerful experimental playground.

The main contributions of this paper1 are accordingly (1)
to argue for the potential benefits of knowing everything by
pairing expressive but finite encodings with rich domains,
(2) to provide an open-source implementation of one such
pairing, and (3) to present an initial investigation of what
such exhaustive knowledge enables in the context of evo-
lutionary robotics (ER). Concretely, the approach is to pre-
compute the behaviors of all individuals (e.g. not just their
fitnesses) in a large-but-tractable ER search space. By evalu-
ating all individuals once and storing the results, evaluation
becomes computationally trivial (i.e. a look-up table), and
ground-truth quantities can be efficiently calculated, such as
the absolute potential of a particular encoding for evolvabil-
ity, or how well a particular fitness measure correlates with
actual genomic distance to a goal behavior. The overall hope
is not to solve the precomputed domain more effectively, but
instead to more deeply understand important properties of
representative ER search spaces (like evolvability and de-
ception), and to create an experimental playground that can
be useful for quickly generating and testing ideas, thereby
accelerating the development of experimenter intuition.

As a test application, this paper pairs a popular ER maze
navigation benchmark (often used in the context of divergent
search techniques (Lehman and Stanley, 2011a; Mouret and
Doncieux, 2012)) with a discretized neuroevolution encod-

1Note that this paper refines a previous workshop paper
(Lehman, 2017); the motivation has been overhauled and the text
improved, two figures have been added, and the others have been
updated and improved.
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ing, and caches the results of evaluating all possible individ-
uals in a database, enabling cheap future evaluation. The re-
sulting search space contains over 40 million artificial neural
networks (ANNs), and remains qualitatively similar to the
canonical domain from which it is inspired. This enumer-
ated search space allows efficient calculation of intractable
(and novel) generalizations of evolvability, and examining
the exact distribution of specific behaviors (e.g. solutions)
within the space. Enough evolutionary runs to enable sta-
tistical significance can be conducted in minutes on one
computer (which would otherwise take days or sometimes
weeks of computation), enabling quick iteration. Further-
more, highly expensive algorithms (e.g. using evolvability
itself as a search heuristic), or impractical ones (e.g. driv-
ing search by how objectively rare a behavior is within the
space), can be easily implemented and efficiently run, to
probe intuitions in a tractable way.

The results offer novel ground-truth analysis and under-
standing of the maze navigation domain, highlight the po-
tential benefits from considering more expansive notions of
evolvability, and suggest new search algorithms (like rar-
ity search). The untapped range of possible further explo-
rations reveals the value of precomputed domains for idea-
generation and initial exploration of hypotheses, which is
critical in early stages of research.

Background
This section reviews existing methods for probing the struc-
ture of search spaces; novelty search, which provides a
setting for testing costly hypotheses; and the concept of
evolvability, which acts as an example of an expensive-to-
calculate measure.

Exploring Search Space Structure
Because understanding search space structure is fundamen-
tal to designing effective EC algorithms, many techniques
quantify and explore it. One line of research investigates
what properties of search spaces produce unfavorable land-
scapes for EAs, like deception (Goldberg, 1987) or rugged-
ness (Kauffman and Levin, 1987). The hope is that if a
problem of interest has such properties, that awareness can
guide algorithmic design or focus future research. Most of-
ten, mathematical models or toy domains are used to make
analysis tractable, such as the NK model of fitness landscape
ruggedness (Kauffman and Levin, 1987), or bitwise models
such as the trap function (Goldberg, 1987).

Less formal methods include problem-specific human
analysis, or iterative sequences of experimentation, analysis,
and tweaking. For example, researchers often embed do-
main knowledge into the encoding (e.g. locomoting agents
can benefit from oscillatory patterns being provided as a ba-
sic element (Hein et al., 2007)), or adjust the fitness func-
tion through iterations of experiments followed by changes
aimed at remedying problematic dynamics. Interactive evo-

lution can also yield insights into search spaces by enabling
humans to more directly probe them (Dawkins, 2003).

The method proposed here attempts to leverage the ben-
efits both of formal and informal approaches. In particu-
lar, it aims to create domains that are tractable to measure
ground-truth formal properties, such as ruggedness or de-
ception, while maintaining computational efficiency and rel-
ative groundedness to real problems, thereby enabling fast
and flexible idea-generation and investigation.

Novelty Search
Novelty search is inspired by natural evolution’s drive to-
wards diversity, and rewards novel behavior directly instead
of progress towards a fixed objective (Lehman and Stanley,
2011a). Tracking novelty requires replacing the objective-
based fitness function with a novelty metric quantifying how
different an individual is from other individuals. The result
is pressure for search to produce something new.

The novelty metric quantifies how distant the new individ-
ual is from the population and its predecessors in behavior
space, i.e. the space of unique behaviors. Novelty is thus
proportional to the sparseness at any point in the behavior
space. Areas with denser clusters of visited points are less
novel and therefore rewarded less.

One measure of sparseness at a point is the average dis-
tance from it to its k-nearest neighbors. Intuitively, if such
distance to nearest neighbors is large, then the point must be
in a sparse area; if the average distance is small, it is in a
dense region. Formally, the sparseness ρ at point x is given
by

ρ(x) =
1

k

k∑
i=0

dist(x, µi), (1)

where µi is the ith-nearest neighbor of x with respect to
the distance metric dist, which is a domain-dependent mea-
sure of behavioral difference between two individuals in the
search space. Accordingly, candidates from more sparse re-
gions of the behavior space receive higher novelty scores.

During search, an individual enters the archive of repre-
sentative prior solutions with fixed probability. Taken to-
gether, the current generation plus this archive represent
where the search has been so far; that way, by maximizing
the novelty metric, search is simply oriented towards what
is new, with no other explicit objective. While it lacks an
explicit objective, novelty search still exploits meaningful
information. That is, demonstrating novel behavior often re-
quires learning the structure of the domain.

Once novelty replaces the objective-based fitness func-
tion, the underlying EA functions as usual, favoring the most
novel individuals to reproduce. Over generations, the popu-
lation expands across the space of possible behaviors.

Evolvability in ER
Natural evolution has produced flexible, highly evolvable
representations that facilitate its prolific discovery of diverse
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organisms; yet this fluid evolvability is often lacking in EC
and ER (Lehman and Stanley, 2011b). Thus metrics of ex-
ploring evolvability are important, because they can help il-
luminate its distribution in the search space, which might
reveal algorithmic or encoding changes that encourage it.

While there is no overall consensus on evolvability’s def-
inition (Pigliucci, 2008), one common conception is to con-
sider evolvability as an organism’s mutational capacity for
phenotypic variability (Brookfield, 2001; Dichtel-Danjoy
and Félix, 2004); that is, the capacity of an organism’s lin-
eage to generate novel phenotypic traits captures some sig-
nificant part of what enables some lineages to adapt more
quickly than others, although there exist alternative defini-
tions that focus on different or overlapping aspects of evolv-
ability (Pigliucci, 2008). This conception (of evolvability
as phenotypic variability) aligns well with the motivation of
novelty search, and is adopted here to help explore hypothe-
ses about ER search spaces, in a way similar to previous
related studies (Lehman and Stanley, 2011b, 2013).

Evolvability is most often measured in prior novelty
search studies by estimating how many unique behaviors
exist within an individual’s immediate mutational neighbor-
hood (Lehman and Stanley, 2011b, 2013; Mengistu et al.,
2016). However, such a measure requires independently
evaluating many mutations of an individual. As a result, cal-
culating evolvability exactly, or considering it over longer
evolutionary timescales, is rarely considered. However, the
approach here allows tractable explorations with evolvabil-
ity metrics by exploiting precomputation.

Precomputed Domains
The main idea is to precompute the simulated behavior of
all possible genotypes in full-fledged domains, leading to
evaluation as a look-up table (e.g. as in some experiments
in Lehman and Stanley (2013)). Thus many runs can be
quickly completed on inexpensive hardware, enabling con-
venient testing of hypotheses that otherwise require exorbi-
tant computation. Furthermore, if all genotypes are enumer-
ated, it then becomes possible to compute the ground-truth
distance from an individual to the objective of search, or
to any other possible behavior of interest. Thus some pre-
viously impractical hypotheses become amenable to direct
investigation. While precomputed domains have on rare oc-
casion been analyzed to address specific questions (Lehman
and Stanley, 2013), this paper is the first to our knowledge
to present such precomputation as a general path to gaining
deep insight into the nature of ER.

Design Constraints
Precomputing properties (like behavior or evolvability) of
all possible genotypes is not generally possible, because
most search spaces are impractically large, i.e. often effec-
tively infinite because of continuous parameters, or because
of mutations that extend the genotype’s length (Stanley and

Miikkulainen, 2002). As a result, the approach taken here is
to construct a search space that stretches tractability towards
reasonable limits of computation and memory. In particu-
lar, one explicit design consideration is that the precomputed
search space should fit in RAM on a relatively modern com-
puter, to maximize computational efficiency; note that this
in-memory constraint can be relaxed at the cost of efficiency.

This consideration naturally limits the number of param-
eters that can realistically be evolved in a precomputed do-
main. Assuming a maximum-length discrete representation
in which each of G genes has A possible alleles, the re-
sulting search space will contain AG distinct individuals.
This exponential relationship places strong limits on how
many genes or alleles can be added. As a result, an impor-
tant design consideration when adopting an encoding with
continuous parameters (e.g. the ANN encoding adopted in
this paper’s experiments) is how few parameters are neces-
sary, and how granularly those parameters can be discretized
without rendering the search space impassable or uninterest-
ing. While limiting the search space in this way easily en-
ables precomputing properties of individuals (as shown in
this paper), it may not easily be applied to illuminate com-
plex properties of populations (e.g. the evolvability of a pop-
ulation as a whole, taking crossover into account).

Implementation
The released implementation consists of: (1) separate in-
memory look-up tables for each precalculated property, e.g.
rarity, evolvability, and fitness; (2) a mechanism to index
into such tables, i.e. mapping a particular genome into a
scalar index; (3) a mechanism to enumerate an individual’s
mutational neighbors, i.e. what is the genotypic connectiv-
ity of the search space; and (4) a metric of distance between
genomes. These tools provide an interface for implementing
analyses over the entire search space, and for implementing
search algorithms that explore the space.

If a genome is defined as a list of G genes with integer
values 0 through A − 1, this list can be interpreted as an
A-ary number that can assign the genome a unique index
(for storage and look-up in a table). For example, given two
genes with three alleles, the genome 21 interpreted as a base
three number yields an index of 7 in decimal. The mutation
operator adopted here perturbs one allele of the genome to
any of its A values. The resulting mutational neighborhood
of an individual thus contains all genomes different in one
allele, and leads to a genomic distance metric that counts in
how many alleles two genomes differ.

Precalculating Search Space Properties
This section motivates the particular properties of interest
(e.g. deception, rarity, and evolvability) and describes how
they are efficiently calculated.

Calculating Deception Deception occurs when following
the gradient of heuristic improvement actively leads search
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away from a solution, and is one motivation for diversity-
driven algorithms in ER (like novelty search). As prob-
lems grow more ambitious, the heuristic of goal-oriented
fitness becomes increasingly deceptive (Lehman and Stan-
ley, 2011c). The theory behind novelty search’s success
in domains such as biped locomotion and maze navigation
(Lehman and Stanley, 2011a) is that such domains are de-
ceptive, and novelty search is not deceived. Measuring de-
ception is thus useful to ground this theory.

A common deception metric called fitness distance cor-
relation (FDC; Jones and Forrest 1995) is adopted here,
which calculates correlation between individuals’ fitnesses
and their genotypic distance to a solution. Ideally, the fitness
function should induce a negative FDC because distance to
a solution should decrease with higher fitness; deceptive fit-
ness functions, in contrast, induce a positive FDC. While for
most domains it is intractable to calculate the minimal dis-
tance to a solution, precalculated domains provide complete
knowledge of the search space, enabling identifying all so-
lutions, and measuring shortest-path distances to solutions.
We calculate such shortest-path distance using an iterative
depth-first search, which starts from the set of solution indi-
viduals (which are identified through a simple query of the
precomputed database). Given such shortest-path distances,
FDC can then easily be computed.

Calculating Evolvability Evolvability benefits ER be-
cause greater evolvability provides more variation from
which evolution can select. Previous work has shown that
diversity-driven algorithms can encourage greater evolvabil-
ity than traditional goal-oriented EAs (Lehman and Stanley,
2011b; Mengistu et al., 2016). To probe the robustness of
these results, this paper measures novelty search with a va-
riety of different evolvability metrics.

One popular evolvability estimate in ER is to measure
how many distinct behaviors occur among a random sam-
ple of an individual’s offspring (Lehman and Stanley, 2011b,
2013; Mengistu et al., 2016). To instead calculate this quan-
tity exactly, behaviors are first discretized, by superimpos-
ing a regular grid over the space of possible behaviors,
where all behaviors contained by a grid square are consid-
ered the same. All individuals in the search space can then
be mapped into such distinct behavior bins. Next, for each
distinct behavior, from each individual the minimal-distance
to another individual demonstrating that behavior is calcu-
lated, using the same iterative depth-first search procedure
above. Thus the products are look-up tables that store the
minimum number of mutations needed for any given indi-
vidual to demonstrate any given behavior.

Such tables enable precalculating generalizations of the
1-step (e.g. the neighborhood considering 1 mutation) evolv-
ability measure that is common in ER for efficiency reasons.
This k-step evolvability is calculated by counting how many
behaviors are within k mutations of a given individual. In-

tuitively, the larger the k, the longer the time-scale across
which evolvability is considered. Finally, the same tables en-
able calculating a highly idealized metric, everywhere evolv-
ability: the average distance to everywhere, i.e. how many
mutations on average are needed to reach any discretized
behavior, which is a novel contribution of this paper.

Calculating Rarity Behavioral rarity is the proportion of
genotypes that yield a particular behavior when evaluated. It
is an intriguing property both to shed light on the distribution
of behaviors throughout the search space and for its rela-
tion to behavioral novelty, i.e. the reward scheme in novelty
search. Such novelty is rarity relative to what has been previ-
ously observed in a particular search. One hypothesis is that
novelty search may approximately follow many divergent
gradients of increasing rarity, exhausting one line when rar-
ity gradients lead to a local optimum, staying until novelty
is exhausted. For this reason, understanding the structure of
rare behaviors may be useful to understanding or improv-
ing diversity-driven algorithms like novelty search. While
previous work has estimated behavioral rarity (Lehman and
Stanley, 2012), here we calculate it exactly through simple
queries of the precomputed database; i.e. once behaviors are
discretized as above, it is easy to count their occurrence, giv-
ing a definitive measure of that behavior’s rarity.

Precomputed Maze Navigation
This investigation adopts a common maze-navigation do-
main benchmark that is often used to evaluate diversity-
driven search algorithms such as novelty search, behavioral
diversity, and MAP-Elites (Lehman and Stanley, 2011a;
Mengistu et al., 2016; Mouret and Doncieux, 2012).

Domain Details
In the maze navigation domain of Lehman and Stanley
(2011a), a simulated wheeled robot (figure 1) navigates a
two-dimensional maze (figure 2) with the objective of ar-
riving at a fixed goal point. Thus, the objective-based fit-
ness function f of an individual for objective-based search
is f = −dg , where dg is the distance of the robot to the goal
at the end of the evaluation. Novelty search instead requires
a characterization of behavior. Because ending location is a
critical factor in navigating mazes, the behavior of a robot
is defined as its location in the maze at the end of the eval-
uation (Lehman and Stanley, 2011a; Mouret and Doncieux,
2012). For measuring evolvability, each grid square within a
regular grid (20x20) superimposed over all ending locations
acts as a discrete niche. Offspring are mapped into the niche
that contains the behavior they exhibit when evaluated.

This domain’s canonical setup (Lehman and Stanley,
2011a) applies the NEAT method (Stanley and Miikku-
lainen, 2002), which uses continuous-valued evolvable
weights and mutations that add neurons and connections to
the ANN. Because such features instantiate a search space
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Figure 1: A Maze-Navigating Robot. The ANN that con-
trols the maze navigating robot has a small fixed topology, as
shown in (a). To limit the search space, the ANN has fewer
sensors than in the canonical setup (Lehman and Stanley,
2011a). The layout of these sensors is shown in (b). Both
arrows outside of the robot’s body in (b) are rangefinder sen-
sors measuring distance to the closest obstacle in that direc-
tion. The solid arrow indicates the robot’s heading.

(a) Medium Maze (b) Hard Maze

Figure 2: Maze Navigation Maps. In both maps, the larger
circle represents the starting position of the robot and the
smaller circle represents the goal. To solve the task, the
robot must efficiently navigate around obstacles. The (a)
medium map has a series of cul-de-sacs that instantiate lo-
cal optima with objective-based fitness, while the (b) hard
map has a highly deceptive cul-de-sac that requires signifi-
cant further navigation before a robot can achieve a higher
objective-based fitness score.

encompassing infinitely-many individuals, NEAT is incom-
patible with exhaustive precomputation. Thus a discretized
fixed-topology ANN encoding is instead adopted here. In
particular, weights take on the discrete values of −1, 0, and
1, and the topology is feed-forward and fully-connected,
with two hidden neurons (figure 1a). Further, the agent’s
sensors are reduced to a minimal set, to restrict the size of
the search space, which grows exponentially in the number
of connections. In particular, the agent’s pie-slice radar sen-
sors are removed, and the number of range-finder sensors is
reduced from six to two, as shown in figure 1. This reduction
of sensor information increases the difficulty of navigation,
as the agent can no longer discern directly in which direction
the goal lies; to partially offset such difficulty, the evaluation
time in each maze is extended from 400 timesteps to 600.

The resulting encoding consists of 16 connections that
can each take on 3 distinct weight values, realizing a search
space with 316 individuals (43 million). Each individual was
evaluated in both mazes, and its behavior (the point within

the maze it ended upon) and whether it solved the maze,
was recorded in a large look-up table file. Evaluation was
conducted on a single multi-core laptop, and took approxi-
mately two hours to complete when parallelized over eight
threads. Because fitness in this case can be directly derived
from an individual’s behavior, it was unnecessary for such
information to be independently stored.

Validating the Precomputed Domain

In contrast to the original NEAT setup, the precomputed
encoding is discretized, motivating validation experiments
to probe whether qualitative similarity is preserved. To
do so, in experiments similar to the domain’s introduction
(Lehman and Stanley, 2011a), 100 runs each of objective-
based search, novelty search, and random search were run
for 250 generations with a population size of 500 individu-
als. The EA is a simple generational model that uses tour-
nament selection, protects the champion with elitism, and
has no crossover or diversity maintenance. Mutation is per-
formed on 80% of offspring, and replaces the weight of a
randomly chosen connection with a value chosen at random.
Due to evaluation as a look-up table, these 600 runs (100 for
each method across two mazes) took under 12 minutes on
a modern laptop using a single core; all other experiments
described in this paper required similarly trivial runtime.

The results are shown in figure 3. In both mazes, novelty
search significantly outperforms the other methods, while
objective-based search performs worse than random search
(Fisher’s exact test; p < 0.05). A divergence from results
in the canonical (i.e. non-precomputed) domain (Lehman
and Stanley, 2011a) is that, there, objective-driven fitness
search often does solve the medium maze, although its per-
formance is worse than novelty search, as it is also here.
Follow-up experiments in the precomputed domain revealed
that the precomputed encoding rendered the initial cul-de-
sac significantly more deceptive than in the canonical setup;
one cause may be a lack of genomic diversity maintenance
in the EA, although preliminary experiments that reduced
selection pressure or rewarded genotypic diversity did not
outperform random search. A reasonable hypothesis is that
removing pie-slice sensors entirely and reducing the number
of rangefinders makes the problem more difficult in general.
Qualitative behavior of evolved solutions is roughly consis-
tent with previous results, and the results are broadly consis-
tent: the medium maze is easier for all methods than is the
hard maze, and novelty search outperforms the competing
methods in both domains. In this way, the results of evo-
lution in the precomputed encoding are coherent and share
significant qualitative traits with the original setup, implying
that it can serve as a useful (although not perfect) proxy.

Results
This section presents analyses of search space structure, and
novel search heuristics driven by precalculated quantities.
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Figure 3: Precomputed Maze Navigation Validation. The
number of successful runs out of 100 is shown in (a) the
medium maze, and (b) the hard maze. Consistent with pre-
vious results, novelty search performs the best in both do-
mains, and the performance of both methods decreases when
evaluated in the hard maze relative to the medium maze.

(a) Medium Maze (b) Hard Maze

Figure 4: Deception in Precomputed Mazes. How fitness
values relate to genomic distance to a solution is shown for
both mazes. Average fitness scores of discretized behaviors
are represented in the red channel (higher fitness is redder).
Average genomic distance to a solution is shown in the green
channel (closer to a solution is more green). A deceptive trap
manifests as a increasing gradient of red only (e.g. the local
optimum in the hard maze), while an increasing gradient of
only green indicates a promising direction unrecognized by
fitness. Finally, a reliable fitness signal is indicated by gradi-
ents of yellow (i.e. fitness and genomic distance to solution
are aligned; e.g. in both mazes, the area near the goal). Gray
squares are behaviors not present within the search space.

Exact Deception, Evolvability, and Rarity

Interestingly, solutions to either maze are very rare within
the search space; only 320 solutions to the medium maze,
and 59 solutions to the hard maze exist within the 43 million
total individuals. How objective-based fitness and distance
to solution correlate in both mazes is shown in figure 4. FDC
(the chosen quantification of deception), is slightly negative
in the medium maze (r = −0.001), indicating a near-lack of
correlation between fitness and success, while the hard maze
has a larger positive correlation (r = 0.043), validating the
natural intuition that the hard maze is the more deceptive
map (i.e. increasing fitness is tends to correlate with being
further from a solution).

A possible expectation of evolvability is that increasingly
evolvable individuals will on average tend to be closer to so-
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Figure 5: Correlation between Evolvability and Solution
Distance. The negation of the Pearson correlation coeffi-
cient (FDC) between evolvability measures and solution dis-
tance is shown for the (a) Medium Maze and (b) Hard Maze
(i.e. higher positive values imply greater consistency be-
tween increased evolvability and genotypic nearness to a so-
lution). The Evo-k label indicates k-step evolvability, while
Evo-All indicates Everywhere evolvability. Correlation gen-
erally increases with the size of the mutational neighborhood
considered, suggesting that such more expansive measures
provide stronger signal about an individual’s potential.

lutions than less evolvable ones; figure 5 validates this intu-
ition, suggesting that more expansive evolvability measures
may be more informative than ones typically applied in ER.

Intuitively, behaviors requiring more complicated naviga-
tion should be rarer; and they further may be more evolvable
(i.e. complicated navigation policies may be more flexibly
modified). Indeed, figure 6 validates both intuitions by visu-
alizing the distributions of behavioral rarity and evolvability
in both mazes. The conclusion is that these initial explo-
rations provide further evidence that the proxy provided by
the precomputed domain is sensible, and for the first time
paints a holistic picture of this domain’s properties.

Driving and Measuring Search
One advantage of precomputed domains is that expensive
and ideal measures can also be precomputed, and then can
efficiently either measure search (e.g. does novelty search
encourage everywhere evolvability?) or drive search (e.g. is
optimizing behavioral rarity an effective search algorithm?).
While many possible permutations of measures and drives
could be explored within this framework (indeed, this diver-
sity of experimental possibilities is a keystone of the value
that it provides), this section shows only a few examples to
highlight its potential.

First, search algorithms are explored that are driven by the
measures described in the previous section. Behavioral rar-
ity, exact k-step evolvability, and everywhere evolvability
are calculated for each genotype, and are then used as in-
centives to drive the same simple evolutionary algorithm ap-
plied to validate the precomputed domain. Driving search by
directly rewarding evolvability is an instantiation of evolv-
ability search (Mengistu et al., 2016), while driving search
through rarity has some relation to work on quantifying im-
pressiveness (Lehman and Stanley, 2012).

How successfully such methods evolve solutions is shown

563



(a) Medium Maze (b) Hard Maze

Figure 6: Rarity and Everywhere Evolvability in the
Maze Domain. How behavioral rarity relates to evolvability
is shown for both mazes. Behavioral rarity (measured as the
logarithm of how many individuals instantiate a particular
behavior) is represented in the red channel (rarer behaviors
are redder). Average everywhere evolvability is shown is
shown in the blue channel (more evolvable is more blue).
Rarity divorced from evolvability manifests as red only (e.g.
as in the cul-de-sacs towards the end of the medium maze),
while purple indicates areas where evolvability and rarity
co-occur. Gray squares are behaviors not present within the
search space. In both mazes, gradients of evolvability and
rarity share significant correlations and generally are aligned
with progress towards a solution behavior. Figure is best
viewed on monitor.

in figure 7; reflecting its strong correlation with solution
distance, searching for everywhere evolvability solves both
tasks quickly, as does optimizing 4-step evolvability. As
evolvability is considered within smaller mutational neigh-
borhoods, its success rate declines, suggesting that effi-
cient approximations of longer-range evolvability could ben-
efit the evolvability search method (Mengistu et al., 2016),
which maximizes an estimate of 1-step evolvability. Rar-
ity search succeeds less consistently, although it outper-
forms objective-based search and is competitive with nov-
elty search in the hard maze; preliminary follow-up exper-
iments (and measuring results discussed next) support the
intuitive hypothesis that rarity search can converge to be-
haviors that are exceedingly rare yet do not solve the task.

A final experiment gauges search algorithms by two of the
ideal metrics, i.e. behavioral rarity and everywhere evolv-
ability. The idea is to explore how quickly different search
algorithms discover rare behaviors, and to probe whether
previous results showing that novelty search encourages
evolvability (as measured by heuristic estimates of 1-step
evolvability) (Lehman and Stanley, 2011b; Mengistu et al.,
2016) generalize to an ideal measure of evolvability. Fifty
runs are conducted for each approach. Figure 8a gauges
search by rarity, and echoes the result of Lehman and Stan-
ley (2011b) where novelty search quickly discovers rare be-
havior; it also suggests support for the hypothesis that there
is a strong conceptual connection between novelty and rarity
(given that both algorithms demonstrate similar performance
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Figure 7: Driving Search through Ideal Measures. The
number of successful runs out of 100 is shown for variations
of evolvability search and rarity search in the (a) Medium
Maze and (b) Hard Maze. Longer-term evolvability mea-
sures (k ≥ 3 and Everywhere evolvability) are never statisti-
cally outperformed, but interestingly, rarity search performs
as well as novelty search in the Hard Maze (Fisher’s exact
test). The conclusion is that optimizing longer-term notions
of evolvability may be useful, and that rarity search may be
an interesting algorithm for further study.

by this metric). Figure 8b gauges search with everywhere
evolvability, and supports the case that novelty search may
encourage holistic evolvability, i.e. increased evolvability is
not specific to the 1-step heuristic measures used in the past.

Discussion
The results show the promise of knowing everything for il-
luminating ground-truth properties of ER search spaces and
for investigating costly hypotheses. For example, calculat-
ing ideal evolvability metrics can uncover previously-hidden
facets of ER search spaces. Furthermore, it can help re-
searchers to investigate how well common search algorithms
align with such metrics and to find tractable approximations
of them (e.g. perhaps MCTS-like roll-outs (Browne et al.,
2012) of mutated genotypes can provide approximate esti-
mates of multi-step evolvability). It also enables exploring
compelling (if unrealistic) scenarios, such as whether di-
rectly rewarding multi-step evolvability results in effective
search, which can further motivate the search for efficient
approximations or attempts to align existing algorithms with
the hard-to-compute metric.

Additionally, having a true measure of how far a given
individual is to a goal behavior enables direct ground-truth
observation of deception. In this way, having the true con-
nectivity of the space allows for a deeper understanding of
how well the assumptions of ER algorithms hold up in prac-
tice. For example, the experiments with rarity search hint
at the potential importance of rarity gradients for novelty
search, and at a potentially interesting algorithm (e.g. driv-
ing search through a direct estimate of behavioral rarity).
Precomputed domains could easily be adapted for multiob-
jective optimization or quality diversity algorithms (Pugh
et al., 2016), or to investigate the importance of population-
level evolvability (Wilder and Stanley, 2015) (the focus in
this paper was on individual-level evolvability).

564



Novelty

Evo-1

Fitness

Evo-3

Random

Evo-Everywhere

Rarity

0 100 200
Generations

101

102

103

104

Ra
rit

y

(a) Rarity

0 100 200
Generations

4.4

4.2

4.0

3.8

Ev
er

yw
he

re
-E

vo
lv

ab
ilit

y

(b) Everywhere Evolvability

Figure 8: Measuring Search by Ideal Measures. Mea-
suring evolution over generations by (a) behavioral rarity
(lower is more rare), and (b) everywhere evolvability (higher
means more evolvable), is shown for experiments in the
Hard Maze. In both plots, Random is random search, Evo-k
indicates evolvability search with k-step evolvability, Evo-
Everywhere indicates everywhere evolvability, and Rarity
indicates rarity search. The plots track the score of the most
rare (e.g. lowest occurrence) or most evolvable individual
in the population. The solid lines indicate the mean value
across the 50 independent runs, while the filled-in areas in-
clude the lowest and highest quartiles. The conclusion is that
seeking novelty is qualitatively connected to seeking rarity,
and that novelty search encourages everywhere evolvability.

The current implementation is open-source and the
precomputed database for the maze domain is available for
experimentation (https://github.com/jal278/
precomputed_er). Future work aims to release other
domains, e.g. a version of biped locomotion simulation that
has previously been explored (Lehman and Stanley, 2011a),
to investigate the generality of the results presented here.

Conclusions
This paper demonstrated how precomputed domains can il-
luminate ER search spaces and answer otherwise-intractable
questions. By limiting the encoding in a well-motivated way
and precomputing all individuals, the benefit is ground-truth
and extremely fast runs. The conclusion is that precomputed
domains provide an interesting experimental playground for
developing intuitions and testing hypotheses about complex
search spaces, especially in areas such as diversity-driven
search and ER, where evaluation is expensive, and the field
is young enough that the space of possible search algorithms
likely remains relatively unexplored.
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Abstract 
Collaboration is an essential aspect of human interaction. 
Despite being mutually beneficial to everyone involved, it often 
fails due to behaviour differences as individuals process 
information, form opinions, and interact with each other, 
especially when their task contains uncertainty. Thus, to 
understand collaboration on noisy problems effectively, it is 
necessary to consider the psychology of the individuals involved. 
We propose an agent-based model of collaboration that 
incorporates human psychology. We abstract the shared goal as 
a shared optimisation task, and model personality differences as 
strategies for moving within, interpreting and sharing 
information about the solution space. Although used to explore 
a specific hypothesis here, the model is psychology theory-
agnostic and problem-independent and can also be used to 
investigate other tasks and different psychology theories. 
 

Introduction 
Humans are social animals. We spend most of our lives 
collaborating with other people at work and at play. 
Collaboration makes our activities more effective, especially 
complex innovative work where uncertainties are common. As 
a result, organisations seek to create a collaborative 
environment where members of a team work together to 
achieve shared goals. 

The need for good collaborative environments is increasing 
as choice of work is today influenced by job satisfaction (e.g., 
shared vision, doing meaningful work, having good 
relationships with immediate manager and teammates) 
(Buckingham & Coffman, 2014). There is also an increase of 
self-employment and new working arrangements in the “gig 
economy”, where parties convene quickly to meet urgent 
needs. In response to these changing needs, rather than forcing 
employees to cooperate, organisations are moving towards 
creating collaborative environments where employees work 
together to achieve shared goals.  

Despite the importance of collaboration, it has received 
comparatively little attention compared to its close cousin – 
cooperation. Cooperation is a process whereby individuals with 
competing goals work together for mutual benefit instead of 
competing with each other (Axelrod & Hamilton, 1981). 
Agent-based modelling researchers over the years have been 
fascinated by the conditions in which cooperation develops 

when each individual is incentivised to be selfish (Axelrod & 
Hamilton, 1981; Rand et al., 2009), usually not by choice but 
by some rational calculation of current and future benefit. 

Collaboration is not the same as cooperation. During a 
collaboration, individuals with the same goal work together to 
achieve their common goal. Each collaborating individual 
gains from collaborating. For example, a criminal may choose 
to cooperate with a police officer even though they have 
competing goals; multiple police officers collaborate with each 
other because they have a shared goal. 

If, like studies of cooperation, we assume rationality of all 
individuals, then every collaboration should always be 
successful. In practice, it is clear that the true behaviour of 
collaborating individuals can be irrational. Real problems and 
goals contain uncertainties, which may be handled differently 
by members of teams. Misunderstandings and conflicts are 
common. Parties sometimes disband before shared goals are 
achieved, and in the worst case, they choose never to work 
together again despite it being mutually beneficial. 
Psychological research suggest that individual differences can 
emerge as predictors of behaviours as individuals process 
information, form opinions, and interact with each other 
(Anastasi, 1937; Cronin & Weingart, 2007). Thus, to 
understand collaboration effectively, it is necessary to consider 
the psychology of the individuals involved (Anastasi, 1937). 

In this work, we develop an agent-based model that 
incorporates human psychology, in order to understand what 
helps and hinders collaboration, specifically in terms of 
tolerance to uncertainty. We abstract the shared goal as a shared 
optimisation task, add uncertainty to the task by varying the 
degrees of noise perceived by agents, and model personality 
differences as strategies for moving within, interpreting and 
sharing information about the solution space. 

The motivation behind this work is to address some of the 
significant issues in psychological research today. Human 
experimentation can create ethical issues and has been 
increasingly difficult to conduct, making it more difficult to 
progress our understanding in the area. Our model creates a 
realistic laboratory for which to conduct such experiments. Our 
model is agnostic of any specific psychology theory, and 
indeed could be used to compare and assess competing 
theories. We anticipate that by introducing rigorous 
computational modelling to this sometimes contentious area, it 
will help strengthen the field of psychology. 
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Background 

Individual Differences Research 
Individual differences research is a field in psychology that 
investigates differences in individuals and groups in terms of 
personality, ability, self-perception, motivation, interests, and 
values (Anastasi, 1937; Eysenck & Eysenck, 1987). It is based 
on the observation that individuals have different perceptions 
and thought processes, leading to different behaviours under 
the same circumstances. Such differences inadvertently 
influence collaboration (Furnham, 1992). 
  Personality psychology is one of the main areas of research 
in individual differences. There are several existing theories of 
personality. In trait theory, personality is made up of a number 
of broad traits (i.e., habitual patterns of feelings, thoughts and 
behaviour) and each individual possesses all the traits at 
different levels on a continuum. Some of the best-known 
research in trait theory include the five-factor model (FFM) 
(Goldberg, 1990) where an individual is characterised on five 
dimensions: openness to experience, conscientiousness, 
extraversion, agreeableness, and neuroticism. In type theory, 
personalities are classified into distinct types (e.g., introverted 
or extraverted) rather than measured on a continuum (e.g., the 
level of extraversion). Some of the best-known work in type 
theory include Jung’s Type Theory (Jung, 1923), and the 
Myers-Briggs Type Indicator (MBTI), which was built on 
Jung’s work (Myers, 1962) (described in the next section). 

Agent-based Models of Personality 
Agent-based modelling has a long history of success in many 
related fields from economics and cooperative behaviours, to 
social conflict, civil violence and revolution. However, its use 
remains very limited in studies of how human interaction is 
affected by individual personality. 
  Salvit and Sklar (2012) used the Myers-Briggs Type 
Indicator (MBTI) to model termites gathering food. In their 
model, Thinking agents set straight for their targeted food, 
while Feeling agents avoid food that their neighbours are 
targeting. Sensing agents focus on food that is close by and 
return to the place they last saw food if they cannot see food, 
while Intuitive agents prefer bigger clusters of food and explore 
new areas when they cannot see food. They found that agents 
with different personality types performed differently in the 
same environment. 

Campos et al. (2009) simulated a firefighting scenario where 
a building is on fire and a person is in danger. A firefighter 
agent can either put a safety-net in place and wait for the person 
to jump on it or enter the building and bring the person out. 
They simulated agents’ MBTI personality types and found that 
Sensing agents prefer to use the safety-net and Intuitive agents 
prefer to enter the building. 
 Ahrndt et al. (2015) used the five-factor model (FFM) to 
model ants in a colony working together to collect food and 
defend themselves from other ant colonies and bugs. In their 
model, variations on agreeableness and extraversion influence 
an agent’s preference to commit to selfish or altruistic goals, 
and variations on conscientiousness influence an agent’s 
preference to change their intentions.  

Finally, Durupinar (2011) extended an existing crowd 
simulation system using the FFM. They provided each agent 
with personalities that are associated with an existing behaviour 
in the system and found that specifying an agent’s personality 
leads to an automation of low-level parameter tuning. In their 
model, people with low conscientiousness and agreeableness 
cause congestion and neurotic people display panic behaviour. 

All of these works demonstrated that using psychology 
theory to model agent behaviours can increase our 
understanding of human interaction and collaboration. 
However, as many these models were early prototypes, the 
interpretations of the personalities only loosely match the 
actual psychology theory they are modelling. In addition, the 
personality models are context dependent: personality is 
modelled specific to the environment in which agents are 
simulated and the tasks that agents are addressing (Salvit & 
Sklar, 2012). A more general, problem-independent 
computational model would improve our understanding of the 
effects of personality, and also to help analyse and compare 
different psychology theories. 

Modelling Psychology Theory 
As many different personality theories exists in psychology 
research, it is necessary to choose one so that it can be 
investigated in our model. Here we use Jung’s Type Theory 
(Jung, 1923); future work will examine the five-factor model 
(FFM) (Goldberg, 1990). 

Jung’s Type Theory 
Jung’s pioneering theory of psychological type is based upon 
the recognition that what appears to be random behaviour is 
actually the result of differences in the way people prefer to use 
their mental capacities (Jung, 1923). Specifically, according to 
Jung, there exist distinctions with respect to the sources from 
which information is derived, the ways in which information is 
perceived, and the ways in which information is dealt with in 
reaching conclusions.  

A person’s general attitude determines the sources from 
which they prefer to derive information. According to Jung 
(1923) there are two opposing attitudes: 
• Extraversion. Directs perception and judgment on outer 

world of people and things. 
• Introversion. Directs perception and judgment on inner 

world of concepts and ideas. 
With these two fundamental attitudes, each person performs 

cognitive functions along two dimensions: judging and 
perception. According to Jung (1923), there are two opposing 
ways of judging: 
• Thinking. Impersonal assessment, comes to conclusions 

based on a logical process, aimed at an impersonal finding 
(facts and ideas), analyses and determines the truth or 
falseness of information in an impersonal fashion.  

• Feeling. Person-centred assessment, comes to 
conclusions based on a process of appreciation, giving 
things a personal, subjective value.  

According to Jung (1923), there are two opposing ways of 
perceiving: 
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• Sensing. Concrete perception, finds interest in actualities 
(made aware directly through the senses), prefers not to 
go beyond the objective, empirical world of facts. Relies 
on concrete, actual information.  

• Intuition. Abstract perception, finds interest in 
connecting concepts and drawing parallels (made aware 
indirectly by way of the unconscious). Relies upon their 
conception about things based on their own 
understanding. 

Each general attitude (extraversion and introversion) is used 
as a source of information for each function (Thinking, Feeling, 
Sensing, Intuition), resulting in Jung’s eight psychological 
types: extraverted Thinking (Te), introverted Thinking (Ti), 
extraverted Feeling (Fe), introverted Feeling (Fi), extraverted 
Sensing (Se), introverted Sensing (Si), extraverted iNtuition 
(Ne), introverted iNtuition (Ni). These types do not exist in 
isolation in a person. Jung observed that most people have a 
most developed function (referred to as “dominant”) supported 
by a lesser developed function (referred to as “auxiliary”).  

Myers-Briggs Type Indicator (MBTI) 
The Myers-Briggs Type Indicator (MBTI) is a formalisation of 
Jung’s work (Myers, 1962). Since Jung did not provide a 
method to determine the personality type of a person, Myers 
and Briggs developed a questionnaire to assess a person’s type 
preferences on four opposing dichotomies: Extraversion (E) – 
Introversion (I), Sensing (S) – Intuition (N), Thinking (T) –
Feeling (F), and Judging (J) – Perceiving (P) (Myers, 1962). J–
P is not specifically recognised as a separate dimension in 
Jung’s theory. It defines the person’s preferred manner (either 
S–N or T–F) of dealing with the outer world and was proposed 
as a fourth dichotomy in the MBTI as a way of determining the 
dominant and auxiliary functions. This results in a total of 16 
personality types as seen in Table 1.  
 

Type ISTJ ISFJ INFJ INTJ 
Dominant 
Auxiliary 

Si 
Te 

Si 
Fe 

Ni 
Fe 

Ni 
Te 

Type ISTP ISFP INFP INTP 
Dominant 
Auxiliary 

Ti 
Se 

Fi 
Se 

Fi 
Ne 

Ti 
Ne 

Type ESTP ESFP ENFP ENTP 
Dominant 
Auxiliary 

Se 
Ti 

Se 
Fi 

Ne 
Fi 

Ne 
Ti 

Type ESTJ ESFJ ENFJ ENTJ 
Dominant 
Auxiliary 

Te 
Si 

Fe 
Si 

Fe 
Ni 

Te 
Ni 

Table 1: Myers-Briggs Type Table showing the 16 personality 
types, with dominant and auxiliary functions (Myers, 1962). 

MBTI is the most widely used measure of Jungian 
psychological type in industry (Chen & Lin, 2004). Although it 
is criticised for its use of scales to identify binary preferences 
(scales are conventionally used to measure intensity over a 
continuum) (Pittenger, 2005), millions of people take the test 
every year, and the results are used for team building and 
management development (Chen & Lin, 2004). Eighty-nine of 
the Fortune 100 companies use MBTI (Gladwell, 2004) and it 
is widely used within education (Schroeder, 1993).  

The Personality Agent-based Model 
In this work, we propose a psychology theory-agnostic and 
problem-independent model of human collaboration, which 
may be used to investigate any psychology theory or 
collaborative task. We achieve this through the following key 
abstractions: 
• Problem. We abstract the shared goal of all agents as the 

shared task to optimise a function (i.e., find the values of 
𝐱 such that 𝑓(𝐱) is maximised). 

• Agent psychology. Inspired by swarming algorithms, we 
model the current mental state of each agent by giving it 
a position in the solution space (denoting the solution its 
mind has found so far), a velocity vector (denoting the 
direction and speed of its thought process), and 
acceleration vectors (representing the force of ideas and 
influences that modify the direction and speed of 
thought), the latter determined by its personality. 

• Agent communication. We model the distribution of 
information between agents as they each try to solve the 
same problem. The exact type of information perceived 
by each agent and its use is determined by its personality. 

• Agent intuition. The Jungian intuitive functions (Ne and 
Ni) includes the notion of intuiting solutions, i.e., from 
sparse data they interpolate missing information, 
sometimes resulting in remarkable predictions (and 
sometimes not). We model intuition through a Gaussian 
process regression function (Williams & Rasmussen, 
1996) which builds, from the data available to the agent, 
an internal imaginary view of the solution space for that 
agent. The agent then samples its imaginary space and is 
attracted to the area that it “believes” is a maximum. 

Figure 1 shows the algorithm of the model, and the following 
sections describe each component in detail. 

 

 
Figure 1: Algorithm of the model. 

Initialise 
The model is initialised with: 
• a problem space 𝐃 ∈ ℝ( 
• an objective function 𝑓(𝐱) 
• the number of timesteps 𝑇*+, to run the model	
• a population of agents 𝑁/0/, each agent 𝑖 ∈ 21,… , 𝑁/0/6 

is initialised with:	
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Þ a personality type 𝐏8 (one of the 16 in Table 1) 
Þ a random position 𝐱89 ∈ 𝐃:𝐱*8( ≤ 𝐱89 ≤ 𝐱*+, 
Þ a random velocity 𝐯89 ∈ ℝ(:−𝐯8(8> ≤ 𝐯89 ≤ 𝐯8(8> 
Þ personal best 𝑓8?@A> = 𝑓(𝐱89)  and personal best 

position 𝐱8?@A> = 𝐱89 
• group best 𝑓C?@A>  is the best 𝑓8?@A> , and group best 

position 𝐱C?@A> is the corresponding 𝐱8?@A> 

Update 
For each timestep 𝑡 ∈ {1,… ,𝑇*+,}, each agent 𝑖’s position 
𝐱8> is updated using equation (1): 

𝐱8> = 𝐱8>GH + 𝐯8> (1) 

with the velocity 𝐯8> calculated using equation (2): 

𝐯8> = 𝐯8>GH + 𝐚8> (2) 

If |𝐯8>| > 𝐯*+,, it is scaled to equal 𝐯*+,, in order to prevent 
excessive speed (an individual with high velocity would 
literally become too “set in their ways” and would find it 
impossible to change its direction of thought into a useful 
direction). 

Acceleration 𝐚8> is used to change the direction of thought, 
as determined by the interpretation of the psychology theory – 
in this work, the 16 MBTI personality types. The interpretation 
provided here is designed to enable each separate personality 
to have an equally good chance of finding the solution. 
Interpretations were created in order to represent MBTI 
personality types appropriately and were not tuned in order to 
achieve any specific result in later experiments. 
 Each MBTI personality type has a dominant and auxiliary 
Jungian function (Table 1). 𝐚8> is calculated in equation (3): 

𝐚8> = 𝐚M8> + 𝐚N
8
> (3) 

where 𝐚M8>  is the judging acceleration is calculated using 
Table 2 and 𝐚N8>  is the perceiving acceleration calculated 
using equation (4):  

𝐚N8> =O𝑟Q(𝐜Q − 𝐱8>GH)
S

QTH

 
(4) 

where 𝑟H = 0.5, 𝑟X = 0.3, and 𝑟S = 0.2, and 𝐜H, 𝐜X and 𝐜S 
are the top 3 candidates derived using Table 3 with 𝑓(𝐜H) ≥
𝑓(𝐜X) ≥ 𝑓(𝐜S) . In both tables, agent 𝑖 ’s neighbours are 
defined as the five nearest agents to agent 𝑖  measured by 
Euclidean distance, i.e., the peer group of each agent comprises 
those who share similar ideas to the agent. To ensure that the 
auxiliary component plays a lesser role compared to the 

dominant component, 𝐚M8>	is scaled down such that \𝐚M8>\
X
=

]𝐚^_`]
a

X
 if \𝐚M8>\

X
> ]𝐚^_`]

a

X
 (if 𝐏8 has dominant perception and 

auxiliary judgment, otherwise vice versa). 

Evaluate 
Agent 𝑖’s fitness at timestep 𝑡 is evaluated as 𝑓8> = 𝑓(𝐱8>). 
Finally, the agent’s personal best 𝑓8?@A> , the agent’s personal 
best position 𝐱8?@A>, group best 𝑓C?@A>	and group best position 
𝐱C?@A> are updated. 

Experiment 
Given the formalisation of Jung’s Type Theory in the current 
model, it is possible to explore the validity of the hypothesis: 
tolerance of uncertainty depends on personality type, i.e., some 
personalities are better able to cope with a situation in which 
something is not known,  or uncertain.  Here we investigate the  

Function Interpretation Implementation 
Te: According to MBTI, Te is 
externally focused, applying 
rational thought to the outside 
world. Te makes decisions being 
influenced by external facts. 

The agent is influenced by its neighbours’ best 
personal best. It accelerates towards its 
neighbours’ best personal best from the 
previous timestep. 

𝐚b@8> = 𝐱(8?@A>>GH − 𝐱
8
>GH	            (5) 

where 𝐱(8?@A>>GH is agent 𝑖’s neighbours’ personal best 
position in the previous timestep that results in the highest 
𝑓(𝐱), and 𝐱8>GH  is the agent’s position in the previous 
timestep. 

Ti: According to MBTI, Ti is 
internally focused, applying 
rational thought to an inner 
world of values. Ti loves to 
explore internally. 

The agent focusses on its own personal best (the 
outcome of its own thoughts). It accelerates 
towards its own personal best, with randomness 
added to enable exploration.  

𝐚b88> = (𝐱8?@A>>GH − 𝐱
8
>GH) + 𝜑      (6) 

where 𝐱8?@A>>GH is agent 𝑖’s personal best position in the 
previous timestep, 𝐱8>GH  is the agent’s position in the 
previous timestep, and 𝜑 is a random float in the interval 
[−2.0,2.0]. 

Fe: According to MBTI, Fe 
identifies with and is affected by 
other people’s feelings, seeks 
harmony in interpersonal 
relationships. 
 

The agent “identifies with other agent’s 
feelings” and “seeks harmony” by matching its 
neighbours’ average velocity (direction of 
thought) from the previous timestep and to a 
lesser extent accelerates towards its neighbours’ 
best personal best from the previous timestep. 

𝐚f@8> = 𝜔H ∙ 𝐯ij8>GH + 𝜔X ∙ 𝐚b@
8
>     (7) 

where weights 𝜔H = 0.8, 𝜔X = 0.2, 𝐯ij8>GH is agent 𝑖’s 
neighbours’ average velocity in the previous timestep, and 
𝐚b@8> is calculated using equation (5). 

Fi: According to MBTI, Fi has 
high empathy for others, yet 
cares about its own feelings, 
seeks harmony between its 
actions, thoughts, and personal 
or inner values. 

The agent “empathises with” its neighbours’ 
ideas by accelerating towards its neighbours’ 
average position from the previous timestep. It 
also cares about its own personal thoughts, so 
accelerates towards its own best position.  

𝐚f88> = 𝜔H ∙ (𝐂𝒏8>GH − 𝐱
8
>GH) + 𝜔X ∙ (𝐱8?@A>>GH − 𝐱8>GH) 

                      (8) 
where weights 𝜔H = 0.8 , 𝜔X = 0.2 , 𝐂𝒏8>GH is the 
centroid (arithmetic mean position) of agent 𝑖 ’s 
neighbours’ positions in the previous timestep.  

Table 2: Jungian judging functions and how they are used to calculate judging acceleration, 𝐚M8>. 
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Function Interpretation Implementation 
Se: According to MBTI, Se is 
attuned to concrete events that 
are happening around, including 
trends, fashions, and styles, 
made aware directly through the 
senses. 

The agent sees its neighbours’ positions and 
their quality. Candidates are the positions of the 
agent’s nearest neighbours in the previous 
timestep. 

ℂo@8> = {𝐱8(H>GH, … , 𝐱
8
(p>GH}        (9) 

where 𝐱8(H>GH is agent 𝑖’s first neighbour’s position in 
the previous timestep, and 𝐱8(p>GH  is agent 𝑖 ’s fifth 
neighbour’s position in the previous timestep. The 
candidates for current and previous timestep ℂo@8>  and 
ℂo@8>GH are then sorted in the order of decreasing 𝑓(𝐱). 

Si: According to MBTI, Si is 
attuned to immediate inner 
sensations such as muscle 
tension, pain, hunger, thirst, 
numbness. It remembers what it 
has experienced and preserves 
past ways of doing things. 

The agent remembers all its own previous 
positions and a few nearby points and their 
quality. Candidates are the agent’s previous 
path and new points near to their position. 

ℂo88> = {𝐱89, … , 𝐱8>GH} ∪ 𝑷           (10)    
where P is the set of points near to 𝐱8>GH. Given 𝐱8>GH =
(𝑥H, 𝑥X, … , 𝑥() , 𝑷 = {(𝑥H + 𝛿, 𝑥X, … , 𝑥(), (𝑥H −
𝛿, 𝑥X, … , 𝑥(), (𝑥, 𝑥X + 𝛿,… , 𝑥(), (𝑥H, 𝑥X −
𝛿, … , 𝑥(), … , (𝑥H, 𝑥X, … , 𝑥( + 𝛿), (𝑥H, 𝑥X, … , 𝑥( − 𝛿)} 
where 𝛿 is a random number from a normal distribution 
𝑁(𝜇, 𝜎) with 𝜇 = 1 and 𝜎 = 0.01. The candidates for 
current and previous timestep ℂo88>  and ℂo88>GH are then 
sorted in the order of decreasing 𝑓(𝐱). 

Ne: According to MBTI, Ne 
connects concepts and draw 
parallels using tangible data 
found in the environment. It 
trusts bursts of the unconscious 
or following a “gut feeling”. 

The agent sees its neighbours’ positions and 
uses them to create an “imaginary solution 
space”. Candidates produced from Se (data 
from the environment) are used as input to train 
the Gaussian process regression function. 
Candidates are then the best quality solutions 
resulting from sampling this imaginary space. 

𝑓∗ = 𝒢𝒫:	𝑡𝑟𝑎𝑖𝑛(ℂo@, 𝑓(ℂo@)); 	𝑝𝑟𝑒𝑑𝑖𝑐𝑡�ℂj@8>� 
where 𝒢𝒫  is the Gaussian process regression function, 
training on ℂo@ 𝑎𝑛𝑑  𝑓(ℂo@), and ℂj@8> is a vector of all 
discrete points in 𝐃 . The candidates for current and 
previous timestep ℂj@8> and ℂj@8>GH are then sorted in 
the order of decreasing 𝑓∗. 

Ni: According to MBTI, Ni 
connects concepts and draw 
parallels using data from their 
internal framework of 
perspectives and values. It trusts 
bursts of the unconscious or 
following a “gut feeling”. 

The agent sees its own previous positions and a 
few nearby points and uses them to create an 
“imaginary solution space”. Candidates 
produced from Si (internal data) are used as 
input to train the Gaussian process regression 
function. Candidates are then the best quality 
solutions resulting from sampling this 
imaginary space. 

𝑓∗ = 𝒢𝒫:	𝑡𝑟𝑎𝑖𝑛(ℂo8, 𝑓(ℂo8)); 	𝑝𝑟𝑒𝑑𝑖𝑐𝑡�ℂj88>� 
where 𝒢𝒫  is the Gaussian process regression function, 
training on ℂo8 and 𝑓(ℂo8), and ℂj88>  is a vector of all 
discrete points in 𝐃 . The candidates for current and 
previous timestep ℂj88>  and ℂj88>GH  are then sorted in 
the order of decreasing 𝑓∗. 

Table 3: Jungian perceiving functions and how they are used to get candidates. The first 3 candidates are returned as 𝑐H, 𝑐X and 𝑐S.

relative performance of groups of individuals with different 
personality types, as they collaboratively solve a problem with 
varying noise. If the hypothesis is true, then some teams will 
not perform as well compared to others, as noise increases. 

We created teams with opposing MBTI dichotomy: 
Extraverts vs. Introverts, Sensors vs. Intuitives, Thinkers vs. 
Feelers, and Judgers vs. Perceivers. Each team has 8 agents 
with personality described in Table 4. 
 

Team Agent Personality 
Extraverts ESTP ESFP ENFP ENTP ESTJ ESFJ ENFJ ENTJ 
Introverts ISTP ISFP INFP INTP ISTJ ISFJ INFJ INTJ 
Sensors ISTJ ISFJ ISTP ISFP ESTP ESFP ESTJ ESFJ 
Intuitives INFJ INTJ INFP INTP ENFP ENTP ENFJ ENTJ 
Thinkers ISTJ INTJ ISTP INTP ESTP ENTP ESTJ ENTJ 
Feelers ISFJ INFJ ISFP INFP ESFP ENFP ESFJ ENFJ 
Judgers ISTJ ISFJ INFJ INTJ ESTJ ESFJ ENFJ ENTJ 
Perceivers ISTP ISFP INFP INTP ESTP ESFP ENFP ENTP 

Table 4: Teams and agent personality. 

The model was initialised with constant settings in Table 5 
and an objective function 𝑓(𝐱) as described in equation (11): 

𝑓(𝑥, 𝑦) = −�𝑥X + 𝑦X (11) 

The function was normalised such that 𝑓(𝐱) ∈ [0,1]:	∀	𝑥 ∈
[𝐱*8(, 𝐱*+,]. Figure 2 shows the heatmap and surface plot. The 
function represents a simple problem with a clear gradient.  

Constants Tmax Npop vmax xmin xmax vinit 
Values 50 8 5.0 (-100,-100) (100, 100) (1.0, 1.0) 

Table 5: Constants settings for the model. 
 

  
Figure 2: Surface plot (left) and heatmap (right) for normalised 
equation (11) with a maximum in (0, 0). Colour ranges from 
blue (minimum) to red (maximum). 

To evaluate the effect of uncertainty on the performance of 
different teams, we added a 5%, 10% and 20% uniform noise 
to the fitness perceived by each agent. Each experiment was 
repeated 100 times. The group best at the end of each run was 
recorded and team performance was measured by their average 
group best, which is the total group best for all runs divided by 
total number of runs. t-test is used to assess whether the 
differences between average group best for the pairs is 
significant. We also measured the average group best over time, 
which is the total group best for all runs at each timestep 
divided by the total number of runs. Following the experiments, 
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the findings were assessed to see whether the predictions made 
by the model were supported by literature. 

Results 
Figure 3 shows the average group best for each pair of teams 
and Figure 4 shows their average group best over time. In 
general, noise causes all teams to deteriorate in performance. 
However, the extent it affects performance differs based on the 
personalities of the individuals that form the team. When there 
is no noise, Introverts perform equally well compared to 
Extraverts with no significant differences (p=.681). With 
increasing noise, Introverts performed increasingly worse 
compared to Extraverts with significant differences in average 
group best (p < .001). This is consistent with literature. For 
example, Berenbaum et al. (2008) surveyed more than 200 
university students and found that introverts are less tolerant of 
uncertainty compared to extraverts. In studying adult language 
learning styles, Ehrman and Oxford (1990) found that 
introverts dislike surprises and want to know what is coming 
next. They also found that when uncertain, extraverts employ 
social strategies such as asking peers and teachers, while 
introverts reported learning best alone. This behaviour can be 
seen in our model and causes the Introverts team to perform 
worse with increasing noise as they do not corroborate their 
findings with one another (Figure 5). 
 When there is no noise and 5% noise, Sensors perform better 
than Intuitives with significant differences in average group 
best (p < .001), see Figure 3. As the noise level increases, 
Intuitives start to outperform Sensors with average group best 
higher than Sensors at 10% noise (although the difference is not 
significant at p=.358 as this is the point it starts to change), and 
average group best higher than Sensors at 20% noise (the 
difference is significant at p < .001). From 10% to 20% noise, 
Sensors deteriorate hugely in their performance, while 
Intuitives maintain a relatively similar performance as they 
converge to the solution (Figure 3). Since Intuitives use a 
Gaussian process regression function, it is possible to visualise 
their changing imaginary view of the problem over time. Figure 
6 shows how each agent in an Intuitives team see the problem 
space in one run with no noise and with 20% noise. Although 
noise makes the agents more confused, many are still able to 
visualise the problem space with a maximum around (0, 0), 
helping them to remain tolerant to noise. These findings are 
consistent with the literature. For example, Ehrman and Oxford 
(1990) found that sensing learners dislike guessing and have a 
low tolerance for ambiguity, while intuitive learners search for 
the “big picture”, relied heavily on guessing from context and 
do not require complete comprehension of texts to make 
progress. Francis and Jones (1999) surveyed more than 300 
church-goers using the MBTI questionnaire and found that 
participants who prefer intuition rather than sensing are more 
tolerant of religious uncertainty. The average group best over 
time (Figure 4) shows that Sensors take longer than Intuitives 
to reach a stable good fitness. When noise is 20%, they did not 
manage to reach a stable good fitness in the given time (Figure 
4). Although there is literature indicating that sensing learners 
are  disadvantaged  on  timed  aptitude  measures  compared  to  

(a)  

 

 (b) 

 
     
(c) 

 

 (d) 

 

Figure 3. Average group best when noise=0%, 5%, 10%, 20% 
for (a) Extraverts vs. Introverts, (b) Sensors vs. Intuitives, (c) 
Thinkers vs. Feelers, and (d) Judgers vs. Perceivers where y-
axis is average group best and x-axis is noise and team. Error 
bars represent one standard error. * indicates that the t-test 
results show a significant difference between the average group 
best for the pair of teams at p < .001. 

intuitive learners (e.g., they take longer reading exam 
questions, often going over them several times) (Schroeder, 
1993), there is also literature stating that intuitive personalities 
take longer in specific tasks. For example, Vaassen et al. (1993) 
studied the cognitive styles of experienced auditors in the 
Netherlands and found that sensing people take significantly 
less time than intuitive people to perform an auditing task. 

Thinkers also perform better than Feelers with significant 
differences when there is no noise and 5% noise (p < .001). At 
10% and 20% noise, Feelers start to outperform Thinkers, 
however the difference is not significant (p=.886 and p=.319). 
In our model, when noise is high, Thinkers (and Sensors), who 
rely on factual information, cannot see the gradient of the 
solution space and struggle to converge on the correct solution 
(Figure 5). This is corroborated by the literature. Vaassen et al. 
(1993) found that thinking types have a lower tolerance for 
ambiguity compared to feeling types (i.e., they are less willing 
to accept a state of affairs which may have alternate 
interpretations or outcomes) and the difference is significant. 
They also found that thinking types access significantly more 
information (almost twice the number of pages) in the auditing 
task compared to feeling types. They also take significantly 
longer to complete their task. This can be seen in our model 
(Figure 4) where Feelers reach their stable good fitness faster 
than Thinkers in both 0% and 20% noise. 

Finally, Judgers perform worse than Perceivers when there 
is no noise, and better than Perceivers when there is noise 
(Figure 3), although the differences are not significant (p=.361, 
p=.060, p=.507, and p=.704). In Figure 4, Judgers are quicker 
to arrive at their stable good fitness than Perceivers when noise 
is 0%;  this is less noticeable when noise is 20%.  The literature
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Figure 4. Average group best over time for Extraverts vs. Introverts, Sensors vs. Intuitives, Thinkers vs. Feelers, and Judgers vs. 
Perceivers for noise=0% (top row) and noise=20% (bottom row) where y-axis is average group best and x-axis is timestep. 

Extraverts Introverts Sensors Intuitives Thinkers Feelers Judgers Perceivers 

        

        

Figure 5. Representative runs showing each agent’s path as they navigate the solution space to find the optimal solution for noise=0% 
(top row) and noise=20% (bottom row). Black circle indicates their position at t=0 and black dot indicates their position at t=50. The 
maximum is located at the centre of each image. 
 

  
Figure 6. Solution space as perceived by each agent in the Intuitives team for noise=0% (left) and noise=20% (right) sampled every 
10 timesteps. Black circle denotes the agent’s position for that timestep. Each image uses the same scale and colour range as the 
heatmap shown in Figure 2 with the maximum in the centre.

comparing judging and perception in terms of uncertainty is 
weaker, which appears consistent with the model as the 
differences are not significant. Ehrman and Oxford (1990) 
suggest that judging types may be uncomfortable with 
ambiguity but in our model they do better than perceiving 

types, although the differences are not significant. Trevino et 
al. (1990) studied 91 employed graduate business school 
students with an average of eight years’ work experience and 
found that uncertainty had no significant effect on the 
behaviour of judging types compared to perceiving types. 
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Conclusion 
It is no easy task to understand the effects of human 
personalities on our interactions with each other, as decades of 
sometimes controversial psychology research illustrates. 
Today, for ethical reasons, it is often not possible to run 
experiments with humans as test subjects. In this work, we 
argue that computational modelling may provide a useful new 
investigative tool in this domain. Agent-based models have 
already elucidated diverse areas of human behaviour from 
economics to crowd movement. Here we presented a problem-
independent and psychology theory-agnostic model of 
collaboration that enables human psychology to be 
incorporated. We abstract a shared goal as a shared 
optimisation task, and model differences of personality as 
different strategies for moving within, interpreting and sharing 
information about the solution space. 

To test the effectiveness of this modelling approach we 
investigated the hypothesis: tolerance of uncertainty depends 
on personality type, investigating the relative abilities of groups 
of individuals with contrasting personality types, as they 
collaboratively solve a problem with varying degrees of noise. 
The model predicted that significant differences occur between 
personality types when faced with uncertainty. In particular, 
Sensors perform significantly better than Intuitives when there 
are low levels of noise and they perform significantly worse 
compared to Intuitives in high levels of noise. Introverts and 
Extraverts perform equally well when there is no noise, but 
Introverts perform significantly worse when there is noise. 
Thinkers perform significantly better than Feelers when there 
is no noise or little noise and when noise is high there is no 
significant differences in their performance. These predictions 
were then corroborated by experimental psychology literature. 

The potential for such computational models is considerable. 
We anticipate that this approach could be used with existing 
psychology theories to investigate other hypotheses relating to 
collaborative working, for example, to help determine the 
optimal group composition and size for various problem types, 
or help predict which personality types might benefit from 
which type of management. We also anticipate that the 
approach can be used to compare different psychology theories, 
or even derive new models of personality from data 
representative of human behaviours. 
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Abstract

Droplets of paraffin can show self-motion when powered by
camphor. We investigated the motion of such droplets when
varying concentrations of camphor and the dye, Oil Red O, as
well as the droplet volume. Experiments have shown that the
presence of the Oil Red O dye in the system can significantly
increase the complexity of droplet evolution, if compared to
the case where the dye is absent. Just by increasing the con-
centration of Oil Red O, the droplet achieves a complex evo-
lution of motion before it splits into many self-propelled sec-
ondary objects expressing motion similar to the progenitor
droplet. Therefore, the system replicates and the behavior
persists. When many division events occur from a single
droplet, the collective motion appears similar to swarming
behavior of living creatures. This system provides a wet lab,
artificial life model to study the temporal evolution of behav-
ior.

Introduction
The investigation of self-propelled, soft-bodied systems
plays an important role in the field of artificial life because it
offers an experimental system that displays life-like behav-
ior yet is definable from the bottom-up. The study of such
systems can help to understand emergence as well as help
to define life. As both animals and microbial life can follow
or hunt sustenance as well as seek out partners for procre-
ation, the ability to actively transport oneself from one spot
to another is an important tool in survival and therefore cru-
cial in the evolution of life. In recent years several simplis-
tic artificial systems have been designed that can mimic the
complex directional as well as controlled direction changing
biolocomotion of microorganisms. These systems include
active catalytic colloids in aqueous H2O2 solution (Gomez-
Solano et al., 2017), oil droplet systems that can be tuned to
mimic microbial chemotaxis (Hanczyc et al., 2007; Čejková
et al., 2014) or swarm behavior (Tanaka et al., 2017) and
systems propelled by a gradient in surface tension on a wa-
ter surface using compounds such as camphor to drive itself
or as a motor for a boat with a direction (Nakata et al., 2018,
2015). This article describes a novel system that combines
the flexibility of a soft object with dynamic camphor sys-
tems to study motion and other dynamical behavior of em-

bodied far from equilibrium media. Self-propelled droplets,
in many cases, rely on a chemical interaction between the
droplet and the surrounding media, inducing an internal con-
vection to create movement (Hanczyc et al., 2007; Nakata
et al., 2018). Camphor based systems exploit the ability of
camphor to decrease the surface tension in the areas where
the surface concentration is high. Such systems are char-
acterized by a fast mass flow because camphor molecules,
released from their source, simultaneously evaporate from
the surface. The appearing gradients in surface tension sup-
port object motion and induce Marangoni convection in the
bulk water phase (Nakata et al., 2015, 2018). Even though
these systems still lack the aspect of purposeful motion and
in most cases the evolution at the initial stage is governed by
fluctuations, they enable us to study the principles of self-
motion.
In the attempt to combine aspects of these two systems, we
created a droplet system which is not driven by an internal
convection but rather driven by camphor-based Marangoni
flows. We discovered complex and evolving behavior in
a paraffin droplet with camphor. Over time and depend-
ing on the initial conditions the system undergoes an evo-
lution states that include processes like explosion into small
droplets, locomotion, coalescence, and morphing.
In addition to varying the concentration of camphor, we dis-
covered that the concentration of the dye, Oil Red O in the
range of 0.1 to 1.5 mg/ml, also affected droplet evolution.
In typical droplet experiments a dye is used to create a con-
trast between the droplet and the surrounding media as a
purely visual aid that makes it easier to track the behavior.
We found that a high concentration of this dye had a strong
effect on the camphor-paraffin droplet motion. Here we re-
port on the evolution of paraffin droplets driven by camphor
with varying concentrations of camphor and dye at two dif-
ferent droplet volumes.

Materials and Experimental Conditions
The droplet source material containing varying concentra-
tions of camphor and dye were made from the following
stock solutions: 150 mg/ml commercially available (1R)-
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Figure 1: Structure formular of an Oil red O molecule. Il-
lustration from (Sigma-Aldrich, 2018)

(+)-Camphor (98% purity, Sigma-Aldrich) in paraffin oil
(puriss., CAS-Number: 8012-95-1, Sigma-Aldrich), 1.5
mg/ml Oil Red O (BioReagent, Sigma-Aldrich, Structure
Illustrated in Figure 1) and 150 mg/ml camphor, and 1.5
mg/ml Oil Red O in paraffin. Stock solutions were prepared
in bulk on a hotplate at 50◦C with a magnetic stirrer. Sam-
ples made from these stock solutions were prepared in 1.5
ml Eppendorf microtubes and mixed on a vortex. All ex-
periments were performed at 22±2◦C in a 19cm diameter
glass Petri Dish containing 150 ml water purified using a
Millipore ELIX5 system. Amounts of oil mixture added as
singe droplet were either 50 or 200 µl. The time evolution
of the system was recorded for a minimum of 20 minutes
from above using a mounted digital camera (NEX VG20EH,
SONY) and then digitalized, edited and analyzed using on a
computer using the ffmpeg and ImageJ software. The entire
system, including experiment and camera, was enclosed to
eliminate confounding effects from air flow in the labora-
tory.

Results and Discussion
During initial experiments on the paraffin-camphor system
the lipophilic dye, Oil Red O, was chosen in order to
create a visual contrast between paraffin droplet and water
phase. This is a useful tool to quantify the motion of such
systems with image analysis software. We discovered
that the concentration of dye played an important role.
An experiment using paraffin oil containing 7.5 mg/ml
camphor produced stable, moving droplets. After addition
of a large amount of dye to the paraffin the behavior became
surprisingly complex as the droplet rapidly expanded before
breaking up into long arms forming a Turing pattern-type
structure. From this extended structure, the arms coalesced
into smaller droplets and the system died thereafter upon
exhausting the camphor. This process was quite rapid and
approached the dead state in under a minute as can be seen
in Figure 2.

This clearly shows that the addition of the dye trans-
formed the system from a stably moving droplet to a much

Figure 2: Droplet containing 7,5 mg/ml camphor and sur-
plus of Oil Red O dye in paraffin placed on a water surface
inside a 19 cm diameter glass Petri dish. Snapshots are taken
at different times: 0s, 4.5s, 11s and 32s as shown in a, b, c
and d respectively. The different snapshots show the very
complex evolution of the droplets at different stages. Scale
bars = 1cm. Video: (Löffler et al., 2018).

more dynamic and complex system. In order to categorize
the types of droplet behavior and motion seen in this sys-
tem, increasingly complex stages of evolution were assigned
symbols 0, A, B, C, D, E, F and G. Definitions of each cat-
egory are presented in Table 1. We restrict our analysis to
the evolution of initial droplet introduced to the experiment
with a timescale of up to 20 minutes. In the analysis of ex-
perimental results, we use the symbolXt to indicate that the
evolution matching category, X, was maintained for t sec-
onds. Similarly, we use the symbol X<t to say that the X
category was maintained for less than t seconds. If no time
is given, the state lasted until the end of the experiment. The
symbol T describes the stage when the primary droplet be-
comes indistinguishable from its secondary offspring.
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Table 1: Overview of defined categories of droplet evolution with exam-
ple illustrations.

Symbol and description corresponding to
motion type.

Illustration of motion type (In B and C droplet locations
are superimposed at equal time steps).

0 No motion at all.
Example in the picture below where the transparent
droplet does not expand and is displaced due to the ex-
pansion of the other. Video: (Löffler et al., 2018).

A

Expansion of the droplet material in a thin-
ning layer on the water surface without dis-
placement of the centre of mass. Videoclip:
(Löffler et al., 2018).

B

A droplet moves while maintaining circular
shape. Continuous motion is denoted as (B)
and non-continuous, intermittent motion as
(Bi). Videoclip: (Löffler et al., 2018).

C

Droplet elongates on the axis perpendicular
to its velocity. The change can reach a con-
tinuous steady state (Cc) or oscillate (Co).
Videoclip: (Löffler et al., 2018).
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Table 1: Overview of defined categories of droplet evolution with exam-
ple illustrations.

Symbol and description corresponding to
motion type.

Illustration of motion type (In B and C droplet locations
are superimposed at equal time steps).

D

Droplet periodically elongates, its arms ex-
tending by an order of magnitude larger than
the original droplet diameter. No droplets
separate from the extension. Videoclip:
(Löffler et al., 2018).

E

Droplet develops long arms from which
smaller droplets occasionally separate. This
occurs while the droplet is either moving in
an oscillatory manner (E) or in a steady state
(Ec). Videoclip: (Löffler et al., 2018).

F

Droplet develops multiple very long arms,
which arrange themselves in a maze-like
structure before splitting into small droplets.
Videoclip: (Löffler et al., 2018).

G

Upon contact with the water surface, the
droplet spreads out violently in a thin layer.
At the edge of the layer small droplets co-
alesce from it. Videoclip: (Löffler et al.,
2018).
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The resulting strings for droplet volumes 50µl and 200µl,
presented in Table 2 and 3, describe the sequence of events
and thereby give a measure of complexity. The results in
Tables 2 and 3 show that at very high concentrations of
camphor, the effect of the camphor dominates over the
influence of the dye because a large amount of camphor
was released from the oil in a very short amount of time,
saturating the water surface with camphor and thereby
approaching a steady state at which the supply rate of
camphor was close to the evaporation rate. In the long term,
the supply rate will decrease which lead to coalescence.
The largest effect of the dye could be observed at camphor
concentrations of around 7.5 mg/ml where an increase
in dye drastically increased the complexity of behavior.

Table 2: The categories of motion observed during time evolution of
50µl droplets at different ratios of camphor to dye. Symbols 1 and 2
indicate results of separate experiments. Longer strings with ”higher”
letters indicate more complex behavior.

Camphor conc. (mg/ml)

150 7.5 1.8 0

D
ye

co
nc

.(
m

g/
m

l)

1.5 G<10T
1:B20C80

o D40E60D50E360T
2: C4D5F 15T

A A

0.75 -
1: B355C120

c C120
o D480E

2: B260C150
c Ec

- A

0.35 G<10T
1:B1140Bi

2:B1055B50
i Co

0 0

0.19 - B685Bi - 0

0.1 G<10T Bi 0 0

0 G<10T Bi 0 0

Table 3: The categories of motion observed during time evolution of
200µl droplets at different ratios of camphor to dye. Longer strings
with ”higher” letters indicate more complex behavior.

Camphor conc. (mg/ml)

150 7.5 1.8 0

D
ye

co
nc

.(
m

g/
m

l) 1.5 G<10T A4G2F 21E20T A3B200
i C360

o D480E A

0.35 G<10T B Bi A

0.1 G<10T B Bi 0

0 G<10T B B 0

At low concentrations of camphor around 1.8 mg/ml the
dye changed the behavior but only when a larger volume
of material was added to the water surface, resulting in a
larger total amount of camphor, which indicated that the ra-
tio between the total amount of camphor and the water sur-
face plays a role. Overall, the qualitative behavior (type of
evolution and the order of changes) was found to be highly
reproducible. For the simplest motion type (B/C) also the
quantitative features were reproducible.
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Conclusion
Within this work we have presented the diversity and evo-
lution of paraffin droplet behavior that is dependent upon
camphor concentration, dye concentration and droplet vol-
ume. We have discovered that a large concentration of Oil
Red O dye significantly increases the liveness of a droplet.
This work is the first step towards further studies of complex
behavior of soft-bodied systems propelled by typical surface
agents acting together with certain dyes. This includes the
movement through increasingly complex mazes, ratio be-
tween droplet volume and water surface, swarm and cluster
behavior and introduction of complex competitive chemistry
inside the droplet or in the bulk. Usually a dye is used to in-
crease contrast and is treated as a passive ingredient. As we
demonstrated, the introduction of Oil Red O at high concen-
trations, drastically increases the complexity of evolution in
a camphor-paraffin droplet which could be due to changes
in the interfacial tension between oil and water (Tuck et al.,
2003). Furthermore, this introduces the question whether
dyes have an influence on other oil-based droplet systems.
In our previous papers we used 0.2 to 2 mg/ml Oil Red O
for good visualization (Čejkova et al., 2016; Caschera et al.,
2013). This amount of dye is near and above the threshold
where we see complex behaviors emerging . Many reports
do not disclose concentrations of dyes used in the experi-
ments, leading to some questions about the influence of dye,
if any, on the results. In addition, the effect of alternative
dyes on droplet systems are currently being investigated in.
The diversity and evolution of behaviors in such a simple
chemical system presents an opportunity for the study of
emergence. In addition, the observation that divided droplets
retain the behavior characteristics of the progenitor droplet
will be studied in detail. For example, where is the informa-
tion in the system? Is it in the droplet, in the environment
or perhaps in a combination of the two? Lastly in context to
the theme of the Artificial Life conference, we note that the
choice of color, a primary tool for many artists and initially
thought to be unrelated to experimental outcomes, becomes
an active ingredient in self-producing aesthetics.
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Abstract 
Origin of life research can be coarsely categorized into opposing 
two principles, sometimes called heterotrophic and autorophic 
origins. Autotrophic origin assumes that life started with a sparse 
chemical system that later evolved into the biochemical network, 
whereas heterotrophic origin follows the transformation of the 
initial complex chemical system. The fact that many experiments 
modeling prebiotically plausible conditions result in complex 
“messy” systems – a diverse, dynamic array of small molecule 
and polymeric products formed by a wide range of chemical 
processes – supports the idea of heterotophic origin. The 
principles of selectivity and organization in these messy systems 
are not well understood, as the mixtures present an analytical 
challenge. Herein we offer a study of the selective synthesis of 
hyperbranched polyesters undergoing wetting-drying cycles, a 
simplified model messy chemical system.  

Introduction 
The classical approach towards the origins of life usually 
concentrates on studies of isolated reactions and pure chemical 
synthesis systems. However, it has been long noted that 
chemistry in prebiotically plausible scenarios, in fact, generates 
an intractable heterogeneous mixture of compounds. The 
appearance of tarry polymers was recorded in the Miller-Urey 
experiment (Miller, 1953), subsequently studied hydrogen 
cyanide (HCN) polymers (Matthews and Minard, 2006; 
Mamajanov and Herzfeld, 2011) and formaldehyde 
condensation (Breslow, 1959; Richardo et al., 2006). We are 
interested in a new approach to the origin of life, so-called 
“messy chemistry” that studies the properties of these complex 
mixtures that give rise to life-like systems. Messy chemistry 
hypothesizes that life started with complex reaction networ that 
are common to prebiotic chemistry, evolved as a complex 
reaction network into biochemistry that constitutes a complex 
reaction network. Aspects of the messy chemistry research 
involve the study of the functionality of prebiotically plausible 
messy polymers, development of better analytical methods 
suitable for messy chemistries, including functional 
measurements experimental and theoretical modeling of the 
processes occurring in complex chemical systems. The ultimate 
goal of the “messy chemistry” is to understand the transition 
between messy, marginally controlled, prebiotic systems into 
well-orchestrated life-like chemical networks, or the origin of 
life. 
Herein we report on the selective synthesis of highly or 
hyperbranched polyesters (HBPE) undergoing wet-dry cycles. 

The HBPE system is somewhat more straightforward than the 
mentioned above tarry polymers. The Miller-Urey and HCN 
polymer are products of multiple chemical processes, as such, 
each polymeric specimen is composed of chemically diverse 
units, as well as distinct domains of branching and cross-
linking. The present system of HBPE is uniform chemically but 
features multiple architectures varied in their degree of 
branching. The HBPE system is, therefore, more accessible to 
analysis and modeling, which makes it more suitable for a pilot 
study.  

HBPEs as possible precursors for proteins 
Ester bonds are common in modern biochemistry 
predominantly in the form of triesters of glycerol and fatty 
acids in lipids. Ester formation has the slightly negative bond 
energy (~1 kcal/mol under physiological conditions) making 
this functional group’s synthesis facile. Polyesters have been 
hypothesized to have preceded peptides due to their ease of 
formation, and this notion is perhaps supported by the 
demonstrated ability of the ribosome to catalyze a-hydroxy acid 
coupling (Fahnestock and Rich, 1971). HPBE are of particular 
interest to the origin of life studies due to their ability to mimic 
the structure and functionality of globular proteins (Mamajanov 
et al., 2015). Specifically, we have previously probed the ability 
of HBPEs to form enzyme-mimicking catalysts. Our results 
showed that tertiary amine-bearing hyperbranched polyesters 
to form hydrophobic pockets as a reaction-promoting medium 
for the Kemp elimination reaction (Mamajanov et al., 2017). 

Selection in HBPE systems 
We have previously shown that HBPEs can be synthesized by 
subjecting multifunctional organic acids and alcohol mixtures 
to mild heating under solventless conditions (Mamajanov et al., 
2015). This method, however, produces a multitude of 
polymeric products varied in size and shape. One possible way 
of selecting for the desired HBP shape and function is to 
investigate further the concept of far-from-equilibrium 
polymerization. We have established (Mamajanov et al., 2014) 
that linear oligoesters can be synthesized and persist under non-
equilibrium conditions driven by repeated, cyclic changes in 
hydration and temperature that are associated with day-night 
cycles on the early Earth. Period of heating the open vessel 
stimulates esterification. Even though periodic sample 
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rehydration promotes hydrolysis, successive iterations of wet-
dry cycles result in polymer yields, and molecular weight 
distributions in excess of that observed after heating alone. 
Products less prone to hydrolysis would tend to persist in the 
system at the expense of the rest. The hydrolysis patterns of 
HBPEs differs from linear polymer ones. The globular nature 
of HBPEs prevents or delays the water intrusion into the core, 
slowing down the hydrolysis process and resulting in 
macromolecular surface erosion rather than breakdown. When 
day-night cycling applied to HPBE condensation, the first 
drying phase will result in a mixture of linear, branched and 
mixed polymers. During the hydrated periods, linear portions 
of the polymer would be more susceptible to hydrolysis than 
their branched counterparts. Therefore it is reasonable to 
assume that after some cycles the makeup of the polymer would 
consist predominantly of branched structures.  
Based on size exclusion chromatography (SEC) and nuclear 
magnetic resonance (NMR) analyses we have concluded that 
as HBPE system is exposed to wetting and drying samples, the 
composition of polymers indeed differs from samples 

synthesized by continuous drying. While continuously dried 
samples form insoluble glassy materials, the cycled samples 
feature high molecular weight but water-soluble species with a 
higher degree of esterification and branching. 
This proof-of-principle experiment can be expanded into other 
potential selective pressures. For example, we have already 
shown that citric acid/glycerol HBPs have different 
composition when prepared with and without divalent cations 
(Mamajanov et al., 2015). Furthermore, the wet/dry dynamic 
HBPE polymerization system is an attractive model to consider 
the origin of the peptide-based catalyst. 
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Figure 1.  A) Schematic representation of citric acid and glycerol polyesterification featuring a linear and a branched product. B) 
Size-exclusion chromatography analysis of the polyester prepared by continuous drying (solid) and cycled wetting and drying 
periods (dotted). The “cycled” polymer features product with higher hydrodynamic volume.
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Abstract

In this work we present IHDNs: an original model of compu-
tation for the simulation of interacting, dynamic, multi-scale
systems. We show that a novel message passing mechanism
that operates across layers of abstraction in hierarchical dy-
namic networks is effective in expressing the complex depen-
dencies of living systems. Using a conventional computa-
tional model of cell evolution in cancerous tumour growth
for comparison, we demonstrate the validity of IHDNs in
emulating the behaviour of life-like systems, as well as the
additional capabilities in enabling Neo4j Cypher pattern-
matching queries, demonstrated here in the analysis of evo-
lutionary cell heritage.

Introduction
Hierarchy is overwhelmingly evident in every aspect of life,
emerging in any imaginable circumstance as a direct con-
sequence of evolution. Simple structural hierarchies can
be seen in everything from the organisation of the stars to
object-oriented programs. However, in biological contexts,
the hierarchies that emerge are often dynamic, and involve
complex dependencies between components that do not ex-
ist at the same scales.

A typical example of dynamic hierarchy is that of pro-
teins, cells, and biological organisms. In this case, the build-
ing blocks (proteins) have a direct impact on the behaviour
of the higher order entities (cells and higher still, organisms),
but higher order functions equally have an impact on the
configuration of the building blocks (Lenaerts et al., 2002).

Moreover, interactions between the lower order entities
may also affect the entity indirectly, and its composition
may change. For example, it is the interaction of partic-
ular proteins that facilitate the protein aggregation mecha-
nism by which the neuronal degeneration of Huntingdon’s
disease is caused (Gonzalez and Kann, 2012). These inter-
actions within and between biological hierarchical networks
make them highly dynamic, potentially changing every part
of themselves from the organisation to the functioning of the
components.

Due to their abundance in nature, the utility in simulating
complex dynamic networks cannot be overstated; with mod-

elling applications in medicine, biology, macro-economics,
and other ecological sciences. However, capturing the com-
plexities of interacting multi-scale systems that are able to
change their internal configurations and behaviours dynam-
ically in a computational model is not a trivial task.

In this paper we propose an original, graph-based model
of computation for the simulation of Interacting Hierarchi-
cal Dynamic Networks (IHDNs), where the representation
of components of different scales combined with a novel
cross-layer message passing system enables the simulation
of complex adaptive systems across any scales of abstrac-
tion.

In order to present the proposed model, first we review
relevant literature. Then after presenting the concepts and
architecture of the model, we demonstrate its ability to emu-
late the behaviour of living systems with the simulation and
analysis of tumour growth in a dynamic evolving cell net-
work. We verify our results against an existing model of
this phenomenon (Araujo, 2013), that has also been used to
test another unconventional model of computation (Sakel-
lariou and Bentley, 2015), then we show the advantages of
the model for deeper analysis. Finally, we present our con-
clusions.

Source code for both the computational platform and
the demonstrated aneuploid tumour growth simulation are
available for reference at github.com/meltzerpete/
ihdn.

Background
The modelling of complex dynamic systems has employed
the use of many solutions; including Agent-Based Models
(ABMs) (Gilbert, 2004), and more recently Dynamic Net-
works (Sayama, 2007). In this section we review a sample
of these solutions.

Although emerging from the object-oriented program-
ming paradigm, ABMs have many parallels with Cellular
Automata (CAs), which have also been used to model com-
plex systems (Batty et al., 1999; Webster and Malcolm,
2008). ABMs have been particularly popular in modelling
complex social systems in order to observe emergent and
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collective behaviours (Axelrod, 1997).
The modelling methodology for ABMs typically begins

with (deductive) observations of real world phenomena in
order to derive agent state update rules. With the agents’
update rules defined, simulations can be executed wherein
(inductive) analysis of emergent properties can be made.
Consequently, Axelrod (1997) and Epstein (1999) argue that
ABMs offer a distinct “third” scientific method i.e. genera-
tive science.

In more recent years, Multi-Agent Systems have been de-
veloped (Ahmed et al., 2006), and ABMs have been com-
bined with Reinforcement Learning (Arel et al., 2010), in
which agents’ policy functions are optimised to minimize
the distance between simulated and real-world observed
data. In an attempt to better capture the inherent hierarchy in
naturally occurring complex systems, models such as (Bor-
tot et al., 2017) and (Yao and Van de Peer, 2017) define lay-
ers for hierarchical organisation of agents. However, these
models only allow for a finite number of layers and config-
urations; and hence, as with ABMs in general, are restricted
in their representation of dynamic systems.

Different in their approach, Dynamic Networks have been
applied to modelling complex phenomena found in epi-
demics (Gross et al., 2006), social networks (Funk et al.,
2010), and neuroscience (Pearlmutter and Houghton, 2009).
However, these applications are typically concerned with
either the changing states of fixed topology networks (of
which conventional Artificial Neural Networks are a prime
example), or the changing properties of a network based on
topological transformations alone.

Contrary to this, (Sayama, 2007) provides a frame-
work for the uniform representation of state-topology co-
evolution via graph-rewritings, with a demonstration of au-
tomated rule discovery using real-world observed network
evolution data (Sayama et al., 2013). However, as a conse-
quence of decoupling the representation of entities and their
behaviours, these models do not achieve the same expres-
siveness of ABMs in describing the effects of small changes
in individual systems on the dynamics of the whole (Bent-
ley, 2009).

Interacting Hierarchical Dynamic Networks
The Model of Computation
The single component of computation in IHDNs is the sys-
tem (Figure 1). As in a property graph, a system S may have
a set of any number of labels LS , and a set of any number of
properties PS in the form of key value pairs. In addition, a
system may optionally be given a vote function FS

V , a filter
vector IS , and a vote vector V S . An ordered set of all pos-
sible system functions F is shared by all systems, with |F |
denoting the total number of defined functions.

The system may have a set of any number of child sys-
tems CS = {CS

1 , C
S
2 , ...} and (excluding ROOT systems)

Figure 1: The abstract IHDN system model.

Figure 2: (A) Systems may have multiple parent systems, and user
defined relationships may exist between systems of the same or
different scales. (B) A deepClone operation on system S recur-
sively copies contained systems, while membership in higher order
entities is inherited. (C) The system S performs a transfer op-
eration on S3 to the system T .

will have always at least one parent system PS . Relation-
ships indicating compositional hierarchy are labelled with
the CONTAINS relationship type, while any other user de-
fined relationship types may exist between any pair of sys-
tems. Typical operations for topology mutation include
deepClone and transfer (Figure 2).

Computation (here the update of system state - internal
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Figure 3: Recursive compute algorithm executed at each ROOT sys-
tem once per iteration.

and/or structural), then proceeds via a depth-first traversal
over the CONTAINS relationships initiated at every ROOT
system (in a random order), once per iteration. The traversal
facilitates a message passing system that enables systems to
influence the selected actions of others at different levels in
the hierarchy.

When each system is selected to perform an action, the
functions are selected from F probabilistically, according to
the messages received by that system. There are two types of
message passed between systems in the hierarchy: filters are
passed down the tree; and votes are passed upwards. The el-
ements of both the filter and vote vectors correspond directly
to the functions of F .

To select a function for a system S to perform, the filter
vector from the current parent system IP and the set of vote
vectors V CS

are both considered. As filters are passed down
the tree, they are combined with the element-wise product,
enabling a system to set any chosen function’s probability of
selection to 0 regardless of the received votes and filters of
lower level systems. Equally filters may introduce an overall
bias to be applied to the received votes and to hierarchically

bias the actions of lower constituent systems. The default
behaviour is to reduce V CS

with addition to give

V S = V CS
1 + V CS

2 + · · ·+ V CS
n

to then calculate the element-wise product V S � IP . The
result is a vector of length |F |, which is used as a probability
distribution relative to the sum of its elements to select with
bias the function f ∈ F to perform.

While the default behaviour is to combine child systems’
votes with addition, and adding the system’s own vote before
passing the vote up the tree, the votes may be intercepted and
reduced differently, or even completely discarded by defin-
ing a new vote function for any chosen types of system.

Figure 3 provides an outline of the recursive compute
function, and demonstrates the order in which filters and
votes are combined and how they are passed up and down
the tree.

Implementation
The IHDN prototype implementation used for demonstra-
tion here is written in Java and exposes a simple API for the
development of simulations on top of an embedded Neo4j
instance. If votes and filters are not specified for a given
system, the defaults of (0, 0, . . . ) and (1, 1, . . . ) are used
respectively, contributing no bias or restriction on function
selection. Likewise, any ROOT systems are given the default
filter of (1, 1, . . . ) as their parent filter during computation.

On completion of a simulation, the graph database is
stored and can then be queried directly with Cypher1 , or
visually using any existing Neo4j compatible tools. The
demonstration that follows employs the use of the Neo4j
multi-platform desktop browser.

Tracing Cell Lineage in Simulated Aneuploid
Tumour Growth

Having presented the IHDN platform for the simulation of
dynamic hierarchical systems, we now evaluate it against
an existing biological model of cancerous tumour growth
implemented on a conventional computer (Araujo, 2013),
which was also used to test another unconventional com-
puting platform (Sakellariou and Bentley, 2015). The rest
of this section describes the simulation according to the
methodology given in (Bentley, 2009).

The simulation is concerned with role of chromosome
missegregation in cancerous tumour growth; and since can-
cer is progressive via heritable change to cells, the relevance
of tracing this change in understanding and hence treating
cancer is especially evident. Better understanding of cell lin-
eage affords greater understanding of how a particular can-
cer will progress, how susceptible it will be to treatment,
and the likely-hood of its return (Frank, 2007; Bolton et al.,
2016).

1
https://neo4j.com/cypher-graph-query-language/

584

https://neo4j.com/cypher-graph-query-language/


Biological Observations

During normal mitotic cell division, each chromosome is du-
plicated and the resulting set of chromosomes is segregated
equally (in a direct one to one correspondence) between the
resulting new cells. However, it is estimated for human cells
that an average of one in one hundred cell divisions spon-
taneously missegregates (Cremer et al., 2001), i.e. fails to
separate the chromosomes into two identical sets, resulting
in one cell with extra chromosomes (and hence extra copies
of the contained genes), and the other cell with fewer.

As a consequence of this phenomenon and the config-
uration of which genes are present in the gained and lost
chromosomes, cells with different properties and behaviours
arise, which can lead to the evolution of cancerous cells that
divide highly and do not die naturally.

The Model

To explain the way in which aneuploid tumours develop re-
quires four main abstractions of physical systems: the tissue,
the cell, the chromosome, and the gene. Contrary to previ-
ous implementations, here these abstractions are adopted di-
rectly (each as a tree of systems in the hierarchy), affording
an intuitive correspondence between the problem domain
and the computational model.

Components

For this particular simulation, it is necessary to model three
particular gene abstractions - the apoptosis regulatory gene
(a tumour suppressor gene that regulates cell death), the cell
division regulatory gene (an abstraction of proto-oncogenes
that promotes cell growth and progression), and the chromo-
some segregation regulatory gene (an abstraction of genes
that control the fidelity of cell division and reduce the like-
lihood of chromosome missegregation). To capture the sen-
sitivity of the cell behaviours on the initial genetic config-
urations and gene linkage (the membership of which genes
are encoded in which chromosomes), three different chro-
mosome distributions are modelled (Figure 4).
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Gene 

Apopt. 
Gene 

Seg. 
Gene 

Distribution B

CH2CH1

Div. 
Gene 

Apopt. 
Gene 

Seg. 
Gene 

Distribution A

CH6CH5

Div. 
Gene 

Apopt. 
Gene 

Seg. 
Gene 

Distribution C

Figure 4: Three possible chromosome distributions, formed as
combinations of six unqiue chromsome configurations.

A complete list of the entities modelled in this experi-
ment can be seen in Table 1. As will be discussed below,
each physical entity is not represented by a single system,
but rather the composition of a hierarchy of systems. Thus

each physical entity (i.e. the tissue, cell, etc.) is actually rep-
resented by a tree of systems, with the corresponding system
as its root.

To simplify any analytical computation, the possible chro-
mosome configurations are labelled with CH1 to CH6 ac-
cording to the six different possible combinations (Figure 4).
Additionally, upon completion of the simulation each CELL
system is given a genome property in the form of a vector
representing the number of each type of gene that it con-
tains. However, neither the additional labels or property are
required during the computation.

Table 1: The set of all IHDN system types used in this simulation.2

IHDN System Notes
Tissue Labels: TISSUE, ROOT

Cell Labels: CELL
Properties: start, nDivs
Vote function: cellVote

Dead cell Labels: CELL, INACTIVE
Properties: start, nDivs, inactiveAt

Cell copy Labels: CELL COPY, INACTIVE
Properties: start, nDivs,
missegregationAt

Chromosome Labels: CHROMOSOME,
one of {CH1, . . . ,CH6}
Filter: (0, 0, 0)

Apoptosis gene Labels: GENE, APOPT GENE
Vote: (0, 1, 0)

Division gene Labels: GENE, DIV GENE
Vote: (1, 0, 0)

Segregation gene Labels: GENE, SEG GENE
Filter: (0, 0, 0)

To capture the concepts of evolutionary heritage (i.e. cell
lineage), FROM and WAS relationships between CELL sys-
tems are used. These indicate heritage of regular cell divi-
sion and heritage of division in which missegregation occurs
respectively. Other metrics essential in tracing the ances-
try of evolved cells are recorded using the cell properties:
start, indicating the iteration in which a cell first came to
exist; nDivs, recording the number of times a cell has di-
vided; and missegregationAt, indicating the iteration
in which chrosomome missegregation has occured.

Organisation
Figure 5 shows the hierarchy of a tissue system composed
of cells with chromosome distribution B. The TISSUE sys-
tem groups the contained cells to provide an entry point for
the recursive algorithm. The horizontal (in the context of
the hierarchy tree) FROM and WAS relationships are created
between cell systems as shown in Figure 7.

2All filters, votes, and vote functions are set to the defaults un-
less otherwise stated.
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Figure 5: IHDN Tissue to Gene Model. Apoptosis and division
gene systems influence function selection according to their votes.
The presence of segregation genes is queried during cell division
in order to calculate the required probability of missegregation.

Interaction
While there are three cell behaviours to model in this simu-
lation (cell division, cell death, and chromosome missegre-
gation), since missegregation may only occur in the context
of a division, it is not treated as a distinct function, rather
it is incorporated into the division function. To enable cells
to abstain from any behaviour in a given iteration, a pass
function is also given resulting in the ordered set

F = {divide, die, pass}

The divide function performs a deepClone of the
current system, such that any contained systems are recur-
sively copied, and any incoming CONTAINS relationships
are also copied (Figure 2). The result is an exact copy of
the structural hierarchy and composition, without duplica-
tion of any user-defined relationships (i.e. the FROM and
WAS relationships). After cloning, assuming no missegrega-
tion has occurred, the start property of the clone is set to
the current iteration and the nDivs property in each system
incremented.

For the die function, a inactiveAt property is set to
the current iteration and the system is labelled INACTIVE
to exclude it from further computation.

The cellVote vote function ensures that the probabil-
ity of selecting the pass function is always 0.5, indepen-
dent of the number of contained genes or their configuration
(Figure 6). The remaining 0.5 is then shared (as per the de-
fault behaviour) between the divide and die functions

Figure 6: Demonstration of message passing system from lower
to higher scale systems in a diploid cell of Distribution A: (A) the
votes of the gene systems are summed with the chromosome sys-
tem’s own vote resulting in (1, 1, 0); (B) the cellVote function
intercepts the votes from the chromosomes, reduces them with the
default vote function, but then assigns the total of all elements to
the position corresponding to the pass function.

proportionally to the number of votes for each, resulting in
the following probability distribution for cell function selec-
tion:

P (f = pass) =
1

2

P (f = divide|f 6= pass) =
d

a+ d

P (f = die|f 6= pass) =
a

a+ d

where a and d are the number of contained ADOPT GENE
and DIV GENE systems respectively.

Since presence of the abstracted segregation gene does
not bias function selection, but rather influences the extent
to which the chromosomes are correctly segregated during
cell division, the number of contained SEG GENE systems
is queried via a Cypher call during the divide function
directly without need for voting or an additional function.
As with (Araujo, 2013), the conditional probability of cell
missegregation used is3:

P (missegregation|f = divide) =
1

100
× (4− s)

where s is the number of contained SEG GENE systems.
In the case that a cell division is subject to chromosome

missegregation, a copy of the configuration prior to divi-
sion is made. The resulting system’s CELL label is replaced
with CELL COPY and INACTIVE to prevent its inclusion
in any further computation. The resulting pair of aneuploid
cells are each linked to it with a WAS relationship (see Fig-
ure 7). The iteration in which the missegregation occurred
is recorded with the missegregationAt property on the
CELL COPY system.

The TISSUE system is the single ROOT system, thus ev-
ery contained system is visited for computation once per it-
eration.

3s may only change ±1 per division, and only when
P (missegregation) > 0, it is therefore guaranteed that 0 ≤ s ≤ 4.
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Figure 7: Example simulation output graph demonstrating connec-
tions between systems on the cellular level of abstraction, where
(a,d, s) represents the number of contained apoptosis, division,
and segregation genes respectively. This particular graph implies
the sequence of events: A divides producing B, A divides produc-
ing C, C divides producing D, D divides producing E, C dies, E
divides producing F, E divides but missegregates resulting in G and
H.

Experiment
To verify our model we test the tumour simulation against
the results of (Araujo, 2013) by comparing the tissue size,
genome diversity, and ratio of apoptosis to division genes
for each of the three chromosome distributions. Then, as
a demonstration of the additional capabilities of our model,
we analyse the evolutionary heritage (i.e. the cell lineage)
of the most prolific aneuploid tumour cells that arise during
the simulations.

The simulation is started with 100 identical diploid cells,
and executed 20 times for each of the three possible chro-
mosome configurations (Figure 4). The simulation is exe-
cuted until the tissue exceeds 7, 000 living cells (cell count
is monitored at the end of each complete iteration), or 100
iterations are reached (whichever occurs first).

Results
Verification
The simulation results (Figure 8 to 10) of the IHDN model
show the expected growth behaviours as demonstrated in the
reference model (Araujo, 2013)4. When the apoptosis and
division genes are distributed in the same chromosome (Dis-
tribution A), we see an expected homoeostasis in the size of
the tissue. However, when the cells are able to evolve the
number of contained copies of the apoptosis and division

4Graphs of reference model simulation are reproduced here
with permission and original data from the author.
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Figure 8: Tissue Size – Total number of living cells per iteration
(left: IHDN, right: Reference model). Dashed line indicates me-
dian iterations to tissue size > 7, 000 cells.
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Figure 9: Chromosome Diversity – Number of distinct genome
types per iteration (left: IHDN, right: Reference model).

genes independently, we see the tissue grow in size expo-
nentially. This behaviour is due to the evolution of cells that
are ‘fitter’ (i.e. more prolific and less likely to die) than the
initial population of diploid cells. Thus, we see the growth
of a tumour.

While Distributions B and C both demonstrate exponen-
tial growth, it is observed in the reference model that the
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Figure 10: Mean ratio of apoptosis to division genes (left: IHDN,
right: Reference model).

rate of growth is faster in C (Araujo, 2013). By comparing
the mean number of iterations until the tissue size exceeds
7, 000 cells (dashed vertical line in Figure 8), we observe the
same result5.

Cell Lineage
Having verified the behaviour of our model against an ex-
isting conventional implementation, we now demonstrate
its advantages. Throughout the remainder of this section,
(a, d, s) denotes the number of contained apoptosis, divi-
sion, and segregation regulatory genes respectively.

Using Neo4j Cypher queries to search the graphs for par-
ticular patterns, the complete evolutionary paths of any cell
can be traced. Listing 1 demonstrates an example query (vi-
sual result in Figure 11) to show three evolutionary paths
from the start cell configuration, (2, 2, 2), to the highest oc-
curring cell configuration (a particularly harmful cell) of
Distribution C, (0, 2, 0).

Listing 1: Example Cypher query to return three distinct paths
of genome evolution from the initial (2, 2, 2) to the cancerous
(0, 2, 0).

match (c:CELL) where (not (c:INACTIVE)) and
↪→ c.genome=[0,2,0]

with c match p = (c)-[:FROM|WAS*]->(o)
where
((o:CELL) or (o:CELL_COPY))
and not (o)-[:FROM|WAS]->()
and not (c)<-[:FROM|WAS]-()

return p limit 3

Going further, for each of the configurations we query all
distinct genome evolutionary paths to each of the arising
cell configurations, where consecutive matching genomes
are removed from the returned sequences. We see that ap-
proximately two thirds of the (0, 2, 0) cells of Distribution
C followed the simplest possible route (Table 2); because
of the higher probability of chromosome missegregation in
these cells, many demonstrate increased exploration and os-
cillation between configurations in their genome ancestry.

5Note that due to the difference in computing styles, the itera-
tion numbers do not correspond; however, the purpose here is to
validate the life-like evolutionary behaviour of the tissue and cells,
not the precise figures of the reference model.

Figure 11: Visual result of the example query (Listing 1). (Graphic
produced by the Neo4j Bowser).

However, for the most prolific arising cell configuration of
Distribution B, (0, 2, 2), it can be seen that a much greater
proportion took the shortest evolutionary path, as the proba-
bility for missegregation, and hence evolution, in these cells
is much lower.

Distribution B
Path %

(2,2,2),(1,2,2),(0,2,2) 86.3
(2,2,2),(1,2,2),(1,1,1),(0,1,1),(0,2,2) 3.81
(2,2,2),(1,2,2),(0,2,2),(0,1,1),(0,2,2) 3.54

Distribution C
Path %

(2,2,2),(1,2,1),(0,2,0) 67.3
(2,2,2),(1,2,1),(0,2,0),(0,1,0),(0,2,0) 7.47
(2,2,2),(1,2,1),(0,2,0),(0,3,0),(0,2,0) 7.32

Table 2: Proportion of most abundant final cell configuration that
followed the most commonly occurring distinct evolutionary paths.

By considering the mean number of distinct paths, we also
see that ancestry of the arising (0, 2, 0) genome configu-
rations (Distribution C) is the most diverse (12.45) across
all distributions, followed closely by (0, 3, 0) with 12.05.
While these forms of analysis require no additional tooling
with IHDNs, they were not possible in previous implemen-
tations and could help inform the open debate (for example,
(Greaves and Maley, 2012) and (Sottoriva et al., 2015) are
two opposing views) over the evolution of such cells.

Conclusion
We have introduced the IHDN model for simulating com-
plex dynamic systems, and verified the effectiveness of its
novel, cross-scale message passing system in capturing the
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dynamic hierarchical dependencies of living systems.
Having demonstrated its application in simulating aneu-

ploid tumour development we observe the expected growth
behaviours for all three chromosome distributions. We have
also shown that through integration with a graph database
the IHDN model facilitates powerful ‘out of the box’ analy-
sis not possible in prior models, demonstrated here through
tracing the evolutionary paths of arising cell configurations.

Moreover, the pattern matching techniques we have
demonstrated are not restricted to post-analysis; any system
functions may take full advantage of the optimised pattern
matching Neo4j Cypher query engine during execution, thus
enabling systems to interact or adapt their behaviour accord-
ing to the detection of complex network structures.
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Abstract

A primary goal of evolutionary robotics (ER) is generalized
control. That is, a robot controller should be capable of solv-
ing a variety of tasks in a domain, rather than only addressing
specific instances of a task. Prior work has shown that Lex-
icase selection is more effective than other evolutionary al-
gorithms for a wall crossing task domain where quadrupedal
animats are evaluated on walls of varying height. In this work
we expand baseline treatments in this task domain and exam-
ine specific aspects of the Lexicase selection algorithm across
a variety of different parameter configurations. We identify
the most effective Lexicase parameters for this task. Results
indicate that Lexicase’s success is potentially due to main-
taining population diversity at a higher level than other algo-
rithms explored for this domain.

Introduction
Generalized control remains a challenging problem in evo-
lutionary robotics. An effective control strategy should be
able to address many instances of a task where conditions are
not precisely the same. However, evolved controllers often
specialize to certain configurations, preventing them from
being successful in other permutations of the same task. Al-
gorithms must therefore address the challenge of balancing
success across many configurations.

Evolutionary algorithms (EAs) offer a potential solution
to these issues. By emulating the processes that drive bio-
logical evolution, solutions are gradually refined according
to their performance in a given problem. In this paper, we
evaluate simulated quadrupedal animats in a wall crossing
task, see Figure 1. Individuals encounter wall heights rang-
ing from very short (floor height) to tall (one half the height
of the animat) during evolution. Individuals evolved in these
environments are assessed on how well they generalise to the
problem of all wall heights. Different approaches to expos-
ing evolving populations to varied environments have been
tried, in order to improve this generalisation. Previous work
has shown varying degrees of success with a variety of evo-
lutionary strategies. Stanton and Channon (2013) showed
that oscillating strategies, wherein wall heights varied pe-
riodically over the course of evolution, evolved individu-

Figure 1: Neurocontrollers evolve to produce gaits that
guide the quadrupedal animat (left) across a wall (center)
and towards a target, represented by the box (right).

als capable of crossing many of the wall heights seen dur-
ing evolution. However, catastrophic forgetting (McCloskey
and Cohen, 1989) remains an issue, where new information
about the task displaces older but still useful knowledge.
This prevents individuals from addressing the general wall
crossing task across all its possible configurations. The or-
der of introduction of the wall heights impacts performance,
but evolved individuals do not fully generalize to the prob-
lem.

More recently, we evolved individuals for wall cross-
ing behavior using Lexicase selection (Moore and Stanton,
2017). Lexicase selection (Helmuth et al., 2014) offers a po-
tential solution to the task generalization problem through a
multi-objective evolutionary approach. During each gener-
ation, individuals are assessed on a subset of wall heights,
theoretically allowing them to specialize within a genera-
tion, but generalize across generations.

The contributions of this work are as follows. We (1)
show that Lexicase selection outperforms an expanded set
of baseline treatments for the wall crossing task, (2) inves-
tigate Lexicase parameter configurations isolating the most
effective values for this problem, and (3) attempt to elucidate
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underlying mechanisms of Lexicase selection that drive the
performance differences that we observe in this and prior
work. We find that Lexicase’s strong performance might
be due to diversity maintenance, as all Lexicase treatments
maintain higher population diversity over time than other al-
gorithms in this task.

Related Work
Evolutionary robotics (ER) (Nolfi and Floreano, 2000; Don-
cieux et al., 2015) is the practice of applying concepts from
natural evolution to the optimization of robotic systems. In-
dividuals are compared on their fitness (performance) for a
given problem. ER based approaches have been success-
ful in many challenging problems, including optimization of
morphology (Auerbach and Bongard, 2010; Cheney et al.,
2013), legged gaits (Clune et al., 2009), object manipula-
tion (Bongard, 2008), and the study of intelligence (Corucci
et al., 2017). Tasks such as locomotion can be distilled into
a single performance measure to evaluate an individual’s fit-
ness, but as problems become increasingly complex, multi-
ple objectives are needed to assess performance.

Spector (2012) introduced Lexicase selection for modal
problems in genetic programming (GP). Modal problems
typically are considered many-objective problems, with
more than five objectives needed to assess individuals. Lexi-
case replaces selection in a typical generational GA and con-
siders performance in each objective individually. However,
during a selection event, the objectives used to compare in-
dividuals varies. Only a subset of objectives are used every
generation, but over the course of an evolutionary run, it is
highly likely that all objectives will be used to assess per-
formance. Details of the Lexicase selection algorithm and
modifications in this paper are presented in the next section.
Helmuth et al. (2014) demonstrated that Lexicase solves
benchmark challenging problems in GP. Although originally
proposed for problems in GP, Lexicase has been effective
in ER, where problems can fall in the many-objective do-
main. Moore and McKinley (2016) found that Lexicase out-
performed a traditional generational GA. Furthermore, Hel-
muth et al. (2016) found that Lexicase selection appears to
select individuals differently than other traditional selection
methods like tournament selection, potentially impacting di-
versity. Moore and Stanton (2017) applied Lexicase selec-
tion to a previously investigated wall crossing task (Stanton,
2017) finding that Lexicase selection evolved more effective
individuals than evolutionary strategies tailored to the task.
However, the reason why Lexicase selection outperformed
previous strategies, and an in-depth parameter search remain
unexplored. In this study, we extend the previous investiga-
tion by performing additional baseline treatments, exploring
a more complete range of Lexicase algorithm parameters,
and investigate specific aspects of algorithm performance
elucidating why Lexicase outperforms other approaches in
this task.

Methods
The simulation environment, wall crossing task, and
quadruped animat in this paper are the same as used in pre-
vious work (Moore and Stanton, 2017). We describe them
here for completeness, including the simulation parameters
and animat configuration.

Quadruped Animat Figure 1 shows the quadrupedal an-
imat. The animat has a cuboid torso with four two-segment
legs, each on a corner. The hip is a 2 degree of free-
dom (DOF) joint with the ability to raise and lower while
also sweeping horizontally. The knee is a 1 DOF joint. Ta-
ble 1 specifies the individual parameters for the animat.

Head Dimension 0.2× 0.2× 0.2

Leg Segment Dimension 0.075× 0.05× 0.05

Head Mass 2.0

Leg Segment Mass 0.5

Hip Vertical Axis range [−π4 ,
π
4 ]

Hip Horizontal Axis range [0, π2 ]

Knee Horizontal Axis range [0, π2 ]

Maximum Torque 0.125

Table 1: Physical parameters of robot. Adapted from Moore
and Stanton (2017).

Joints commands are specified with a Proportional-
Derivative (PD) control mechanism (Reil and Husbands,
2002) taking a target angle as input and applying torque ac-
cording to Equation 1,

T = ks × (θd − θ)− kdθ̇ (1)
where T is applied torque, ks and kd are spring and damper
constants, θd is desired angle, θ the current angle and θ̇ the
angle change from the last timestep. As in previous work,
ks = kd = 0.5.

Simulation Environment The Open Dynamics En-
gine (ODE) (Smith, 2013) version 0.15.2 was used. ODE
is a real-time rigid body physics engine handling the inter-
action between components of the animat, as well as inter-
actions with the ground and obstacles. Table 2 lists the sim-
ulator parameter values.

Wall Crossing Task We employ a wall crossing task
where animats must evolve both legged locomotion and the
ability to cross a wall of varying heights to reach a specific
target on the other side of the wall. Wall height is fixed for a
simulation, ranging from 0.01 up to a maximum value of 1.0
in 0.01 increments. Fitnesses represent the distance from the
target position and are negative values. A maximum fitness
of 0.0 indicates that an animat reached the target. Fitness
values represent behaviors according to the following: (1)
reached objective (== 0.0), (2) crossed wall (>= −0.2),
(3) stuck on wall (>= −0.6), (4) reached wall (>= −1.0),
and (5) did not reach wall (< −1.0).
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Timestep 0.02 seconds
Gravity −1.2
Friction Model Pyramid approximation, µ = 2.0

Global ERP 0.2

Global CFM 5.0× 10−5

Wall Dimension 0.05× 5.0× h
Wall Position x = 1; y = 0

Target Position x = 2; y = 0

Start Location x = 0; y = 0

Simulation Time 20 seconds

Table 2: ODE Simulation Environment Configuration

Controller A controller comprises a fixed, fully-
connected feed-forward ANN. Inputs include environmental
sensors, see Table 3, as well as oscillating signals from sinu-
soidal functions driving regular locomotion. The ANN has
12 hidden nodes and 12 outputs specifying desired angles
for each joint at the next timestep. Hidden nodes use the
tanh function, and outputs use the logistic function. ANN
updates are tied to the simulation, with inputs propagated
completely through the network at each timestep.

1 sin(2πt)

2 cos(2πt)

3 balance: arccos(H[10])

4 (|−→Hl| − |
−→
Hr|)÷Hwidth

5–12 hip joint angles

13–16 knee joint angles

Table 3: ANN controller inputs. H is the rotation matrix of
the animat’s head, |−→Hx| is the distance one side of the head
to the target and Hwidth is head width.

Evolutionary Algorithm We use a generational GA with
a genome specifying floating-point weights for the ANN
controllers. A population consists of 50 individuals, with
each randomly initialized. 20 replicates are conducted
per treatment, with replicate number used to seed the ran-
dom number generator. Fitness-based tournament selec-
tion is used for non-Lexicase treatments using single-point
crossover and a tournament size of 5 individuals. Mutation
rate is 2

N , where N is the length of the genome. For Lexicase
strategies, a new population is created each generation using
Lexicase selection (described next) to choose parents, and
creating children using the same recombination parameters.
Morphological parameters are fixed. Evolution is conducted
for 5,000 generations in each treatment. Fitness is defined as
Euclidean distance from a target at the end of a simulation.

Lexicase Selection Algorithm 1 presents Lexicase selec-
tion with modifications originally introduced in Moore and
Stanton (2017), and used for the Lexicase treatments in this

study. Lexicase selection compares individuals against a
number of objectives per selection event. By generating a
subset of the entire objective space, individuals are com-
pared based on their performance in the first objective (lines
3-19). When two or more individuals are tied on the current
objective, tied individuals are then compared on the next ob-
jective in the random ordering. If the subset of objectives
is exhausted and ties are still present, the algorithm selects
an individual at random from the sample of tied individu-
als (line 21).

Algorithm 1 Lexicase Selection Pseudocode. Adapted
from Spector (2012), Moore and Stanton (2017)

1: subset← GetSubsetOfPopulation(population, 5)
2: obj order ← Shuffle(fitness objectives)
3: for obj in obj order do
4: r sub← RankIndivInSubset(subset, obj)
5: tie index← 0
6: for i in 1 to length(r sub) do
7: if r sub[i][obj] ≥ thresh ∗ r sub[0][obj] then
8: tie← True
9: tie index← i

10: end if
11: end for
12: if tie is True then
13: subset← r sub[0 : tie index]
14: else
15: tie← False
16: subset← r sub[0]
17: break
18: end if
19: end for
20: if tie is True then
21: returnRandomChoiceFromPopSubset(subset)
22: else
23: return subset[0]
24: end if

Initially, Lexicase selection was proposed for problems
in GP, but in ER, fitness values are typically real values
with two individuals having identical performance only in
the case of clones. We therefore adopt a modification to
the Lexicase algorithm proposed in Moore and McKinley
(2016). Two or more individuals are “tied” if they are within
a threshold of performance on an objective compared to the
best individual in that objective (lines 7-10). This also re-
laxes performance requirements, selecting individuals that
might be completing the objective, but not in the most “op-
timal” way. We term the threshold, fuzz factor, varying
the range of equivalent performance as described in Exper-
iments and Results. This approach is likely functionally
equivalent to Epsilon Lexicase selection (La Cava et al.,
2016) but we have not yet compared the two side-by-side
to verify identical performance.
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Treatments Our objective is first to demonstrate the per-
formance of four baselines, and then to compare our Lexi-
case parameter sweep to these baselines.

• Direct This treatment presents only the highest wall to
agents at every evaluation.

• Comprehensive This treatment evaluates each agent in
each of the 100 different wall heights at each evaluation
and records the mean value for the fitness for that evalu-
ation. While this is computationally intensive, it exposes
individuals to every wall height equally.

• Random Agents are presented with walls of random
height drawn from a uniform distribution between 0 and
hmax at each generation.

• Oscillating Max 100 The best treatment from Stanton and
Channon (2013) with tournament selection. Wall height is
changed cyclically (100 generation period) up to the max
wall height.

• Lexicase xF yE Agents compete in Lexicase tournaments
with y environments in each competition, using a fuzz
factor of x to blur differences between the top individu-
als. x and y are varied to investigate how the fuzz fac-
tor and number of environments affects the progression
of the search, including the maintenance of diversity and
the need for tie-breaking.

Analysis Metrics: Tie-breaks In Lexicase, whenever a
selection event results in a random choice between equally
fit individuals (individuals that performed equally well on
all Lexicase objectives), a tie-break event is recorded. Since
the population size is 50 and each individual has two par-
ents, a maximum of 100 tie-breaks can occur at each new
generation. Here, Lexicase uses a tournament of size 5 to
find each parent, so each tie-break can involve up to 5 indi-
viduals. Thus, for each generation, we present a metric for
tie-breaks which is simply the total number of individuals
that participated in a tie-break. In the extreme example, if
every selection event in a generation resulted in a tie-break
between the maximum number of individuals, this metric
would record 50× 2× 5 = 500 tie-breaks.

Analysis Metrics: Diversity To measure diversity, we
calculate the locus-wise mean genotype for a population at
each generation:

Glocus =
1

P

P∑
i=1

I locusi (2)

, where G is the mean genotype, P is the population size,
and I li is the lth locus of the ith individual). Then, the (locus-
wise) mean squared difference of each individual’s genotype
from the mean individual is found, and averaged across all
individuals in the population

D =
1

P

P∑
i=1

[ 1
L

L∑
l=1

(I li −Gl)2
]

(3)

where D is the diversity metric and L is the genotype
length). This single scalar value, the mean per-locus vari-
ance in the population, is used as a proxy for population
diversity.

Experiments and Results
Baseline Treatment Performance Our baseline treat-
ments comprise the Direct, Comprehensive, Random, and
Oscillating Max 100 strategies described in Methods. Fig-
ure 2 plots the performance of the best individual per repli-
cate across the baseline treatments against the best Lexicase
treatment in this study. Lexicase significantly outperforms
all four treatments.

Figure 2: Fitness of the best individual per replicate across
20 replicate runs for the non-Lexicase baseline treatments.

A goal of our study is to understand how the evolved con-
trollers generalize across the 100 different wall heights. Ac-
cordingly, Figure 3 plots the performance of each replicate’s
most effective individual across the 100 wall heights. Yel-
low shades represent high performing individuals reaching
the target while purple shades indicate a failure to cross the
wall. As shown in the figure, the Direct treatment results
in the poorest individuals in terms of generalization. The
Oscillating Max and Random treatments are roughly sim-
ilar, but it appears that individuals have difficulty crossing
walls in the upper half of the ranges introduced during evo-
lution. Whereas the Lexicase 1.1 5E treatment exhibits ef-
fective wall crossing behavior for all heights in the majority
of replicate runs. We next examine a variety of Lexicase
parameterizations to see how different values influence per-
formance of the algorithm.

Lexicase Parameter Search In previous work (Moore
and Stanton, 2017), we examined a set of Lexicase pa-
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Figure 3: Performance of the best individual per replicate
across all 100 environments post evolution. Darker shades
indicate poor performance, lighter shades indicate success.
Wall heights increase from left to right.

rameters encompassing (1) fuzz factors of 1.05, 1.10, and
1.15, (2) environments of 1, 2, 5, 10, and 20, and (3) gener-
ations both set to balance the number of evaluations against
the number of environments per generation and strictly
5,000 generation runs for fuzz factors of 1.10. In that work,
we initially sought to maintain the number of evaluations
in each Lexicase configuration by ensuring the number of
environments evaluated in a generation and the total num-
ber of generations per replicate run multiplied to 250,000.
Here, we relax that requirement and instead evolve for 5,000
generations as some of the higher environment replicates
appeared to suffer from substantially reduced evolutionary
time, only 250 generations in the 20 environment configura-
tion versus 2,500 for 2 environments. Furthermore, we add
two new fuzz factors, 1.00 and 1.50. The 1.00 fuzz factor
demonstrates what happens when two individuals are only
considered equal when they have the same performance, a
situation highly unlikely to arise in this real valued fitness
task. 1.50 fuzz factor effectively reduces the selective pres-
sure for fit individuals as those that are only half as good as
the best individual in a given selection event are considered
“equal” in performance for an environment being evaluated.

Figure 4 plots the performance of the best individual per
replicate across the different fuzz factors sampling the num-
ber of environments at 1, 2, 5, 10, and 20. Binning the treat-
ments by fuzz factor shows a trend that emerges as the num-
ber of environments considered during selection increases.
Maximum fitness typically increases from 1 environment to
5 environments. Performance then generally tapers off, but
not significantly, when comparing treatments pairwise using
a t-test, as the number of environments increases up to 20.
However, performance in the 20 environment case remains
higher than the 1 environment treatments. The 1.10 fuzz
factor results in the most effective evolved individuals. Al-
though fitness is similar compared to other fuzz factors, the
distribution of fitnesses among 5, 10, and 20 environments
has less variance, with replicates in general having high fit-
nesses. Perhaps somewhat surprisingly, the 1.50 fuzz factor
has higher performance than the 1.0 fuzz factor. This oc-
curs even though individuals that are only half as effective
compared to the best individual during a selection event in a
given environment are considered “tied”.

After sweeping the fuzz factors, we next evaluate the
number of environments for the 1.10 fuzz factor. We have
previously used 1, 2, 5, 10 and 20 environments to assess
the influence of the number of environments on Lexicase
performance. Here, we evaluate all possible number of en-
vironments from 1 to 20. Figure 5 plots the fitness of the
best individual across replicates for treatments ranging from
1 to 20 environments. Fitnesses increase as the number of
environments used per selection event increases from 1 to 5.
Performance then slightly decreases, but not significantly, as
the number of environments increases up to 20. Only the 1
environment treatment is significantly lower than all others
using a t-test. Still, it appears that 5 environments is the opti-
mal number of environments to use with Lexicase selection
in this task.

Tiebreaks and Diversity Given Lexicase’s performance
compared to the other algorithms, we next examine pop-
ulation diversity and the number of tiebreaks during Lex-
icase selection. Figure 6 plots the average population di-
versity across replicates. The sharp drop in diversity across
treatments is due to the initially random populations rapidly
shedding some genes during the initial increase in fitness.
Oscillating Max 100 has the lowest overall population diver-
sity along with the second lowest average maximum perfor-
mance. Oscillating Max 100, Direct, and Random all have
lower diversity than the best Lexicase treatment from each
of the fuzz factor groups. Effective Lexicase treatments all
fall into the same range of diversity between 6.5 and 8.0.

Figure 7 plots the average maximum fitness versus av-
erage population diversity in the final generation popula-
tion. The three lowest diversities (Direct, Oscillating Max
100, and Random) also have the lowest performance. The
most effective treatments have population diversities in the
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Figure 4: Best individual per replicate across various Lexicase parameter configurations.

Figure 5: Best individual per replicate across the Lexicase 1.10 fuzz factor treatments.

previously indicated range, with the best treatments falling
roughly at 7.0.

For Lexicase treatments within a specific fuzz factor, we
observed diversity steadily declining from 1 to 5 environ-
ments. For 5 environments and up, diversity stabilizes. Fig-
ure 8 plots the population diversity across replicates for Lex-
icase 1.1 fuzz factor treatments. A low number of environ-
ments to compare individuals on likely results in a higher
number of tiebreaks which are random selection events on
individuals that are tied in the selected environments.

Lexicase selection consistently maintains higher popula-
tion diversity as compared to the other treatments. One
possible explanation for this is the tiebreak operation per-
formed when two or more individuals have been consid-

ered “equals” in all environments for that selection event.
This random selection might help to maintain population di-
versity by propagating an individual that is not objectively
better. Figure 9 plots the average number of tiebreaks over
time for five of the Lexicase 1.1 fuzz factor treatments. In-
tuitively, tiebreaks would decline as the number of envi-
ronments increase due to the additional environments be-
ing considered for Lexicase. However, that is not the case.
1 environment results in many tiebreaks, with the number
declining until 5 environments and then stabilizing beyond
that.

Another potential explanation of the reduction in
tiebreaks and stabilization in diversity is that, as the num-
ber of environments used in the Lexicase selection increase,
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Figure 6: Average population diversity over time across
treatments in this study. Shaded areas represent 95% con-
fidence intervals. The most effective treatment per Lexicase
fuzz factor value has been chosen as the representative for
each set of treatments.

Figure 7: Final generation average maximum fitness ver-
sus average population diversity across replicates. Lexicase
treatments have been grouped by fuzz factor for clarity.

there is a higher likelihood that similar environments are
used during the selection process. That is, in the 20 environ-
ment treatments, two of the objectives may be wall heights
of 0.25 and 0.26, which are quite similar in terms of wall
height. Whereas, in the 2 environment case, there is a higher
likelihood of substantially different wall heights being se-
lected for the two objectives. We plan to investigate this
hypothesis further in ongoing work.

Conclusions and Future Work
In this paper, we expand our investigation of Lexicase se-
lection for a wall crossing task. As in prior work, results
show that Lexicase selection is the most effective evolution-
ary strategy examined even compared to an expanded set of
baseline treatments. There appears to be a sweet spot in pa-
rameters centered around 5 environments and a fuzz factor

Figure 8: Average population diversity over time across
replicates for Lexicase 1.1 fuzz factor treatments. Shaded
areas represent 95% confidence intervals.

Figure 9: Average number of tiebreaks per replicate over
time for Lexicase 1.1 fuzz factor treatments. Savgol smooth-
ing filter applied with window of 15 and polynomial order
of 3. Artifacts at beginning and end are due to the filtering.
Shaded areas represent 95% confidence intervals.

of 1.10. Overall, it appears that the performance of Lexicase
is driven by a combination of diversity preservation com-
pared to the baseline treatments as well as the number of
objectives considered during evolution. Across the various
fuzz factors presented here, we observe that the number of
tiebreaks decline as the number of environments considered
during selection increases, however, they remain present and
increase over evolutionary time. Tiebreaks appear to be ben-
eficial but do decrease as the number of objectives consid-
ered increases. Diversity also appears to be a key driver of
performance, with Lexicase selection treatments maintain-
ing higher population diversity than comparable treatments
investigated.

Future work will investigate Lexicase selection in other
ER tasks, alternate tiebreaking strategies, as well as continu-
ing to examine the dynamics underlying the algorithm. The
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task examined here is a series of related problems, falling
under the umbrella of wall crossing. Ongoing experiments
apply Lexicase to other ER tasks where objectives are not
necessarily sub-problems of a general instance. Further-
more, the tiebreak strategy here was random. Other strate-
gies are possible, weighting performance or diversity, and
could impact the performance of the algorithm on a given
task. Additional experiments will attempt to isolate other
factors such as the selection of objectives and their related-
ness to see if they impact tiebreaks, diversity, and perfor-
mance.
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Abstract

One of the core functions in most Evolutionary Algorithms is
mutation. In complex search spaces, which are common in
Evolutionary Robotics, mutation is often used both for opti-
mizing existing solutions, described as exploitation, and for
spanning the search space, called exploration. This presents
a difficult challenge for researchers as mutation parameters
must be selected with care in order to balance the two, often
contradictory, effects. Strategies that vary mutation during
the search often try to estimate these effects in order to mod-
ify the mutation parameters. In this regard MAP-Elites, a
Quality Diversity algorithm, presents an interesting opportu-
nity. Because factors related to exploration and exploitation
are readily available during the search, optimization based on
these factors could be utilized to improve the search. In this
paper we study how online adaptation of mutation rate, dy-
namic mutation, affects MAP-Elites in order to gain insight
into how the search process is affected by the mutation rate.
Our study compares fixed and dynamic mutation parameters
for two different complex gait controllers. The results show
that dynamic mutation combines favorably with MAP-Elites
and that there is a strong relation between mutation parame-
ters and exploration that can be utilized.

Introduction
Dynamic mutation has long been a staple of Evolutionary
Strategies (ES) where varying the degree of mutation can
aid in both exploration and exploitation (Eiben and Smith,
2007). ES can be used when the search space is unknown or
difficult to predict in order to minimize the number of search
parameters to optimize (Eiben et al., 1999). These properties
are often described as self-adaptation and can be invaluable
help in difficult problems. However, self-adaptation is often
an additional step that researchers must implement without
knowing what results to expect. It is therefore interesting to
implement self-adaptive methods in new problem or algo-
rithm domains to gain a shared understanding of expected
trade-offs.

A recent trend in Evolutionary Robotics (ER) is the use of
Quality Diversity (QD) algorithms to evolve both high per-
forming solutions and a large diversity in behavior (Pugh
et al., 2016). A growing body of work has shown that
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Figure 1: By changing the mutation rate, the characteris-
tics of the search can be altered as the search progresses.
This can allow for greater exploration when few solutions
are discovered and more exploitation when many solutions
are present.

QD algorithms are able to solve problems that have previ-
ously been difficult to solve (Lehman and Stanley, 2008)
and also that retaining inferior solutions to enhance diversity
can lead to better results (Mouret and Clune, 2015). Multi-
dimensional Archive of Phenotypic Elites (MAP-Elites) is
one such QD algorithm that has been used to great ef-
fect (Cully et al., 2015). The simplicity of the algorithm
coupled with the insight that different non-optimal behav-
iors can be interesting in their own right have given rise
to a new way of thinking about controller development for
robots (Duarte et al., 2017).

One reason to combine dynamic mutation and MAP-
Elites is to reduce the computational complexity often as-
sociated with QD algorithms (Gaier et al., 2017). This com-
plexity limits the number of repetitions available for find-
ing a good mutation rate and could preclude some solutions
from developing. By employing a parameter free dynamic
mutation the solutions can adapt to the problem at hand re-
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quiring less computation than repeating the experiment with
varying mutation rates.

It is also interesting to combine dynamic mutation and
MAP-Elites because of the structured design of MAP-Elites.
Two readily available measurements in MAP-Elites are cov-
erage and precision, which define the current proportion of
discovered solutions and the fitness of these solutions. These
measurements are analogous to exploration and exploitation,
and previous results (Samuelsen and Glette, 2018) indicate
that there could be a relation between coverage, precision
and mutation rate.

In this paper, we analyse how dynamic mutation affects
MAP-Elites trying to answer two key questions, 1) can dy-
namic mutation achieve the same performance as a hand-
tuned mutation rate without the need for a manual search
for mutation parameters and 2) is there a relation between
the notion of coverage and mutation rate that can be utilized
during the search process. The analysis is a contribution to
further the understanding of QD algorithms and could be
used to guide new development within the field.

Background
Evolutionary Strategies
ES has for a long time been one of the core methods in
Evolutionary Algorithms (EAs) (Bäck et al., 2013). It can
be viewed as a specialization of an EA where the building
blocks are continuously adapted to gain additional advan-
tages (Bäck and Schwefel, 1993). ES has been very success-
ful thanks to innovations such as CMA-ES (Hansen et al.,
2003), which have seen widespread use in many different
fields (Gregory et al., 2011; Bergstra et al., 2011).

At the core of ES is the notion that mutation parame-
ters are simply another parameter in the genome (Eiben and
Smith, 2007). The mutation parameter is mutated along with
the rest of the genome, following a different scheme than the
rest, and is then used as the basis to mutate the other param-
eters in the genome. This means that the mutation operator
is able to adapt to the problem and also means fewer param-
eters to pre-define.

Quality Diversity and MAP-Elites
QD algorithms are a relatively recent addition to EAs (Pugh
et al., 2016). The main contribution of QD algorithms is
the insight that both fitness and diversity should be valued.
This manifests in the generation of a repertoire of solutions
instead of one or a few globally best solutions. Instead of
optimizing for the best solution these algorithms aim to illu-
minate the search space to discover many different behaviors
to solve the problem (Mouret and Clune, 2015). To search
for these solutions QD algorithms define behavior charac-
teristics, which are intended to capture the overarching de-
sired behavior traits of the solutions. In addition a quality
metric is defined to capture the fitness of a given behavior
characteristic. These two definitions are combined to allow

for a variety of behaviors while at the same time optimizing
the quality of each individual behavior.

MAP-Elites is a QD algorithm where the behavior space
is divided into a discrete N -dimensional grid (Mouret and
Clune, 2015). Each dimension in the grid represents a be-
havior characteristic and each cell contains a potential solu-
tion with a given quality, or fitness. At each iteration a solu-
tion is selected at random before being mutated, the new so-
lution is then evaluated to determine the behavior and qual-
ity metrics. Once these metrics are determined the solution
is placed in the grid, if the grid already contains a solution
for the given behavior the quality of the two solutions are
compared and the higher quality solution is retained.

Several works (Pugh et al., 2016; Auerbach et al., 2016;
Cully and Demiris, 2017) have undertaken studies into how
QD algorithms work. These works have shown that QD al-
gorithms work well when behavior characteristics are highly
related to the desired goal and that different QD algorithms
excel with different behavior characteristics.

Behavior Repertoire

Behavioral repertoire learning is closely related to QD where
the intention is to generate a set of useful behaviors that can
later be selected among to solve a task (Cully and Mouret,
2013). From early on behavior repertoire learning has been
combined with QD (Cully and Mouret, 2016) where the QD
algorithm is responsible for generating the diversity of be-
haviors desired. Recently this combination has been ex-
tended to not only create a repertoire of behaviors, but also
to create abstract controllers on top of the repertoire (Duarte
et al., 2017). The main idea of the work presented is to
utilize QD to generate a repertoire of low-level movement
primitives, which can later be used by high-level controllers
without needing to understand how to generate the move-
ment. This allows high-level controllers to be created for
specific tasks or environment and have these controllers
work on a range of robots.

Methods
To study how dynamic mutation interacts with MAP-
Elites we evolve a behavior repertoire for a mammalian
quadruped (Nygaard et al., 2016, 2018). This task repre-
sents a difficult real-world world problem and is a realistic
test to ensure that the methods presented are useful when
evolving solutions to complex problems. The main source of
complexity stems from the difficult morphology resulting in
difficult fitness gradients (Fukuoka et al., 2003; Nordmoen
et al., 2018).

The simulations were performed using Robot Operat-
ing System (ROS)1, Gazebo2 and Open Dynamics Engine

1https://www.ros.org/
2http://gazebosim.org/
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(b) The two different splines used for all
joints. The red spline is used for joint
3 while the slower rising blue spline is
used for both joint 1 and 2.

Figure 2: Joint configuration and spline controller.

(ODE)3, utilizing the SFERESv2 framework (Mouret and
Doncieux, 2010), all code is published online4.

The rest of this section will describe the gait controller
and the evolutionary setup before detailing the experiments
performed.

Gait Controller
The controller used for the experiments is an open-loop en-
semble looping first-order spline. Each joint of the four legs,
shown in Figure 2a, is given a spline controller and the pa-
rameters that control the splines are amplitude, phase, duty
cycle and offset, depicted in Figure 2b. Amplitude repre-
sents the movement of the joint. Phase represents the time-
offset for when the joint should start moving, in Figure 2b
the phase is set to 0.0. Duty cycle represents the duration in
which the joint moves forward. Finally, offset is the default
value of the joint at rest. These parameters can either be
completely independent, coordinated intra-leg and/or intra-
body. This gives us a total of 48 parameters that can then be
reduced by coordinating between legs and/or between joints
in a leg. E.g. the phase parameter can be reduced from 12
parameters to 4 by coordinating intra-body so that each leg
has an individual phase parameter duplicated for joint 1, 2
and 3.

MAP-Elites
To generate a behavior repertoire we simulate each individ-
ual controller for 10 seconds, continuously monitoring the
behavior to calculate behavior characteristics. The simula-
tion is set up to abort if an individual falls over before the full
simulation time. This allows us to speed up simulation and
utilize ‘time-before-fall’ as surrogate for stability. However,
we do not consider solutions that fell successful controllers
and remove them after the evolutionary process is done, be-
fore calculating any metrics used in the results. This is done

3http://www.ode.org/
4https://folk.uio.no/jorgehn/sigma_exp/

experiment_code.zip

to avoid the likely wrong estimates of the behavior charac-
teristics of falling individuals. Because of the difficulty in
deciding when a fall has started it is difficult to ensure that
the behavior characteristics are correct. As solutions are able
to walk for longer periods of times the estimates become bet-
ter and better before being considered successful. In other
words, the fallen individuals are only used as stepping stones
during evolution. Fitness and behavior characteristics are
identical to our previous work (Nordmoen et al., 2018) and
are designed to evolve gait primitive repertoires. Table 1 is a
summary of the MAP-Elites parameters used. Fitness of an
individual, n, is defined as

fitness(n) =

{
Ti if the robot fell over
Ti + stability(n) otherwise

(1)
Ti is the time the individual was upright, and stability is
defined as

stability(n) =

{
C − SM(ωx, ωy) if SM(ωx, ωy) < C

0 otherwise
(2)

SM is the Squared Magnitude of the x and y components of
the body angular momentum, ω, over the evaluation period
and C is a constant allowing for maximization of fitness.
The behavior characteristics are average turn rate defined as

1

N

N∑
i=2

(ψi − ψi−1)

(ti − ti−1)
(3)

and average velocity defined as

1

N

N∑
i=1

vi (4)

where N is the number of samples before the robot fell, ψ
is the yaw in radians, ti is the time of sample i and v is the
velocity of the robot in the x and y dimensions.

We also define coverage and precision, in accordance
with (Mouret and Clune, 2015), as the number of filled cells
divided by the total number of cells and the average fitness
of filled cells. Where the fitness of each individual is nor-
malized to the range [0, 1].

Experimental Setup
To experiment with dynamic mutation in MAP-Elites we
tested two different controller configurations, a simple Stan-
dard controller and a more complex Hard controller.

The simpler Standard controller has 16 parameters (out of
48), where 12 parameters control the amplitude of each in-
dividual joint and the last four parameters are phase for each
leg. The duty cycle and offset parameters are set to default
values of 0.5 and the rest pose of the robot, respectively.
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Repetitions 30
Map size 11× 21

Evaluations
100 000
Generations: 1000
Batch size: 100

Initial population 1000
Evaluation time 10 seconds
Recombination None

Mutation
Type: Gaussian
σ: variable
Probability: 1.0

Behavior characteristics
Dimensions: 2
X-axis: Turn rate (Eq: 3)
Y-axis: Average speed (Eq: 4)

Fitness Stability (Eq: 2)

Table 1: MAP-Elites simulation parameters.

The more complex Hard controller has 28 parameters (out
of 48), where the first 16 are identical to the Standard con-
troller and 12 parameters are individual offset values for all
joints. The duty cycle is set to default 0.5. The complexity of
this controller stems from the additional degrees of freedom
that comes with the 12 offset parameters and the extended
need for coordination.

Mutation is normalized in both parameter- and genotype-
space. In parameter-space the mutation is normalized to
[0, 1] before being scaled to the individual range of the pa-
rameters. To ensure that the expected distance after muta-
tion, in genotype-space, is equal for both controllers, the
mutation rate is normalized according to the number of pa-
rameters in use. The normalization is performed by multi-
plying the mutation rate with

1√
‖g‖ − 1

(5)

where ‖g‖ is the number of parameters in use by the con-
troller. This normalization is performed regardless of muta-
tion scheme.

Static Mutation In order to compare static mutation
rate with dynamic mutation we performed a grid search
with several fixed mutation rates. The grid search was
performed in two steps, first we tested values from 0.4
down to 0.025, halving the mutation rate at each step,
before we subdivided two ranges to see if the perfor-
mance could be further improved. The values tested were
0.4, 0.2, 0.1, 0.075, 0.05, 0.03, 0.025 for a total of seven
static mutation rate tests.

Evolutionary Strategy (ES) The first dynamic mutation
configuration is an ES, uncorrelated mutation with one step
size (Eiben and Smith, 2007, p. 75). For each solution we
add one additional parameter that is used to mutate the other

parameters in the genome. This parameter is self-adaptive
during the search by mutation along with the rest of the
genome following a separate scheme,

σi = σi−1 · eτ ·N(0,1) (6)

where

τ ∝ 1√
‖g‖

(7)

σ0 is set to a default starting value of 0.5 and has a mini-
mum of 0.025, to correspond with the smallest static muta-
tion tested.

Simulated Annealing (SA) In addition to testing ES we
also tested with a simple linear scheme dependent on the
number of completed evaluations. This mutation scheme is
inspired by the dropping temperature in Simulated Anneal-
ing and is an alternative to the more complex ES. This mu-
tation scheme proceeds by scaling the mutation rate linearly
from a start to stop dependent on the number of evaluations,

σi = start− (start− stop) ∗ i

N
(8)

where i is the current evaluation and N is the total number
of evaluations. In our experiments we fixed the start value to
0.2 and stop value to 0.025.

Coverage-based (Cov) The last dynamic mutation rate
tested is a linear scheme, similar to simulated annealing, but
instead of number of completed evaluations uses coverage
to decrease mutation rate,

σi = start− (start− stop) ∗ Coveragei−1 (9)

where Coveragei−1 is the Coverage of the repertoire after
the previous evaluation based on the number of solutions
that were able to walk the full evaluation time.

This dynamic mutation is a first attempt at probing the
relationship between mutation rate and exploration. Like
simulated annealing this scheme introduces two parameters,
start and stop, which need to be set. In our experiments we
tested two different parameter sets; we tested a start value of
0.4 (Cov4) and 0.1 (Cov1) with a stop value of 0.025.

Results and Discussion
To illustrate the produced behaviors we have uploaded
videos of a few gaits along with the generational develop-
ment of their repertoires5.

5https://folk.uio.no/jorgehn/sigma_exp/
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Scheme Parameters

Static Constant
[0.025, 0.03, 0.05, 0.075,
0.1, 0.2, 0.4]

Dynamic
ES

Start: 0.5
Minimum: 0.025

SA
Start: 0.2
Stop: 0.025

Cov
Start: [0.4, 0.1]
Stop: 0.025

Table 2: Summary of mutation schemes and parameters.

Grid Search
The result of the grid search is shown in Figure 3a. The fig-
ure plots the precision and coverage as a point, (x, y), for
each evaluation, in order. These points are then combined
into a path to show how precision and coverage evolves to-
gether. This allows us to easily compare both precision and
coverage at the same time over the whole evolutionary run.

For the Standard controller we see a wide range of dif-
ferent precision and coverage values while the Hard con-
troller converges to smaller and less fit repertoires regardless
of mutation rate.

The coverage also show that none of the available con-
trollers are able to reach the full behavior space. To allow
the coverage based mutation scheme to exhibit its full po-
tential we scale the coverage in equation 9 with 0.6. This
allows the coverage based mutation to exhibit its full range
of values without the need for re-scaling the map size, which
allows for direct comparison between the static and dynamic
mutation experiments.

Dynamic Mutation
After performing a search for viable static mutation rates
we now compare static and dynamic mutation. Figure 3b
shows both precision and coverage for all dynamic mutation
rates and two selected static mutation rates. For clarity, only
two static mutation rates are selected to reduce clutter in the
following figures.

For the Standard controller the dynamic mutation rates
are competitive with static mutation in coverage, however,
the dynamic mutation schemes are not able to achieve the
same precision. For the Hard controller the dynamic muta-
tion rates are able to surpass in both coverage and in preci-
sion.

Figure 4 shows the full distribution of all runs for the last
evaluation. This figure shows that evolving the Standard
controller is consistent between most of the mutation rates.
For the Hard controller on the other hand we see a large
variance in both metrics. This is the result of difficulties in
discovering even a single viable controller, which results in
some runs with zero coverage and precision.
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Figure 3: Average precision and coverage plotted as (x, y)
points for each evaluation. The circle represents the final
values of each mutation scheme.
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Figure 4: Box plot for the last evaluation of both coverage
and precision, illustrating the full distribution of each exper-
iment.
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Figure 5: Development of average coverage and precision
throughout evolution.

To understand how each mutation scheme develops
throughout evolution we have plotted both coverage and pre-
cision in Figure 5. From the figure we can see that coverage
and precision see rapid growth early in the evolution before
plateauing. The only exception to these trajectories is the
SA mutation scheme which shows almost linear growth in
both coverage and precision and would seem to continue this
trend even as the others converge.

For two of the three dynamic mutation rates the develop-
ment of σ is pre-defined, for ES it is more difficult to pre-
dict. To understand this development we plot the average σ
in the maps in Figure 6. The figure shows several interesting
moments in regards to dynamic mutation. For one we can
see that ES appears initially in the plot at different σ val-
ues for the different controllers. This is due to the removal
of solutions that fall, which allows the mutation rate to di-
verge from the initial value, before any solutions are able
to walk the full simulation time. Additionally it is apparent
that our coverage based scheme with a starting value of 0.4
is not able to increase coverage, and thus lower the mutation
rate, for the Hard controller. This relation further explains
the poor performance of this mutation scheme, for the Hard
controller, in Figure 4. It should also be pointed out that
the reason that the SA mutation rate is not a perfect straight
line, in Figure 6, is that we are measuring the average muta-
tion rate of solutions in the map, if a solution from an earlier

0.0

0.2

0.4

0.6

0 25000 50000 75000 100000
Evaluations

σ

Hard

Standard

SA

ES

Cov1

Cov4

Figure 6: Development of average mutation rate through-
out evolution. The standard deviation is not shown, but is
consistently less than 0.1 for all mutation schemes.

evaluation is not replaced it will still contribute to the aver-
age σ. This also explains why the two controllers for the SA
mutation scheme are not perfectly overlapping. Another ob-
servation we can make on the basis of this is that solutions
are constantly being replaced. If this were not the case then
we would expect a stagnation at some fixed mutation rate.

Effect Size Comparison
In order to compare all mutation schemes we calculated
Cliff’s delta (Cliff, 1993), with a 0.99 confidence level, ac-
counting for Pareto dominance in both coverage and preci-
sion and the two different control algorithms, in accordance
with (Samuelsen and Glette, 2018). This gives us the con-
fidence interval of the effect size, which indicates whether
or not one scheme is better, by how much and if the differ-
ence is statistically significant. The result is summarized in
Table 3. From the table it is clear that the dynamic muta-
tion schemes perform better than the static mutation rates. It
is also clear that our simulated annealing inspired mutation
rate performs best of the dynamic rates, by beating most of
the other dynamic schemes. However, it is interesting to note
that ES seem to outperform it when compared to the worst
performing static mutation rates, 0.025, 0.2, 0.4, which may
indicate that ES performs more consistently than SA. Finally
we can see that there is little difference between the cover-
age based and the two other dynamic mutation rates.

Mutation Rate
Since the SA mutation scheme performs better than the other
dynamic mutation schemes it is interesting to see if we can
detect any relationship between mutation rate and coverage
that could be exploited in a more explicit mutation scheme.
Figure 7 shows mutation rate as a function of coverage to-
gether with a simple quadratic decay model. We then per-
formed a linear fit of this model resulting in an adjusted R2

of 0.97 with all predictors showing statistical significance
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SA ES Cov1 Cov4
0.025 0.51± 0.21 0.63± 0.14 0.46± 0.22 0.40± 0.20
0.03 0.62± 0.19 0.66± 0.14 0.54± 0.19 0.46± 0.22
0.05 0.47± 0.22 0.35± 0.20 0.33± 0.22 0.14± 0.23
0.075 0.52± 0.19 0.31± 0.19 0.32± 0.21 0.32± 0.23
0.1 0.67± 0.18 0.42± 0.19 0.37± 0.22 0.32± 0.21
0.2 0.73± 0.21 0.86± 0.11 0.61± 0.21 0.17± 0.14
0.4 0.72± 0.21 1.00± 0.00 0.68± 0.21 0.92± 0.55
ES 0.30± 0.21 N/A N/A N/A
Cov1 0.21± 0.20 −0.02± 0.21 N/A N/A
Cov4 0.01± 0.22 0.19± 0.11 −0.02± 0.24 N/A

Table 3: Cliff’s delta for an abridged number of the mutation
schemes, with 0.99 confidence level. The values indicate the
confidence interval of the effect size. Positive values favour
the column while negative favour the row. Significant results
are marked in bold.
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Figure 7: Modelling σ as a function of coverage. The data
is for the SA dynamic mutation scheme, shown in green and
blue, and the fitted quadratic decay model in red.

of p < 0.001. This shows that a possible further exten-
sion to our coverage based mutation scheme should utilize a
quadratic form.

Discussion
Our results show that dynamic mutation has the potential
to increase both coverage and precision when applied to
quadruped repertoire generation in MAP-Elites. For both
controllers tested it is clear that dynamic mutation is able to
achieve similar or better results than any static mutation rate.
The reason for this is likely the added opportunity to change
between exploration and exploitation. Any static mutation
rate must necessarily trade-off exploration against exploita-
tion and the optimal balance is difficult and time-consuming
to discover. The dynamic mutation rates are able to adapt
this trade-off during the search and therefore out-compete
the static mutation rates tested in this paper. We cannot
exclude the possibility that we have not found the optimal
static mutation rate that would be able to compete with the
dynamic mutation schemes. However, when taking into ac-

count that each repetition of our experiment requires > 50
hours to generate the necessary statistics this also illustrates
the difficulty in finding such an optimal value and why dy-
namic mutation can be worth the additional implementation
complexity.

When comparing different dynamic mutation schemes
there are several trade-offs to be made. The results show
little difference between the schemes, however, they indi-
cate some of their respective strengths and weaknesses. For
ES we see that the results are consistent and, even for the
difficult Hard controller, the method is able to generate high
performing repertoires without fault. We can contrast this
with the coverage based mutation scheme, which is able to
generate preferable repertoires for the simple Standard con-
troller, yet for the Hard controller is not able to consistently
generate a repertoire. The same is true for the SA mutation
scheme, which falters in a few runs for the Hard controller,
and can be seen in Figure 4. The reason for this is likely the
initial parameter, which could be tuned better, however, this
highlights the advantage ES has by being almost parameter
free.

When taking performance into account, we see that the
ES scheme is not the overall best performer. The reason
for this seems to be that ES greedily optimizes either pre-
cision or coverage. This can be seen in Figure 6 where ES
appears with a large mutation rate initially, exploration, be-
fore rapidly decreasing the mutation rate, exploitation. In
contrast the two other dynamic mutation schemes decreases
mutation rate over a longer evolutionary period that we hy-
pothesize leads to better solutions later by generating more
diversity early in the search.

Our analysis of the SA mutation scheme, Figure 7,
showed that there is a link between coverage and mutation
rate. This indicates that as coverages increases, in MAP-
Elites, the need for exploration declines and the search can
transition to exploit already discovered solutions. We be-
lieve that this observation can be used to further improve
the coverage based mutation scheme and that the pre-defined
search space in MAP-Elites can facilitate online adaptation
of search parameters.

Future extension of this work would be to develop a more
complete dynamic mutation method that would be able to
utilize both coverage and precision in order to change mu-
tation rate. Ideally this should be parameter free, yet retain
the quadratic decay property to ensure that diversity is main-
tained along with growing quality. Further testing on differ-
ent control architectures would also be beneficial to discover
the limits of the design.

Conclusion
In this paper we compared static and dynamic mutation to
understand how MAP-Elites could benefit from different
mutation schemes. Our results show that dynamic mutation
is compatible with MAP-Elites and is able to surpass static
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mutation rates when evolving a repertoire of behavior prim-
itives for a quadruped robot with two different complex con-
trol algorithms. The results show that by applying dynamic
mutation to MAP-Elites parameter tuning can be reduced
to a minimum, decreasing the turn-around time for experi-
ments. For computationally complex search algorithms, like
MAP-Elites, this can be a considerable benefit.

Our experiments on different dynamic mutation schemes
revealed a trade-off between explicitly defined mutation
scaling and an almost parameter free ES. The results indicate
that for difficult problems the ES is able to evolve repertoires
consistently, yet is not able to attain the same quality as the
other dynamic mutation schemes.

This work is a modest extension to the growing body
of research into MAP-Elites. By demonstrating that estab-
lished methods such as ES can be combined successfully
with MAP-Elites we have peered into a new avenue of re-
search and opened the door for more advanced application
domains.
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Abstract

Catastrophic interference occurs when an agent improves in
one training instance but becomes worse in other instances.
Many methods intended to combat interference have been re-
ported in the literature that modulate properties of a neural
controller, such as synaptic plasticity or modularity. Here,
we demonstrate that adjustments to the body of the agent, or
the way its performance is measured, can also reduce catas-
trophic interference without requiring changes to the con-
troller. Additionally, we introduce new metrics to quantify
catastrophic interference. We do not show that our approach
outperforms others on benchmark tests. Instead, by more pre-
cisely measuring interactions between morphology, fitness,
and interference, we demonstrate that embodiment is an im-
portant aspect of this problem. Furthermore, considerations
into morphology and fitness can combine with, rather than
compete with, existing methods for combating catastrophic
interference.

Introduction

Currently, a popular method for realizing intelligent ma-
chines is to optimize the parameters of fixed-architecture
deep neural networks (LeCun et al., 2015). However, in-
creasing interest is coming to bear on optimizing the cog-
nitive architecture of such networks as well (Miikkulainen
et al., 2017). Indeed, investigations into the evolution of cog-
nitive architectures has long been a target of study (Gruau
and Whitley, 1993; Bongard and Pfeifer, 2001; Stanley and
Miikkulainen, 2002) in the evolutionary computation com-
munity.

It follows from this, if dealing with robots, that optimizing
body plan influences sensory repercussions of action, which
in turn will influence which cognitive architecture will facil-
itate learning for a given task. To begin investigations into
this last observation, here we investigate how the choice of
robot morphology and fitness affect one specific aspect of
neural networks: their ability to resist catastrophic interfer-
ence. We employ an evolutionary robotics approach to in-
vestigate this question.

Evolutionary robotics.
Since its beginnings, many investigators in the field of evo-
lutionary robotics (Floreano and Mondada, 1994; Harvey
et al., 1997; Bongard, 2013) have used evolutionary algo-
rithms to optimize both the body plan and neural controllers
of robots (Sims, 1994; Lipson and Pollack, 2000; Cheney
et al., 2013). Here we show that indeed the choice of body
plan can influence the efficacy of training neural controllers:
some body plans enable greater resistance to catastrophic in-
terference.

Catastrophic interference.
It has been acknowledged since the early days of neural
network research that catastrophic interference (McCloskey
and Cohen, 1989), also known as catastrophic forgetting
(French, 1999; Goodfellow et al., 2013), is a major chal-
lenge to training them effectively. Even in the most common
forms of network training such as the backpropagation of er-
ror, there is no guarantee that reducing the network’s error
on the current training sample does not increase error on the
other training samples.

For these reasons, much effort has been expended to com-
bat this challenge. One family of solutions involves con-
structing modular networks (Lipson et al., 2002; Ellefsen
et al., 2015; Clune et al., 2013; Espinosa-Soto and Wag-
ner, 2010; Kashtan and Alon, 2005; Sabour et al., 2017) in
which different modules deal with different subsets of the
training set. In such networks, changes to one module may
result in improved performance for the training subset as-
sociated with that module without disrupting performance
on other subsets. Such modularity has indeed been demon-
strated to minimize catastrophic interference (Ellefsen et al.,
2014; Rusu et al., 2016; Lee et al., 2016; Fernando et al.,
2017).

Related to this concept of modularity are networks in
which some subsets of the network that have a large impact
on the current training set are made less resistant to change
during subsequent training (Kirkpatrick et al., 2017; Velez
and Clune, 2017). The remaining parts of the network re-
main adaptive, and thus able to deal with new training in-
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(a) (b) (c)

Figure 1: Three classes of phototaxic robots—legged (a), wheeled (b), and whegged (c)—and their environments were simu-
lated using Pyrosim (ccappelle.github.io/pyrosim). Each robot has eight degrees of freedom, as depicted by the black and white
arrows which indicate the axis (straight) and direction (curved) of rotation for a particular hinge-joint (a, c) or wheel (b, c).
Video of all three robot types can be seen at youtu.be/yY7Vi7fw7Ik.

stances without disrupting behavior on previous instances.
The drawback of these approaches however is that net-

work size tends to increase with the amount of training data,
because new modules must be implicitly or explicitly added
for new training data.

Another guard against catastrophic interference is to re-
duce the magnitude of behavioral impact after some change
is made during training. The intuition here is that small
changes to network behavior may increase the likelihood of
local improvements for new training instances while mini-
mizing or nullifying performance decreases on the previous
training set.

In evolutionary methods, one way of reducing behavioral
impacts is to dynamically tune mutation rates (Dang and
Lehre, 2016) and/or crossover events (Teo et al., 2016). A
recent approach demonstrated for neuroevolution is to dy-
namically tune individual synaptic weights proportionally
to their impact on the network’s behavior (Lehman et al.,
2017). In the genetic programming community, semantic
variation operators have been reported (Vanneschi et al.,
2014; Szubert et al., 2016). These operators take into ac-
count the semantics of subtrees or individual tree nodes, and
attempt to replace them with new genetic material that ex-
hibits similar semantics.

In this work we show that the body plan itself as well
as the manner in which fitness is defined can buffer the be-
havioral impact of mutations such that the embodied agent’s
behavior can improve in one environment without adversely
impacting its performance in another environment in which
it is already proficient without using any methods for specif-
ically preventing interference in the controller.

Embodied impacts on neural properties.
Besides catastrophic interference, it has been shown else-
where that embodiment can influence the positive or neg-
ative aspects of neural networks. For instance, work in
morphological computation has shown that a good choice
of morphology can allow for simplified neural networks
(e.g. Hauser et al. (2011)).

Morphology may also render a robot more robust to ex-
ternal environmental perturbation (Bongard, 2011) or inter-
nal changes to the neural controller (Kriegman et al., 2017).
Some body plans also facilitate or obstruct the discovery of
modular neural networks (Bongard et al., 2015; Bernatskiy
and Bongard, 2017). In this work we introduce a heretofore
unexplored aspect of the interaction between body plan and
neural control of embodied agents: how the choice of body
plan may render the neural controller more or less resistant
to catastrophic interference.

The next section describes our methodology for demon-
strating this phenomenon; the following sections provide
results from evolving neural controllers in different body
plans; the final sections provide some discussion as to how
and why this phenomenon arises and concludes with av-
enues for future study.

Methods
The robots.
Three types of robots were used in this study (Fig. 1). All
are variations on a standard radially symmetric quadrupedal
form used in other evolutionary robotics studies (Bongard
et al., 2006; Lohmann et al., 2012; Belter et al., 2015). The
robots differ in their differential use of legs and wheels.1

Combining wheels and legs in different ways is itself an ac-
tive area of study in robotics (Schroer et al., 2004; Jehanno
et al., 2014; Kim et al., 2014).

The legged robot This robot consists of a body and four
legs attached to the body by a joint. Each joint rotates 180◦

through the plane defined by the two cylinders comprising
that leg. Each leg consists of two limbs bent at 90◦ attached
by a joint which also rotates 180◦ through the plane defined
by the upper and lower legs (Fig. 1a). Each of the resulting
eight joints are actuated using position control: a value ar-
riving from the motor neuron attached to the joint is treated

1github.com/jpp46/ALIFE2018 contains the source code nec-
essary for reproducing the results reported in this paper.
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as a desired angle. The length of each upper leg, lower leg,
and the two sides of the main body are 0.3 units of length
long (the physics engine is agnostic to the length scale).

The wheeled robot This robot freezes the previously
mentioned joints at their initial angles and cannot change
these positions. In addition, each leg has a wheel attached
on the end that rotates through the plane defined by its up-
per and lower leg components. These wheels are attached
to the legs by axles which rotate through the sagittal plane
(Fig. 1b). This allows the wheels to change two directions
of their rotation, acting as caster wheels. Values received
at each of the two motors controlling the wheel treat the in-
coming values as desired angular velocity. In the spirit of
keeping the robots as similar as possible, the motor neurons
innervate the wheels output as desired angular velocities in
[−90◦/s,+90◦/s] to match the legged robot where motor
neurons dictate desired angles in [−90◦,+90◦].

The whegged robot This robot combines features of the
previous two robots. In this robot, only the joints connect-
ing the two leg limbs are frozen and can not change from
their initial 90◦ angle. The joints joining the legs to the body
are the same as the first robot: position controlled, actuated
one-degree-of-freedom rotational joints. The robot also has
wheels on the legs, but they do not act as caster wheels (Fig.
1c). This robot combines position control at the four shoul-
der joints and velocity control at the four wheels.

The sensors. Each robot contains a light sensor ` that re-
sponds to light as a float value according to the inverse
square law for light propagation: ` = 1/d2, where d is the
distance from a light source. Occlusion is not simulated in
the light sensor: if an object is between the sensor and the
light, there is no change in sensor value. Each robot contains
a single binary touch sensor in each leg. These four sensors
read +1 when in contact with the ground, and−1 otherwise.

The controllers.
The controller for each robot is a neural net with 5 input
neurons, one for each sensor, and 8 output neurons, one for
each motor. The neural net has no hidden layers and is fully
connected. The connection weights are captured by a 5 × 8
matrix, which also represents the genome of a robot. The
weights of the matrix are constrained to values in the interval
[−1, 1]. The update function for a neuron during simulation
follows this function:

m
(t)
i = tanh

[
m

(t−1)
i + τi

5∑
s=1

wsim
(t)
s

]
(1)

where m(t)
i denotes the value of the ith motor neuron at

the current time step, m(t−1)
i is a momentum term that

guards against ‘jitter’ (high-speed and continuous reversals
in the angular velocity of a joint), τi is a time constant that

can strengthen or weaken the influence of sensation on the
ith motor neuron relative to its momentum, and wsi is the
weight of the synapse connecting the sth sensor neuron to
the ith motor neuron. In order to ensure that random con-
trollers produce diverse yet not overly-energetic motion, all
τi were set to 0.3 via empirical investigation.

The task environment.
Robots are evolved to perform phototaxis: minimizing the
distance between themselves and a light source in their envi-
ronment. Each robot is exposed to all training environments.
Each environment consists of a light source that is 30 body
lengths away from the robot (equivalent to nine units of dis-
tance). The robot starts at coordinate space (0, 0) and the
light sources are placed at coordinate space (0, 9), (0,−9),
(9, 0), (−9, 0) for environments 1, 2, 3, and 4 respectively.
The robots are evaluated for 1000 time steps in each envi-
ronment using a fixed time step of 0.05 seconds.

The fitness functions.
The fitness function applied to a single environment is the
value of the robot’s light sensor at the end of an evaluation
period (t = 1000). We combine fitness values drawn from
multiple environments in three different ways:

FΣ
.
=

n∑
i=1

fi, FΠ
.
=

n∏
i=1

fi, Fmin
.
=

n
min
i=1

fi. (2)

where fi is the individual’s fitness in environment i ∈ (1, n).

The evolutionary algorithm.
We employed a simple parallel hill climber to nine different
experimental treatments as shown:

Legged Wheeled Whegged∑
Treatment 1 Treatment 2 Treatment 3∏
Treatment 4 Treatment 5 Treatment 6

min Treatment 7 Treatment 8 Treatment 9

For each treatment, 30 independent evolutionary runs were
conducted each with a population size of S = 100. Each in-
dividual pwas encoded as a 5×8 matrix of synaptic weights.
Thus population P is represented by a 100 × 5 × 8 tensor.
We used a mutation strength of m = 0.05, and conducted
each run for G = 3000 generations. At each generation g
we took the current population Pg and generated a new pop-
ulation P(g+1) by mutation such that:

P(g+1) = N (Pg,m) (3)

WhereN (µ, σ) is the standard normal distribution. We then
updated the new population using:

pg+1 =

{
pg+1, F (pg+1) > F (pg)

pg, otherwise
(4)
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where p denotes an individual in the population at generation
g and the fitness function F is determined by the treatment
as defined in Eq. 2. As shown, each child in the evolutionary
algorithm only competes with its direct parent, creating S
individual climbers.

Measuring catastrophic interference.
Catastrophic interference, in its simplest formulation, occurs
when an improvement in one environment incurs reduced
performance in one or more other environments. In an evo-
lutionary setting, catastrophic interference can be measured
at the highest temporal resolution by considering mutations:
the change in performance between a parent and child for
each environment experienced by both agents (Fig. 2).

For the purposes of analysis, we only track performance
changes between mutations where overall fitness increased
(we do not record deleterious or stagnant mutations). Also
we only record and perform analysis on the change in Eu-
clidean distance of the robot from the light source (blue and
red bars in Fig. 2). This provides a more intuitive under-
standing of changes in performance and allows comparison
between any 2 treatments regardless of the fitness function
used in that treatment.

We define a function D on an individual such that it re-
turns a vector [x1, x2, ..., xn], where xi is the distance from
the light source at the end of simulation in environment i.
As shown in Fig. 2, fitness and distance are inversely cor-
related therefore we record change in distance after every
successful mutation as:

∆D = −
[
D
(
p(g+1)

)
−D (pg)

]
. (5)

We negate this difference, so that a positive increase in
fitness in an environment causes an increase in the cor-
responding component of ∆D. We apply four metrics
(M1,M2,M3,M4) to this data (∆D) to measure the overall
effect of catastrophic interference in each each of the treat-
ments.

M1: Average Worst Absolute Distance For this metric,
we take the distances from the light sources for the cham-
pion from each run, for each treatment. We here define a run
champion such that:

C = min
Pg

[maxD(pg)] , where g = 3000. (6)

Recall that distance is measured from the light source so
higher is worse. Therefore a champion C is the one with
the lowest distance in it’s worst environment. We compute
C for each run and take the average across all runs, for each
treatment:

M1 =
1

N

N=30∑
i=1

Ci (7)

If this number is particularly high for a given treatment then
it either failed to evolve robots that behaved well in at least

Figure 2: Example mutations that (a) are deleterious, (b)
result in catastrophic forgetting, and (c) avoid catastrophic
forgetting. The smaller the distance from the light source
(blue, red), the higher the fitness (inverse square law).

one environment, a sign of catastrophic interference. If this
number is sufficiently low for a given treatment, it was able
to evolve agents that solved all environments, and at worst
suffered mild amounts of interference.

M2: Average θ from V If a treatment is able to avoid
evolving specialists by producing children that enjoy in-
creases in fitness in all environments (Fig. 2c), the most
beneficial mutation possible would be represented by the
vector V = [x1, x2, ..., xn] where all elements are equal,
x1 = x2 = ... = xn. To compute M2 we take all of the
distance vectors from the mutations of a champion C and
record the cosine angle difference between ∆D and V . If
the angle is less than or equal to 45◦, then that vector, al-
though perhaps biased slightly toward one or the other en-
vironment, nevertheless represents a mutation that avoided
catastrophic interference. For this metric, we again record
all such beneficial mutations within the lineage of a run that
produced that run’s champion. This can be represented as:

θ′ =
1

Ai

Ai∑
a=1

arccos
∆Da · (V )

|∆Da||V |
(8)

θi =

{
θ′ : θ′i ≤ 180◦

|θ′ − 360◦| : otherwise
(9)

M2 =
1

N

N=30∑
i=1

θi (10)

where Ai is the number of recorded ∆D’s, θ′ denotes the
angle between the ∆D and V , and θi represents the aver-
age amount of catastrophic interference that individuals in
the lineage of the champion from run i experienced (lower
θi represents less catastrophic interference). M2 thus rep-
resents the average amount of catastrophic interference ex-
perienced by the run champion lineages in a treatment. If
M2 is low for a given treatment, then that treatment can be
considered to be resistant to interference.
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M3: Average ∆D Length Again we take the vector ∆D
of a beneficial mutation that occurred within the ancestral
lines of run champions. We then perform a similar method
as in Eq. 8 on the length |∆D| as shown:

Li =
1

Ai

Ai∑
a=1

|∆Da| (11)

M3 =
1

N

N=30∑
i=1

∆Li (12)

M3 represents the average magnitude of improvement made
during mutations by the run champion lineages in a treat-
ment. This metric only makes sense in conjunction withM2.
Consider a treatment with small M2 yet also small M3. The
treatment will suffer less from catastrophic interference, but
is insignificant since the mutations yield insignificant im-
provements. However, if M2 is small and M3 is large for
a given treatment, that treatment not only yielded mutations
that avoided catastrophic interference but also exhibited high
evolvability.

M4: Average Percentage of Points in Quadrant I Even
though we attempt to measure catastrophic interference
among just beneficial mutations, it is possible for a benefi-
cial mutation to make a sufficiently large improvement in fit-
ness in one environment even though there is some degrada-
tion in performance in the other environment (e.g. Fig. 2b).
This equates to a ∆D where one of its elements is negative.
When plotted as a point for the case of 2 environments the
point falls in the upper left or lower right quadrant of a scat-
ter plot. Thus, to buttress our measurement of catastrophic
interference we devised a fourth metric, which is simply the
fraction of beneficial mutations within run champions’ an-
cestral lines where all elements of ∆D are positive. In the
case of 2 environments they fall within the upper right quad-
rant (Quadrant I). This can be seen visually in Fig. 4.

Results
We analyze the performance and relative amounts of catas-
trophic interference for all nine treatments acrossM1−4. We
use the Mann-Whitney U test (with Bonferroni correction
for eighteen comparisons) to indicate statistical significance
at the p = 0.05 level. The metrics generally show that there
is an interaction between fitness function and morphology.
If there was no interaction, an entire row (morphology does
not matter) or an entire column (fitness function does not
matter) would not be significantly different.

M1: Average Worst Absolute Distance
As can be seen in Table 1, evolutionary performance gener-
ally improves moving from top to bottom row-wise and left
to right column-wise. This metric shows that the whegged
robot significantly outperformed the other two robots and

that the min function is generally a better fitness function
for this task. Interestingly, however, the treatments under the
product and min fitness functions aren’t significantly differ-
ent. This suggests morphology might have a greater impact
on this metric.

M2: Average θ from V

We now wish to investigate whether the greater evolvabil-
ity seen for the whegged robot under the product and min
fitness functions is a result of those treatments being better
able to resist catastrophic interference. Table 2 shows that
the whegged robot with the min fitness function achieves
beneficial mutations that yield improvements in both envi-
ronments, or least only slight decreases in fitness in one of
them evidenced by their higher relative proximity to V .

M3: Average ∆D Length
Even though the whegged robot with the min fitness function
may yield evolutionary improvements in both environments
after a single mutation, those increases in fitness may be very
small and thus not contribute to the observed evolvability in
that treatment. If so, one would expect M3 to be very low
for this treatment. However, as Table 3 reports, this is not
the case: the legged robot with the min fitness function has
the lowest M3 value, and the value for the whegged robot
with the min fitness function is significantly higher.

M4: Average Percentage of Points in Quadrant I
Using this metric we can conclude that the min function, re-
gardless of morphology, seems to better force mutations to
results in less catastrophic interference, at least according to
this particular metric (Table 4). We can conclude this be-
cause each M4 value in the min row is significantly higher
than the two M4 values in the two entries above it.

Performance in four environments.
The same general pattern held when we scaled our approach
from two to four environments. Namely, the pairwise com-
parisons that were significant (at the 0.05 level) in two en-
vironments remained so in four environments. However,
while the whegged robot with the product and min fitness
functions similarly outperformed the other treatments, they
could not solve all four environments.

Discussion
As shown by Figures 4 and 3 as we change the morphology
from legged to whegged the robots demonstrate increased
evolvability. Thus the fitness landscape allows for larger
jumps towards the optima. This includes those jumps that
avoid catastrophic interference altogether: mutations visual-
ized by points in Figs. 4 and 3 that lie in the upper right
quadrant.

In conjunction, as we change the fitness function from
sum to min, we see the spread of points in Figures 4 and
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Table 1: Mean of M1 across treatments. Arrows indicate
statistical significance between adjacent cells.

D Legged Wheeled Whegged∑
8.181 8.386 ↔ 5.915 ↔
l l l∏

6.530 ↔ 3.593 ↔ 1.234 ↔

min 5.827 ↔ 3.575 ↔ 1.296 ↔

Table 2: Mean of M2 across treatments. Arrows indicate
statistical significance between adjacent cells.

θ Legged Wheeled Whegged∑
71.035 73.362 72.640∏
66.292 71.090 66.895
l l l

min 57.843 58.226 ↔ 48.844 ↔
l l l

Figure 3: Change in fitness (∆D, as defined in Eq.5), in
two environments, for the three robots (Fig. 1) and three fit-
ness metrics (Eq. 2), colored by the generation of the muta-
tion. Dots in the upper-right quadrants of each robot-fitness
cell represent beneficial changes in both environments; these
mutations avoided catastrophic interference. Dots in the
upper-left and lower-right quadrants of each cell are muta-
tions that were beneficial in one environment but deleterious
in the other; these changes caused catastrophic interference.
We did not record mutations that were deleterious in both
environments (lower-left quadrants).

3 condense toward the origin. When combined with the
whegged robot, we see a significant improvement in the
metrics we used to measure catastrophic interference. It

Table 3: Mean of M3 across treatments. Arrows indicate
statistical significance between adjacent cells.

|∆D| Legged Wheeled Whegged∑
1.734 ↔ 3.209 4.971 ↔∏
1.889 ↔ 3.372 ↔ 5.341 ↔
l l

min 1.164 ↔ 2.411 2.001 ↔
l l

Table 4: Mean of M4 across treatments. Arrows indicate
statistical significance between adjacent cells.

% in I Legged Wheeled Whegged∑
25.655 22.903 30.824∏
22.973 22.167 26.981
l l l

min 49.519 48.674 ↔ 54.332 ↔
l l l

Figure 4: The same as Fig 3 , but only for the run champs.

appears that it is the combination of correct fitness func-
tion (min) with the correct morphology (whegged) that re-
sists catastrophic interference: changes in morphology and
fitness alone are not sufficient. We hypothesize that this
greater resistance to catastrophic interference is what en-
ables the whegged robot, under the min fitness function, to
achieve higher fitness within environments and consistent
fitness across environments.

One objection to this hypothesis could attribute the per-
formance of the whegged robot to the increased speed al-
lowed for by wheels. We do not feel that this is valid for
two reasons: the wheeled robot also has wheels and does
not achieve the same level of performance, and the evalua-
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Figure 5: A tracing of a typical whegged robot (blue)
and legged robot (red) trained in two environments, un-
der the min fitness function. The light source is first
placed at (9, 0), and then at (-9, 0). Video is available at
youtu.be/uWy33A5HZGM .

tion time of a simulation was set such that all morphologies
are able to reach the light source before the end of simu-
lation. Indeed we observed that all morphologies reached
and waited at the light source when trained against a single
environment.

In observing the behavior of the robots we noticed a pat-
tern among whegged robots that could account for their re-
sistance to interference. Whegged robots move very rapidly
in a circular pattern during the initial time steps of a simula-
tion which may allow them to ‘sidestep’ catastrophic inter-
ference by rapidly turning unfamiliar environments into fa-
miliar ones. An example is shown in Fig. 5: the rotationally
symmetric trajectories of the blue whegged robot indicates it
has recognized two versions of the same environment. The
red legged robot does not: its two trajectories are different,
and take longer to diverge. The wheeled and legged robot
both seem to have much more difficulty in turning.

Conclusions
This work suggests not only that the particular choice of
morphology and fitness function for embodied agents can
affect their resistance to catastrophic interference, but the
very fact that the agent has a body can help. In effect, an
agent can use its body to move in such a way that a seem-
ingly different training instance converges sensorially to a
familiar instance. The implication of this is that the very
phenomenon of catastrophic interference itself may be to
some degree a false problem arising from investigations us-
ing non-embodied systems: Since such systems do not have
control over their input, they cannot align objects of interest
in different training instances and thus reduce catastrophic
interference.

A simple example may suffice here: a human face that
appears in two different locations in an image may be diffi-
cult for a non-embodied learner to recognize, unless there is
a large amount of training data that contains diversity along
that feature (face position). In contrast, an embodied agent
equipped with a camera that experiences the same two stim-
uli may learn to move such that the face is centered in its

field of view. Furthermore, it may be that different types
of embodied agents may more easily discover and perform
this centering. Finally, such appropriately embodied agents
may thus be able to generalize about faces regardless of po-
sition using less training instances than the non-embodied
agent because of this ability. However, whether this latter
system is indeed more scalable in this way compared to an
equivalent non-embodied system remains as future work.
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Belter, D., Skrzypczyński, P., Walas, K., and Wlodkowic, D.

(2015). Affordable multi-legged robots for research and stem
education: a case study of design and technological aspects.
In Progress in Automation, Robotics and Measuring Tech-
niques, pages 23–34. Springer.

Bernatskiy, A. and Bongard, J. (2017). Choice of robot morphol-
ogy can prohibit modular control and disrupt evolution. In
Proceedings of the 14th European Conference on Artificial
Life, pages 60–67. MIT Press.

Bongard, J. (2011). Morphological change in machines accelerates
the evolution of robust behavior. Proceedings of the National
Academy of Sciences, 108(4):1234–1239.

Bongard, J., Zykov, V., and Lipson, H. (2006). Resilient machines
through continuous self-modeling. Science, 314(5802):1118–
1121.

Bongard, J. C. (2013). Evolutionary robotics. Communications of
the ACM, 56(8):74–83.

Bongard, J. C., Bernatskiy, A., Livingston, K., Livingston, N.,
Long, J., and Smith, M. (2015). Evolving robot morphology
facilitates the evolution of neural modularity and evolvabil-
ity. In Proceedings of the 2015 on Genetic and Evolutionary
Computation Conference, pages 129–136. ACM.

Bongard, J. C. and Pfeifer, R. (2001). Repeated structure and dis-
sociation of genotypic and phenotypic complexity in artifi-
cial ontogeny. In Proceedings of the 3rd Annual Conference
on Genetic and Evolutionary Computation, pages 829–836.
Morgan Kaufmann Publishers Inc.

Cheney, N., MacCurdy, R., Clune, J., and Lipson, H. (2013). Un-
shackling evolution: evolving soft robots with multiple ma-
terials and a powerful generative encoding. In Proceedings
of the 15th annual conference on Genetic and evolutionary
computation, pages 167–174. ACM.

Clune, J., Mouret, J.-B., and Lipson, H. (2013). The evolutionary
origins of modularity. In Proc. R. Soc. B, volume 280, page
20122863. The Royal Society.

Dang, D.-C. and Lehre, P. K. (2016). Self-adaptation of mutation
rates in non-elitist populations. In International Conference
on Parallel Problem Solving from Nature, pages 803–813.
Springer.

612

https://youtu.be/uWy33A5HZGM


Ellefsen, K., Mouret, J., Clune, J., and Bongard, J. C. (2015).
Neural modularity helps organisms evolve to learn new
skills without forgetting old skills. PLoS Comput Biol,
11(4):e1004128.

Ellefsen, K. O., Mouret, J.-B., and Clune, J. (2014). Neural
modularity reduces catastrophic forgetting. The Evolution
of Learning: Balancing Adaptivity and Stability in Artificial
Agents, page 111.

Espinosa-Soto, C. and Wagner, A. (2010). Specialization can
drive the evolution of modularity. PLoS Comput Biol,
6(3):e1000719.

Fernando, C., Banarse, D., Blundell, C., Zwols, Y., Ha, D., Rusu,
A. A., Pritzel, A., and Wierstra, D. (2017). Pathnet: Evolution
channels gradient descent in super neural networks. arXiv
preprint arXiv:1701.08734.

Floreano, D. and Mondada, F. (1994). Automatic creation of an
autonomous agent: Genetic evolution of a neural network
driven robot. In Proceedings of the third international con-
ference on Simulation of adaptive behavior: From Animals to
Animats 3, pages 421–430. MIT Press.

French, R. M. (1999). Catastrophic forgetting in connectionist net-
works. Trends in cognitive sciences, 3(4):128–135.

Goodfellow, I. J., Mirza, M., Xiao, D., Courville, A., and Ben-
gio, Y. (2013). An empirical investigation of catastrophic
forgetting in gradient-based neural networks. arXiv preprint
arXiv:1312.6211.

Gruau, F. and Whitley, D. (1993). Adding learning to the cellular
development of neural networks: Evolution and the baldwin
effect. Evolutionary computation, 1(3):213–233.

Harvey, I., Husbands, P., Cliff, D., Thompson, A., and Jakobi, N.
(1997). Evolutionary robotics: the Sussex approach. Robotics
and autonomous systems, 20(2):205–224.
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Explaining the emergence of cooperation remains a fun-
damental challenge amongst many areas of science. When
paying a cost (e.g., money, time, energy) is required to help
others, cooperation often constitutes a social dilemma: soci-
ety benefits if everyone cooperates however, given the cost
involved, individuals are tempted to defect. Theoretical
and experimental works have shown that reputations may
solve this cooperation conundrum. These features are of-
ten framed in the context of indirect reciprocity (IR), which
constitutes the most elaborate, cognitively demanding, and
specifically human mechanism of cooperation discovered so
far. By helping someone, individuals may increase their rep-
utation, which can change the predisposition of others to
help them in the future. The reputation of an individual de-
pends, in turn, on the social norms that establish what char-
acterises a good or bad action, providing a basis for morality.

In this context, Ohtsuki and Iwasa analysed the stability
of cooperative strategies under all possible 3rd order social
norms (detailed next) and, interestingly, only eight distinct
norms were found to stabilise high levels of cooperation
(Ohtsuki and Iwasa, 2004, 2006). In reality, however, indi-
viduals may have access to past reputations of others, which
opens space for more complex – and meticulous – social
norms and strategies, with non-trivial effects on the evolu-
tion of cooperation under IR. In fact, norms based on indi-
rect reciprocity can be sufficiently complex to challenge an
individual’s cognitive ability to follow moral rules. A simple
social norm may say that cooperation always leads to a good
reputation. A more complex social norm may postulate that
cooperation with individuals that are good in the present but
were bad in the past is right, whereas cooperation with who-
ever is bad now and was also bad in the past is wrong. This
begs the question of how simple can a social norm be while
still promoting cooperation in a society, when individuals
have access to the previous reputations of their peers.

In Santos et al. (2018b) we provide an answer to this
question, while proposing a new framework to analyse strat-
egy and norm complexity of potential relevance to a broad
range of decision-making problems. Our results are able to
identify a key pattern of social norms, which leads to maxi-

mal cooperation at minimal complexity, more so if we con-
sider a complexity cost in the decision process. This unique
combination suggests that simple moral principles can excel
in eliciting cooperation even in complex environments.

These results were obtained through large-scale agent-
based simulations. We consider a binary world where rep-
utations can be either Good (G) or Bad (B), leading to a
large set of possible social norms, employed in the classifi-
cation of decisions taken in an instance of a donation game:
A donor may either Cooperate (C), helping a recipient at
a cost c to herself/himself while conferring a benefit b to
the recipient (with b > c > 0), or Defect (D, no help pro-
vided), in which case no one incurs any costs or distributes
any benefits. Everyone in the population employs the same
social norm to assign a public reputation to an individual.
This reputation is attributed and is disseminated by a by-
stander who witnesses a pairwise interaction. In this con-
text, norms that only consider the action of the donor are
said to be 1st order norms. If, besides the donor action, the
actual reputation of the recipient also matters, one obtains
a 2nd order norm (Santos et al., 2016). A 3rd order norm
further includes the actual reputation of the donor (Ohtsuki
and Iwasa, 2004, 2006). To fully address the complexity of
social norms, we propose a new space of 4th order norms,
which further incorporates the previous reputation of the re-
cipient. Under this setting, the strategy of each individual
constitutes a policy that dictates cooperation/defection when
interacting in different contexts, being represented by a tu-
ple p = (p0, p1, ..., p7) in which pi ∈ {0, 1} denotes the
action of the donor (C or D) for each of the possible combi-
nation of reputations: past reputation of recipient (G or B),
actual reputation of donor and atual reputation of recipient.
Likewise, a norm is given by a tuple d = (d0, d1, ..., d15),
in which di ∈ {0, 1} denotes the new reputation assigned
to the donor for each of the possible combination of action,
past reputation of recipient, actual reputation of donor and
atual reputation of recipient). This way, there are 216 4th
order norms and 28 different strategies.

Equipped with these tools, we investigate which norms
promote cooperation. We perform computer simulations
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where individuals in a population, each starting with a ran-
dom strategy, play the donation game with their peers and
eventually change strategies via social-learning. Strategies
with higher fitness are more frequently adopted. The sim-
ulations return the cooperation index (η), i.e., the average
fraction of donations observed in a population evolving un-
der a given norm (Santos et al., 2016).

The results show that only a very small fraction of social
norms (approximately 0.2% out of the 216 norms analysed)
are able to sustain levels of cooperation above 90%. Among
those, we find that only part of the moral principles that
leads to cooperation in the space of 3rd order norms remain
equally efficient within a larger 4th order space. Among
those norms that promote maximal levels (> 90%) of co-
operation, some are more complex than others. To quantify
their complexity we look at social norms as Boolean func-
tions. The complexity or of a norm (κ) is given by the length
of the shortest logically equivalent Boolean formula (here
in disjunctive normal form, DNF). A similar quantity was
used in the past to describe Human’s subjective difficulty
of learning a concept (Feldman (2000)). Clearly, norms of
the same order may entail different cognitive complexities.
Moreover, similar to norms, strategies also exhibit an intrin-
sic complexity (κs) that may influence their adoption.

We found that some cooperative norms translate into ex-
tremely simple moral judgements and even overlook the past
reputations of individuals. A simple 2nd order norm (known
as Stern-Judging) has been found as one that maximizes co-
operation in the artificial societies simulated, while minimis-
ing its cognitive complexity (see Fig. 1). Such a moral code
stipulates that “only whoever cooperates with good and de-
fects with bad should have a good reputation”.

The success of stern-judging suggests that cooperation
under IR may only require simple information processing
mechanisms and norms easy to internalise. This is particu-
larly relevant as IR relies on indirect (and erroneous) infor-
mation about their peers. Showing that IR can sustain coop-
eration with simple rules and reduced information supports
its significance in real systems. Interestingly, the fingerprint
of stern-judging can be also found in recent developmen-
tal psychology research (Hamlin et. al. (2011)) showing
that infants, since early ages, have a preference not only for
characters who helped others, but also for characters who
harmed those who hindered others. This suggests that the
moral principles one resorts to at early developmental stages
can suffice to ensure pro-social behaviours in societies.

The results are qualitatively insensitive to the ratio b/c,
population size, errors in assessment or assignments made
by individuals and different schemes of random exploration
of strategies. Furthermore, one of the fundamental ingredi-
ents of indirect reciprocity is that individuals report their in-
teractions. This naturally involves time and effort. When the
process of information sharing is costly we show that stern-
judging remains highly efficient, particularly when some
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Figure 1: Maximal cooperation (η) for each complexity (κ)
level. Stern-judging leads to η > 0.9 at low κ = 4.

sort of anticipation is at place (Santos et al., 2018a).
The model developed provides a new perspective on

IR and a new conceptual framework to investigate the
complexity of social norms. Furthermore, this work may
provide clues on policymaking and the design of reputation
systems, pervasive in nowadays web platforms and systems
supporting sharing economies. Finally, in the realm of
societies comprising humans and artificial agents, these
results may help to identify the core values to implement
in autonomous agents to maintain and foster pro-social
behaviours in such hybrid societies (Paiva et al. (2018)).
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Abstract 

An important benefit of multi-objective search is that it 
maintains a diverse population of candidates, which helps in 
deceptive problems in particular.  Not all diversity is useful, 
however: candidates that optimize only one objective while 
ignoring others are rarely helpful. This paper proposes a solution: 
The original objectives are replaced by their linear combinations, 
thus focusing the search on the most useful tradeoffs between 
objectives. To compensate for the loss of diversity, this 
transformation is accompanied by a selection mechanism that 
favors novelty. In the highly deceptive problem of discovering 
minimal sorting networks, this approach finds better solutions, 
and finds them faster and more consistently than standard 
methods. It is therefore a promising approach to solving 
deceptive problems through multi-objective optimization. 

1-Introduction 

Multi-objective optimization is most commonly useful in 

discovering a Pareto front from which solutions that represent useful 

tradeoffs between objectives can be selected (Coello Coello, 2007; 

Deb et al. 2002; Deb and Jain, 2014; Deb et al. 2016; Jain and Deb, 

2014). Evolutionary methods are a natural fit for such problems 

because the Pareto front naturally emerges in the population 

maintained in these methods. Interestingly, multi-objectivity can also 

improve evolutionary optimization because it encourages populations 

with more diversity. Even when the focus of optimization is find good 

solutions along a primary performance metric, it is useful to create 

secondary dimensions that reward solutions that are different, e.g. in 

terms of structure, size, cost, consistency etc. Multi-objective 

optimization then discovers stepping stones that can be combined to 

achieve high fitness along the primary dimension (Meyerson and 

Miikkulainen, 2017). The stepping stones are useful in particular in 

problems where the fitness landscape is deceptive, i.e. where the 

optima are surrounded by inferior solutions (Lehman and 

Miikkulainen, 2014). 

However, not all such diversity is useful. In particular, candidates 

that optimize one objective only and ignore the others are less likely to 

lead to useful tradeoffs, and are less likely to escape deception. The 

main idea evaluated in this paper is to replace the objectives with their 

linear combinations, thus focusing the search in more useful areas of 

the search space. In effect, the Pareto axes become angled, and search 

focuses more on tradeoffs instead of single objectives, allowing it to 

search around deceptive areas. 

Naturally, some diversity is lost with such a focus. The second idea 

in this paper is that diversity can be encouraged more directly in the 

remaining space by utilizing a novelty metric for selection. Among the 

best candidates, those that are most different from the others are 

selected for reproduction; among the worst candidates, those that are 

the least different from the others will be discarded. Such a bias for 

diversity creates synergetic focus on tradeoffs. Together they result in 

a powerful method for optimization in domains where a primary 

performance objective can be supplemented with secondary objectives 

for diversity. 

These ideas are tested in this paper in the highly deceptive domain 

of sorting networks (Knuth, 1998), i.e. networks of comparators that 

map any set of numbers represented in their input lines to a sorted order 

in their output lines. These networks have to be correct, i.e. sort all 

possible cases of input. The goal is to discover networks that are as 

small as possible, i.e. have as few comparators organized in as few 

sequential layers as possible. While correctness is the primary 

objective, it is actually not that difficult to achieve, because it is not 

deceptive. Minimality on the other hand, is highly deceptive and makes 

the sorting network design an interesting benchmark problem. 

The composite novelty method is implemented in this domain and 

evaluated in four steps. As a baseline, a single objective combining 

correctness and minimality is first run. It lacks diversity and is effective 

only with the simplest networks. Second, the standard multi-objective 

approach is then implemented based with NSGA-II (Deb et al. 2002), 

with inaccuracy, number of layers, and number of comparators as the 

dimensions to be minimized. The approach has increased diversity, and 

finds solutions faster and to harder problems, but it also finds many 

solutions that are not useful. Third, these objectives are replaced with 

composites: one objective consists primarily of inaccuracy, with some 

layer and comparator fitness included; the other two consist a 

proportional combination of primarily layer and comparator fitness, 

with some correctness included. The solutions are found even faster 

and more consistently, but they are not yet optimal quality, presumably 

due to lost diversity in search. Fourth, novelty-based selection is 

included in the method, improving the search and resulting in solutions 

with better quality.  This method finds optimal or near-optimal 

solutions to sorting networks with 8 to16 lines, and could likely find 

more with more extensive computational resources. 

 

The composite novelty method is thus a promising approach to a 

range of problems where secondary objective is available to diversify 

search. 
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2-Background and Related Work 

Evolutionary methods for optimizing single-objective and multi-

objective problems are discussed, as well as the idea of using novelty 

to encourage diversity. The problem of minimal sorting networks is 

introduced and prior work in it reviewed. 

2.1 Single-objective optimization 

When the optimization problem has a smooth and non-deceptive 

search space, evolutionary optimization of a single objective is usually 

convenient and effective. However, we are increasingly faced with 

problems with more than one objective and with a rugged and 

deceptive search space. The first approach often is to combine the 

objectives to a composite version: 

 Composite(O1, O2, … , Ok) = ∑ αiOi
βik

i=1 , (1) 

Where the constant hyper-parameters 𝛼𝑖  and 𝛽𝑖  determine the 

relative importance of each objective in the composition. 

The parameterization of a composite objective can be done in two 

ways: 

1. By folding the objective space, and thereby causing multitude 

of solutions to have the same value. Diversity is lost since 

solutions with different behavior are considered to be equal. 

2. By creating a hierarchy in the objective space, and thereby 

causing some objectives to have more impact than many of the 

other objectives combined. The search will thus optimize the 

most important objectives first, which in deceptive domains 

might not be the best way, or possible at all. These problems can 

be avoided by casting the problem explicitly as multi-objective 

optimization. 

2.2 Multi-objective optimization 

In contrast, multi-objective optimization methods construct a 

Pareto set of solutions (Deb et al. 2016), and therefore eliminate the 

issues with objective folding and hierarchy. However, not all diversity 

in the Pareto space is useful. Candidates that optimize one objective 

only and ignore the others are less likely to lead to useful tradeoffs, and 

are less likely to escape deception.  

One potential solution is reference-point based multi-objective 

methods such as NSGA-III (Deb et al. 2016; Deb and Jain, 2014). They 

make it possible to harvest the tradeoffs between many objectives and 

can therefore be used to select for useful diversity as well, although 

they are not as clearly suited for escaping deception. 

An alternative, proposed in this paper, is to use composite multi-

objective axes to focus the search on the area with most useful 

tradeoffs. Since the axes are not orthogonal, solutions that optimize 

only one objective will not be on the Pareto front. The focus effect, i.e. 

the angle between the objectives, can be tuned by varying the 

coefficients of the composite. 

However, focusing the search in this manner has the inevitable side 

effect of reducing diversity. Therefore, it is important that the search 

method makes use of whatever diversity exists in the focused space. 

Incorporating a preference for novelty does exactly that. 

2.3 Novelty search 

Novelty search (Lehman and Stanley, 2011; Lehman and Stanley, 

2008) is an increasingly popular paradigm that overcomes deception 

by ranking solutions based on how different they are from others. 

Novelty is computed in the space of behaviors, i.e., vectors containing 

semantic information about how a solution achieves its performance 

when it is evaluated. However, with a large space of possible 

behaviors, novelty search can become increasingly unfocused, 

spending most of its resources in regions that will never lead to 

promising solutions.  

Recently, several approaches have been proposed to combine 

novelty with a more traditional fitness objective (Gomes et al. 2015; 

Gomes, 2009; Mouret, 2011; Mouret and Doncieux, 2012; Pugh et al. 

2015) to reorient search towards fitness as it explores the behavior 

space. These approaches have helped scale novelty search to more 

complex environments, including an array of control (Bowren et al. 

2016; Cully et al. 2015; Mouret and Doncieux, 2012) and content 

generation (Lehman et al. 2016; Lehman and Stanley, 2012; Lehman 

and Stanley, 2011) domains.  

Many of these approaches combine a fitness objective with a 

novelty objective in some way, for instance as a weighted sum (Cuccu 

and Gomez, 2011), or as different objectives in a multi-objective 

search (Mouret, 2011; Mouret and Doncieux, 2012). Another approach 

is to keep the two kinds of search separate, and make them interact 

through time. For instance, it is possible to first create a diverse pool 

of solutions using novelty search, presumably overcoming deception 

that way, and then find solutions through fitness-based search (Krcah, 

and Toropila, 2010). A third approach is to run fitness-based search 

with a large number of objective functions that span the space of 

solutions, and use novelty search to encourage search to utilize all 

those functions (Cully et al. 2015; Mouret and Clune. 2015; Pugh et al. 

2015). A fourth category of approaches is to run novelty search as the 

primary mechanism, and use fitness to select among the solutions. For 

instance, it is possible to add local competition through fitness to 

novelty search (Lehman and Stanley, 2011). Another version is to 

accept novel solutions only if they satisfy minimal performance criteria 

(Gomes et al. 2015; Lehman and Stanley, 2010). Some of these 

approaches have been generalized using the idea of behavior 

domination to discover stepping stones (Meyerson and Miikkulainen, 

2017; Meyerson et al. 2016).  

This paper takes a slightly different approach. Since multiple 

objectives are used as the primary driver of novelty, and the goal is to 

make sure the multi-objective space is searched thoroughly, novelty is 

used simply in selecting which individuals to reproduce and which to 

discard. This combination is particularly effective, as the experiments 

in the sorting network domain will demonstrate. 

2.4 Sorting networks 

A sorting network of n inputs is a fixed layout of comparison-

exchange operations (comparators) that sorts all inputs of size n 

(Figure 1) (Knuth, 1998). Since the same layout can sort any input, it 

represents an oblivious or data-independent sorting algorithm, that is, 

the layout of comparisons does not depend on the input data. The 

resulting fixed communication pattern makes sorting networks 

desirable in parallel implementations of sorting, such as those in 

graphics processing units, multi-processor computers, and switching 

networks (Baddar, 2009; Kipfer et al. 2004; Valsalam and 

Miikkulainen, 2013). Beyond validity, the main goal in designing 

sorting networks is to minimize the number of layers, because it 

determines how many steps are required in a parallel implementation. 

A tertiary goal is to minimize the total number of comparators in the 

networks. Designing such minimal sorting networks is a challenging 

optimization problem that has been the subject of active research since 
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the 1950s (Knuth, 1998). Although the space of possible networks is 

infinite, it is relatively easy to test whether a particular network is 

correct: If it sorts all combinations of zeros and ones correctly, it will 

sort all inputs correctly (Knuth, 1998).  

Many of the recent advances in sorting network design are due to 

evolutionary methods (Valsalam and Miikkulainen, 2013). However, 

it is still a challenging problem even for the most powerful 

evolutionary methods because it is highly deceptive: Improving upon 

a current design may require temporarily growing the network, or 

sorting fewer inputs correctly. Sorting networks are therefore a good 

domain for testing the power of evolutionary algorithms.  

 

Figure 1: A Four-Input Sorting Network. This network takes as its 

input (left) four numbers, and produces output (right) where those 

number are sorted (large to small, top to bottom). Each comparator 

(connection between the lines) swaps the numbers on its two lines if 

they are not in order, otherwise it does nothing. This network has three 

layers and five comparators, and is the minimal four-input sorting 

network. Minimal networks are generally not known for large input 

sizes and designing them is a challenging optimization problem. 

3-Methods 

The representation of the sorting network domain and the 

comparison setup is first described, followed by the single and multi-

objective optimization methods, the composite objective method, and 

novelty-based selection method. 

3.1 Representing sorting networks 

Because this paper focuses on evaluating the composite novelty 

method, a general representation of the sorting network problem, to 

which various evolutionary techniques can be readily applied, was 

developed. In this representation, sorting networks of 𝑛 lines are seen 

as a sequence of two-leg comparators where each leg is connected to a 

different input line and the first leg is connected to a higher line than 

the second: 

 

{(𝑓1, 𝑠1), (𝑓2, 𝑠2), (𝑓3, 𝑠3), … , (𝑓𝑐 , 𝑠𝑐)}. 

 

The number of layers can be determined from such a sequence by 

grouping successive comparators together into a layer until the next 

comparator would add a second connection to one of the lines in the 

same layer. With this representation, mutation and crossover operators 

amount to adding and removing a comparator, swapping two 

comparators, and crossing over the comparator sequences of two 

parents at a single point. 

Domain-specific techniques such as mathematically designing the 

prefix layers (Codish et al. 2014 and 2016) or utilizing certain 

symmetries (Valsalam and Miikkulainen, 2013) were not used (they 

can be used in the future to improve the results further). The 

experiments were also standardized to a single machine (a multi-core 

desktop) with no cloud or distributed evolution benefits (Hodjat et al. 

2016). To facilitate comparisons, a pool of one thousand individuals 

were evolved for thousand generations with each method. 

3.2 Single-objective approach 

In order to design an effective objective for the single-objective 

approach, note that correctness is part of the definition of a sorting 

network: Even if a network mishandles only one sample, it will not be 

useful. The number of layers can be considered the most important size 

objective because it determines the efficiency of a parallel 

implementation. A hierarchical composite objective can therefore be 

defined as: 

 

SingleFitness(𝑚, 𝑙, 𝑐) = 10000 𝑚 + 100 𝑙 + 𝑐, (2) 

 

Where 𝑚, 𝑙,  and  𝑐  are the number of mistakes (unsorted 

samples), number of layers, and number of comparators, respectively.  

In the experiments in this paper, the solutions will be limited to less 

than hundred layers and comparators, and therefore, the fitness will be 

completely hierarchical (i.e. there is no folding). 

3.3  Multi-objective approach 

In the multi-objective approach the same dimensions, i.e. the 

number of mistakes, layers, and comparators 𝑚, 𝑙, 𝑐, are used as three 

separate objectives. They are optimized by the NSGA-II algorithm 

(Deb et al. 2002) with selection percentage of 10%. Indeed this 

approach may discover solutions with just a single layer, or a single 

comparator, since they qualify for the Pareto front. Therefore, diversity 

is increased compared to the single-objective method, but not 

necessarily helpful diversity. 

3.4  Composite multi-objective approach 

In order to construct composite axes, each objective is augmented 

with sensitivity to the other objectives: 

 

Composite1(𝑚, 𝑙, 𝑐) = 10000 𝑚 + 100 𝑙 + 𝑐, (3) 

 

Composite2(𝑚, 𝑙) = 𝛼1𝑚 + 𝛼2𝑙, (4) 

 

Composite
3

(𝑚, 𝑐) = 𝛼3𝑚 + 𝛼4𝑐. (5) 

 

The primary composite objective (Formula 3), which will replace 

the mistake axis, is the same hierarchical fitness used in the single-

objective approach. It discourages evolution from constructing correct 

networks that are extremely large. The second objective (Formula 4), 

with 𝛼2 = 10, primarily encourages evolution to look for solutions 

with a small number of layers. A much smaller cost of mistakes, with 

𝛼1 = 1, helps prevent useless single-layer networks from appearing in 

the population. Similarly, the third objective (Formula 5), with 𝛼3 =
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1   and 𝛼4 = 10,  applies the same principle to the number of 

comparators. 

These values for  𝛼1, 𝛼2, 𝛼3, and 𝛼4 were found to work well in 

this application, but the approach is not very sensitive to them; A broad 

range will work as long as they establish a primacy relationship 

between the objectives. Also, even though the composite multi-

objective approach introduces these additional hyperparameters, they 

do not usually require significant tuning. Their values arise naturally 

from the problem domain based on how some solutions are preferred 

over others. For example, in the sorting network domain the values can 

easily be set to push system toward prioritizing number of layers over 

comparators if so desired. 

3.5 Novelty selection method 

In order to measure how novel the solutions are it is first necessary 

to be able to characterize their behavior. While there are many ways to 

do it, a concise and computationally efficient way is to count how 

many swaps took place on each line in sorting all possible zero-one 

combinations during the validity check. Such a characterization is a 

vector that has the same size as the problem, making the distance 

calculations very fast. It also represents the true behavior of the 

network; that is, even if two networks sort the same input cases 

correctly, they may do it in different ways, and the characterization is 

likely to capture that difference. Given this behavior characterization, 

novelty of a solution is then measured by the sum of pairwise distances 

of its behavior vector to those of all the other individuals in the 

selection pool: 

 

NoveltyScore(𝑥𝑖) = ∑ 𝑑𝑛
𝑗=1 (𝑏(𝑥𝑖), 𝑏(𝑥𝑗)). (6) 

 

The selection method also has another parameter called selection 

multiplier (e.g. two in these experiments), varying between one and the 

inverse of the elite fraction (e.g. 1/10, i.e. 10%) used in the NSGA-II 

multi-objective optimization method. The original selection 

percentage is multiplied by the selection multiplier to form a broader 

selection pool. That pool is sorted according to novelty, and the top 

fraction representing the original selection percentage is used for 

selection. This way, good solutions that are more novel are included in 

the pool. 

One potential issue is that a cluster of solutions far from the rest 

may end up having high novelty scores while only one of them is good 

enough to keep. Therefore, after the top fraction is selected, the rest of 

the sorted solutions are added to the selection pool one by one, 

replacing the solution with the lowest minimum novelty, defined as 

 

MinimumNovelty(𝑥𝑖) = Min
1≤𝑗≤𝑛; 𝑗 ≠ 𝑖

𝑑(𝑏(𝑥𝑖), 𝑏(𝑥𝑗)). (7) 

 

Note that this method allows tuning novelty selection continuously 

between two extremes: by setting it to one, the method reduces to the 

original multi-objective method (i.e. only the elite fraction ends up in 

the final elitist pool), and by setting it to the inverse of the elite fraction 

reduces it to pure novelty search (i.e. the whole population, sorted by 

novelty, is the selection pool) In practice, low and midrange values 

work well, including the value two used in these experiments. 

4-Experiments 

The methods were evaluated in the problem of discovering minimal 

sorting networks, and results evaluated in terms of correctness and 

minimization. 

 

4.1 Experimental setup 

In order to evaluate the composite novelty method, 480 

experiments were run with the following parameters: 

 Four methods tested (Single Objective, Multi-Objective, 

Composite Multi-Objective, and Composite Multi-Objective 

Novelty; Multi-Objective Novelty was excluded because it 

showed no comparable improvements in preliminary 

experiments). 

 Twelve network sizes (5 through 16) 

 Ten repetitions for each configuration 

 Population of one thousand for the pool 

 A thousand generations runtime 

 10% elitist selection 

Method-specific parameters were specified above in subsections of 

section 3.  

 

4.2 Correctness 

All 480 experiments were able to find solutions that sort all inputs 

correctly. Indeed, it is relatively easy to keep adding comparators until 

the network sorts everything correctly; there is little deception. The 

challenge comes from having to do it with minimal comparators and 

layers: Removing a comparator may require changing the network 

drastically to make it still sort correctly. Thus, although minimization 

is a secondary goal in constructing sorting networks, it is actually the 

more challenging one. 

 

4.3 Minimization 

Minimization performance of the four methods is illustrated in 

Figures 2-5; the smallest known solution is also plotted for comparison 

(lower is better). 

The five-line sorting problem is simple enough so that all methods 

were able to discover optimal solutions in all runs. The methods’ 

performance started to diverge from six lines on, and the differences 

became more pronounced the larger the problem.  

Figure 2 shows the best runs in terms of comparators, and Figure 3 

in terms of number of layers. The Composite Multi-Objective Novelty 

method performs the best, followed by Composite Multi-Objective, 

Multi-Objective, and Single-Objective method. 

The average results follow a similar pattern. Figure 4 shows the 

number of comparators and Figure 5 the average number of layers in 

the best solutions found, averaged over the ten runs. Again, the 

Composite Multi-Objective Novelty method performs the best, 

followed by Composite Multi-Objective, Multi-Objective, and Single-

Objective methods. In terms of statistical significance (p<0.05), the 

Multi-Objective approach achieves significant improvement over 

Single-Objective at 16-lines networks, while Composite Multi-

Objective significantly outperforms Multi-Objective all the way from 

9-lines to 16 lines. Composite Multi-Objective Novelty is better than 

Composite Multi-Objective in most networks after 11-lines.  
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Figure 2: The minimal number of comparators discovered in the best 

run of each method over different size problems. 

 

Figure 4: The average minimal number of comparators discovered by 

each method over ten runs. 

 

 

The results thus validate the ideas behind these methods: Each 

innovation is an improvement over the preceding one. The plots also 

show that there is still room for improvement. Indeed, the runs were 

limited to thousand generations to facilitate comparisons in this paper. 

In many cases, the results were still improving, and it is indeed the 

nature of this problem that longer runs give better results, as long as 

diversity can be maintained.  Such experiments constitute a 

compelling direction for future work. 

 

 

  

Figure 3: The minimal number of layers discovered in the best run of 

each method over different size problems. 

 

Figure 5: The average minimal number of layers discovered by each 

method over ten runs. 

Discussion and Future Work 

The results in the minimal sorting network domain illustrate the 

principles employed in composite novelty approach well. The 

secondary objectives diversify the search, composite objectives focus 

it on most useful areas, and novelty selection establishes a thorough 

exploration in those areas. These methods are readily implemented in 

standard multi-objective search such as NSGA-II, and can be used in 

combination of many other techniques already developed to improve 

evolutionary multi-objective optimization. 

The sorting network experiments were designed to demonstrate the 

potential of the method, but they do not yet illustrate its full power. 
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One compelling direction of future work is to use it to optimize sorting 

networks systematically, with domain-specific techniques integrated 

into the search, and with significantly more computing power. It is 

likely that given such power, many new minimal networks can be 

discovered. (At the time of this writing, longer runs of CMO-Novelty 

have matched all known best results up to 18 lines.) 

The method can also be applied in many other domains, in 

particular those that are deceptive and have natural secondary 

objectives. For instance various game strategies from board to video 

games can be cast in this form, where winning is accompanied by 

different dimensions of the score.  Solutions for many design 

problems, such as 3D printed objects, need to satisfy a set of functional 

requirements, but also maximize strength and minimize material.  

Effective control of robotic systems need to accomplish a goal while 

minimize energy and wear and tear. Thus, many applications should 

be amenable to this approach. 

Another direction is to extend the method further into discovering 

effective collections of solutions. For instance, ensembling is a good 

approach for increasing the performance of machine learning systems. 

Usually the ensemble is formed from solutions with different 

initialization or training, with no mechanism to ensure that their 

differences are useful. In composite novelty, the Pareto front consists 

of a diverse set of solutions that span the area of useful tradeoffs. Such 

collections should make for a powerful ensemble, extending the 

applicability of the approach. 

Conclusion 

The composite novelty method is a promising approach to 

deceptive problems where a secondary objective is available to 

diversify the search. In such cases, composite objectives focus the 

search on the most useful tradeoffs and allow escaping deceptive areas. 

Novelty-based selection increases exploration in the focus area, 

leading to better solutions, faster and more consistently and it can be 

combined with almost any fitness based method. These principles were 

demonstrated in this paper in the highly deceptive problem of 

minimizing sorting networks, but they should apply to many other 

problems of the same kind, thus increasing the power and reach of 

evolutionary multi-objective optimization. 
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Abstract 
We have developed autonomously moving pine cone robots for 
outdoor natural environments. These robots are made of 
multiple joined pine cone scales. When they are put in outdoor 
places where a supply of moisture (e.g., rain) and drying 
repeatedly occur, they can move up and down on the spot or 
move their position forward. We achieved these autonomously 
moving natural robots using pine cones of both natural 
hygromorphic actuators and components of the mechanism. 
This paper describes our research motivation, design, and 
implementation of three types of hygromorphic actuators and 
applications for autonomously moving robots in nature. 

Introduction 
The authors aim to achieve a novel form of artificial life that 
consists of natural materials and that moves autonomously 
with natural energy. Pioneering work closer to this purpose is 
Theo Jansen's strandbeest [1], which is composed of polyvinyl 
chloride pipes and which can move smoothly like an animal 
using wind power. Shin's hygrobot[2], which is composed of a 
hygroscopically responsive film, is also a self-locomotive 
ratcheted actuator that uses environmental humidity. 
Yamaoka's walking tree [3], which uses an electronic actuator 
for power, can incorporate various natural materials (such as 
branches) as feet for the robot. In contrast to previous studies, 
the authors’ proposed “pine cone robot” uses pine cones as 
natural actuators and as components constituting the 
mechanism. For this system, we focus on a function called a 
hygromorph, in which pine cones close in a humid 
environment and open in a dry environment. More 
specifically, an individual scale separated from the pine cone's 
shaft can transform with moisture. We are developing three 
types of hygromorphic pine cone actuators: a basic 
opening/closing actuator, a height change actuator, and a 
moving actuator. We are doing so by designing the joint 
pattern and interconnection systems of the scales. This paper 
describes the transformation characteristics of scales relative 
to the moisture content and time, and it also describes the 
design of three types of hygromorphic pine cone actuators and 
applications for autonomously moving robots in nature. 

Characteristic of Pine Cone's Hygromorph  
Figure 2 shows the principle of the pine cone's hygromorph. 
As shown in Figure 2(a), each scale is composed of different  

Figure 1. Pine cone robot applying height change actuator 

(a)hygromorph of pine cone  (b) hygromorph of a scale 
Figure 2. Principle of hygromorph 

(a) θ relative to moisture content   (b) θ relative to elapsed time 
Figure 3. Transformation angle relative to moisture content and time 

 
fibers on the inside and outside. Because the outer fiber is a 
thick water-absorbing vascular bundle, when dried, the 
vascular bundle greatly shrinks, causing a pulling force to 
open the scales. However, when the outer fiber gets moisture, 
the pulling force loosens, and the scales close. Moreover, as 
shown in Figure 2(b), an individual scale separated from the 
pine cone's shaft can transform with moisture. Here, we set 
the angle θ in forming a state where the scales of pine cones 
are dry and where moisture is given. According to our 
preliminary measurement that averages three trials, as shown 
in Figure 3(a), the angle of transformation saturates at a 
moisture content of 1000 mg or more, and the angle at that 
time is about 50 degrees. Figure 3(b) shows the 
transformation angle of scales in accordance with the elapsed 
time when 1000 mg of water was applied. It took 70 minutes 
to absorb the moisture fully and 350 minutes for the scales to 
dry. Furthermore, when two scales are artificially joined (e.g., 
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adhering with a glue gun) and sufficient moisture is given, the 
opening and closing angle is 108 degrees, which approximates 
the predicted value obtained by doubling the transformation 
angle of one scale. These results  suggest that the influence 
of joining is small.  

Pine Cone Actuators and Applications  

(a) actuator with two scales open (b) actuator with two scales closed 
Figure 4. Opening/closing actuator 

(a) dry status             (b) wet status 
       Figure 5. Height change actuator 

(a) original dry status (b) first wet status (c) second dry status 
Figure 6. Moving actuator 

 
We propose three types of pine cone actuators: a basic 
opening/closing actuator, a height change actuator, and a 
moving actuator. The pine cone’s hygromorph function is 
utilized, and we designed the joint pattern and interconnection 
systems of the scales. 

Basic Opening Closing Actuator 
Figure 4 shows how the basic opening/closing actuator 
operates. The opening/closing actuator, in which two scales 
are joined by a glue gun, can open and close reversibly after a 
supply of water is given and after natural drying. Two types of 
actuators can be made in accordance with the direction in 
which the scales are joined. The first type has two scales open, 
and the actuator in this case closes after absorbing moisture. 
The second type has the outside of the scales back to back, 
and it opens when moisture is absorbed. Figure 4(a) and (b) 
show that the behavior between moisture absorption and 
drying is reversed depending on the type of actuator. 

Height Change Actuator 
Figure 5 shows how the height change actuator operates. The 
height change actuator, in which more than three scales are 
joined by a glue gun and in which their insides are placed in 
contact with the floor, can change height repeatedly due to a 
supply of water and natural drying. By changing the number 
of joined scales every three feet, we can change the 
increase/decrease in height. As shown in Figure5(b), the 
average value of height change for three actuators in which 
scales are joined in one segment (three pieces), two segments 
(six pieces), and three segments (nine pieces). The amount of 
change in height varied by about two and three times in 
accordance with the number of segments.  

Moving Actuator 
Figure 6 shows how the moving actuator operates. The 
moving actuator is achieved by (1) joining two or more scales 
in a bilaterally asymmetric shape, (2) turning off the function 
of the hygromorph of one of the left and right scales, (3) 
placing these scales on a saw-toothed floor, and (4) supplying 
moisture and air drying. A moving actuator, when supplying 
moisture, lifts its feet so as to slide on a gently sloping floor 
surface; however, when it is dried, it pulls down on a steep 
slope and is pushed out. With such a mechanism, the moving 
actuator can autonomously move as long as moisture is 
supplied, and it can be dried.  
We implemented prototypes based on the aforementioned 
design guidelines. In the first prototype, we joined scales in a 
shape like a letter Y. Scales on the right side lack the function 
of hygromorphy due to waterproofing. A saw-toothed floor 
surface with a 2-mm interval was made with a 3D printer. In 
the second prototype, part of the right side was changed to 
scales made from artificial material. In all of the prototype 
systems, the distance the moving actuator advanced after 
water was supplied and after drying was 4 mm. 

Autonomously moving pine cone robot applications 
Putting the actuator in a state where a repeated supply of 
moisture and drying occur in nature enables the pine cone 
actuator to move autonomously as a natural robot. For 
example, as shown in Fig. 1, when the height change actuator 
is placed in a flower bed, it serves as a guideline for the time 
water is given, and it can continue to move up and down on 
the spot by absorbing water supplied to the flowers. This 
application may be a kind of symbiosis of natural life and 
artificial life. Another example involves the moving actuator 
changing its location autonomously when it rains or when 
humidity changes after placing it outdoors or in places with 
large changes in humidity. 

Concluding remarks 
We implemented three types of hygromorphic actuators which 
are made of multiple joined pine cone scales. Moreover, we 
showed the possibilities of creating autonomously moving 
pine cone robots applying this actuator in a state where a 
supply of moisture and drying repeatedly occur in nature. The 
floor on which the moving actuator can move is now limited 
to an artificial saw-toothed floor surface. In future work, we 
will investigate the possibility of a natural ground surface, 
where friction is alternatively high and low, and the moving 
actuator can change its location autonomously. Further, we 
would also like to measure the accuracy of the system, such as 
how much force can be provided by pine cone, and 
accumulate data. 
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Abstract

A central goal of evolutionary biology is to explain the ori-
gins and distribution of diversity across life. Beyond species
or genetic diversity, we also observe diversity in the circuits
(genetic or otherwise) underlying complex functional traits.
However, while the theory behind the origins and mainte-
nance of genetic and species diversity has been studied for
decades, theory concerning the origin of diverse functional
circuits is still in its infancy. It is not known how many
different circuit structures can implement any given func-
tion, which evolutionary factors lead to different circuits, and
whether the evolution of a particular circuit was due to adap-
tive or non-adaptive processes. Here, we use digital experi-
mental evolution to study the diversity of neural circuits that
encode motion detection in digital (artificial) brains. We find
that evolution leads to an enormous diversity of potential neu-
ral architectures encoding motion detection circuits, even for
circuits encoding the exact same function. Evolved circuits
vary in both redundancy and complexity (as previously found
in genetic circuits) suggesting that similar evolutionary prin-
ciples underlie circuit formation using any substrate. We also
show that a simple (designed) motion detection circuit that is
optimally-adapted gains in complexity when evolved further,
and that selection for mutational robustness led this gain in
complexity.

Introduction

One of the most astonishing aspects of life is the overwhelm-
ing amount of diversity that has existed throughout life’s
history. Ever since Charles Darwin published On the Ori-
gin of Species, evolutionary biologists have tried to under-
stand the processes that lead to biological diversity (Darwin,
1959). On the micro scale, the question of how genetic di-
versity is maintained within a population has been of interest
to population geneticists (Kimura and Crow, 1964; Lewon-
tin and Hubby, 1966; Sved et al., 1967; Ayala and Camp-
bell, 1974) for decades; work on this topic still continues
to this day (Good et al., 2017). In a similar fashion, ecol-
ogists have long been interested in the ecological and evo-
lutionary processes that lead to the origins (Rainey et al.,
2000; Nosil, 2012) and maintenance (Rosenzweig, 1995;
Chesson, 2000) of species diversity. The rise of cheap se-
quencing technologies in recent years has led to the recogni-

tion of another characteristic of biological diversity, molec-
ular diversity (Tenaillon et al., 2012), or diversity in the
sense that multiple genotypes can lead to the same phe-
notype (González-González et al., 2017). In other words,
evolution can lead to a diversity of genetic circuits across
species (Tsong et al., 2003).

The evolutionary principles that lead to molecular diver-
sity in genetic systems has been well-explored. The relation-
ship between genotype and phenotype must be many-to-one
to allow for the existence of neutral evolutionary trajecto-
ries between genotypes. Computational studies of metabolic
networks, gene regulatory networks, and RNA-structure
networks [reviewed in (Wagner, 2011)] all show evidence
of neutral paths that conserve phenotypes between dif-
ferent genotypes. Many-to-one genotype-phenotype map-
pings are even present in artificial digital evolution systems
[e.g., (LaBar et al., 2016; Fortuna et al., 2017; LaBar and
Adami, 2017)] and evolutionary simulations of digital logic
circuits (Raman and Wagner, 2010). Empirical studies of
biological systems suggest the existence of multiple geno-
types encoding similar phenotypes, either through genetic
analysis (Tsong et al., 2006; Taylor et al., 2016), compar-
ative genomics (Cross et al., 2011), or experimental evolu-
tion (Lind et al., 2015; Hope et al., 2017). However, the evo-
lutionary reasons why populations evolve one genotype in-
stead of another genotype, or which evolutionary processes
lead to the evolution of different genotypes, are largely un-
explored in biological systems due to the difficulty of deci-
phering every possible evolutionary trajectory and process,
and the waiting time required for many of these evolution-
ary events to occur [but see (Lind et al., 2015)]. This diffi-
culty presents a prime opportunity for artificial life and dig-
ital evolution studies to perform “digital genetics” and test
hypotheses for why some populations, but not others, evolve
certain genotypic characteristics (Adami, 2006).

Genetic circuits are not the only biological network
shaped by evolution. Neuronal circuits are also shaped by
selective pressures, and much work has been devoted to un-
derstand those. Much of the literature, however, has fo-
cused on whether evolution optimizes the wiring patterns of
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a brain, or the efficiency of the circuitry [see, e.g., the discus-
sion in chapter 7 of (Sporns, 2011)]. For example, it is clear
that the wiring pattern of the neuronal circuitry of the round-
worm Caenorhabditis elegans is not optimal (Ahn et al.,
2006). At the same time, there appear to be certain network
motifs that are strongly favored in the worm brain (Qian
et al., 2011), suggesting that evolution has a hand in optimiz-
ing computational efficiency. However, very little is known
about the wiring diversity underlying circuits with the same
function. According to the principles of evolvability and ro-
bustness discussed above, such diversity could be key for
the adaptability of brains. In fact, both modeling (Prinz
et al., 2004) and empirical (Goaillard et al., 2009) studies
have shown that neuronal circuits can vary in their internal
parameters but lead to the same functional output (Marder,
2011). And while many of these studies examine variation
within one species (Goaillard et al., 2009), similar results
have also been found between species, suggesting evolution-
ary mechanisms can also cause these differences (Shomrat
et al., 2011). This outcome is not surprising, as evolution
and natural selection is expected to primarily act on the func-
tion, not the circuit encoding said function (Shomrat et al.,
2011). These results motivate the question as to how and
why evolution leads to neuronal circuits with different char-
acteristics for the same function.

Here we use digital evolution to study the evolution of
neuronal circuits for visual motion detection. Perception
of moving objects in the environment is of utmost signifi-
cance from an evolutionary standpoint since it can be crit-
ical to survival of animals (including humans); detecting
predators, prey, or falling objects can pose a live or die
question (Palmer, 1999). In the 1950s, Werner Reichardt
along with Bernhard Hassenstein proposed a simple compu-
tational model [now known as the Reichardt detector], that
is based on a delay-and-compare scheme (Hassenstein and
Reichardt, 1956). The main idea behind this model is that a
moving object stimulates two adjacent receptors (or regions)
in the retina at two different time points. In Fig. 1a, an object
(a star) is moving from left to right stimulating two adjacent
receptors n1 and n2, at time points t and t+�t. In the neural
circuit illustrated in Fig. 1a, which is a portion of the entire
Reichardt detector circuit, ⌧ functions as a temporal filter
that delays the received stimulus from receptor n1. This de-
layed signal will then be multiplied (in the ⇥ neuron) with
the stimulus received in n2 at t + �t. This multiplication
result, therefore, detects motion from left to right. However,
this half-circuit only detects motion in one direction. In the
full Reichardt detector circuit shown in Fig. 1b, the outcome
of the multiplication from two similar computations, but in
opposite directions, are subtracted. Thus, the result will be a
positive value for left to right motion (also called preferred
direction, PD), and negative for right to left motion, (termed
the null direction, ND).

Beyond the Reichardt detector, other types of motion de-

Figure 1: a) A half Reichardt detector circuit. An object
(star) moving from left to right stimulating two adjacent re-
ceptors, n1 and n2, at time points t and t+�t. b) A full Re-
ichardt detector circuit. In full Reichardt detector circuits,
the results of the multiplications from each half circuit are
subtracted.

tection models were also proposed, e.g. edge-based models
(Marr and Ullman, 1981) and spatial-frequency-based mod-
els (Adelson and Bergen, 1985). However, most computa-
tional motion detection models are based on the delay-and-
compare scheme (Palmer, 1999). For example, the Barlow-
Levick (BL) motion detection model (Barlow and Levick,
1965) is similar to the Reichardt model in that it also em-
ploys asymmetric temporal filtering of signals that are then
fed to a non-linearity component, but they differ in the lo-
cation of the filter and type of non-linearity component.
While motion detection in mammals and in particular hu-
mans is expected to be far more complex, there are signifi-
cant similarities to the basic Reichardt detector logic (Borst
and Helmstaedter, 2015), and thus the Reichardt detector
“module” of motion detection is likely a key component of
all motion detection circuits.

Using digital experimental evolution methods, we found
that motion detection circuits can be encoded by a wide
diversity of neuronal architectures. Evolved brains differ
in the logic gates used to perform motion detection, in the
wiring between these logic gates, in the presence of redun-
dant logic gates, and in their total complexity (i.e., number
of logic gates). We explored the evolutionary significance
in complexity variation between brains by evolving brains
using a handwritten optimal motion detection circuit as the
ancestor. These brains also increased in complexity although
no improvement in the performance of their circuit could oc-
cur. Instead, these brains evolved greater complexity due to
selection for mutational robustness. These results suggest
that different species may evolve different circuits for simi-
lar neuronal functions.

Methods

In this study, we use an agent-based model to study evolution
of computational visual motion detection circuits. In this
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model, agents embody neural networks known as “Markov
brains” (MB) (Hintze et al., 2017). Markov brains have three
different types of neurons that help the agent interact with
the outside world: 1) sensory neurons, that receive the in-
formation from the environment, 2) hidden neurons that as-
similate the agent’s processing unit, and 3) decision (“mo-
tor”) neurons that function as the actuators of the agent. In
other words, sensory neurons are written to by the surround-
ing environment, hidden neurons process the received infor-
mation, and the decision neurons specify the actions of the
agent in its environment.

Markov brains are evolvable networks of neurons
in which the neurons are connected via probabilis-
tic/deterministic logic gates. In the experimental setup used
in this study, a logic neuron is a binary variable whose state
is either 0 or 1 (it is quiescent or it fires1). The states of
the neurons are updated in a Markov fashion, i.e., the prob-
ability distribution of states of the neurons at time step t+1
depends only on the states of neurons at time step t as shown
in Fig. 2a. That figure shows a Markov brain with 11 neu-
rons and two hidden Markov gates (HMG) at two consec-
utive time steps t and t + 1. Hidden Markov gates deter-
mine how the states of the neurons at time step t+1 are up-
dated given the states of the neurons at time t. For exam-
ple in Fig. 2b, gate 1 takes the states of neurons 0, 2, and
6 as inputs and writes updated states to output neurons 6
and 7. Each hidden Markov gate has a probabilistic logic
table that specifies the probability of every possible output
given the states of the input (Fig. 2c). That figure shows the
probability table of gate 1 with 8 rows for all possible input
states, and 4 columns for each possible output states (note
that there are 23 = 8 possible input states for 3 binary in-
puts, and similarly, 22 = 4 for outputs). Each entry in the
table represents the probability of a specific output, given a
particular input. For instance, p53 represents the probability
of getting output states h1, 1i, with decimal representation
3, given the input states h1, 0, 1i, with decimal represen-
tation 5. As a result, the sum of the probabilities of each
row should be equal to 1. In this work, we constrain hidden
Markov gates to be deterministic, therefore, the output states
will always be the same given a particular input (probabili-
ties in the table are either 0 or 1 and only one entry in each
row of the table can be equal to 1). Markov brains can evolve
to perform a variety of tasks such as active categorical per-
ception (Marstaller et al., 2013), swarming in predator-prey
interactions (Olson et al., 2013), collision avoidance strate-
gies using optical flow classification in fruit flies (Tehrani-
Saleh et al., 2016), and decision making strategies in hu-
mans (Kvam et al., 2015). In the evolutionary process, the
connections of the networks and the underlying logic of the
connected gates change (evolve), and therefore, the agents
adapt to their environment. More specifically, the number of

1These logic neurons are thought to represent the state of groups
of biological neurons.

Figure 2: a) A Markov brain with 11 neurons and 2 gates
shown at two time steps t and t+1. The states of neurons at
time t and the logic operations of gates determine the states
of neurons at time t+1. b) One of the gates of the MB whose
inputs are neurons 0, 2, and 6 and its outputs are neurons 6
and 7. c) Probabilistic logic table of gate 1.

gates, how each gate is connected to its inputs/outputs neu-
rons, and the logic table of the gates are subject to evolution.
However, the total number of neurons, the number of each
type of neurons (i.e., sensory neurons, hidden neurons, and
decision neurons), does not change during evolution. In our
experimental setup for instance, we use MBs with 16 neu-
rons in which two neurons (neurons 1 and 2) are designated
as sensory neurons, and two neurons (neurons 15 and 16) are
assigned as decision neurons, while the remaining 12 neu-
rons are hidden neurons. In order to evolve MBs, we apply

Figure 3: A Markov brain is encoded in a sequence of bytes
that serves as the agent’s genome.

a Genetic Algorithm (GA) to a population of MBs in which
each MB is encoded in a genome as shown in Fig. 3. The
genome of each MB is a sequence of numbers in the range
[0,255] (a sequence of bytes) that encodes hidden Markov
gates (HMGs), their connections, and their logic. The ar-
bitrary pair h42, 213i is chosen as the start codon for each
gate. The next two bytes following the start codon encode
the number of inputs and the number of outputs of the HMG,
respectively. In our experimental setup, we constrained MBs
to always have 2 inputs and 1 output, therefore, these two
bytes are ignored in transcription. The subsequent (down-
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stream) loci in the genome encode which neurons are con-
nected to this HMG as input, which neuron is connected to
the output, and finally the logic table of the HMG.

In our experimental setup, we initialized the populations
with 100 genomes with 5,000 random bytes. We sprinkled
those random bytes with four start codons in each genome
to speed up initial evolution. Thus, all genomes in the ini-
tial population have at least four random HMGs. As men-
tioned before, all HMGs in our setup are deterministic and
have 2 inputs and 1 output. As a result, HMGs can only
have 16 possible logic tables. We ran 100 replicates of this
experiment for 10,000 generations with mutations, roulette
wheel selection, and 5% elitism. The GA configuration is
presented in more detail in Table 1.

Table 1: Genetic Algorithm configuration. We evolved 100
populations of 100 MBs for 10,000 generations with point
mutations, deletions, and insertion. We used roulette wheel
selection, with 5% elitism, and with no cross-over or immi-
gration.

Population size 100
Generations 2000

Initial genome length 5,000
Initial start codons 4
Point mutation rate 0.5%
Gene deletion rate 2%

Gene duplication rate 5%
Elitism 5%

Crossover None
Immigration None

The fitness function is designed in order to evolve MBs
that function as a visual motion detection circuit. In do-
ing so, two sets of stimuli are presented to the agent in
two consecutive time steps and the agent classifies the in-
put as either: motion in preferred direction (PD), stationary,
or motion in null direction (ND). Neurons 1 and 2 (the sen-
sory neurons) represent two adjacent receptors separated by
a fixed distance that can sense the presence or the absence
of a visual stimulus. The binary value of the sensory neuron
becomes 1 when a stimulus is present, and it becomes (or re-
mains) 0 otherwise (see Fig. 4). Thus, there are 16 possible
sensory patterns that can be presented to the agent (2 binary
neurons at 2 time steps). Among these 16 input patterns, 3
input patterns are PD, 3 are ND, and the other 10 are sta-
tionary patterns. Agents classify the sensory pattern with 2
decision neurons, neurons 15 and 16. We assigned the sum
of the values of the decision neurons to represent the cat-
egory of the sensory pattern: when both decision neurons
fire (sum=2), the sensory pattern is classified as PD, when
only one of the decision neurons fires (sum=1), the sensory
pattern is classified as stationary, and when neither fire the
sensory pattern is classified as ND (sum=0). We chose this

encoding for three classes of input pattern to facilitate the
evolution of motion detection circuits. In preliminary exper-
iments, we tried three different methods of encoding input
pattern classes and found this one to evolve the fastest. In
those preliminary experiments, we tried the following alter-
native encodings: assigning one neuron to each class (i.e.
three decision neurons), assigning the decimal value of the
pair of decision neurons to each class, i.e., 00 ! ND, 01 !
stationary, 10 ! PD, and ignore 11, and finally assigning
the sum of the values of decision neurons to each class. For
the last two encoding methods, we tried all possible permu-
tations of encodings and the one we chose consistently leads
to the best results.

Figure 4: Schematic examples of three types of input pat-
terns received by the two sensory neurons at two consecu-
tive time steps. Grey squares show presence of the stimuli
in those neurons. a) Preferred direction (PD). b) Stationary
stimulus. c) Null direction (ND).

All agents of the population are evaluated in all 16 pos-
sible sensory patterns and gain a reward for correct classi-
fication (no reward or penalty for incorrect classifications).
The reward values for correct classifications of each class
is inversely proportional to their frequency: the reward for
PD and ND patterns are 10, and the reward value for cor-
rect classification of stationary patterns are 3. However, in
the results presented in the next section, all fitness values are
normalized to take a maximum value of 100.

Results

After evolving 100 populations for 10,000 generations, we
isolated one of the genotypes with the highest score from
each population and analyzed its ability to perform the same
function as a motion detection circuit. Seventy-five of the
one hundred brains evolved a perfect motion detection cir-
cuit (correct classification of all 16 patterns); we used those
brains for the rest of our analysis. A preliminary analysis of
our evolved brains suggested that evolution led to a wide di-
versity of neuronal circuit architectures. Amongst our pop-
ulation of 75 brains, we found both relatively simple neu-
ronal circuits (Fig. 5a) and more complex neuronal circuits
(Fig. 5b), suggesting that not only does evolution lead to
a large number of different motion detectors, but they also
all vary in complexity (defined here as the number of gates
composing a circuit).
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(b)

(a)

Figure 5: Markov brains evolve alternative circuits to encode
a motion detection circuit (duplicated logic gates with same
inputs and outputs are omitted). a) Example simple evolved
motion detection circuit. b) Example complex evolved mo-
tion detection circuit. Gate symbols are US Standard.

To gain a better understanding of the diversity of neuronal
circuits evolved in this study, we performed gate-knockout
assays on all 75 brains. We sequentially eliminated each
logic gate and re-measured the mutant brain’s fitness, thus
allowing us to estimate which gates were essential to the
motion detection function (if mutant fitness decreased) and
which gates were redundant to the motion detection func-
tion (if mutant fitness was equal to the ancestral fitness).
There was a wide distribution in the number of essential
logic gates, ranging from two logic gates to ten logic gates,
with a mean of 4.82 gates (Fig. 6a). This result supports
the idea that there is a wide diversity of possible motion
detection circuits available to evolution. We also measured
the number of redundant logic gates and found our evolved
brains possessed an even greater number of gates that had no
apparent contribution to the circuit’s function (Fig. 6b), sug-
gesting that either a large portion of the complexity of these
motion detection circuits evolved neutrally, or that selection
for redundancy and mutational robustness is involved.

We also examined the types of logic gates that were either
essential or redundant to each brain by recording the aver-
age number each gate was found within each evolved brain.
We found surprising similarities in the distribution of the
average presence of each logic gate between both essential
gates (Fig. 7a) and redundant gates (Fig. 7b). The six most-
abundant logic gates in both the essential and the redundant
gate distribution were NOR, OR-NOT, AND-NOT, NOT,
COPY, and EQU. These results suggest either that evolved
motion detection circuits may incorporate whichever gates
are most easily-evolved (in the sense that they interact with
other gates without fitness trade-offs) or that they may have
evolved the same redundant gates as their essential gates in
order to encode robustness against mutations.

Multiple pieces of evidence suggest that the complexity
of our evolved brains did not evolve solely to perform the
motion-detection function. Our evolved brains are more

(a)

(b)

Figure 6: Evolved motion detection circuits vary greatly in
complexity. a) Histogram of the number of essential gates
(i.e., gates that resulted in a fitness loss when removed) for
each evolved motion detection circuit. b) Histogram of the
number of redundant gates (i.e., gates that resulted in no fit-
ness loss when removed) for each evolved circuit.

complex than required to encode a motion detection circuit
(Fig. 6). The large abundance of redundant gates suggests
that either these brains are neutrally evolving increased com-
plexity or are evolving mutational robustness due to high
mutation rates. The similarities in the distribution of both
essential and redundant logic gates suggests either that cer-
tain gates arise due to their intrinsic abundance in the fit-
ness landscape, or because they can compensate for mu-
tations to otherwise essential gates. Therefore, to test for
the reason behind our evolved brains’ complexity, we hand-
wrote a simple Reichardt detector with optimal individual
fitness (Fig. 8a), evolved 100 populations under the same
protocol as before, and repeated our knockout analysis. If
the evolution of complexity was either non-adaptive or due
to selection for increased redundancy and robustness, we
would expect these simple brains to increase in complexity
upon further evolution. However, if the motion detector cir-
cuit’s evolved complexity is due to difficult-to-break histor-
ical contingency, we would expect little change in the brains
evolved from hand-written Reichardt detectors.

The results from the knockout analysis demonstrated that
the brains evolved from a hand-written Reichardt detector
increased in complexity when evolved further (Fig. 8b), sug-
gesting that the increased complexity seen in Fig. 6 was
not due to historical contingency, but to other evolution-
ary factors. To test if these evolved brains were shaped by
selection for mutational robustness, we measured the mu-
tational sensitivity of each brain by calculating the aver-
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(a)

(b)

Figure 7: Distribution of specific gates used in evolved mo-
tion detectors. a) Average number of essential logic gates of
each type of logic gate per evolved brain. Error bars repre-
sent 95% confidence intervals. b) Average number of redun-
dant logic gates of each type of logic gate per evolved brain.
Error bars represent 95% confidence intervals.

age fitness loss from removing one logic gate and multi-
plying this loss by the total number of gates in each brain.
Those evolved brains were less mutationally-sensitive (or
more mutationally-robust) than their hand-written ancestor
(Fig. 8c), suggesting that the additional gates evolved in or-
der to increase the brain’s robustness to mutations. However,
we should also note that some brains did evolve a greater
mutational sensitivity, suggesting that either robustness was
evolved beyond single-step mutations or that there is some
role for non-adaptive evolutionary processes in driving cir-
cuit architecture.

Discussion

We tested if a computational model could evolve a wide
diversity of neuronal architectures, and studied evolution-
ary trends in the evolution of these neuronal architectures.
We found that selection for motion detection does lead to
a wide diversity of neuronal circuits even though each has
the same overall function. Most brains are more complex
than the standard model for motion detection: the Reichardt
detector. Each brain uses many different logic-gate com-
ponents, although some gates are more common than oth-
ers. A large portion of the evolved complexity in these
brains results from the evolution of redundant gates. We
also showed that even hand-written Reichardt detectors in-
crease in complexity when evolved further, suggesting that
the large complexity is due to either non-adaptive evolution
or selection for functional redundancy. Measurements of the
evolved brains’ mutational sensitivity suggested they had in-
deed evolved mutational robustness, illustrating one addi-
tional selective pressure beyond basic functionality on the
neuronal architecture of motion-detection circuits.

(a)

(b)

(c)

Figure 8: Evolution of a simple Reichardt detector leads to
greater complexity. a) Diagram of a hand-written Markov
Brain encoding a simple Reichardt detector b) Distribution
of the number of essential gates for brains evolved from a
hand-written ancestor. c) Mutational sensitivity of evolved
motion detectors.

We undertook this study to see if some of the trends de-
tected in the evolution of genetic circuits occurred in the
evolution of Markov brains (Tsong et al., 2003). As found
in many other functional systems, including those based on
biochemistry (Wagner, 2011) and those based on various
digital substrates (Raman and Wagner, 2010; Fortuna et al.,
2017; C G et al., 2017), there is a wide variety of diverse
neuronal architectures that can encode a motion-detection
circuit that is logically equivalent to that of a Reichardt de-
tector. Our results are in accordance with previous results
that showed neuronal circuits with the same functional out-
put could vary between species (Shomrat et al., 2011). These
results suggest that a diversity of neuronal architectures may
exist for species across life. Our results also suggest that any
system with interacting individual components that, when
combined, lead to a functioning circuit may possess a diver-
sity of circuits that provide the same function.

While it is perhaps not surprising that our evolved digital
brains are different from the default Reichardt detector en-
coding, we did not expect them to be much more complex.
Thus, it is worth discussing how some of our experimen-
tal design decisions could have influenced these differences.
One likely difference between our evolved brains and real
brains is the lack of any fitness cost for larger brains in our
model. If each neuron or logic gate was associated with a
fitness cost, then one would intuitively expect the evolved
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brains to be simpler than what we found them to be. On the
other hand, neuro-anatomical evidence has suggested that
wiring length and connection cost do not appear to be mini-
mized in brains [see also (Hilgetag and Kaiser, 2004)].

Another difference between digital and biological brains
is that we only selected on one trait here. The evolution of
neuronal circuits is likely constrained by pleiotropic inter-
actions with other functional circuits, as with genetic sys-
tems (Sorrells et al., 2015). Finally, compared to biological
systems, Markov brains evolved under of a very high muta-
tion rate, something that is known to alter the evolution of
genetic architecture towards mutational robustness (Wilke
et al., 2001). It is likely that Markov brains would have
evolved less-complex circuits with a decreased mutation
rate, although the magnitude of this effect is not known.

We envision the results we presented here as a first step
in establishing Markov brains as a model system to study
the potential neuronal architectures evolved by Darwinian
natural selection. Some of the limitations discussed above
present fruitful avenues for future work that may lead to
further insights into the evolutionary potential of biological
brains. Although we did not attempt a more-precise classi-
fication of our evolved circuits beyond their complexity and
their specific logic gates, we see this as a possible endeavor.
If the addition of further selection pressures results in the
evolution of simpler brains than those evolved here, this task
should be achievable. Such studies should lead to a more
predictable theory of the diversity of neuronal circuits.
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Abstract

The phosphate economy in cells is essential in many bio-
chemical processes from signal transduction, to energy
metabolism to DNA and RNA synthesis. All living systems
therefore acquire and regulate phosphate in order to survive
and reproduce. E. coli, for example, regulate the inorganic
phosphate (Pi) uptake in order to survive under phosphate-
limiting conditions. To achieve this, E. coli have developed
an accurate control mechanism, Pho regulon, to adapt to envi-
ronmental perturbations of Pi, controlled by the PhoR/PhoB
two-component regulatory system (TCS). The signalling of
the TCS is delivered by interactions with the ABC transporter
via PhoU. However, the exact mechanisms of interaction are
unknown. Here, we propose mechanistic explanations for
these mechanisms via a quantitative computational analysis,
whereby we model plausible ABC and TCS state transitions.
We analyse the interaction mechanism and the dynamic be-
haviour of TCS system deactivation in relation to the external
Pi levels. We show that the behaviour of this system depends
on the network structure. In particular, we use alternative
models to demonstrate that variation in interaction patterns
affect the response time of the system. Overall we show how
to model a system where some key interactions are as yet un-
known and to provide testable predictions that can easily be
verified in the lab. This way, modelling is being used to in-
crease our mechanistic understanding of important biological
systems by defining and driving wet lab experiments and to
increase our biological understanding of the often complex
relationship between an organism and its environment.

Introduction
Living cells, like bacteria, face a wide range of challenging
environmental conditions such as nutrient limitation or ex-
posure to antibiotics. Therefore, they must sense and rapidly
produce the appropriate response to their environment. Re-
sponse networks of E. coli are selected for fast and reliable
adaptation to environmental conditions (Celani and Vergas-
sola, 2009). A mechanism that governs these responses
is given by the two-component systems (TCSs) (Shimizu,
2014). TCSs transmit information between a histidine ki-
nase (HK) sensor and a cognate response regulator (RR)
by phosphorylation (Shimizu, 2014). A particularly well-
characterised example of a TCS histidine kinase is PhoR in

E. coli. PhoR responds to the changes in the external in-
organic phosphate (Pi) level and controls the phosphoryla-
tion of the response regulator PhoB (Wanner, 1996; Santos-
Beneit, 2015). The phosphorous compounds are essential
nutrients for many biomolecules and have important roles in
cell function and life (Wanner, 1996). Therefore, through
such metabolic architectures, proper Pi signaling produces
robust growth of E. coli.

Many parts of this Pi signaling pathway are known. E.
coli control Pi metabolism through Pho regulon (Wanner,
1996; Santos-Beneit, 2015; Lamarche et al., 2008). Pho reg-
ulon, a well studied system in E. coli, is a global regulatory
circuit involved in Pi management (Wanner, 1996; Santos-
Beneit, 2015; Lamarche et al., 2008; Chekabab et al., 1993;
Wanner et al., 1995; Gao and Stock, 2009). It is central to as-
similation of Pi and regulation of Pi metabolism. It includes
a number of Pi starvation-inducible genes such as (Wanner,
1996; Wanner et al., 1995)

1. two that are members of the large family of two compo-
nent systems (TCSs), a sensor histidine kinase PhoR and
a response regulator PhoB;

2. four components of the ABC transporter Pst (PstSCAB)
which are an extracellular binding protein (PstS), two
transmembrane proteins (PstC, PstA) that form the trans-
membrane domain (TMD), and a dimer of cytosolic pe-
ripheral proteins (PstB) referred to as the nucleotide-
binding domain (NBD);

3. and the chaperone-like PhoR/PhoB inhibitory protein
called PhoU.

Figure 1 displays a schematic representation of the Pho
regulon system. Limiting concentrations of extracellular
Pi activates the system, resulting in the phosphorylation of
transcription factor PhoB by PhoR (Wanner, 1996; Santos-
Beneit, 2015; Chekabab et al., 1993). Signal transmission
occurs through autophosphorylation of PhoR, followed by
transfer of the phosphoryl group to PhoB (Wanner, 1996;
Santos-Beneit, 2015; Lamarche et al., 2008; Chekabab et al.,
1993; Wanner et al., 1995). Phosphorylated PhoB acti-
vates Pho regulon by binding to a consensus DNA sequence
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within the promoters of Pho regulon genes (Wanner, 1996;
Santos-Beneit, 2015; Lamarche et al., 2008; Chekabab et al.,
1993; Wanner et al., 1995).

A return to the repression state occurs by a transition from
the growth state to a phosphate-rich environment. The acti-
vation signal is interrupted by PhoR acting as a phosphatase
on phosphorylated PhoB. System deactivation upon stimu-
lus removal has an important task of coordinating and regu-
lating the cell growth (Wanner, 1996; Santos-Beneit, 2015;
Lamarche et al., 2008; Chekabab et al., 1993; Wanner et al.,
1995). Although, there has been much research on activa-
tion dynamics of TCS (Shinar et al., 2007; Gao and Stock,
2009), it is not well understood how PhoR receives the sig-
nal from PhoU. It is known that, under environmental Pi re-
pleted conditions, the Pho regulon is not induced (off state)
and PhoB is maintained in the non-phosphorylated form by
PhoR (Lamarche et al., 2008; Chekabab et al., 1993).

It has been suggested that the PhoR/PhoB proteins assess
Pi availability by monitoring the activity of the ABC trans-
porter. In addition to the ABC transporter, PhoU is also re-
quired for Pi signal transduction (Wanner, 1996; Gardner
et al., 2014; Rice et al., 2009). PhoU constitutes an inter-
mediate step between the ABC and TCS systems, inhibiting
PhoR when the ABC system actively transports Pi (Wan-
ner, 1996; Gardner et al., 2014; Rice et al., 2009). When
PhoU is mutated or deleted, PhoR continuously phospho-
rylates PhoB (Gardner et al., 2014). Then, phosphorylated
PhoB delivers the high expression of the Pho regulon genes.
PhoU is involved not only in the control of autokinase activ-
ity, but also in control of ABC transporter in order to avoid
an uncontrolled Pi uptake. Moreover, it is known that PhoU
and ABC transporter are also required for dephosphoryla-
tion of phospho-PhoB (Wanner, 1996; Wanner et al., 1995).
However, the exact mechanism of PhoU action is not fully
elucidated. Here, we address these uncertainties by applying
alternative models based on plausible interaction patterns.
This allows us to predict the unknown mechanisms of the
system, which can be verified by experiments.

In order to address these questions, we have analysed the
signal transfer pattern from the ABC transporter to the his-
tidine kinase PhoR under the conditions of various exter-
nal Pi concentrations. For this, we have designed alterna-
tive models to quantify and evaluate the events of the de-
activation mechanism in the system. The main contribution
of our model is thus the mechanistic quantification of the
continuous relationship between the external Pi concentra-
tion and the PhoR activity in the cell, delivered by the sig-
nal transduction mechanism through ABC transporter and
PhoU. This, in return, provides predictions on the effects of
the ABC transporter and PhoU to the system deactivation.

In the following, we distinguish different types of inter-
actions, and show how these patterns can correspond to sig-
nalling mechanisms. For this, we have first implemented our
models in terms of hypothetical direct interactions between

ABC transporter and PhoR. Thus, our preliminary model in-
cludes an implicit representation of the PhoU effect on the
system. We have then extended and refined this implicit rep-
resentation with an explicit mechanistic characterisation of
PhoU that supports the preliminary observations. We have
performed a computational analysis by simulations to en-
hance the understanding of the effects of multiple pathways
on response dynamics and protein homeostasis in differ-
ent environmental conditions. Our simulations with various
mechanisms provide predictions on the effect of the system
structure and PhoU activity. In particular, we have analysed
how strong phosphatase activity suppresses TCS activation,
and quantified how fast the system is turned off once the
stimulus due to external Pi concentration is removed.

Methods
In a system of E. coli, it is important to balance Pi accumu-
lation (Wanner, 1996; Lamarche et al., 2008; Wanner et al.,
1995). When external Pi levels are low, it becomes a growth
limiting factor (Peterson et al., 2005). Therefore, the cell
invests resources to produce proteins, rather than Pi accu-
mulation (Peterson et al., 2005; Hudek et al., 2016). How-
ever, when the external Pi is in excess, the E. coli begins
to enhance Pi accumulation and switches the TCS off. To
explain this system, we have previously designed and anal-
ysed a two component system model that quantifies the dy-
namic mechanisms of auto-regulation in E. coli, and ex-
plored and verified emerging phenotypes with synthetic pro-
moters (Uluşeker et al., 2018, 2017). Moreover, we have
analysed the response of the model to variations in the ex-
ternal Pi levels.

In the following, to better illustrate the response of Pho
regulon and TCS signalling to the different external Pi lev-
els, we present a model as a conceptual representation of
switching of TCS. We have considered a set of reactions
for the signal of external Pi with the TCS histidine kinase
as the target for delivery. As a preliminary step, the con-
ceptual model contains implicit representation of the inter-
actions with the TCS. We describe the formation of repres-
sion complex, which involves PhoR and ABC transporter,
together with an implicit effect of PhoU protein. The model
is consistent with observations in the literature, and main-
tains accurate relationships between all the components in
the system. This enables the model to demonstrate the ef-
fect of PhoU protein and its integration to the system.

From an alternative perspective, Figure 2 shows how the
regulatory system can be represented as a logic gate. TCS
can be viewed in terms of its inputs and outputs without
details of internal workings. Thus, it alllows us to imple-
ment the role of PhoU implicity. With the help of schematic
and logic gate representation of the system we have built
a preliminary model to analyze how the signal for exter-
nal changes is delivered to TCS, especially to PhoR. The
signal transduction from PhoR to gene regulation via TCS

634



Figure 1: Schematic representation of the different stages
of Pho regulon. Green colored shape represents ABC trans-
porter, dark blue one is PhoR, light blue shape stands for
PhoU and pink stands for PhoB. The signaling processes of
activation and deactivation correspond to different states of
PhoR.
Activation: When external inorganic phosphate (Pi) is de-
pleted, the system is in growth condition. Under this con-
dition, Pho regulon is active and produces its components.
ABC transporter binds the external Pi, internalises and re-
leases it to the cytosol. According to the current biolog-
ical model in the literature, PhoR assesses Pi availability
by monitoring the ABC transporter. This is done by relay-
ing the signal via PhoU. When the system is active, PhoU
does not stabilize PhoR and PhoR passes to the active state
(PhoRa). PhoRa phosphorylates PhoB. Phosphorylated
PhoB then acts as a transcription factor for the operon.
Deactivation: PhoR acts as a phosphatase on phosphory-
lated PhoB. When environmental Pi is in excess, Pho regu-
lon is inhibited. PhoU stabilizes PhoR. This prevents PhoR
from autophosphorylating itself. The signal is thus propa-
gated to PhoR, resulting in its inhibition state PhoRr.

has been quantified in our previous work (Uluşeker et al.,
2018, 2017). In the current work, this framework is used
as a basis to describe mechanistically the effect of external
Pi concentration change and TCS inhibition. The model is
based on a mechanistic description of the system dynamics
within a chemical reaction system representation with re-
spect to mass action dynamics.

ABC transporter regulates the translocation of Pi to the
cytosol. ABC transporter autophosphorylates itself and
switches between the closed (ABC) and open (ABCo) dimer

Figure 2: Representation of Pho regulatory system interac-
tions as a logic gate circuit. Triangle shape represents NOT
gate, and half circle shapes are AND gates. System inputs
are Pi, ABC, PhoU, PhoR and PhoB. Colors are used as de-
scribed in Figure 1. For a 2-input AND gate, the output is
true if both inputs are true. While, for a single input NOT
gate, the output is only true when the input is false due to
the NOT gate. PhoR assesses Pi availability by monitor-
ing the activity of the ABC transporter. When the Pi in-
flux is reduced, PhoU unblocks PhoR. This allows PhoR to
autphosphorylate itself (Rp) and phosphorylate PhoB (Bp).
Otherwise, when the Pi influx is increased, PhoU stabilizes
PhoR and prevents PhoR dimers from autphosphorylating,
and PhoR becomes repressive (Rr).

conformations as a result of ATP binding. External Pi (Pext)
intake takes place with the conformational changes in the
ABC transporter. This causes an increase in the amount of
internal Pi (Wanner, 1996; Hsieh and Wanner, 2010).

ABC −→ ABCo (1)

ABCo + Pext −→ Pin + ABC (2)

PhoU is an essential protein for the repression of the Pho
regulon at high Pi conditions (Gardner et al., 2014; Wanner,
1996). Although the mechanism behind the Pho regulon de-
activation is unknown, one hypothesis is that PhoU inhibits
the activation of PhoR by interacting with PhoR and ABC,
and converts PhoR to the represive state (PhoRr) (Gardner
et al., 2014; Steed and Wanner, 2014; Rice et al., 2009). It
is assumed that the ABC transporter senses the Pi levels and
transfers the signal to the TCS via PhoU (Gardner et al.,
2014).

Therefore, as an initial step of the model component inter-
actions, we have expressed the inhibition as a direct interac-
tion between ABC and PhoR. We have then constructed two
alternative models for for assessing interactions between the
ABC transporter and TCS with potentially distinct mecha-
nisms for diminished PhoR activities. These two alternative
models are abstractions that contain PhoU implicitly, which
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we refine below. Our motivation behind the use of alter-
native reaction designs is to examine how the type of the
chemical reactions impacts the switch dynamics.

First possible interaction is:

ABC + PhoR −→ ABC + PhoRr (3a)

PhoRr −→ PhoR (4a)

and other one is expressed as:

ABC + PhoR −→ ABC PhoR (3b)

ABC PhoR −→ ABC + PhoR (4b)

For these two alternative models, we have implemented
the deterministic ordinary differential equation (ODE) sys-
tems in Matlab by using the standard translation from the
chemical reaction network above, based on stoichiometries.
The models have been tested with 0, 50, and 100 µM exter-
nal Pi. The concentrations of proteins PhoR and ABC are
set to 0.22 µM based on literature and verified by our pre-
vious work (Van Dien and Keasling, 1997; Uluşeker et al.,
2018, 2017). The parameters for the rates are listed in Table
1. The rate of reaction 1 is obtained in accordance with our
previous works (Uluşeker et al., 2018, 2017). The unknown
rates of reaction 2 and 3 have been estimated to reproduce
decreasing dynamics of the PhoR according to the external
Pi concentration change with respect to the switching of dy-
namics. The rate of reverse reaction 4 has been set to the
value that delivers the expected dynamics. We have used
these values as a calibration for the control models and ex-
plored the possible variations as described below.

Reaction N. Rate Symbol Value Unit
1 r1 25.3658 µM−1sec−1

2 r2 0.001 sec−1

3a and 3b r3a and r3b 1 µM−1sec−1

4a and 4b r4a and r4b 0.000001 sec−1

Table 1: The reaction rates and units of the control model.

Results
Figure 3 shows a dynamic representation of the two differ-
ent models used in our analysis. Model 1 includes reactions
1, 2, 3a and 4a and Model 2 includes the reactions 1, 2, 3b
and 4b. The models describe two possible mechanisms for
switching off the TCS in response to the Pi repletion. The
deterministic ODE simulations display the average dynamic
behaviour of the concentrations for the simulated 4.5 hours.
In the two models, the parameter values of all the processes
are the same. This guarantees that the differences in dynam-
ics are only due to the types of the interactions.

The ABC transporter can act as an enzyme (Model 1) or
binds the histidine kinase PhoR (Model 2) in response to an
external signal. Both forms of ABC transporter mechanisms
affect the TCS with similar affinities. Both models examine
the functionality of the system without going into the details
of its internal structures with respect to PhoU. When ABC
acts as an enzyme as in Model 1, it indirectly affects PhoR
and inhibits PhoR activation while being preserved. In the
case of Model 2, ABC participates directly and binds the
unphosphorylated PhoR to form a complex (ABC PhoR).
This complex formation causes the stabilisation of PhoR.
The stabilised PhoR does not modulate the phosphorylation
and activity of relevant proteins. The designed interaction
of the regulatory system functions as expected in response
to various external Pi levels.

The plots clearly show that when the external Pi level
increases, activity of PhoR decreases in both models (Fig-
ure 3). Moreover, the system is able to maintain PhoR activ-
ity, thus protein synthesis, to maximal when external Pi is 0
µM. Figure 3 provides a comparison of the functional effec-
tiveness of the two mechanisms: Model 1 has faster response
time than Model 2 for all the external Pi levels (Figure 3).
Response time is the time to reach halfway between the ini-
tial and final levels in the dynamic process (Alon, 2007). It
is an important measure for the speed at which PhoR levels
change as it quantifies the effectiveness, especially in fluctu-
ating environmental conditions.

To better understand the TCS switching dynamics, we
have performed a mathematically controlled comparison of
the two models (Alves and Savageau, 2000). We have set the
system as equivalent as possible by reaction rates, external
conditions and initial values. This allows us to observe the
differences in the physiological behaviour between designs.
The comparison analysis was done using the specific set of
parameter values reported in Table 1. By exploring the ef-
fect of the changes in the reaction rates r1, r2, and r3a and
r3b in orders of magnitude, we have classified the similarity
in dynamics with possible variations in the rates.

Next, we have examined the response time and PhoR
degradation for alternative models with the selected param-
eters. We have extended our calculations and reproduced
the dynamics in Figure 4a and Figure 4b. Steady-state lev-
els of PhoR and response time have been cross-examined at
reaction rates r1, r2, and r3, allowing evaluation of the sta-
bility of the system with different rates. We have omitted
the reaction rate r4 variation because variations on this rate
at this regime imply a departure from the expected dynam-
ics. However, variations on r4 together with others preserve
the dynamics, as we explore below.

Robust adaptation is a biological behaviour for E. coli
that describes surviving in varying environmental condi-
tions. We have performed an analysis to predict the robust-
ness of network against variations of its parameters. We
have observed that the model preserves the expected dy-
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Figure 3: The response of the model to variations in the ex-
ternal Pi levels. Model 1 includes the reactions 1, 2, 3a, and
4a and Model 2 includes 1, 2, 3b, and 4b. The simulations
are performed for the external Pi concentrations of 0, 50,
and 100 µM and a time-course of 4.5 hours is considered.
PhoR activity is plotted in blue when Pi concentrations is
0 µM, it is represented with red when external Pi concen-
trations is 50 µM, and orange color is used when Pi con-
centrations is 100 µM. Response times are represented with
vertical lines. Red line is the response time when the exter-
nal Pi concentration is 50 µM and the orange one is for the
external Pi concentration of 100 µM.

namics under perturbations of system parameters. That is,
changes on rates result in robust adaptation of Pho regulon
system. With variations on rates in Model 1, the switch from
PhoR to repressed state occurs more quickly than in Model
2 (see Figure 4a and Figure 4b ). As in Figure 4a and Fig-
ure 4b, a scaling of the system rates leads to a time scaling
of the output response. The steady state levels are lower in
the Model 2 system. Moreover, Figure 4a and Figure 4b
demonstrates the role of the conformational change of ABC
on the switch off dynamics. Lower autophosphorylation rate
of ABC results in higher levels of PhoR repression.

The response of the Pho regulon has to be rapid enough
for TCS to be switched off as the Pi level rises. In the mod-
els under comparison, the main difference is in the interac-
tion of ABC and PhoR. In this situation, the response time
of Model 1 is faster than Model 2 (see Figure 4a and Fig-
ure 4b). This comparison is thus relevant for understanding

the differences in the dynamic behaviours that are intrinsic
to the differences in design. The present analysis of the TCS
switch off system thus provides a refined estimation of the
phosphatase activity of PhoR for these models. The anal-
ysis here on Model 1 and 2 is used below to discuss the
PhoU mechanism. Moreover, these models can be extended
and refined to analyze the switch off mechanism of the other
TCSs in E. coli.

Figure 5 and Figure 6 display the results of the analysis,
whereby we have scanned the parameter values for r4a and
r4b in orders of magnitude. We have increased the value
for the reaction rate, r4a and r4b while keeping the reaction
rates r3a and r3b the same. We have scanned r1 and r2 values
by orders of magnitude to observe the variations in system
dynamics in Model 1 and 2. We have calculated for each
set of reaction rate values the functional effectiveness with
respect to PhoR level change and the response time. We have
found that if the chosen reaction rate 2 is reduced, when
the rate of reaction 4 is increased, then robust adaptation
of dynamics is preserved. Moreover, when r4 is increased,
the system has slower response time and lower PhoR level
change.

We have analysed the evolution of the E. coli in response
to different external Pi concentrations. The analysis on
two different models with variations in model parameters
demonstrate the gain of the system under a broad spec-
trum of circumstances, represented by these parameters. We
have observed that Model 1 has faster response time in all
regimes. With the assumption that faster response is more
favourable, these results suggest that the enzymatic inter-
action in Model 1 can be a prevalent regulatory pattern in
biological signalling pathways.

Discussion
Pho regulon expresses many genes that are influenced by the
environmental Pi level, and their expression is regulated by
TCSs. TCS is thus a predominant form of signal transduc-
tion in E. coli.

Our results provide a quantitative description of how dif-
ferent proteins interact when the TCS is switched off as a
result of the changes in external Pi concentration. The effect
of the switch off mechanism is measured in terms of PhoR
level change. Our results do not only provide predictions on
the physiology of the Pho regulon, but also demonstrate how
a strong signal due to phosphatase activity can cause a fast
switch off response. The comparison of the effect of pos-
sible interaction types in our models becomes instrumental
for understanding the differences in behaviour of biologi-
cal circuits created by using synthetic biology techniques.
Moreover, this work provides a framework to quantitatively
analyse the interactions of PhoU with other system compart-
ments, for example, as in Uluşeker et al. (2018, 2017).

To elucidate the mechanistic function of PhoU, we re-
fine our models with explicit mechanism of PhoU action
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(a)

(b)

Figure 4: Heatmap displaying the effects of the changes in
reaction rates r1, r2, r3a and r3b. Each parameter is varied
by orders of magnitude (OM) higher and lower. (a) response
time and (b) PhoR level change are computed when the sys-
tem reaches the steady state. For the cases that the system
does not have a steady state, response time and PhoR level
change are displayed as N.A.. Response time, in seconds, is
calculated as the time needed to reach halfway between the
initial and final level. The outcome of PhoR level change is
normalised with respect to the control model. The analysis
is done for Model 1 (M1) and Model 2 (M2) when external
Pi (Pext) are 50 µM and 100 µM. Red and green represent
the decreasing and increasing effects, repectively. Reaction
rate r4 variation is excluded because variations on it imply a
departure from the expected system dynamics.

Figure 5: Heatmap displaying the normalised PhoR level
change as a result of the variations in r1 and r2 together with
variations in r4 rate values. The analysis is performed for
Model 1 (M1) and Model 2 (M2) when the external Pi con-
centrations are 50 µM (A) and 100 µM (B). Rates r1 and
r2 are varied by orders of magnitude higher and lower from
-6 to 2. PhoR level change from the beginning to the end
of the simulation is computed and displayed. The outcome
of PhoR level change is normalized with respect to the con-
trol model. Red represents the decreasing effect and green
represents the increasing effect.

Figure 6: Heatmap displaying the repsonse time, in seconds,
as a result of the variations in r1 and r2 together with varia-
tions in r4 rate values. The analysis is performed for Model
1 (M1) and Model 2 (M2) when the external Pi concentra-
tions are 50 µM (A) and 100 µM (B). Rates r1 and r2 are
varied by orders of magnitude higher and lower from -6 to
2. Red represents the decreasing effect and green represents
the increasing effect.
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within the alternative models discussed above. In these re-
fined models, reactions 1 and 2 are kept the same as these
reactions model the ABC transporter, which regulates the
translocation of Pi to the cytosol. We have then considered
the interactions of PhoU in the system in accordance with
the two models above. As a result of this, we have replaced
reactions 3 and 4 with their alternatives that integrate PhoU
mechanistically. In this refined model, PhoU interacts with
ABC, gets the external Pi concentration change signal, and
then becomes active (PhoUa).

ABC + PhoU −→ PhoUa (3′)

PhoUa −→ PhoU (4′)

After passing to the active state, PhoUa transmits the sig-
nal to PhoR, inhibits PhoR activity, and causes the repres-
sion of PhoR.

Here, in accordance with the two models above, we have
provided alternative reactions to express the affect of PhoU
on the system. That is, PhoU can affect PhoR in similar
ways as in Model 1 and Model 2.

We first consider the possibility that PhoUa can act like
an enzyme, drawing parallels with Model 1.

PhoR + PhoUa −→ PhoRr + PhoUa (5a)

PhoRr −→ PhoR (6a)

Alternatively, we have considered the interaction as in
Model 2. In this model, PhoU binds to the histidine kinase
PhoR in a reversible manner.

PhoR + PhoUa −→ PhoR PhoUa (5b)

PhoR PhoUa −→ PhoR + PhoUa (6b)

Figure 7 displays a dynamic representation of these two
models with PhoU, which are mathematically described by
using the same procedures. PhoU Model 1 includes reac-
tions 1, 2, 3′, 4′, 5a and 6a and PhoU Model 2 includes
the reactions 1, 2, 3′, 4′, 5b, and 6b. In order to observe
the differences that originate from the inclusion of an ex-
plicit PhoU mechanism, we have kept the parameter values
as before. Therefore, the initial values are kept the same
and PhoU initial value is set to 0.22 µM as in (Van Dien
and Keasling, 1997). The rates of the reactions 1 and 2 are
also set to the same values. Reactions 5a, 6a and 5b, 6b are
assigned the values of the reactions 3a, 4a and 3b, 4b.

The plots in Figure 7 clearly display the robust adapta-
tion of model with PhoU protein. When the external Pi

level increases, PhoR concentration decreases in both mod-
els. Moreover, we have observed that PhoU Model 1 has a
faster response time than PhoU Model 2 for different exter-
nal Pi as shown in Figure 7.

These results provide an analysis of mechanistic inter-
actions of the PhoU, PhoR, and ABC transporter proteins.

Figure 7: The response of the model with PhoU to variations
in the external Pi levels. Model 1 includes the reactions 1,
2, 3′, 4′, 5a and 6a, and Model 2 includes 1, 2, 3′, 4′, 5b and
6b. In all the experiments, the external Pi concentrations are
0, 50, and 100 µM and a time-course of 4.5 hours is consid-
ered. PhoR activity is plotted in blue when Pi concentrations
is 0 µM, it is represented with red when external Pi concen-
trations is 50 µM, and orange color is used when Pi con-
centrations is 100 µM. Response times are represented with
vertical lines. The red line is the response time of dynamics
when external Pi concentration is 50 µM and the orange line
is for an external Pi concentration of 100 µM.

The analysis of the results above provides a framework for
better understanding Pi signal transduction in E. coli. Ac-
cording to our signalling complex model, PhoR is able to
sense through PhoU the conformational states of ABC trans-
porter as a consequence of Pi transport and then modulate
its kinase/phosphatase in accordance with the appropriate re-
sponse. This model can thus explain the mechanism that
provides the adequate response time.

Conclusion
We have previously reported a quantitative description of the
activation of a Pho regulon (Uluşeker et al., 2018, 2017).
Here we have developed a model for understanding the role
of ABC transporter and PhoU by an examination of the
switch off dynamics. Our model provides descriptions of
the possible interaction mechanisms between TCS and ABC
transporter and predicts the mechanistic behaviour for dif-
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ferent cases under the conditions of varying external Pi con-
centrations. Understanding the behaviours of TCS requires
characterisation of not only the pathway organization, but
also the dynamic rates of individual activities in the cell. In
addition, by providing testable predictions for the wet lab,
the understanding produced from this approach provides in-
sights for future engineering of such biological processes.
The model should also allow us to better understand the
mechanisms for tuning the regulatory system to be sharper
and more rapid. For example variations in the ABC phos-
phorylation rate can work as an inhibitor for the regulation
of PhoR due to the changes in the external Pi concentration.

By applying such models to living systems and processes
we begin to see mechanistically how an environmental con-
dition produces a change of state in an organism both on
the protein function level and gene expression level. It is
through such an understanding that the meaning of adapta-
tion and embeddedness in living cells becomes apparent and
quantifiable.
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Abstract

Collective decision-making systems rely on many agents to
gather, process and exchange information to arrive at a group
decision. Critical to group success is the transfer of informa-
tion among agents and between agents and their environment.
Without information transfer, no consensus can be achieved.
Yet, the role of individual rules in determining information
transfer at the group level is poorly understood. With the aim
to shed a light on how the decision mechanism of individuals
affects information transfer in collectives, we analyze the in-
formation landscape of two decision-making strategies: one
based on the majority rule and one based on the voter model.
For each strategy, we consider a binary site-selection scenario
and use transfer entropy to measure the flow of information
in a spatial, multi-agent system. We find that information
transferred among agents is dependent on the decision mech-
anism, increases with the time necessary to make a collective
decision, and is loosely modulated by the uncertainty of the
final outcome. This is the first study that compares collec-
tive decision making mechanisms through the lens of infor-
mation dynamics. Although this approach is limited to simu-
lated agents, similar approaches could in principle be used to
study collective decisions in biological systems.

Introduction
It is clear that individual agents, with access to only limited
information, can coordinate their behavior to make well-
informed collective decisions. Examples from biology in-
clude collective decisions made by bees and ants (Franks
et al., 2002), the coordinated motion of birds and fishes (Bal-
lerini et al., 2008; Couzin et al., 2005), and the motion of
individual cells during embryogenesis or regeneration (Pez-
zulo and Levin, 2015). In these and many other natural
and artificial examples, intelligent decisions emerge in cases
where individuals obey very simple rules because these sim-
ple rules are generally sufficient for agents to interact and
exchange the information necessary to make an informed
decision. However, the time and accuracy of group decision-
making depend on the particular decision mechanism(s)
of individual agents – meaning that not all rules perform
equally when it comes to a particular problem to be solved at
the collective level. Thus, even when performing the same
collective computation, different groups may differ in the

structure of information transfer among individuals. These
differences and, in particular, how different flows of infor-
mation among individuals can lead to the same emergent
behavior are not well understood.

Information theory provides a quantitative framework
for assessing how information is exchanged and processed
in collectives and has been adopted before in the study
of both natural (e.g., to study foraging behavior of ant
colonies (Reznikova and Ryabako, 1994; Zenil et al., 2015;
Meyer, 2017)) and artificial systems (e.g., to design multi-
robot systems (Sperati et al., 2008, 2011)). Although in-
tuition might suggest that information is transfered when
two entities interact, quantification of the actual number
of bits transferred often reveals that the predictive value of
transferred information (i.e., predictive transfer (Lizier and
Prokopenko, 2010)) is not a one-to-one map with the infor-
mation of the communicated symbols. Consider the exam-
ple of one person telling another that it will likely rain today
and the other person should bring an umbrella. In areas of
the world where rain is an uncommon event, this message
has much predictive power as it will lead to the receiver tak-
ing an action that it would have otherwise been unlikely to
take. However, in areas of the world where daily rain might
be expected, the message will have little predictive power
over the action of the receiver because the receiver would
have likely been carrying an umbrella anyway.

To understand how behavioral interactions contribute to
valuable information, it is important to be able to differ-
entiate between “small talk” and meaningful communica-
tion. In other words, to understand how collectives make a
decision requires therefore to detail how information flows
among agents as a result of executing specific mechanisms
in a given context rather then simply detailing how individ-
uals implement these mechanisms. As we will show, even
in cases where the same collective decision is made, differ-
ences in the decision mechanisms of individuals can lead
to differences in the total amount of information transferred
within a group.

To quantify information transfer, we use Schrieber’s
widely adopted measure of transfer entropy (Schreiber,
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2000) – a directed measure of information exchanged be-
tween parts of a dynamical system. Transfer entropy
has been used before to detect leader–follower relation-
ships in the collective motion of zebrafish (Mwaffo et al.,
2017; Butail et al., 2016), to study collectives of artificial
agents (Walker et al., 2013), neural (Boedecker et al., 2012;
Lizier et al., 2009) and Boolean networks (Kim et al., 2015),
and to study informational patterns in computational neu-
roscience (Honey et al., 2007; Lizier et al., 2011). Here,
we rely on transfer entropy to determine patterns in in-
formation exchange among agents implementing two self-
organized collective decision-making strategies (Valentini
et al., 2016b) and to determine how information transferred
may depend on local-level rules.

The two decision-making strategies we implement cou-
ple a simple decision mechanism, the majority rule or the
voter model, with direct modulation of signaling time to
solve the best-of-n problem (Valentini et al., 2016b). In a
best-of-n problem, agents must make a consensus decision
for the best option among n available ones. A large number
of alternative strategies have been designed to address this
problem (see Valentini et al. (2017) for an extensive review)
and could have been chosen for this study. Our choice of
focusing on the majority rule and the voter model is mo-
tivated by the simplicity of their implemented interaction
mechanisms and by the fact that their dynamics have been
thoroughly investigated in previous works. These strategies
have been studied by means of population models using both
ordinary differential equations and chemical reaction net-
works (Valentini et al., 2016b), formal methods using sym-
bolic model checking (Kouvaros and Lomuscio, 2016), as
well as multi-agent simulations and experiments with real
robot swarms. As a result of their simplicity, both of these
strategies generalize to different problem scenarios (Valen-
tini et al., 2016a) and have been recently extended with a
number of additional mechanisms (Crosscombe et al., 2017;
Strobel et al., 2018; Ebert et al., 2018). However, despite
their wide reach in the collective decision-making literature,
we know of no detailed empirical study of their informa-
tion dynamics, and thus we use the comparison of these two
strategies as a model system for inferring information trans-
fer in collective decisions by artificial agents.

We study the information landscape of the majority rule
and of the voter model by means of spatial, multi-agent sim-
ulations. We focus on the flow of information generated
when agents in the collective apply a decision mechanism.
To this end, we use transfer entropy to quantify the informa-
tion originating from the neighbors of a focal agent applying
a decision mechanism and flowing toward that same focal
agent. We study transfer entropy in the majority rule and in
the voter model for two problem configurations by varying
the difficulty of the problem. Finally, we project the results
about transfer entropy in the speed–accuracy space to ana-
lyze information transfer as a function of the performance of

each strategy.
We find that the amount of information transferred differs

across decision mechanisms, with the majority rule transfer-
ring more information than the voter model. Moreover, in-
formation transfer is positively correlated with the difficulty
of the decision-making problem as well as with the time nec-
essary for the collective to make a consensus decision. In-
formation transfer is not correlated with decision accuracy
(i.e., probability of choosing the best option) but is loosely
modulated by the uncertainty of the collective decision – a
closely related measure.

Methods
In this section, we provide details about our experimental ap-
proach. We first define the decision-making problem and the
two strategies (i.e., majority rule and voter model) consid-
ered in our study. We proceed with a description of the spa-
tial multi-agent simulations used to generate our raw data.
Finally, we review the formulation of transfer entropy and
then detail our approach to interpret raw data originating
from the simulations and required to compute transfer en-
tropy.

Decision-Making Problem and Strategies
As a decision-making problem, we consider a binary site-
selection scenario where a collective ofN agents is required
to choose the best of two sites. This decision-making prob-
lem is a particular instance of the best-of-n problem (i.e.,
n = 2) and a popular benchmark to test collective decision-
making strategies (Valentini et al., 2017). In our study, we
make use of a site-selection scenario characterized by two
options, site A and site B, with equal (or symmetric) costs,
and differing qualities, ρA = 1.0 and ρB 6 1.0.

This problem configuration has been used extensively to
study a pair of collective decision-making strategies, one
based on the majority rule (MR) and one based on the voter
model (VM) (Valentini et al., 2016b). In both strategies,
each agent of the collective repeatedly iterates through the
same sequence of actions: explore a site i and sample its
quality ρi; advertise (or disseminate) a preference for site i
for a time that is proportional to ρi; and then, after this
time, apply a decision mechanism (either the majority rule
or the voter model) to reconsider its preference i and pos-
sibly change it in favor of a different site j 6= i. When
using the majority rule as a decision mechanism, agents in
the collective consider all preferences of their nearest neigh-
bors and adopt the option favored by the majority of them.
When using the voter model instead, agents blindly adopt
the preference of another agent that is randomly chosen from
those of their nearest neighbors. The duration of both the ex-
ploration and dissemination phases is stochastic and drawn
at each agent state transition from an exponential distribu-
tion, cf. (Valentini et al., 2016b), with a mean duration, re-
spectively, of 50 seconds for the exploration phase and of
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Figure 1: Illustration of the simulation environment parti-
tioned into site A (red area), nest (white area), and site B
(blue area). Symbols: filled circles represent agents in the
dissemination state, empty circles represents agents in the
exploration state, colors represent agent’s opinion (red for
site A, blue for site B).

200 ∗ ρi seconds for the dissemination phase.

Multi-Agent Simulations
To study the flow of information generated by the
decision-making strategies described above, we used a sim-
ple, continuous-space multi-agent simulator1 implemented
in C (Valentini et al., 2014). A collective of N = 100
agents is confined to a closed, rectangular environment with
a height of 100 units and a width of 300 units (see Figure 1).
The environment itself is partitioned into three adjacent and
communicating regions (100 units by 100 units). Sites A
and B are located on left and right sides of the environ-
ment, respectively, and the region in the middle represents
the “nest” – a central location that initially hosts the collec-
tive of agents and acts as a space for agent-to-agent commu-
nication.

The agents themselves are represented by self-propelled,
massless particles that can collide with the boundaries of
the environment but do not collide with each other. Agents
move at a constant velocity of 20 units per second2 and their
trajectory is determined by a random walk, when moving
within a certain region, and by a straight line, when moving
from one region to another. Upon collision with one of the
boundaries of the environment, an agent will bounce back
mirroring the angle of incidence in the collision. Agents’
positions are updated with a frequency of 10 Hz. Agents
are capable of navigating the environment and, when nec-
essary, moving between different regions. For example, be-
fore entering the dissemination phase, an agent moves in a
straight line from one of the two sites to the nest and, once
there, transits to the dissemination state to broadcast its pref-
erence to other nearby neighbors in the nest3. Only agents in

1A video-recording of a simulation based on the voter model generated with the
same simulator but different environment size can be found at https://youtu.
be/es9XXGr9Tpk.

2Simulation parameters have been previously fine tuned to approximate a well-
mixed interaction of agents, see (Valentini et al., 2014).

3A similar but specular process is implemented before an agent enters the explo-
ration phase which happens after the application of a decision mechanism.

the dissemination phase, i.e., those broadcasting their pref-
erence, can perceive each other’s preference for a site and
use this information during the application of the decision
mechanism. For the purpose of this study, the two decision-
making strategies both use a communication neighborhood
represented by the agent’s five nearest neighbors (see the
last part of this section for a motivation of our choice) with-
out imposing a constant communication range. Locality of
interactions is obtained instead from the spatial density of
agents. Simulations are terminated when a consensus deci-
sion is made by the collective.

Transfer Entropy
Central to our analysis of information transfer underlying
collective decisions is the notion of transfer entropy intro-
duced by Schreiber (2000). Transfer entropy, TY→X , is an
information-theoretic measure that quantifies the direct ex-
change of information from a process Y toward a processX .
In its original formulation, transfer entropy is defined on
time series of discrete values, but it can be extended for
use with continuous-valued time series as well. We denote
with xi and yi the discrete values of time series X and Y at
time step i. Transfer entropy TY→X from process Y toward
process X is given by∑
xi+1,x

(k)
i ,yi

p(xi+1, x
(k)
i , yi) log2

p(xi+1, yi|x(k)i )

p(xi+1|x(k)i )p(yi|x(k)i )
,

where p(·) gives the probability of a certain event · and

x
(k)
i = {xi−k+1, xi−k+2, . . . , xi}

is the k-history of X at time step i. This formulation of
transfer entropy is also known as apparent transfer entropy.
A variation in which all probabilities are conditioned also on
the current state of all other processes W = {W1,W2, . . . }
in the system is known instead as complete transfer en-
tropy (Lizier et al., 2008).

In our analysis, we aim to measure the flow of informa-
tion originating from the neighbors of a decision-making
agent and destined to that same agent. We restrict our cur-
rent analysis to the study of transfer entropy with history
length k = 1. Therefore, the previous equation reduces to:∑

xi+1,xi,yi

p(xi+1, xi, yi) log2
p(xi+1, yi|xi)

p(xi+1|xi)p(yi|xi)
. (1)

Although the behavior of agents in a collective executing ei-
ther of the two decision-making strategies is well defined by
a memoryless, finite-state machine (Valentini et al., 2016b),
longer scale interactions might still be possible due to the re-
peated and mutual interactions happening over time between
the same agents of the collective. Our choice of k = 1 is mo-
tivated instead by simplicity as we aim to focus our efforts
on the study of other experimental variables. We will inves-
tigate the effect of longer history lengths in future work.

643



Measuring Information Flow from Raw Data
To compute transfer entropy and analyze the information
flow during the decision-making process, we need to define
two time series – X and Y – from the raw data generated
by the simulations that capture the transfer of information
among agents. When applying a decision-making mech-
anism, a focal agent may change its current preference as
a result of processing information about the preferences of
its neighbors. We aim to study this information-processing
phase and consider therefore the preferences for a site of the
focal agent and those of its neighbors.

Time seriesX represents the instantaneous preferences of
the focal agent. Each entry xi ∈ {0, 1} gives the site pref-
erence of the focal agent (0 for site A, 1 for site B) prior
to its i-th application of the decision mechanism. The next
entry xi+1 is thus the site preference after the application of
the decision mechanism and may record a change in prefer-
ence of the focal agent. Time series Y represents the number
of agents preferring site A in the neighborhood of the focal
agent at the time of the application of the decision mech-
anism. Thus, the value of yi is bounded by the neighbor-
hood size set in the simulations (i.e., five nearest neighbors),
and so yi ∈ {0, 1, . . . , 5}. The support of time series X
and Y is therefore independent from the particular decision
mechanism used by the agents of the collective. Specifically,
the constant neighborhood size set in the simulations lets us
compare the majority rule and the voter model without pos-
sible artifacts resulting from the computation of measures
with time series defined over different state spaces.

For each problem configuration considered in our analy-
sis, we performed 100 independent simulations with a col-
lective of N = 100 agents randomly positioned in the nest
(see next section for more details). This approach potentially
leads to a set of 104 pairs (X(i), Y (i)) of time series. We say
potentially, however, because the length of each time series
varies and is determined by a stochastic process as the num-
ber of applications of the decision mechanism by each focal
agent is itself a random variable dependent on the problem
configuration (see beginning of this section). This number
varies anywhere from no applications to a few hundred ap-
plications. We disregard all pairs of time series whose length
is less than 2 time steps as they do not yield data useful to
compute transfer entropy. Rather than computing TY→X for
each agent in the collective and then averaging the results,
we use all remaining pairs (X(i), Y (i)) originating from the
agents within the same simulation to estimate the probabil-
ities used in Eq. 1 and then compute transfer entropy. We
repeat this process for each of the 100 simulations and then
aggregate the results. All computations are performed in
R using the rinform4,5 package based on the Inform6 C li-
brary (Moore et al., 2018).

4
https://CRAN.R-project.org/package=rinform.

5
https://github.com/ELIFE-ASU/rinform.

6
https://github.com/ELIFE-ASU/inform

Experimental Results and Discussion
We consider two decision-making problems of different dif-
ficulty by varying the quality ρB of the worst site in the
set {0.5, 0.9}. For each problem and for each decision
mechanism, we study the system while varying the initial
number of agents in the collective favoring the best site, i.e.,
site A, from a minimum of 0.1N to a maximum of 0.9N ,
including regular intervals in between (N = 100). As intro-
duced in the previous section, we performed 100 simulations
for each of the above problem configurations. We let simula-
tions run until the collective of agents reaches a unanimous
consensus decision for one of the two sites (which is guar-
anteed as the system is finite and absorbing, as discussed by
Valentini et al. (2016b)). Then we record the final collective
decision and the time required to reach unanimous consen-
sus.

We analyzed the performance of both decision-making
strategies (i.e., the majority rule and the voter model) un-
der different initial conditions, that is, different demographic
distributions of sites’ preferences among the agents. We
study the: consensus time, that is, the time required by the
collective of agents to reach consensus for either of the two
sites; and the proportion of simulations in which the collec-
tive reached consensus for site A – where we define con-
sensus as unanimous agreement among the agents for one
site. This latter measure gives an estimate of the proba-
bility of the collective to choose the best option. The fo-
cus of this study was not on the relative performance of the
two decision-making strategies, as such performance analy-
ses have been studied in other work. Instead, we use these
models of collective behavior to demonstrate how informa-
tion dynamics and collective decision-making performance
may be related.

Figure 2a shows the performance of both strategies in
terms of consensus time. In agreement with previous stud-
ies (Valentini et al., 2016b), the time necessary for the col-
lective to reach consensus generally increases with the dif-
ficulty of the problem (e.g., compare ρB(·) = 0.5 with
ρB(·) = 0.9 in Figure 2a). The majority rule (purple lines
and confidence interval) is much faster than the voter model
(reported in green) with a performance gain of approxi-
mately one order of magnitude in the difficult problem con-
figuration (ρB = 0.9). However, the majority rule and the
voter model differ in terms of accuracy. Figure 2b shows
the estimate of the probability of the collective to make a
decision for the best site. The voter model is particularly ac-
curate reaching consensus almost entirely on site A except
for a subset of the initial conditions in the difficult problem
setup. Differently, the accuracy of the majority rule is gen-
erally much lower than that of the voter model. It is well de-
scribed by a sigmoid function of the initial number of agents
favoring the best site. Increasing the difficulty of the deci-
sion problem shifts the critical point that determines whether
the majority rule is more or less likely to yield a decision for
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Figure 2: (a) Consensus time (logarithmic scale), (b) proportion of simulations converged on consensus for siteA, and (c) trans-
fer entropy over the initial number of agents favoring siteA (i.e., {10, 11, . . . , 90}) for a collective ofN = 100 agents. Problem
configurations: majority rule ρB(MR) ∈ {0.5, 0.9}, voter model ρB(VM) ∈ {0.5, 0.9}. Figures report the estimate of the
smoothed conditional means and their confidence interval computed using LOESS regression with a span of 0.1 of the data.

the best site rather than for the inferior one.

Transfer Entropy Over Initial Conditions
Figure 2c gives a first illustration of the information flow un-
derlying this system for both the majority rule and the voter
model. For nearly all initial conditions, the majority rule lets
one agent’s neighbors transfer higher amounts of informa-
tion than the voter model with peaks of approximately three
times the information transferred using this latter mecha-
nism. Transfer entropy TY→X is a function of the initial
number of agents in the collective favoring site A, and its
shape resembles that of the consensus time. For the major-
ity rule, TY→X is maximized in the proximity of the critical
point at which the collective is equally likely to choose either
of the two sites. That is, the information transfer is maximal
when the collective decision is characterized by the most in-
tense competition between the two options. In the case of the
voter model, information transfer behaves similarly increas-
ing with the initial number of agents favoring the suboptimal
site—an indicator of the level of competition underlying the
collective decision.

Transfer Entropy in the Speed–Accuracy Space
The results reported above seem to suggest that information
transfer is an increasing function of both the time necessary
to make a decision and the uncertainty of its outcome. Here,
we attempt to deepen our analysis by connecting the results
of transfer entropy to different measures of performance of
the strategies, that is, consensus time (speed) and probability
of consensus on the best site (accuracy).

Figures 3a and 3d illustrate the information landscape in
the speed–accuracy space for the majority rule and for the
voter model, respectively, in the case of the difficult problem
scenario with ρB = 0.9. In both figures, the scale of con-
sensus time (i.e., the y axis) is between 0 and 100 because

consensus time has been normalized by the maximum con-
sensus time over all runs and initial conditions multiplied by
the number of agents. Figures 3a and 3d show that, for both
the majority rule and the voter model, the amount of trans-
ferred information increases with the time necessary for the
collective to make a consensus decision. Such a monotonic
relationship between information transferred and accuracy
(i.e., the probability to make a collective decision for the best
site), however, does not exist. Instead, information trans-
ferred is maximized at an intermediate accuracy for both the
majority rule and the voter model.

For the majority rule, the observation that transfer entropy
is maximized when the probability of reaching a consensus
for A is approximately 0.5 is consistent with the interpreta-
tion that agents transfer more information when the outcome
of the decision is maximally uncertain, and this additional
transfer of information prolongs the decision and leads to
a maximal consensus time at the same point. Furthermore,
the lower peak value of mean transfer entropy for the voter
model is consistent with the accuracy of the voter model be-
ing much higher than the majority rule (see Figure 2b) –
agents can exchange less information because the decision
mechanism is more accurate in general.

To return to the rain example from the Introduction, the
eventual certainty of a consensus on a correct decision in
the voter model implies that only a few decisions are due to
useful information being passed from agent to agent, and all
other interactions are “small talk.” The decision strategy of
sampling randomly from a surrounding neighborhood leads
to fixation on a single opinion, the best one, in which case
any further trading of opinions has no effect – agents are
“preaching to the choir” or confirming their own biases. On
the other hand, the blind adoption of a random sample of the
environment means that although most interactions will not
result in a change of opinion, some minority opinions will
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Figure 3: Mean transfer entropy (MTE) (a) in the speed–accuracy space (ρB = 0.9), and in the speed–initial-condition space
when (b) the decision-making problem is simple (ρB = 0.5) and (c) when it is difficult (ρB = 0.9) for agents using the
majority rule. Respectively, for the voter model, mean transfer entropy (d) in the speed–accuracy space (ρB = 0.9), and
in the speed–initial-condition space when (e) the decision-making problem is simple (ρB = 0.5) and (f) when it is difficult
(ρB = 0.9).

persist for long periods of time before fixation purges them
from the population. Thus, the low transfer of information
in the voter model is concomitant with an increase in con-
sensus time. However, in the case of the majority rule, the
likelihood of an agent to change preference when encoun-
tering a randomly selected group of neighbors is high and
continues to stay high especially in the case of a difficult de-
cision. In those cases, an individual blindly following the
majority of whatever group it encounters will switch rapidly
from one opinion to another, and every informational trans-
action will have some influence on the system. However,
once a system gains inertia, minority opinions do not slow
the eventual consensus as much as in the voter model, and
the ultimate decision occurs at a faster rate. Thus, the abso-
lute value of mean transfer entropy seems to be an indication
of convergence speed.

Finally, Figures 3b (ρB = 0.5) and 3c (ρB = 0.9) and
Figures 3e (ρB = 0.5) and 3f (ρB = 0.9) show the mean
transfer entropy in the speed–initial-conditions space for the
majority rule and for the voter model, respectively. As in the

analysis above, the consensus time is normalized to the max-
imum consensus time multiplied by the number of agents in
the collective. The results contained in these figures confirm
the positive correlation between consensus time and mean
transfer entropy, and this correlation is especially strong for
the majority rule. However, for both decision mechanisms,
the initial conditions also seem to have modulating effect
on this relationship. For the majority rule, a ridge of high
transfer entropy appears to match the case when the initial
preference demographics are complementary to the actual
quality difference between the nest sites. That is, if initially
90% of the population have a higher opinion of a site that is
in reality 90% of the quality of the other site, then the social
pressure for the wrong site will perfectly balance the agent’s
private assessment attracting it to the correct site. However,
the relationship between initial condition and mean transfer
entropy in the voter model case is less clear.

646



Summary and Conclusions
In this paper, we attempted to shed a light upon the role of
information transfer resulting from the interactions among
agents using two well-studied decision-making strategies.
We considered a spatial multi-agent system where agents
are driven by a simple decision mechanism (i.e., the ma-
jority rule or the voter model) coupled with modulation of
signaling efforts (Valentini et al., 2016b). We studied in-
formation transfer of these strategies when applied to a bi-
nary site-selection scenario for different problem difficul-
ties. After comparing and contrasting the performance of the
two strategies, we used transfer entropy (Schreiber, 2000)
to measure the flow of information generated during the
decision-making process. Specifically, we analyzed the in-
formation transferred to an agent from its neighbors when
this agent applies a decision mechanism.

In agreement with our hypothesis, we found that the over-
all amount of information transferred by the two decision
strategies differs considerably despite both strategies suc-
cessfully solving the decision-making problem. The major-
ity rule generally transfers more information than the voter
model, sometimes up to three times the amount transferred
by this latter mechanism (Figure 2c). This result may ex-
plain performance differences in the consensus time and ac-
curacy of the final decision characterizing the two mecha-
nisms. Although the voter model is much more accurate
than the majority rule, it is also much slower (Valentini et al.,
2016b). Our results, on the one hand, may suggest that this
is due to the voter model transferring less information and
more slowly than the majority rule. On the other hand, the
fast but comparably much less accurate decisions resulting
from the majority rule may be explained by a swift process-
ing of excessive amounts of information.

In the case of the majority rule the transferred informa-
tion peaks in the proximity of the critical point that divides
initial conditions more likely to lead the collective to decide
for the best site from those leading it to a decision for the in-
ferior site7. Although this critical point is generally not the
point of maximal “disorder of opinions” (i.e., equal number
of agents favoring both sites), this result is similar to that
of Barnett et al. (2013), which show for an Ising model that
transferred information is maximized in the disordered para-
magnetic phase, or that of Boedecker et al. (2012), which
show for a recurrent neural network that transferred infor-
mation is maximized at the edge of chaos. The critical point
in our system is a function of the relative quality of the two
options, i.e., problem difficulty, and represent the farthest
point from a collective decision in terms of consensus time.
This relation between consensus time and transferred infor-
mation could provide a mechanism to infer the time required
for a collective decision when only some agents of the col-
lective are observable, for example, those within the nest.

7Note that the voter model is not characterized by a similar, unstable critical point,
cf. (Valentini et al., 2016b).

We then deepened our analysis by projecting the trans-
ferred information first in the speed–accuracy space and then
in the speed–initial-conditions space. We found that, while
the overall amount of transferred information is positively
correlated with the consensus time, it appears to be less de-
pendent on the probability for the collective to make an opti-
mal decision while being loosely modulated by the decision
uncertainty (Figures 3a and 3d). Nonetheless, higher val-
ues of consensus time do not always lead to higher amounts
of transferred information, but initial conditions also impact
this process (see Figures 3b and 3c and Figures 3e and 3f).
This result may suggest that other variables could play a
driving role behind information transfer in this system.

Information is essential to collective decision making.
The gathering and exchange of information performed by
the agents in a collective is usually driven by rules that are
very simple, yet sufficient to process information and, in do-
ing so, let the collective make accurate and timely decisions.
Collective decisions of this sort are often said to be such that,
once they have been made, it is not possible to trace them
back to the contribution of individual agents. This aspect
of collective decision making makes understanding process
dynamics particularly challenging. Even when interaction
rules between agents are well known (as for the case of arti-
ficial agents and opposed to biology where rules are inferred
from observations), understanding their contribution to the
group-level behavior is still an open problem. Key to gain-
ing insights into this problem is uncovering the link between
group behavior and individual interactions among agents
and between agents and the environment generated by a
given set of rules. Characterizing the information dynam-
ics in groups with tools such as transfer entropy can provide
these initial insights and even fresh perspectives on already
well-studied decision-making strategies. Moving forward
with gathering enough information from natural systems to
facilitate similar characterizations is an important future step
for understanding naturally evolved decision-making strate-
gies.
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Abstract 
Many attempts to ascertain the physicochemical processes 
governing the emergence of life have focused on studying the 
synthesis of particular biomolecules and their precursors or on 
designing simple systems that manifest life-like properties. In 
this paper, we present the methodological components of an 
experimental framework designed to generate and detect 
spontaneously forming chemical systems capable of collective 
propagation and adaptive evolution. The chemical ecosystem 
selection paradigm involves incubating complex mixtures of 
organic compounds with populations of mineral grains to 
promote the appearance of autocatalytic sets that interact with 
the mineral surface and perform serial transfers to favor surface-
associated systems that are better at being transmitted from 
grain to grain. This approach has the potential to serve as a 
novel tool for screening a vast array of experimental conditions 
and determine the likelihood that they will produce life-like 
chemical systems. 
 

Introduction 
The capacity to self-propagate and evolve adaptively are two 
defining features of life (Joyce, 1989). Rather than assuming 
that the onset of evolution required the spontaneous 
appearance of a self-replicating entity, such as a protocell or 
an RNA molecule, some theorists have suggested that 
adaptive evolution may have initiated in a much simpler state 
when autocatalytic chemical sets became spatially localized 
on a mineral surface (Wächtershäuser, 1988). These sets are 
characterized by series of reactions that produce catalysts for 
other reactions in the set, such that the entire ensemble 
collectively propagates over the mineral surface. Such 
systems would tend to become better at colonizing new 
mineral surfaces by neighborhood selection, a process similar 
to group selection but acting in the absence of individually 
bounded units (Nunney, 1985). Under this model, life-like 
chemical systems (LCSs) that can propagate and evolve 
adaptively might arise quite easily. However, the empirical 
challenge might lie in finding conditions that allow evolvable 
systems to emerge and detect them once they have arisen.  

Motivated by this theory, we have developed an 
experimental paradigm analogous to artificial ecosystem 
selection, chemical ecosystem selection (CES), to find life-like 
systems based on their capacity to respond to selection. The 
CES framework can be viewed as a bridge between prebiotic 
synthesis experiments demonstrating that complex molecules 

can be generated from simpler ones, such as pyruvate, under 
high temperature and pressure conditions (Hazen and Deamer, 
2007) with an artificial selection approach to enrich for life-
like behaviors in already complex molecular systems 
(Spiegelman et al., 1965). In CES experiments, selection is 
applied to stimulate the formation of increasingly complex 
molecular assemblages from simple chemical building blocks.  

Here, we outline the general CES approach, consider 
several important experimental parameters, and briefly 
comment on our progress in deploying the CES protocol thus 
far. 

 

The Chemical Ecosystem Selection Paradigm  
The CES approach involves incubating complex mixtures of 
organic compounds with populations of mineral grains and 
performing serial transfers to select for surface-associated 
systems that are better at being transmitted from grain to grain 
(Baum, 2015; Baum and Vetsigian, 2017). The rationale is to 
use a chemical mix of simple molecules that is diverse enough 
that the likelihood of an autocatalytic set being present is high 
(Kauffman, 1986; Virgo, et al., 2013). Such sets would be 
adsorbed on the mineral surface, which would help spatially 
confine the system and provide catalytic functions. If multiple 
sets were present or arose over time (e.g., through addition of 
new side-reactions) they might differ in colonizing ability and, 
thereby, compete for available mineral surface. Selection is 
imposed by transferring a small amount of colonized grains to 
a new vessel containing virgin mineral grains and would be 
expected to enrich for LCSs that propagate faster. 

 
Protocol 
To begin a CES experiment, a fixed amount of mineral grains 
is placed into serum vials which are then sealed and 
autoclaved. Solutions containing a diverse mixture of organic 
compounds are prepared by dissolving solids in sterile water 
and filter-sterilized. High-energy compounds are added to the 
solutions immediately prior to dispensing them into sealed 
reaction vessels. Serial transfers are performed at regular 
intervals by moving a small volume of mineral suspension to 
a new vial containing virgin mineral grains and freshly 
prepared organic solutions.  
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Experimental Parameters 
The composition of the chemical mix and the choice of 
mineral substrates used in a CES experiment can be altered to 
accommodate different hypotheses about what sets of 
conditions are conducive to the emergence of LCSs. We are 
currently carrying out two parallel CES iterations designed to 
test two origins of life scenarios; hydrothermal vents and 
geothermal pools. In both cases, the chemical mix is 
composed of organic monomers reminiscent of the results of 
Miller-Urey-type experiments. In the vent experiment, the salt 
composition mimics oceanic concentrations, with Na+ and Cl- 
as the dominant ions. The geothermal pool version uses 
typical cytosolic ion concentrations instead, characterized by a 
relatively high molar concentration of K+ (Mulkidjanian, 
2012). We are using these in combination with iron sulfide, 
iron oxide, carbonate, and phyllosilicate minerals. 
 Our current experiments use diverse chemical energy 
sources, which have the added advantage of being trackable, 
allowing us to determine the rate at which free energy is 
consumed in a given reaction vessel. Energy sources we have 
explored include inorganic ions out of equilibrium (e.g., NH4

+ 
and NO3

-), activating compounds such as ammonium 
persulfate, and chemicals containing high-energy phosphate 
bonds (e.g., ATP). 
 The CES framework is amenable to different environmental 
conditions; reaction vessels can be maintained at an elevated 
temperature or exposed to brief period high pressure/high 
temperature conditions through autoclaving.  
 
Chemical Analysis and LCS Detection 
We have identified a number chemical proxies for energy 
dissipation as first-line indicators that interesting reactions are 
occurring in a given vessel. To date, we have optimized 
protocols to track changes in redox state using NADH as a 
reporter and to quantify the concentrations of inorganic ions, 
such as ammonium, nitrate, or inorganic phosphate released 
by hydrolysis of ATP and trimetaphosphate. These methods 
allow us to look for directional changes over generations and 
compare a set of samples after many generations of selection 
to a control set established just one generation earlier. 
Statistical analyses can employ linear mixed-effects models. 

If the chemical proxies suggest that LCS might have 
emerged in any conditions, we will search for further evidence 
of their capacity to propagate and evolve adaptively. For this 
we are exploring high-performance liquid chromatography 
(HPLC) with mass spectrometry (MS) to analyze solution and 
X-ray photoelectron spectroscopy (XPS) and Fourier 
transform infrared spectroscopy (FTIR) to the identify the 
elemental composition and functional groups of molecules 
interacting with mineral surfaces. 

 
Discussion 

A key deliverable of these experiments will be a systematic 
protocol that can be modified to accommodate specific 
hypotheses as to the chemical and physical environment in 
which LCSs evolve. There are an almost infinite number of 
different chemical mix, energy source, mineral surface, and 
environment combinations that can be tested. We have already 
deployed the CES framework to evaluate conditions 
representative of two environments (hydrothermal vents and 

geothermal pools) and are working on increasing the 
throughput of the CES protocol to facilitate a more efficient 
search of chemical parameter space.   
 In parallel with the CES procedure just described, which 
entails strict vertical inheritance through "lineages" of reaction 
vials, we are also exploring an approach that includes artificial 
selection and recombination among vessels. We have 
developed a protocol to select among chemical communities 
for those that maximize a chemical trait (such as use of a 
potential energy source) and then combining "winning" grains 
before reiterating selection. By seeing if the average value of 
the chemical trait changes over generations, we will know if 
there is a response to the imposed selective pressure. Overall, 
the results of these experiments are expected to reveal new 
insights into the origin of life problem by advancing our 
understanding of how evolvable chemical systems could have 
emerged on prebiotic Earth and how readily they might arise 
elsewhere in the universe. 
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Abstract

Quorum sensing is a ubiquitous strategy in which bacteria
are able to sense the presence of others via the density of
a secreted molecule. Vibrio harveyi is one such bacterial
species that uses quorum sensing to control a public goods
cooperation strategy. As with all cooperative strategies, this
strategy is at risk of cheating organisms ousting cooperators.
Using the platform Empirical, we first replicated the results
from a wetlab experiment and then determined the effects
of population structure and resource availability on the de
novo evolution, short-term, and long-term stability of a quo-
rum sensing-controlled public goods strategy. We found that
environments that enabled pre-existing cooperators to remain
stable were not always the same environments in which coop-
eration could evolve de novo. Specifically, cooperation was
able to persist in the short term in semi-structured populations
with low resource levels, but not be maintained over long evo-
lutionary time scales.

Introduction
Quorum sensing is a primary mechanism for coordination in
many species of organisms, including various bacteria (Wa-
ters and Bassler, 2005; Bruger and Waters, 2015). It occurs
when individual cells produce a small amount of a signal
molecule – called an autoinducer – and detect the amount of
that molecule in their surroundings. By sensing the concen-
tration of autoinducer, cells can get a rough estimate of how
many related organisms are likely to be around them. If the
size of the colony is large enough (i.e. it has reached a quo-
rum), the organisms will start performing an action that is
only beneficial when there are a large number of cooperating
cells. In this way, a colony is able to cooperate to perform
expensive actions like bioluminesce (Brown and Johnstone,
2001), digest resources too large for individuals (Drescher
et al., 2014), or wait to become virulent until they can over-
whelm an immune system (Barnard et al., 2007).

Like most forms of cooperation, quorum sensing is sus-
ceptible to cheating. Cheating organisms do not contribute
to the costly cooperative behavior, but they gain from the
rest of the cells’ cooperation (West et al., 2007). For ex-
ample, cooperators may produce an enzyme that cheaters
can gain from by taking in freed resources without paying

the cost of producing the enzyme themselves. Some espe-
cially insidious cheaters may even produce the autoinducer
signal that makes other organisms believe that a quorum has
been reached and that they should start the costly behavior
(Bruger and Waters, 2015).

Vibrio harveyi is an example of a marine bacterium that
uses quorum sensing to control the production of a public
good (Bruger and Waters, 2015). The public good is an ex-
tracellular protease that can break down proteins outside of
the cell, but must be excreted in large amounts to be useful.
The restricted nutrients secreted when the proteins are bro-
ken down are then generally available in the environment for
the surrounding bacteria to ingest. There is a known defector
strain that produces negligible amounts of autoinducer and
protease, but still intakes the nutrients freed by surrounding
cooperators.

Bruger et al. has found in their experiments that their
wildtype V. harveyi, that induces protease production at high
cell density via quorum sensing, is resistant to defectors
while an unconditional cooperator is not, indicating that the
quorum-sensing control gives the cooperators the ability to
repel invading defectors (Bruger and Waters, 2016). Their
experiments, however, are necessarily limited in time due to
the nature of wetlab experiments. Therefore, the question
is: what factors select for the origin and maintenance of co-
operation controlled by quorum sensing, thereby preventing
the known defector from invading the population? Further,
are the factors that select for the origin of the trait the same
as those that select for the maintenance of the trait?

We hypothesized that population structure and the avail-
ability of unrestricted resources are possible factors to se-
lect for cooperation in a quorum sensing system. We also
hypothesized that the conditions that stabilize the coopera-
tive trait in the short term will not necessarily be the con-
ditions under which the trait can evolve de novo or persist
over long evolutionary time scales. We tested the effects of
these factors in an agent-based computer system called Em-
pirical and found that increased population structure and de-
creased unrestricted resources both select for cooperation to
evolve de novo and stabilize pre-existing cooperation. We
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Figure 1: Relative fitness of wildtype and defector across
quorum threshold values.

also found that while cooperation may be able to evolve
in a semi-structured environment, it may not necessarily be
maintained in that environment over long evolutionary time
scales.

Methods
To investigate the factors that select for and stabilize
quorum-sensing-controlled public goods, we created an
agent-based system in the artificial life platform Empirical.
While more complex artificial life systems, like Avida (Ofria
et al., 2009; Beckmann et al., 2012), have been used pre-
viously for similar work, the questions we are addressing
are more focused and will benefit from initial investigations
with a targeted simulation. Therefore, we implemented the
following key features: 1) a system with the fundamental
components necessary for evolution (mutation, inheritance,
and differential fitness), 2) organisms that can sense their
neighbors, identify quorum, and conditionally produce a re-
stricted good, 3) a population with varying spatial structures,
and 4) rewards that can be set independently for unrestricted
and restricted resources

Specifically, our system creates a toroidal world of organ-
isms that are able to engage in quorum sensing and public
goods production that frees an otherwise restricted resource,
but all organisms, even non-cooperators, can utilize the un-
restricted resource. Each organism has a simple genome
consisting of one value: the probability of attempting to co-
operate. The quorum threshold – the proportion of neigh-
bors producing an autoinducer necessary to produce a public
good – is user-configurable and set to 60% by default. This
default value was determined empirically, by testing a range
of possible values, as seen in Figure 1, determining that 60%
would capture the general trends across most parameter val-
ues. Whether an organism will produce the autoinducer is
determined at birth by its probability of attempting to coop-
erate. As such, we make cooperation and autoinducer pro-
duction pleiotropically linked and we remove the possibility
of a defector that ‘lies’ by producing autoinducer. At ev-

ery ‘update’ each organism is allowed to try to cooperate by
testing its probability of cooperation. If an organism tries
to cooperate, its neighbors within a specified radius (10 by
default) are checked for autoinducer production. If enough
neighbors are producing an autoinducer compared to the set
quorum threshold, the organism pays the cost to produce the
public good (by default 9 units of resource) and all organ-
isms within a one-cell radius receive a portion of the re-
stricted resource freed by the public good, including the pro-
ducer, all cooperators, and any cheaters fortunate enough to
be part of the group. By default there are 45 resource units
split among up to nine organisms round-robin starting with
the producer.

After the public goods benefits are determined, each or-
ganism is tested for reproduction. If an organism has
reached 50 or more units of resource, it is allowed to re-
produce. Both the parent and the offspring are mutated (es-
sentially creating two offspring and replacing the parent). If
mutations are enabled, the ‘probability to cooperate’ value
has a user-defined chance of mutating, 0.001 by default, and
if it mutates, a new value is pulled from a uniform distribu-
tion between 0 and 1.

We started all experiments with an initial population of
1% of the spaces filled, randomly distributed across the
world. An initial starting amount of unrestricted resource
(i.e. a resource that does not need to be freed via public
goods production) of 80,000 is distributed evenly through-
out the world. This unrestricted resource is necessary to al-
low the wildtype to increase to sufficient density to trigger
quorum and subsequent public goods production.

Most experiments included regular ‘bottleneck’ events,
simulating a daily transfer in a wet lab. The population is
randomly reduced back to 1% of the world and 80,000 more
units of unrestricted resource are distributed evenly. These
bottleneck events occur every 100 updates, which is approx-
imately how long it takes for the population to fill the world
in monocultures, in agreement with standard wetlab proto-
col. Finally, we created three hand-coded organism types
that can be injected at varying proportions into the start-
ing population. The ‘wildtype’ simulates quorum-sensing-
controlled public goods production by having a coopera-
tion probability of 1.0 and a quorum threshold of 0.6 (i.e.
60% of neighbors producing autoinducer within 10 spaces).
The ‘unconditional’ type simulates an unconditional or con-
stitutive cooperator by having a cooperation probability of
1.0 and a quorum threshold of 0.0 (i.e. no neighbors need
to produce autoinducer). Finally, the ‘defector’ type simu-
lates a defecting organism by a cooperation probability of
0.0 and it would have the set default quorum threshold if
it were to mutate. Spaces in the world can be empty, but
only one organism can occupy a space at a time. All experi-
ments included 30 replicates. The code for the quorum sens-
ing module is at https://github.com/devosoft/
quorum-orgs-for-Empirical and the base Empir-
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(a) Monocultures in Vibrio harveyi
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Figure 2: Monocultures of wildtype, unconditional coop-
erator, and defector in the Vibrio harveyi system (top,
used with permission from (Bruger and Waters, 2016))
and our simulation (bottom). The qualitative similarity
between the two systems verifies that our simulation is cor-
rectly calibrated.

ical is located at https://github.com/devosoft/
Empirical.

Results and Discussion
We determined how factors such as population structure and
units of unrestricted resources affected the de novo evolution
of the cooperation trait from a non-cooperating phenotype
and the stability of pre-established populations of coopera-
tors when challenged with defectors.

Verification of Simulation Accuracy
Before starting experiments with our simulation, we cali-
brated the parameters with the goal of qualitatively match-
ing the Vibrio harveyi system that we aimed to simulate. In
Figure 2 the V. harveyi growth of each phenotype in mono-
culture is shown on the right and the simulation is shown on
the left.

Does population structure increase selection for
quorum-sensing-controlled public goods?
We first hypothesized that population structure plays a large
role in the initial evolution and continued stability of pub-
lic goods cooperation controlled by quorum sensing due to
kin selection (Foster et al., 2006). The fitness gained from
the public good is determined by how many surrounding or-
ganisms are producing the public good, therefore the more
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Figure 3: Competition assays between defectors and two
types of cooperator across population structures. When
the population is well-mixed, neither cooperator is able to
consistently outcompete the defector. When a grid spatial
structure is introduced, both are able to completely invade
the defector. When the spatial structure is partway between
those extremes, with well-mixed but isolated subpopula-
tions, the wildtype cooperator is able to invade the defector,
demonstrating Simpson’s Paradox.

cooperators are able to isolate themselves from defectors,
the more successful the cooperators will be, as we found in
previous work (Johnson et al., 2014).

As shown in 3, population structure does enable the un-
conditional cooperator to outcompete the defector, whereas
in the well-mixed environment, the unconditional coopera-
tor quickly loses. Further, the wildtype is also able to out-
compete the defector only when spatial structure is applied.
Notably, the wildtype is never able to grow to a density to ac-
tivate public goods production in a well-mixed environment
(and therefore each replicate drifts to one dominate pheno-
type, averaged in the figure).

The final population structure we implemented is a set
of subpopulations in the form of pools similar to a 96-well
plate setup. Each subpopulation was a 10 x 10 well-mixed
pool, and organisms from one subpopulation were only able
to move to another subpopulation during bottleneck events
when the surviving 1% of organisms were randomly dis-
tributed. It is in this structure that the effect of quorum-
sensing can be seen most strongly. The unconditional coop-
erators are quickly driven to extinction. However, the wild-
type is able to eventually outcompete the defector, despite
these pools having well-mixed internal structures. The wild-
type finding is the same result seen in 96-well plates with V.
harveyi (Bruger and Waters, 2016) and is a demonstration
of Simpson’s Paradox (Penn et al., 2012), where a dynamic
is observed in subpopulations, but that dynamic disappears
when those populations are combined. Bruger et al. found,
however, that the unconditional cooperator was also able to
to outcompete the defector in 96-well plates (Bruger and
Waters, 2016). This difference is likely due to the timing
of the bottleneck event and will be explored in future work.

After verifying that we were seeing the same ecological
results as the wetlab experiments, we proceeded to evolu-
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tionary time scales that are more difficult to achieve in the
wetlab. By enabling the cooperation probability to mutate,
we were able to determine what effect population structure
may have on evolving populations of V. harveyi in conditions
such as free living compared to a biofilm.

As seen in Figure 4, when the populations start with the
cooperative trait at 0% probability, i.e. a defector popula-
tion, only in a spatially-structured environment does the co-
operative trait evolve to significantly higher than the control
value. The control variable is a number that is mutated at the
same rate as the cooperative trait but is not under selection
and therefore shows how the cooperative trait would evolve
if it were not under selection, positive or negative. When
compared to the previous ecological results, it is noteworthy
that while the wildtype could invade the defectors in a pools
environment when there were no mutations, the cooperative
trait is not similarly adaptive when mutations are enabled.
This result suggests that cooperation of this type would need
to first emerge in a spatially structured environment though
it could then persist in well-mixed pools. As such, this re-
sult is an example of where observing the conditions under
which a trait is maintained is not necessarily sufficient for
determining the origin of that trait.

The final stage of evolution is the long-term maintenance
of a trait. Due to the ancient nature of the many natural
systems with quorum-sensing-controlled public goods co-
operation, it is clear that such a trait can be maintained for
extended time scales. However, it is not guaranteed that the
same factors that provide a short-term competitive advan-
tage will also hold for long-term evolution. Therefore, we
started populations with full wildtype cooperators (i.e. they
had 100% chance to cooperate, though still determined by
quorum sensing) and enabled mutations to assess the sta-
bility of the cooperative trait over evolutionary time. As
shown in Figure 5, spatial structure is still the most bene-
ficial environment for the cooperative trait, maintaining co-
operation at near 100% and significantly higher than the
control value (Wilcoxon rank sum pairwise p − value <
2.2e − 16). Furthermore, when the environment is struc-
tured into well-mixed pools, the percent of cooperation sta-
bilizes at around 75%, higher than the 61% when evolving
from a non-cooperative population, though similar. The co-
operation probability in the well-mixed pools is significantly
higher than the control value, showing that the value of 75%
is adaptive (Wilcoxon rank sum pairwise p < 0.005). Fi-
nally, the cooperative trait is not significantly different than
the control in the well-mixed environment (Wilcoxon rank
sum pairwise p− value = 0.09512). These results indicate
that while a population may achieve high cooperation in a
pools environment, they may not be able to persist at that
high level of cooperation long term.
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(a) Evolution of cooperation across population struc-
tures.
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(b) Control Value

Figure 4: When the populations start with no coopera-
tive trait, only the spatially structured population evolves
a cooperative trait value significantly different from the
control value. The variation in the control variable is due to
the varying genetic drift resulting from different population
structures.
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(a) Control variable.
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(b) Maintaining cooperation over evolutionary time.

Figure 5: Maintaining cooperation across population
structures. In all population structures, the cooperative
trait is under selective pressure and is significantly differ-
ent than the control value. However, in well-mixed popu-
lations, it is under negative selection and in pools and spatial,
it is under positive selection.

Does the availability of unrestricted resources
decrease the benefit of public-goods cooperation?
Because our specific cooperative behavior is focused around
restricted resources (i.e. freed by a public good), the rela-
tive distribution of unrestricted resources and restricted re-
sources is likely to influence what strategy is most success-
ful (Gardner and West, 2010). There is a small amount of
unrestricted resource in all of our experiments because it is
required for a population of purely wildtype to be able to
start producing the public good and freeing the restricted re-
source. However, we hypothesized that increasing amounts
of unrestricted resource would destabilize cooperation and
allow defectors to more easily invade because defectors
would be less reliant on being able to use restricted resources
freed by cooperators.

We created a new set of experimental treatments where
unrestricted resources were introduced after each bottleneck
event. The treatments differed in the amount of unrestricted
resource provided and allowed us to explore the effects of
varying levels of unrestricted resources on the evolution of
public-goods cooperation. As shown in Figure 6, in well-
mixed and spatially structured environments, the resource
levels we tested – 80k, 100k, 120k, 140k, 160k, 180k and
200k – did not have a significant effect on the final propor-
tion of cooperators. This result disputes our hypothesis that
increased unrestricted resource would destabilize coopera-
tion, indicating that spatial structure has a larger effect than
the amount of unrestricted resource.

However, in the intermediately structured pools environ-
ment, increased unrestricted resources prevented coopera-
tors from out-competing defectors. This result confirms that
when there is enough unrestricted resource, defectors are
able to avoid their lower yield weakness and prevent the co-
operators from reaching quorum.

For a trait to be successful in ecological competitions, a
genome must first arise that possesses the trait and then in-
crease in frequency in a population. To determine the likeli-
hood of the cooperative trait evolving from a fully defector
background across resource levels, we initiated experiments
where the population started with the defector phenotype of
0% chance of cooperating and allowed for mutations upon
reproduction. As shown in Figure 7, we again compared the
value of the cooperation probability to a control variable to
determine whether the trait was under selection. We found
that in well-mixed environments, cooperation is not under
positive selection. However, in spatially-structured environ-
ments, the cooperative trait quickly invades the population
of defectors at all resource levels. This result indicates that
spatial structure is sufficient to enable cooperators to over-
come defectors even when the defectors do not face an un-
restricted resource limitation. Finally, at resource levels 80-
140k in the pools environment, cooperation is able to evolve
de novo at the same resource levels in which cooperators
were able to outcompete defectors ecologically. This result

655



Well-Mixed Spatial Pools

0 1000 2000 3000 4000 5000 0 1000 2000 3000 4000 5000 0 1000 2000 3000 4000 5000

0.00

0.25

0.50

0.75

1.00

Evolutionary time (in updates)

M
ea

n 
P

er
ce

nt
 C

oo
pe

ra
to

rs Resources
80k

100k

120k

140k

160k

180k

200k

Figure 6: The effect of increased unrestricted resource on ecological competition between wildtype and defectors across
population structures. Increased unrestricted resources had no significant effect in well-mixed and spatial environments,
however it did reduce the competitive advantage of wildtype in pools.

indicates that within the resource levels we tested, the factors
that select for the ecological maintenance of the cooperative
trait also select for the de novo evolution of it.

Finally, we again tested the long-term stability of the co-
operative trait when mutations were enabled. As seen in Fig-
ure 8, in well-mixed and spatial environments, the resource
values do not affect the stability of the cooperative trait; as
seen previously, well-mixed environments select against co-
operation and spatial environments select for cooperation.
However as seen in the de novo evolution of the cooperative
trait over resource values, in the pools environment, when
80,000 unrestricted resource units are introduced regularly,
cooperation is maintained significantly higher than the con-
trol (Wilcoxon rank sum pairwise p − value < 2.2e − 16),
whereas at the higher resource values, they are not signifi-
cantly different than the control. This result indicates that
the resource values tested here generally do not affect the
long-term stability of cooperation, except in the case of the
pools environment.

Taken together, the previous results show that the resource
values did not strongly affect any stages of the evolution of
this cooperative trait, with the exception of the pools en-
vironment. In that environment, lower resource values se-
lected for cooperation in ecological competition and de novo
evolution. However, only the lowest resource amount signif-
icantly increased the long-term stability of the cooperative
trait. This result shows that ecological competitions do not
necessarily reflect the long-term evolutionary trends of the
trait.

Conclusion

In this work, we have presented a digital system for study-
ing the factors contributing to the three stages of evolution of
a quorum sensing trait. We found that population structure
was the dominant factor, with unrestricted resource amounts
having only a small, if any, effect on the cooperative trait.
Further, we found that whether there is an effect and the di-

rection of selection can vary depending on whether the trait
is evolving de novo, maintaining short term, or maintaining
long term. The final cooperation values of the population
are not guaranteed to stabilize at the same value regardless
of the stage of evolution.

As we begin to explore using evolving populations in
medical and agricultural interventions, we must identify
when the interventions rely on a cooperative trait and study
how that cooperative trait may evolve over the long term.
Digital systems such as the one presented here are ideal for
testing such scenarios and making more informed decisions
about matters relating to human health and safety.

References
Barnard, A. M. L., Bowden, S. D., Burr, T., Coulthurst, S. J., Mon-

son, R. E., and Salmond, G. P. C. (2007). Quorum sensing,
virulence and secondary metabolite production in plant soft-
rotting bacteria. Philosophical Transactions of the Royal So-
ciety B: Biological Sciences, 362(1483):1165–1183.

Beckmann, B. E., Knoester, D. B., Connelly, B. D., Waters,
C. M., and McKinley, P. K. (2012). Evolution of resistance
to quorum quenching in digital organisms. Artificial Life,
18(3):291–310.

Brown, S. P. and Johnstone, R. A. (2001). Cooperation in the
dark: signalling and collective action in quorum-sensing bac-
teria. Proceedings of the Royal Society B: Biological Sci-
ences, 268(1470):961–965.

Bruger, E. and Waters, C. (2015). Sharing the sandbox: Evo-
lutionary mechanisms that maintain bacterial cooperation.
F1000Research, 4.

Bruger, E. L. and Waters, C. M. (2016). Bacterial quorum sensing
stabilizes cooperation by optimizing growth strategies. Ap-
plied and environmental microbiology, 82(22):6498–6506.

Drescher, K., Nadell, C. D., Stone, H. A., and Wingreen, N. S.
(2014). Solutions to the Public Goods Dilemma in Bacterial
Biofilms. Current Biology.

656



Well-Mixed Spatial Pools

0 5000 10000 15000 20000 25000 0 5000 10000 15000 20000 25000 0 5000 10000 15000 20000 25000

0.00

0.25

0.50

0.75

1.00

Evolutionary time (in updates)
M

ea
n 

P
er

ce
nt

 o
f O

rg
an

is
m

s 
C

oo
pe

ra
tin

g

Resources
80k

100k

120k

140k

160k

180k

200k

(a) Cooperation evolving across structures and resource values.
Well-Mixed Spatial Pools

0 5000 10000 15000 20000 25000 0 5000 10000 15000 20000 25000 0 5000 10000 15000 20000 25000

0.00

0.25

0.50

0.75

1.00

Evolutionary time (in updates)

M
ea

n 
C

on
tro

l V
al

ue

Resources
80k

100k

120k

140k

160k

180k

200k

(b) Control value across structures and resource values.

Figure 7: Cooperation evolving de novo across resource values and spatial structure. In spatial environments, the resource
levels do not affect the evolution of cooperation. In the pools environment, lower levels of resource select for cooperation
whereas higher levels do not.
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(a) Cooperation stability across structures and resource values.
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(b) Control value stability across structures and resource values.

Figure 8: Resource values do not significantly affect the long-term stability of the cooperative trait, with the exception of
80k unrestricted resource units in the pools environment, where cooperation is maintained at a value significantly above
the control.
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Abstract

Bird song is one of the phenomena that increase in complex-
ity through evolution. A complex song is known to be advan-
tageous for survivability and birds are known to learn how
to sing a song from each other. From these facts, we have a
hypothesis that adversarial imitation learning plays a major
role in the evolution process of a complex song. There is a
previous study that demonstrates the complexation of a bird
song time series by modeling the process of adversarial im-
itation learning using a logistic map. However, the real bird
songs have much variety and time dependencies, like gram-
mar. Therefore, in this study, adversarial imitation learning is
modeled using an artificial neural network that can approxi-
mate any function. The network learns adversarial imitation
using the gradient descent method. By making such changes,
the results of our study show that the generated bird songs
evolve through the process of adversarial imitation learning
to chaos, as seen in the previous models.

Introduction
Chirping of birds, represented by a Bengalese finch or
nightingale, sounds like a song because the time series of
phonemes is not ordered randomly but has patterns and
grammars. It is known that birds which can generate more
complex songs have an advantage in survivability. The
songs are used for territorial claims (Catchpole, 1981) and
courtship of females (ten Cate and Okanoya, 2012). Ten
Cate and Okanoya also show that the Bengalese finches
gradually change their own song while imitating each other.

Given that there is an advantage that complex songs
present in the sexual selection process of the Bengalese
finches and when they learn how to sing a song from the
others, we have a hypothesis that adversarial imitation learn-
ing plays a major role in the evolution of complex songs.
Adversarial imitation learning involves individuals imitat-
ing others’ songs while their song should not be imitated
by the others. To imitate the others’ song, the generation
models of the songs need to be similar: but if these mod-
els are too similar, it implies that the others can imitate as
well. We postulate that this kind of contradictory learning
pressure produces complex songs.

Suzuki and Kaneko showed that bird song time series be-
comes more complex by modeling the adversarial imitation
learning of birds (Suzuki and Kaneko, 1994) and that the
evolution of a bird song is directed to the edge of chaos.
Since a bird song can be modeled as time series data, the
logistic map is used to generate a bird song as a time series.
These researchers showed that the time series of the bird
songs become more complex while imitating each other un-
der the fitness function that gives better rewards to individu-
als that can imitate others but are not imitated by the others.
Because the aim of their study is to show the pathways of
evolution to the edge of chaos, the song generation model
is limited to the logistic map and evolution of the parameter
of the nonlinearity of the map. However, the real bird songs
have much variety and time dependencies, similar to that of
grammar.

In this study, to realize such a variety in the simulation,
the logistic map is replaced with an artificial neural network
as the generation model for bird songs. The neural network
is updated to learn and imitate the other songs and not to be
imitated by the others at the same time. In such a situation,
we investigate whether the generated bird songs evolve to
chaos, as in the previous models, and what kind of situation
makes the bird songs chaos. The different social relation-
ships will be tested.

Simulation Model
Adversarial imitation learning
Suzuki and Kaneko showed that the time series evolves to a
chaotic state due to the fitness function based on the adver-
sarial imitation learning (Suzuki and Kaneko, 1994). As the
generation model for a time series, the logistic map is used.
In this paper, adversarial imitation learning is modeled with
an artificial neural network and the gradient descent method.

Our simulation model consists of a time series genera-
tion phase as its own original bird songs and imitation phase
to imitate the other bird songs. The time series generation
is performed by a feed-forward neural network. The arti-
ficial neural network is updated based on adversarial imi-
tation learning. Our model is explained using a case that
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Figure 1: Top: Generation by the logistic map. Bottom:
Generation by ANN.

involves two individuals interacting with and imitating each
other, nonetheless, it can be easily extended to a scenario
with more number of individuals.

Generation of their own bird songs
The bird songs are generated by an artificial neural network.
When birds sing a song as their own bird song, they gen-
erate the time series of songs without listening to the other.
Suzuki and Kaneko used the logistic map as the time series
generation model and the songs were generated by the fol-
lowing equation (Suzuki and Kaneko, 1994),

xt+1 = 1− ax2
t , (1)

where xt is a single phoneme at time t and a is a nonlinearity
parameter. During the evolution, only parameter a evolves
in their model. Depending on the value of this parameter,
the dynamics become periodic or chaotic.

In our model, the logistic map is replaced with an artifi-
cial neural network that can approximate any function that
has a sufficient number of nodes and appropriate weights.
The neural network that has a single input and output can
generate the time series of the bird songs while listening to
the individuals’ own songs as follows:

xt+1 = fANN (xt), (2)

= g(
N∑
i=1

wi(g(vixt + b1i )) + b2), (3)

where wi and vi are weight, b1i and b2 are bias, N indicates
the number of hidden neurons, and g(x) is the activation
function. The tanh function is used here. The time series
(x1, x2, . . . , xT ) are generated by receiving their own out-
puts repeatedly.

Imitation of the other songs
When an individual bird imitates the other birds’ songs, it
generates the songs while listening to the other songs. The
schematic view of the imitation process is shown in Fig. 2.

Figure 2: Individual B generates its own time series while
listening to its own song, but individual A generates its own
time series while listening to B’s songs.

Let us explain the imitation phase in the case where in-
dividual A imitates B. Individual B generates its own bird
song {xB

1 , xB
2 , . . . , xB

T } using the neural network as fol-
lows,

xB
t+1 = fB

ANN (xB
t ). (4)

Individual A generates the time series {xA′

1 , xA′

2 , . . . , xA′

T }
using the neural network fA

ANN while listening to the songs
of individual B, that is, receiving the time series of individ-
ual B as follows:

xA′

t+1 = fA
ANN (xB

t ). (5)

When individual B imitates A, the roles are exchanged.
B generates the bird songs while listening to the songs gen-
erated by A. These interactions are expressed as follows,

xA
t+1 = fA

ANN (xA
t ), (6)

xB′

t+1 = fB
ANN (xA

t ). (7)

Each individual has its own specific initial values to start
the bird songs. As well as the weights of the network, the ini-
tial values are also updated by learning. To restrict the initial
values in [−1, 1], x0 is obtained through the tanh function,
x0 = tanh(x

′

0). The same initial values are used to generate
their songs for both generation and imitation phases.

Objective function
The time series generated in the generation and imitation
phases are evaluated in terms of the adversarial imitation
learning. The individual is evaluated by how well it has im-
itated and how much it has not been imitated. Two types of
errors are introduced to facilitate such an evaluation. One is
the imitating-loss and the other is the imitated-loss. Let us
explain these based on the case where individual A imitates
B. The imitating-loss of A indicates how close the time se-
ries imitated by A is to B’s song and is calculated by eq (8).
The imitated-loss of A indicates how far the original song
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Figure 3: Individual A generates its own time series using its
own output, but individual B generates its own time series
using A’s input. Therefore, the initial value of A can be
applied using back-propagation through time (BPTT).

of A is from the songs imitated by B. The equation can be
expressed by eq (9) as a minimization problem.

EA
imitating =

1

T

T∑
t=1

(xB
t − xA′

t )2, (8)

EA
imitated =

1

T

T∑
t=1

(2− |xA
t − xB′

t |)2. (9)

Imitating-loss and imitated-loss of B are also calculated
in the same manner, as shown eq (10) and (11). Thus, the
revised equations are as follows:

EB
imitating =

1

T

T∑
t=1

(xA
t − xB′

t )2, (10)

EB
imitated =

1

T

T∑
t=1

(2− |xB
t − xA′

t |)2. (11)

Imitated-loss is also used for updating the initial value
of x

′

0. To learn the initial value, the errors are back-
propagated to the initial value by considering the generat-
ing process of songs as the recurrent neural network like
xt = fANN (fANN (. . . (fANN (tanh(x

′

0))))). Therefore,
the initial value can be updated by BPTT (Robinson and
Fallside, 1987; Chauvin and Rumelhart, 1995) such that
each value of the two time series are more distant.

Those errors are integrated to the total errors of the indi-
vidual, which can be expressed as follows:

EA = EA
imitating + EA

imitated, (12)

EB = EB
imitating + EB

imitated. (13)

The weights and biases of both individuals are updated at
the same time based on these errors.

Optimizer
In previous research, the adversarial imitation learning has
been modeled as the fitness function and the genetic algo-
rithms is used; however, the gradient descent method is used
here.

The reason for this is because it takes a lot of time to
evolve many parameters using genetic algorithms. Another
reason is that the genetic algorithms tend to change the struc-
ture drastically, which unstabilizes the co-evolution process.
We update weights and biases of ANN in the direction of the
minimization of the error.

Learning procedure
First, both two individuals generate their own song using
their own initial value and the neural network. Then, each
individual imitates the partner’s song. They generate their
songs while listening to the partner’s song. Next, imitating-
loss and imitated-loss about each individual is calculated.
Finally, the artificial neural networks of both individuals are
updated at the same time using the total of the two errors. By
doing this in each epoch, learning process of each individual
progresses.

Experiments
We performed the experiment of adversarial imitation learn-
ing in a variety of situations. First, we describe the results of
the experiment in which two individuals imitate and are im-
itated by each other. Then, the results of the experiment in a
variety of situations between two individuals are described.
Finally the situations involving three and four individuals
are described.

Experimental setting
The experiment is performed in the following experimental
setup. The length of the generated time series T is 32, and
the number of learning epochs is 1, 000. In order to avoid the
exploding gradient problem when updating the initial value,
the gradient clipping method is used.

The artificial neural networks of A and B are updated at
the same time after the generation and imitation phases. The
network consists of three layers, that is, input, hidden and
output layers. The number of nodes N in the hidden layer is
32. The outputs of the network are limited to [−1, 1] all the
time because the node values of each layer are transformed
by the tanh activation function.

Imitation game between two individual
The changes of loss and generated time series are shown
in Fig. 4. The imitating-loss is smaller than the imitated-
loss in both individuals. At the beginning of the learning,
both individuals generate simple time series which fall into
a fixed-point. After that, individual A sings a period-2 song
and B’s imitating song also becomes period-2. However,
the original B song remains a fixed-point and the difference
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Figure 4: The leftmost column is each graph of changes in errors related to A and B. The remaining graphs are bird song time
series of 1, 600 and 840 epoch from the left, respectively. The upper row is the case where A is imitated by B (B imitates A):
the lower row is the case where B is imitated by A (A imitates B).

Figure 5: The bifurcation diagram of individual A. The left
graph is the diagram from 0 to 1,000, and the right graph is
the diagram from 600 to 700 which is an enlarged view of
the left. The horizontal line shows the epoch.

between these songs when A imitates B becomes smaller
than before. At an 840 epoch, A’s original song shows more
complex dynamics like chaos.

Figure. 5 is the bifurcation diagram. The vertical line
shows the convergence point of the time series that is gen-
erated when individual A sings its own song by itself un-
til it converges. The horizontal line shows an epoch, and
from this figure, we can see at what point the dynamics has
changed. The graph shows that A’s song is very simple at the
beginning, gradually increases in cycle. Further, because the
song does not converge and the periodicity also disappears,
it becomes like chaos in certain epochs through the learn-
ing process that occurs between the two singing individuals.
The adversarial imitation learning appears to transform the
songs to chaos.

Figure 6: The transitions of the Lyapunov exponent of two
individuals.

In order to evaluate the obtained bird songs quantitatively,
the Lyapunov exponent λ is introduced (Lyapunov, 1992).
λ is the degree to which a slight difference in the dynamic
system is enlarged exponentially and is used to tell whether
it is chaos. It is defined as follows:

λ = lim
n→∞

1

n

n−1∑
i=0

ln
∣∣∣f ′

(xi)
∣∣∣ . (14)

When λ > 0, it is a chaotic time series, but not a chaotic
time series otherwise.

In this study, n is 1,000, and we calculate the Lyapunov
exponent with the time series which is generated using the
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Figure 7: Different types of interactions for learning. See
the main texts for details of the interaction.

Table 1: Frequency of generating a chaotic time series after
20 experiments. Each column of A, B indicates which
individual generates the chaotic time series. The column
of ratio is the probability that a chaotic time series will be
generated by one individual.

interaction A B ratio
(a) 5 3 0.200
(b) 0 0 0
(c) 0 0 0
(d) 4 0 0.100
(e) 0 0 0

initial value each individual has at the epoch. Furthermore,
because the artificial neural network is expressed as eq (3),
it can be differentiated.

The changes of the Lyapunov exponent are shown in Fig.
6. The very stable dynamics is destabilized gradually and
becomes chaos. This chaos is sustained for a while. After
that, the value stays around λ = 0. This might be the edge
of chaos.

Results in different types of interaction
A chaotic time series is generated in the two individuals ex-
periment, but it is not always observed that the birds’ songs
become chaotic behavior. In order to clarify what makes
time series chaos, we perform experiments in different types
of interactions between two individuals.

The types of interactions between two individuals are
shown in Fig. 7. The arrow from A to B means that A imi-
tates B’s song and if the arrow is blocked with the line at the
destination, it means that the destination individual performs
not-being-imitated learning. The dotted line at the departure
shows that the departure sings the songs by itself without
imitation learning but the destination learns not to be imi-
tated while listening to the song. Figure. 7 (a) shows that

Table 2: Frequency of generating a chaotic time series in 20
experiments. Each column of A, B, C, and D means which
individual generates a chaotic time series. The column of
ratio is the probability that a chaotic time series is generated
by one individual.

interaction A B C D ratio
(a) 5 3 - - 0.200
(f) 0 0 0 - 0
(g) 1 3 7 - 0.183
(h) 8 11 9 10 0.475

both individuals perform adversarial imitation learning as
the experiment in the previous section. Figure. 7 (b) shows
the unidirectional interaction where B imitates A’s song and
A learns not to be imitated and does not imitate B’s song,
that is, A learns using only imitated-loss, and B learns using
only imitating-loss. In (c), A performs adversarial imitation
learning, but only B imitates A’s song without not-being-
imitated learning. (d) is the opposite of (c). In (d), B per-
forms not-being-imitated learning without imitation learn-
ing while A performs the adversarial imitation learning. In
(e), either individual performs adversarial learning, that is,
imitation and not-being-imitated learning, against the static
network.

We repeated the experiment 20 times for each situation.
The results are shown in Table 1. From these results, a
chaotic time series is observed only it’s in Fig. 7 (a) and
(d). When both individuals perform adversarial imitation
learning, the chaos is observed more often than that in other
situations. Without adversarial imitation learning, the chaos
is not observed. However, despite the fact that A performs
the adversarial imitation learning, only (d) produced the
chaos. The adversarial imitation learning might be neces-
sary to produce the chaotic behaviors for an individual but
not-being-imitated learning might be also necessary to un-
stabilize the dynamics as an interaction.

Results under more social situation
The chaotic dynamics through the adversarial imitation
learning were observed, but rarely. What we want to clarify
in this section is what encourages the emergence of chaos.
Usually, social interaction is useful for such an outcome.
Here, we increased the number of individuals in the simu-
lation.

The type of interactions between three and four are shown
in Fig. 8. The arrow from A to B and the block are the same
as those in Fig. 7. All artificial networks are updated at the
same time in the same manner as the previous experiments.

Figure. 8 (f) shows the situation where all three individu-
als perform adversarial imitation learning but the relation is
not direct but indirect: (g) and (h) are the relations with the
complete graph with three and four individuals, respectively
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Figure 8: The situations of three and four individuals. The
arrow is same in the case of Fig. 7.

to see if the number of individuals increase the probability
of the emergence of chaos.

We performed the experiment 20 times corresponding to
each situation. The results of these experiments are shown in
Table 2. The results indicate that generating a chaotic time
series needs direct adversarial imitation learning. Moreover,
the interactions among four individuals cause chaotic behav-
iors more often.

Discussion
This paper suggests that adversarial imitation learning,
which is modeled as the learning where an individual must
imitate the other and must not be imitated by the other at the
same time, prompts a time series to generate to be complex.
These time series change from an orbit that converges to a
fixed point to a periodic one, and further to a chaotic one
as learning progresses. However, there was a case where
a chaotic time series is not generated in a model with two
individuals.

Moran and Pollack present the coevolutionary dynamics
of complexity growth in a variety of multi-species simula-
tions by a model of game players based on finite state au-
tomata (Moran and Pollack, 2017). Hence, there is the pos-
sibility that particular situations prompt an increase in com-
plexity. Thus, by changing situations when individuals build
adversarial imitation relationship, we aimed to increase the
frequency of generating a chaotic time series. The results
showed that the more the individual builds an adversarial
imitation relationship with other individuals, the more easily
the corresponding time series becomes chaos. Considering
a situation where real birds are exposed to an environment
in which there are many bird songs, this conclusion is rea-
sonable.

In this study, an ANN is updated by two contradictory

loss functions, which are imitating-loss and imitated-loss,
which is actually similar to a GAN (Generative Adversar-
ial Network.) (Salimans et al., 2016). As with a GAN, the
competing loss function might help the network to develop
complex structures.

Conclusion
This study has shown that adversarial imitation relationships
lead to chaos time series and that a specific interaction ad-
vances it. However, in this paper, a model of adversarial
imitation learning involving a few individuals is presented.
Therefore, further consideration will be needed to yield any
findings about an experimental setting that is closer to the
vocal activities of real birds and that which involves more
individuals. Also, Okanoya showed that a Bengalese finch’s
songs have an underlying grammar. Therefore, considering
the structure of a recurrent neural network (Hopfield, 1982),
we not only expect emergence of chaos but also emergence
of a grammar related to a bird song.
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Abstract

To understand how biological and bio-inspired complex com-
putational networks can function in the presence of noise and
damage, we have evolved very small spiking neural networks
in the presence of noise on the membrane potential. The net-
works were built with adaptive exponential integrate and fire
neurons. The simple but not trivial task we evolved the net-
works for consisted of recognizing a short temporal pattern in
the activity of the network inputs. This task can be described
in abstract terms as finding a specific subsequence of symbols
(”ABC”) in a continuous sequence of symbols (”..ABCC-
CAAABCAC..”). We show that networks with three interneu-
rons and one output neuron can solve this task in the pres-
ence of biologically plausible levels of noise. We describe
how such a network works by mapping its activity onto the
state of a finite state transducer—an abstract model of com-
putation on continuous time series. We demonstrate that the
networks evolved with noise are much more robust than net-
works evolved without noise to the modification of neuronal
parameters and variation of the properties of the input. We
also show that the networks evolved with noise are denser and
have stronger connections than the networks evolved with-
out noise. Finally, we demonstrate the emergence of memory
in the evolved networks—sustained spiking of some neurons
maintained thanks to the presence of self-excitatory loops.

Introduction
Natural complex systems, including networks of biological
neurons, maintain their functionality in the presence of noise
and damage. Noise in natural neural networks originates
from many sources, including thermal variations and small
number of cellular components (for example, ion channels).
These components, moreover, undergo constant turnover,
and so do parts of the cell (such as dendrites), and the cells
themselves. Including noise in models of biological systems
helps in our understanding how reliable computation can be
performed in the presence of noise, and in building more
reliable artificial systems (Florian, 2003).

In biological neuronal networks and in artificial spiking
neural networks, the timing of discrete events (spikes) rep-
resents the information received from the senses. Processing
this information requires recognizing temporal patterns in

neuronal activity by other neurons (Bialek et al., 1989; Ger-
stner et al., 1996; Laurent, 1996; Rieke, 1999; Decharms and
Zador, 2000; Ahissar and Arieli, 2001; Huxter et al., 2003).
Recognition of temporal patterns requires delays or main-
taining the state of the network (Steuber and Willshaw, 1999;
Steuber and De Schutter, 2002; Steuber and Willshaw, 2004;
Steuber et al., 2006; Maex and Steuber, 2009). Intuitively,
the necessity for precise synaptic delays seems a more frag-
ile solution.

In this paper, we evolve very small spiking neural net-
works for simple pattern recognition in the presence of
noise. We hope that analyzing the diverse solutions ob-
tained using artificial evolution will allow us to identify the
way robust pattern recognition can be accomplished. To
represent the computation performed by the evolved spik-
ing neural networks, we will use a formal computational
model of the finite state transducer—a deterministic finite
state automaton that receives a continuous sequence of sym-
bols and produces a continuous output (Sipser, 1996). Our
focus here is not the induction of a specific finite state au-
tomaton (as in Natschläger and Maass, 2002; Tiňo and Mills,
2005; Rutishauser and Douglas, 2009; where large recurrent
multilayer spiking neural networks were used). Rather, we
will use the formalism to illustrate how the evolved networks
work. Finally, we will compare the functioning and structure
of networks evolved in the presence of noise to networks
evolved without it (which were the subject of our previous
work, Yaqoob and Wróbel, 2017). Our preliminary analysis
shows that even a relatively low level of noise during evo-
lution results in much more robust networks, and that the
networks evolved with noise are denser than the networks
evolved without it.

inputs

output

N0

N1

N2

I I I O C C C CT T TT

type sign (x, y)

Figure 1: Encoding of a spiking neural network in a linear
genome. See text for details.
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The Model
We use the model of evolution of spiking neural networks for
temporal pattern recognition introduced previously in the ar-
tificial life software platform GReaNs (Wróbel et al., 2012;
Wróbel, 2016; Yaqoob and Wróbel, 2017). The networks in
this model are encoded in linear genomes built from genetic
elements. Each element has a type (input, output, cis and
trans; the biological inspiration for such a representation
and these terms has been discussed previously; Fig. 1), sign
and two coordinates. The elements encode the nodes in the
network: three input nodes (encoded by an input element
each), up to three interneurons (each encoded by a series of
cis elements followed by a series of trans elements), and
one output neuron (encoded by a single output element). To
determine the connectivity, every pair of input-cis, trans-
cis and trans-output elements is considered. If the coordi-
nates of two elements in a pair are such that the Euclidean
distance is below a threshold (equal to 5), the presence of
such a pair contributes to the weight of the connection be-
tween two nodes; the contribution is positive if the signs of
the two elements coincide and negative otherwise (the con-
tribution is sisj

2(5−di,j)
10di,j+1 , where si, sj are signs and di,j is

distance; the threshold prevents full connectivity). If the
overall sum of such contributions for two neurons is positive,
the link (synapse) is excitatory, otherwise it is inhibitory.

In our previous work (Yaqoob and Wróbel, 2017) we have
shown that two interneurons are sufficient for the simple pat-
tern recognition task considered here, with no noise. We
have subsequently found out that artificial evolution could
not find any efficient solution when noise was present and
the network size was limited to two interneurons, but could
do so with three interneurons. In the evolutionary runs de-
scribed here we have thus limited the number of interneu-
rons in the decoded network to up to three, by ignoring the
rest of the genetic elements. This restriction was imposed
both to limit the search space and to ease the analysis of the
networks. Similarly, superfluous input or output elements,
introduced for example by unequal crossing over (see be-
low) were ignored.

As in our previous work (Yaqoob and Wróbel, 2017), in
this paper we used the adaptive exponential integrate and
fire neuronal model for each interneuron and output neuron.
Each adaptive exponential neuron has four state variables
(membrane potential V , adaptation w, excitatory conduc-
tance gE , and inhibitory conductance, gI ):

dV

dt
=

1

C
(gE(EE − V ) + gI(EI − V )− w)

+
1

τm
(EL − V + ∆T e

(
V −VT
∆T

)
) (1)

τw
dw

dt
= a(V − EL)− w (2)

dgE
dt

=
−gE
τE

(3)

dgI
dt

=
−gI
τI

(4)

The default values of the parameters we used here (Ta-
ble 1) were the same as in our previous work (Yaqoob and
Wróbel, 2017). They result in tonic spiking in response to
constant input current (Naud et al., 2008).

When V in the adaptive exponential neuron is high
enough, V quickly diverges to infinity because of the expo-
nential term; this models a spike. For simulation purposes,
the spike is cut at a finite value (here, 0 mV). After a spike
occurs in a neuron, this neuron’s V is reset to Vr, and adapta-
tion w is incremented by b. In any neuron to which the neu-
ron that spiked connects (in any postsynaptic neuron) with
positive (negative) weight, the excitatory (inhibitory) con-
ductance gE (gI ) is increased by synaptic gain (gainE or
gainI , respectively; here, 9 nS) multiplied by the absolute
weight.

Modifying four parameters in the adaptive exponential
neuron can bring qualitative change in neuronal behavior
(qualitatively different responses to constant input current).
These four bifurcation parameters (which are directly pro-
portional to the four free parameters; Touboul and Brette,
2008; Naud et al., 2008) are: adaptation time constant
τw, adaptation conductance a, reset voltage Vr, and spike-
triggered adaptation b. The remaining ones are scaling pa-
rameters: membrane capacitance C, threshold slope fac-
tor ∆T ; three time constants, membrane (τm), and excita-
tory/inhibitory (τE /τI ); four potentials, effective rest (EL),
inhibitory (EI ) and excitatory (EE) reverse, and effective
threshold (VT ).

We used Euler integration with 1 ms step. When evolving
with noise, a random value taken from a Normal distribution
(mean 0, standard deviation 2 mV) was added to V at every
step. This level of noise is similar in magnitude to the level
observed in biological neurons resulting from spontaneous
or background synaptic activity (Paré et al., 1998; Destexhe
and Paré, 1999; Anderson et al., 2000; Finn et al., 2007).

The task for the network was for the output neuron to
spike at least once after the network received the activation
from the input nodes in a specific order: first from input A,
second from input B, third from input C. During both evo-
lution and testing, input nodes were activated in a random
order. Each such activation lasted for 6 ms. Only one input
node could be active at a time. Each activation of an input
node was followed by an interval of 16 ms during which no
input node was active.

In abstract terms, this task corresponds to recognizing a
pattern of symbols (”ABC”) in a continuous stream of sym-
bols {A, B, C} received in a random order. In terms of mod-
eling, when a network receives a symbol, it means that six
spikes, each one 1 ms apart, are received by all the interneu-
rons to which the input node corresponding to the symbol
connects.
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The genomes in the initial population were created ran-
domly as described previously (Yaqoob and Wróbel, 2017).
Each evolutionary run had a constant population size (300),
with size two tournaments, elitism (10 individuals) and
crossover (30 individuals in each generation; there was no
crossover in Yaqoob and Wróbel, 2017).

Multi-point crossover was implemented in the following
manner. First, two parents (A and B) are selected from pop-
ulation as winners of two independent size two tournaments.
A cursor pointing to the genetic elements to be copied is ini-
tiated at the first element for both genomes. Then, one of the
four schemes is chosen: copy an element from parent (i) A
or (ii) B to offspring, advance cursor on both genomes, or
copy from (iii) A or (iv) B, advance cursor only on the tem-
plate copied from (each with probability 0.03). The prob-
abilities of choosing actions (i) and (ii) were equal and 4
times larger than the (again, equal) probabilities of choosing
(iii) or (iv). After an element is copied, the scheme stays
the same as previously with probability 0.7, and otherwise
a scheme is re-chosen (the same one can be chosen again),
maintaining the ratio between the probabilities as above.

If an element was chosen for a point mutation (per ele-
ment probability of 0.1), the coordinates were changed so
that the associated point was moved in a random direction
(drawn from a uniform distribution) by a distance drawn
from a normal distribution (mean 0, standard deviation 1).
Duplications (probability of 0.001 per genome) occurred
twice as often as deletions (probability 0.0005). The starting
element and the insertion site were chosen randomly (each
element had the same chance of being chosen). The length
of duplication/deletion was drawn from a geometric distri-
bution with mean 11.

Each individual in the population was evaluated on six
random sequences (different from each other, for each in-
didvidual, and in each generation), each with 500 symbols.
Four sequences were generated with equiprobable occur-
rence of A, B, and C (and thus contained about 16 ABC
subsequences each), and two other continuous sequences
were constructed by concatenating, in random order, ABC
with ABB, and ABA (two subsequences that are the most
problematic to discriminate from ABC; Yaqoob and Wróbel,
2017).

The fitness function rewarded for spike(s) after the target
subsequence and penalized for spikes elsewhere:

ffitness = 1−R+ 4P (5)

R (for reward) is the fraction of time intervals when the
input nodes are silent (each such silence is 16 ms long) after
the last C in ”ABC” and the output spikes at least once. In
other words, it is the fraction of instances in which the output
spikes correctly. P (for penalty) is the fraction of instances
in which the output spikes incorrectly. These instances can
happen either in (i) 16 ms silence intervals not after ABCs,
or in (ii) 6 ms time intervals in which one of the input nodes

is active. Although P in principle could reach 1, in prac-
tice it was always quite small, and the ffitness was below 1.
We call an individual a perfect recognizer if ffitness = 0.
The number by which P is multiplied, 4, was chosen after
preliminary exploration to find a value that resulted in the
highest evolvability (number of evolutionary runs that ended
with perfect recognizers).

Results and Discussion

Among 100 independent evolutionary runs without noise, 33
ended with perfect recognizers—champions with ffitness =
0 when re-evaluated (tested) on 500 random input sequences
(thus different than the sequences experienced during evo-
lution) with equal probability of each symbol (in Yaqoob
and Wróbel, 2017 we used different settings for artificial
evolution—in particular, no cross over, different probabili-
ties of duplications and deletions—and the yield was much
lower; other difference were: time during which outputs
were active were 4 ms, with 8 silences; the fitness function
was more complex; excitatory/inhibitory gain was 5 nS; the
output neuron had an offset current).

In the presence of noise, 1000 generations were needed to
obtain 10 champions in 100 independent runs that were per-
fect recognizers when re-evaluated as above without noise—
with noise they failed to produce a spike on output at most
after 1 in 100 ABCs.

All perfect recognizers evolved without noise always pro-
duced only 1 spike in output after an ABC in the input
sequence. The perfect recognizers evolved with noise be-
longed to two classes: when evaluated without noise, either
(i) the output always spiked once, or (ii) always twice after
each ABC. When evaluated with noise, the output neurons
in both classes spiked once after some ABCs, and twice after
the other ABCs in the same input sequence, but never more
times.

To measure the robustness, we first analyzed what was the
range of robustness for each parameter. In this preliminary
analysis, only one parameter was changed at a time. The
range of robustness was defined as the largest continuous
set of parameter values around the default value for which
a given network had the true positive rate of at least 99%
and the false discovery rate of at most 5%. We define here
the true positive rate and the false discovery rate as follows.
The true positive rate is the average number of recognized
ABCs (the number of 16 ms intervals after ABCs in which
the output neuron spiked, correctly) divided by the actual
number of ABCs in the input sequence. The false discov-
ery rate is the average number of intervals (6 ms or 16 ms)
in which the output spiked incorrectly (not in the interval of
silence after an ABC), divided by the total number of inter-
vals in which the output spiked. Since we are interested in
temporal pattern recognition in a continuous input sequence,
we actually evaluated the champions on 600-symbol input
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Figure 2: Network activity of the champion 3 evolved with noise on membrane potential. The individual is tested for signal
length 6 ms, silence interval 100 ms (it evolved for 16 ms). The output neuron spikes after ABC around 330 ms and 700 ms

Figure 3: Example of robustness of network performance to change of a parameter (here, EL). Blue circles show the true
positive rate, red triangles show the false discovery rate (see text for more details). The range of robustness is showed by two
continuous vertical lines, the dashed vertical line shows the default value, -70 mV. The network evolved (and tested) with noise
(left; the network of champion 3) shows graceful degradation of network performance and a larger range of robustness than the
network evolved (and tested) without noise (right; the network of the most robust champion evolved without noise).

sequences and considered the response to the last 500 sym-
bols, over 500 such sequences. This is a very conservative
approach as in practice discarding the response to the first
symbol or a few at most would work equally well.

Second, we compared the ranges (differences between
maximum and minimum value) for a given parameter across
champions, defining relative robustness as the fraction of the
maximum range for a given parameter among the champions
(thus the champion with the largest range has the relative ro-
bustness 1.00, and the one with, say, half that range, has
0.50).

Third, we calculated the average relative robustness for
each champion (Table 1; only the most robust champion

evolved without noise is shown for simplicity). All the
champions evolved with noise were robust to setting τw in
the range from 1 to more than 1000 ms (the default value was
30 ms). Only the best champion evolved without noise was
equally robust to changes of τw, other champions evolved
without noise had smaller ranges. When the integration step
was changed from 1 ms to 0.5 ms, the champions evolved
with noise displayed a drop in the true positive rate (from
0.99 to 0.98), while the false discovery rate remained unaf-
fected. The networks evolved without noise were not robust
to such a change.

The comparison between champions evolved and re-
evaluated with noise to the champions evolved and re-
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evaluated without noise is conservative, as champions
evolved with noise have much larger ranges of robustness
when re-evaluated in the absence of noise. Moreover, the
average relative robustness is a crude measure, as robustness
to change of a particular parameter may be highly correlated
to the robustness to change of other one(s); a more refined
measure would give lower weights to relative robustness for
parameters that belong to such a group.

We expected that noise will promote robustness to dam-
age (here, change of neuronal parameters), as has been ob-
served before in GReaNs for evolving gene regulatory net-
works, were damage affected an artificial developmental
process (Joachimczak and Wróbel, 2012), and spiking neu-
ral networks (Wróbel, 2016).

In accordance with our expectations, the networks
evolved with noise were much more robust to change in
neuronal parameters than networks evolved without noise
(Table 1; the second best, in terms of robustness, champion
evolved without noise had average robustness 0.13, the rest
had average robustness below 0.1).

Moreover, the networks evolved with noise showed grace-
ful degradation beyond the range of robustness (for most of
the parameters; EL is shown as an example in Fig. 3, tak-
ing champion 3 as the one evolved with noise and the most
robust champion evolved without noise for comparison).

In contrast to gene regulatory networks regulating artifi-
cial development, networks evolved with noise functioned
very well (in fact, better) when tested without noise. The
most robust champion evolved with noise (champion 3) was,
in particular, the most robust to lengthening the silences be-
tween the activity of the input nodes, and when this cham-
pion was tested without noise, these silences could be ex-
tended with no discernible limit, indicating that this network
is able to maintain its states forever (Fig. 2).

Table 2: States of the finite state transducer corresponding to
states of the network of the champion 3 evolved with noise

S hA hAB hABC
Neuron 0 330 Hz 333 Hz 0 331 Hz
Neuron 1 333 Hz 0 0 333 Hz
Neuron 2 0 0 0 1 spike
Output 0 0 0 1 spike

We can describe how this network functions by mapping
the network activity to the states in a finite state transducer
(Table 2, Fig. 4). Let us first assume that the network has
already received some symbols (some input subsequence).
If this subsequence ends with a C that did not follow AB
or with a B that did not follow an A, the network is in the
state S (starting state), in which (inter)neuron 0 and neuron
1 spike continuously, at high frequency. If an A is received,
the network goes to a state hA (”had A”), in which only
neuron 0 spikes in this fashion. If this A is followed by

a B, all interneurons do not spike (state hAB, ”had AB”).
If this AB is followed by a C, neurons 0 and 1 again start
spiking continuously, while neuron 2 and then the output
neuron produce one spike each, immediately after the C (the
state hABC, ”had ABC”).

Although this is not actually relevant for computing the
output in response to a continuous input sequence, if the
network receives a B with no previous history, it goes, es-
sentially, to the state S. However, no previous history (and
no activity in the network) is indistinguishable in this net-
work from the state hAB. This is why the output neuron of
this network will incorrectly spike after receiving a C with
no previous history—in other words, if an input sequence
starts with a C.

S hA hAB hABC

B/0, C/0 A/0

A/0

C/0

B/0

A/0

C/1

A/0B/0

B/0, C/0

Figure 4: Minimal finite state transducer for recognizing
ABC; the nodes represent states and edges represents tran-
sition from one state to another state on receiving an in-
put symbol {A,B,C} and with producing an output {0: no
spike(s), 1: spike(s) of the output neuron}.

The analysis of the network of the champion 3 evolved
with noise (Fig. 5) shows that all interneurons connect to
one another and each connects to itself (each has a self-
loop). Two interneurons, neuron 0 and 1, have excitatory
self-loops, which seem to be responsible for maintaining the
continuous high-frequency spiking of these two neurons in
states S, hA, hAB, and hABC. On the other hand, the recur-
rent inhibitory connections between interneurons (neuron 1
excites neuron 0, while 0 inhibits 1; neuron 2 excites 0, while
0 inhibits 2; neurons 1 and 2 inhibit one another) seem to,
together with inhibitory connections from the input nodes to
interneurons, bring the end of continuous spiking of neuron
0, or both neuron 0 and neuron 1, that corresponds to state
transitions from S to hA, from hA to hAB, and from hABC
to S. Finally, inhibitory connections from neurons 0 and 1
to the output neuron, together with an excitatory connec-
tion from neuron 2 to the output neuron, ensure that a spike
in the output neuron is possible only after neuron 2 spikes
(state hABC).

If we count the number of connections in the networks
disregarding the associated weights (in other words, giving
each one the same weight, 1), the 10 champion networks
evolved with noise show significantly higher density (av-
erage 18.5, standard deviation 1.6) than the 10 champion
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Figure 5: The topology of the network of the champion 3
evolved with noise. Blue lines are inhibitory connections,
red lines are excitatory, numbers next to the lines show the
weights.

networks evolved without noise (16.2, 2.1, respectively;
p = 0.01, Mann-Whitney U test). Summing the absolute
weight for all the edges gives an even more striking, more
than 2-fold, difference (average for champions evolved with
noise: 82.1, standard deviation: 13.8; without noise: 34.2,
11.8, respectively; p = 0.0012).

Conclusions and future work

Our results show that evolving networks with noise leads
to high robustness to modifying the neuronal parameters
and variations of the input. In addition, the results show
that networks evolved with noise are capable of maintain-
ing their internal state infinitely. This memory seems to be
kept thanks to excitatory self-loops, while switching state is
possible thanks to inhibitory recurrent connections.

In future work, we plan to further investigate the robust-
ness of the spiking neural networks evolved with noise to
modifying parameters. The adaptive exponential model it-
self has in fact only four free parameters (Touboul and
Brette, 2008), which are directly proportional to four bi-
furcation parameters in the model with the parametrization
used here (τw, a, Vr, and b; Naud et al., 2008). Similarly,

we may expect that robustness to changes in synaptic gains
(gainE or gainI ), C, EE , and EI will be related, and net-
works robust to changing them will be expected to be ro-
bust to variation of synaptic weights. Therefore, it should
be possible to change more than one parameter at a time,
perhaps provided that certain relationships between them is
maintained (for example, their quotient would have to stay
within a certain range).

It will be also interesting if the networks are robust
to changes of the parameters which actually result in the
changed behavior of the neuron in terms of the response
to constant input current. For example, we could evolve
the networks with neurons showing tonic spiking, and then
change parameters so that the behavior is tonic bursting or
delayed spiking (Naud et al., 2008). Our preliminary results,
incidentally, show that it is possible to evolve networks with
neurons displaying all types of responses to the constant in-
put current demonstrated for this model (Naud et al., 2008).
It will be interesting to see if the networks evolved with
noise in neurons showing other behavior than tonic spiking
are equally robust to parameter changes.

We also plan to analyze robustness to introducing synaptic
delays and absolute refractory periods. Such changes, simi-
larly to changes in some neuronal parameters, could lead to
lower firing rates in neurons whose continued spiking pro-
vides memory.

We would also like to know if the networks will be ro-
bust to changes in parameters affecting each neuron in the
network independently (in this paper a particular change af-
fected all neurons in the network in the same fashion). This
last type of robustness is particularly interesting for transfer-
ring an evolved network able to perform a particular com-
putation to analog neuromorphic hardware, in which setting
particular (and the same) parameters for all the neurons in
the network may be problematic.

Although the level of noise we have used here is biolog-
ically plausible, it is on a lower end of the spectrum ob-
served for biological neurons (Paré et al., 1998; Destexhe
and Paré, 1999; Anderson et al., 2000; Finn et al., 2007).
It will be interesting to find out if higher, still biologically
plausible, levels of noise (for example, noise as in this paper
but with standard deviation of 4 mV) allow for evolvability,
and if possibly result in more robustness to changes in neu-
ronal parameters—and if lower levels of noise will result in
lower robustness. Moreover, other models of noise (for ex-
ample, an Ornstein-Uhlenbeck process; commonly used to
model noise in neuroscience) on neuronal variables could
be introduced—also, the presence of noise on input (such
as variable signal or silence length). We wonder if differ-
ent models of noise lead to similar levels of robustness to
changes in neuronal parameters.

Another possible direction of future work could be evolu-
tion of networks for more complex tasks involving tempo-
ral pattern recognition (for example: more symbols, regular
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expressions, recognition of several patterns by the same net-
work, with several output neurons). Our preliminary results
indicate that our model scales up for more complex tasks.
This direction of possible future research would allow us to
find out what are the relationships between the complexity
of the tasks and the size (and complexity) of the minimal-
size spiking neural networks necessary to solve them.
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