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1 We selected January 2016 somewhat arbitrarily, but it should serve as an interesting baseline to compare the benevolence of later years to. 

2 https://files.pushshift.io/reddit/comments/ 
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When toxicity arises in the context of online discourse, how common is a benevolent response? We analyzed 10,963,849 

comments posted to the discussion site Reddit in January 2016. Of these, 75,269 comments were classified as toxic using 

Perspective API on four toxicity metrics. A group of 792 online volunteers re-rated the toxicity of a random sample of 

14,856 of these comments. They then read a direct reply to each comment and rated this reply on benevolence (e.g., how 

much the reply demonstrated understanding of the content, empathy for the commenter, and used a polite/helpful tone). 

We estimated that of the 8591 comments which were verified by our raters as toxic, 37.8% of replies were rated as above 

the scale midpoint in benevolence, suggesting that replying with understanding, empathy and politeness in the face of 

toxicity may not be as rare online as we might think. The average benevolence of these replies was 3.16 where 1 = not at 

all benevolent and 6 = very much (SD = 1.32). In future research, we plan to train a machine learning algorithm using 

these benevolence ratings with the hopes of classifying larger sets of toxic comment-reply pairs from Reddit, with the 

aim of further understanding the prevalence of benevolence in response to online toxicity.  
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Online toxicity and its consequences have been a major focus of 

recent research (e.g., Wulczyn, Thain and Dixon, 2017; Salminen 

et al., 2018); however, benevolence in response to that toxicity has 

not been investigated as widely. While it makes intuitive sense that 

someone might respond to a toxic comment by either reciprocating 

the toxicity or ending the conversation altogether, the possibility of 

that individual responding graciously is an intriguing one. We 

define a benevolent response as one which demonstrates 

understanding of the content of the original comment, empathy for 

the initial commenter, and a polite or thoughtful tone. 

 

While not identical to benevolence, research on the related concept 

of forgiveness suggests that forgiving someone for a perceived 

transgression can have positive outcomes for victim well-being 

(e.g., Wade, Hoyt, Kidwell and Worthington, 2014) and 

empowerment (Strelan, Van Prooijen and Gollwitzer, 2019) and 

can reduce the likelihood of future transgressions on the part of the 

perpetrator (Wallace, Exline, and Baumeister, 2008). Whether 

benevolent responses to online toxicity have similar beneficial 

outcomes is an open question, but an important first step – and the 

focus of the current research – is to investigate how common 

benevolent replies to toxic comments actually are.  

 

Method 

Participants. We recruited 792 volunteers using 

CloudResearch’s (Litman, Robinson and Abberbock, 2017) 

Mechanical Turk Toolkit. We implemented CloudResearch’s 

“CloudResearch Approved Participants” feature to ensure that only 

Amazon’s Mechanical Turk participants who had previously 

demonstrated attention and engagement would qualify. Those who 

completed and submitted the Human Intelligence Task (HIT; 500 

raters) were paid $1.50 to complete our roughly 30-minute survey. 

The rest provided partial data and did not receive payment. 

Everyone provided informed consent before beginning the task.  

Materials. Materials consisted of Reddit comment-reply pairs 

and measures for our raters: a toxicity rating item (Perspective, 

2020) and benevolence rating items developed by the researchers.  

Reddit comment-reply pairs. A database of 61,991,732 

comments representing all posts available on the website Reddit in 

the month of January 20161 were downloaded from PushShift’s 

Reddit comment directory.2 These comments were from all 

subreddits during that time frame. The first 10,963,849 comments 

were classified with regard to toxicity metrics using Perspective 

API (Perspective, 2021b). Perspective is a set of machine learning 

models developed by Google’s Jigsaw unit which can be used to 

score the probability (between 0 and 1) that a certain chunk of text 

is toxic. We used four metrics: “toxicity” (is the text rude, 
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1 Because some parent comments had multiple replies in the dataset, some parent comments ended up being duplicated (74.28% were unique; 13.41% occurred twice, and 12.31% occurred three or more times). 

Replies were duplicated less frequently because they were also parent comments in some conversations (98.15% were unique; 1.72% occurred twice, and less than 1% occurred three or four times).  

 

disrespectful, unreasonable; does it make people leave the 

conversation), “severe toxicity” (is the text very hateful, 

aggressive, disrespectful; is it very likely to make people leave the 

conversation), “attack on commenter” (is the text attacking another 

person in the forum) and “insult” (is the text insulting a person or 

group of people). Other than “attack on commenter” (which was 

trained on New York Times comments), Jigsaw produced these 

metrics across domains using “significant amounts of human-

annotated comments” (Perspective, 2021a).  

Of our 10,963,849 Reddit comments, 75,269 (0.007%) were 

classified as higher than 0.70 on all four toxicity metrics, 53,675 of 

which also had a reply associated with them. A random subset of 

20,000 comments were pulled from this final set using sampling 

without replacement to avoid duplicates, along with a direct reply 

to each comment.1 

Toxicity verification rating. To check the accuracy of 

Perspective API for these comments, we asked our volunteers to re-

rate the toxicity of each comment using the following codebook 

(Perspective, 2020): -2 (Very toxic - a very hateful, aggressive or 

disrespectful comment that is very likely to make you leave a 

discussion), -1 (Toxic - a rude, disrespectful or unreasonable 

comment that is somewhat likely to make you leave a discussion), 

0 (Neither), +1 (Healthy contribution - a reasonable, civil or polite 

contribution that is somewhat likely to make you want to continue 

a discussion) or +2: (Very healthy contribution - A very polite, 

thoughtful or helpful contribution that is very likely to make you 

want to continue a discussion). 

Benevolence rating scale. We developed a three-item measure 

to assess the benevolence of an online reply over several months of 

research meetings (see Table 1 for the final scale). Our initial 

measure consisted of four items assessing understanding of the 

comment, empathy for the commenter, a polite tone and a non-

reactive stance. The reactivity item (“the reply represents a 

reactive, aggressive response to the initial comment”) was reverse-

scored. Participants responded to each item using six options 

ranging from 0 (“not at all”) to 5 (“very much”). We asked 58 pilot 

participants, all undergraduate volunteers, to test these items out on 

a sample of 39 toxic comment-reply pairs pulled from the same 

Reddit database as the main study. This led us to drop the reactivity 

item from the scale, boosting inter-item reliability from a 

Cronbach’s alpha of .55 to .72.  

 

Table 1. Benevolence rating scale. 

UNDERSTANDING: The reply demonstrates understanding of the 

content of the original comment 

EMPATHY: The reply demonstrates care for, interest in, respect for, 
and concern for the well-being of the initial commenter 

TONE: The reply is politely, thoughtfully, and/or helpfully-worded 

Note: Participants rated each reply on each item from 0 (“not at all”) to 5 
(“very much”). 

Procedure. After receiving instructions and indicating their 

consent to participate, each of our 792 volunteers rated a maximum 

of 40 Reddit comments per person, altogether resulting in 14,885 

comments re-rated with regard to toxicity. Volunteers also rated a 

direct reply to each comment using our three-item benevolence 

scale (see Table 1). Most (71.27%) comments-reply pairs were 

each rated once, though the number of ratings per comment ranged 

from 1 to 35 with an average of 1.81 (SD = 3.21). After providing 

their ratings, participants were thanked for their time and debriefed. 

 

Results 

 
Benevolence Scale Reliability. We re-assessed the reliability 

of the three benevolence items across all 14,856 replies for which 

participants had provided complete data, finding the items 

sufficiently reliable (Cronbach’s α = .85). The three items were 

averaged together to create a single per-reply benevolence score, 

ranging from 0 (not at all) to 5 (very much).  

Proportion of Comments Verified as Toxic. Perhaps because 

we used four separate metrics to classify comments as toxic using 

Perspective API (Perspective, 2020), the rate at which comments 

were re-confirmed as toxic was not particularly high. 8,591 of the 

14,885 comments (57.7%) were rated by our volunteers below the 

toxicity scale midpoint of 3 (recall that a rating of 1 indicates a very 

toxic, hateful, aggressive comment), suggesting that 42.3% may 

have been misclassified by the toxicity algorithm.  

Proportion of Replies to Toxic Comments Rated as 

Benevolent. When we focused only on the 8,591 comments 

verified as toxic (below the toxicity scale midpoint of 3), 37.83% 

of the replies to these toxic comments were rated as higher than the 

scale midpoint of 3.5 in benevolence. By comparison, 74.87% of 

responses to the 2,901 non-toxic comments (above the toxicity 

scale midpoint of 3) in our database were rated higher than the scale 

midpoint in benevolence. An exploratory independent-samples t-

test further suggested that the average benevolence rating of replies 

to toxic comments was lower (M = 2.16, SD = 1.32) than the 

average benevolence rating of replies to non-toxic comments (M = 

3.32, SD = 1.30), t(11,490) = -41.29, p < .0001, mean difference = 

-1.16, 95% CI [-1.22, -1.11], d = .89 (see Figure 1). In addition, the 

rated toxicity of the comment and benevolence of the reply were 

positively correlated (Spearman’s ρ = .34, p < .0001), suggesting 

that the more toxic the initial comment, the less benevolent the 

reply tended to be.  
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1 We also conducted an exploratory one-way ANOVA comparing the benevolence ratings across the three types of parent comments, finding that the benevolence of replies to neutral parent comments 

was higher than to high-toxicity parents (mean difference = 0.49, Tukey’s post hoc p < .001) and lower than to low-toxicity parents (mean difference = -0.68, Tukey’s post hoc p < .001), F(2, 6372) =  

888.00, p < .001. 

Figure 1. Benevolence of replies to high- vs. low-toxicity parent 

comments.  

Benevolence of replies to parent comments with neutral toxicity (a “0” on 

the toxicity scale), low toxicity (higher than “0”) and high toxicity (lower 

than “0”). Error bars represent 95% confidence intervals.1 Produced using 

jamovi software (The jamovi project, 2021). 

 

Discussion 
Our descriptive findings suggest that benevolence in response to 

online toxicity, while not a majority response, may not be a rare 

occurrence. We also have some evidence that the rate of 

benevolence decreases as toxicity increases.  

 

An important limitation of our benevolence ratings is that not all 

benevolent replies necessarily indicate forbearance on the part of 

the replier. Some benevolent replies, for instance, could be 

benevolent simply because the Reddit respondents themselves 

didn’t consider the initial comment toxic. Our rating scale does not 

speak to the subjective understanding of the respondent; only 

whether their reply appears to others to be benevolent, whatever the 

motive. Further research should look into this possibility.  

 

We also did not incorporate an estimate of how many replies had 

been deleted from the original Reddit database due to moderation 

of extremely toxic posts. Our estimate of the average benevolence 

of replies is likely inflated because of this. 

 

Another limitation is that we focused on Reddit comments over a 

relatively short time span (part of January 2016). Future work for 

our team involves training a machine learning algorithm on the 

benevolence ratings we collected in this project, which would allow 

us to classify larger sets of replies to toxic comments on Reddit 

across longer time periods. It would be interesting, for example, to 

compare the frequency of benevolent comments in early 2016 to 

that during time periods related to divisive or extreme events (e.g., 

the pandemic, presidential campaigns and elections, etc.). In 

addition to expanding the representativeness of our findings, this 

approach would allow us to answer additional questions (e.g., 

whether the likelihood of benevolence in the face of toxicity has 

changed over time, in response to cultural events, etc.). Other work 

might also investigate whether benevolent replies to toxic 

comments are beneficial to online discourse. Regardless, we find it 

hopeful that they occur at all.  
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