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Abstract
I provide a primer on six recent large-scale historical patent datasets for use in
innovation research. I discuss how each dataset is constructed, the types of patent information included in each, and the quality and the completeness of each. Throughout,
I emphasize when our knowledge of the history of invention is dependent on the data
source used and provide recommendations about which dataset is most likely to be best
for different contexts. Overall, these datasets paint a remarkably consistent picture of
the history of U.S. invention. When the datasets do disagree, these differences tend to
be minor, although I highlight some important exceptions. I further describe several
“niche” historical patent datasets that allow researchers to study institutional contexts
that cannot be studied using modern data. Finally, I discuss features of patent data
that are not available for the historical patents but are available for modern patents.
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Introduction

Patent data has become an indispensable tool for innovation researchers. Over the last half
decade, numerous researchers have embarked on data construction projects to obtain more
information about patents (Balsmeier et al., 2018; Graham, Marco, & Miller, 2018; Graham,
Marco, & Myers, 2018; Jaffe & de Rassenfosse, 2019; Wasserman & Frakes, 2019) and to
link patent data to other data sources (Argente, Baslandze, Hanley, & Moreira, 2019; Baron
& Pohlmann, 2018; Bell, Chetty, Jaravel, Petkova, & Reenen, 2019; Graham, Grim, Islam,
Marco, & Miranda, 2018; Marx & Fuegi, in press).
Each of these above studies uses data on patents that issued within the last 45 years. In
1975, the United States Patent and Trademark Office (USPTO) began recording patent data
in a digital format, greatly facilitating the use of patent data by researchers. Of course, U.S.
invention did not begin in 1975. Recently, several research teams have begun constructing
large-scale historical datasets to extend access to easy-to-use patent data backwards in time.
These datasets come from various sources of raw patent data and rely on different techniques
to parse relevant patent information from text that is often of poor quality.
In this paper, I seek to provide a practitioners’ guide for the burgeoning new historical
patent datasets. I summarize six accessible historical patent datasets, describing how they
are constructed, what types of patent-level information they contain, and the strengths and
weaknesses of each. Understanding what can be accomplished with these existing data prevents researchers from “reinventing the wheel” and building historical datasets from scratch,
duplicating previous efforts.
Historical patent data have become an increasingly valuable tool for scholars of innova-
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tion. The use of historical data provides more opportunities to exploit natural experiments
as well as to track the long term effects of innovation policies. To list just a few examples
making use of historical patents, Rosenberg and Nelson (1994), Mowery, Nelson, Sampat, and
Ziedonis (2001), Mowery and Sampat (2001), B. N. Sampat (2006), and Andrews (2020b) explore the changing role of universities in patenting throughout the 20th century; Acemoglu,
Moscona, and Robinson (2016) and Berkes and Nencka (2019) study the effect of other institutions such as post offices and libraries on invention; Furman and MacGarvie (2009, 2007)
study the role of new organizational forms on patenting in the early pharmaceutical industry;
Trajtenberg (1990), in a now classic paper, examines computed tomography scanner patents
dating to the early 1970s to document the correlation between patent citations and patent
value; Moser (2005, 2011) uses data from historical World Fairs to study the effect of patent
protection on the rate and direction of invention; Lampe and Moser (2010, 2012, 2013) use
the early sewing machine industry to illustrate the effects of patent pools; and Andrews
(2020a) exploits alcohol prohibition in the first half of the 20th century to investigate the
importance of informal social interactions for invention. In all of these studies, the results
are only as credible as the patent data used. The credibility and feasibility of future work
likewise depends on understanding the quality and availability of historical patent data.
The six datasets examined in detail in this paper are:1
1

I am aware of other groups of researchers attempting to construct comprehensive historical patent
datasets: a dataset constructed by Tom Nicholas (see, for example, Akcigit, Grigsby, and Nicholas (2017a,
2017b)), a dataset constructed by Mikko Packalen and Jay Bhattacharya (Packalen & Bhattacharya, 2015a,
2015b), and separate projects by Dimitris Papanikolaou and coauthors (Kelly, Papanikolaou, Seru, & Taddy,
2020a, 2020b) and Tania Babina and coauthors (Babina, Bernstein, & Mezzanotti, 2020) that use the CUSP
for validation and as a complement; these datasets share many features of the CUSP data, and so I do not
discuss them separately here. At present I have been unable to examine the underlying data or aggregate
summary statistics from any of these datasets, at least two of which are still in varying stages of being “under
construction,” and so I do not include them in the analysis below.
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1. Comprehensive Universe of U.S. Patents (CUSP): Described in Berkes (2018),
this dataset contains U.S. patents issued from 1836-2015. The dataset is constructed
from a number of sources, primarily high-quality USPTO patents images.
2. HistPat: The first version of this dataset is described in Petralia, Balland, and Rigby
(2016). The data contains issued U.S. patents filed from 1790-1978, also collected from
USPTO-digitized patent images.
3. Sarada-Andrews-Ziebarth (SAZ): Described in Sarada, Andrews, and Ziebarth
(2019), this dataset contains U.S. patents issued from 1870-1942. The data is collected from the Annual Reports of the Commissioner of Patents and Annual Indices of
Patents.
4. Jim Shaw: This dataset contains U.S. patents issued from 1836-1873 and was compiled from the Subject-Matter Index of Patents for Inventions Issued by the United
States Patent Office from 1790 to 1873 (Leggett, 1874). The data from the SubjectMatter Index were transcribed by hand by Dr. Jim Shaw of Hutchinson, KS.
5. Kogan-Papanikolaou-Seru-Stoffman (KPSS): Described in Kogan, Papanikolaou, Seru, and Stoffman (2017b), this dataset contains U.S. patents from 1926-2019
linked to the Center for Research in Security Prices (CRSP)-Compustat merged data
and provides estimates of each patent’s private value constructed from the response of
assigned firms’ stock market response to news about the patent issuance.
6. USPTO Historical Patent Data File (HPDF): Described in Marco, Carley, Jackson, and Myers (2015), this dataset, which is constructed from USPTO internal patent
4

records, contains all known utility patents from 1790 to 2014, along with patent classifications for each. The dataset lacks inventor, assignee, and geographic data available
in the other datasets.
I show that these six datasets paint a remarkably consistent picture of invention along
many dimensions. This is true whether examining absolute patent counts, inventors’ collaboration behavior, invention by firms, or the geographic concentration of invention. By
showing aggregate statistics across several datasets, this paper also provides an overview of
U.S. patenting through time. I highlight when our knowledge of historical invention is particularly dataset-dependent, as well as when changes in Patent Office policy have affected the
availability or reliability of different kinds of data and hence our ability to draw conclusions
about the history of invention.
While each of these datasets document similar aggregate patterns, they are not identical.
I document how often a particular patent number appears in one dataset but not another,
as well as how often a given patent contains different information in one dataset relative
to another. For example, I show that the issue date of a given patent is almost always the
same regardless of which dataset one examines, while inventors’ location information is more
likely to be recorded differently in different datasets. When differences across datasets do
occur, I document common causes. These discrepancies are relatively rare and hence are
unlikely to affect researchers’ conclusion in many contexts. For instance, I conclude that the
CUSP dataset has correct inventor location information for more than 95% of its patents
and the HistPat has correct location information for about 97.5% of patents. Nevertheless, I
suggest that researchers ensure their results are robust to using alternative historical patent
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datasets, especially given the accessibility and ease of use of these datasets.
Next, I briefly survey several historical patent datasets that cover unique but limited
aspects of patenting. First, I provide information on design and plant patents. Second,
I describe available data on America’s first patents, the records for many of which were
destroyed in a fire at the USPTO in 1836. These patents are interesting both because they
show the inventiveness of a young nation and because, prior to 1836, the U.S. had a patent
registration system rather than a patent examination system. Third, I describe data on
patents issued by the Confederate States Patent Office, which operated in southern states
during the U.S. Civil War. These alternative datasets provide a window on invention under
unique institutions and policies, several of which are not available to study today.
Finally, I discuss features of patent data that are available for modern patents but are
not found in the historical patent data. In particular, micro data on patent applications
as well as information on patent lawyers and details on the patent prosecution process are
not available for historical patents. For many periods through history, common measures of
patent quality such as citations are either not available or are of questionable usefulness.
This paper is organized as follows. Section 2 describes the sources for the underlying
raw historical patent data and describes how each of the six historical patent datasets are
constructed. Section 3 describes what features of patents are included in each patent dataset
and presents aggregate statistics across the datasets for each of these features. In Section 4,
I explore the differences between datasets in more detail, quantifying when information in
a given patent is recorded differently in different datasets. Section 5 describes additional
historical patent datasets that highlight unique features of historical invention. Section 6
highlights the data limitations of historical patent data relative to modern patent data.
6

Section 7 briefly concludes.
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Sources of Historical Patent Data

Figure 1 is an image of a historical U.S. patent document, in this case for the first rotating
wheel can opener, invented by William Lyman of Meriden, CT, in 1870. Lyman’s can opener
is a straightforward patent for a fairly simple invention. The patent consists of only one page
(excluding figures), one claim, one inventor, and no assignees. Other patents can be much
more complicated: they can be longer, have highly variable and frequently much worse
image quality, contain multiple inventors or assignees, and reference prior patents, among
other possible complications. All of the datasets described in this paper are attempts to
collect relevant information originally recorded in patent documents like this one, and then
to make that information available in a usable format.
Three datasets (the CUSP, HistPat, and KPSS) are built on high quality scans of patent
documents such as Figure 1.2 A problem common to all of these datasets is that patent
images are often of poor quality, especialy for older patents. Figure 2 shows a screenshot from
the Google Patents record for William Lyman’s can opener patent. In the Google Patents
screenshot, William W. Lyman’s name is recorded as “wmi’iAM w; LYMAN” and Meriden,
Connecticut as “Mnifninllv.‘ ooNNEoTloU’r;” neither of which is particularly accurate. In
2

In addition to these patent images, the CUSP also utilizes several local databases, including the
Cincinnati Inventors Database, Iowa Inventors Database, Nevada Inventors Database, Oklahoma Inventors
Database, South Carolina Inventors, the Portal to Texas History, and the Wyoming Inventors Database. I do
not discuss these other databases here, except to note that in many cases, a great deal of information about
inventions and inventors from specific geographic regions may be available, often through local universities,
public libraries, or historical societies (Berkes, 2018). I use the November, 2019 version of CUSP (stable version 2.0). To access the CUSP, contact Enrico Berkes. For this paper, I use HistPat Version 8.0 from
January, 2019, downloadable at https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:
10.7910/DVN/BPC15W. The KPSS data is downloadable at https://github.com/KPSS2017/Technological
-Innovation-Resource-Allocation-and-Growth-Extended-Data.
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attempts to minimize these problems, all three datasets run their own OCR algorithms on
the patent images which improve on the OCR conducted by Google Patents or the USPTO.
The CUSP also makes use of higher quality scans than are available in the PDFs provided
by Google Patents. In spite of these best efforts, OCR errors are inevitable.3
The SAZ data, in contrast, are built from a source of raw patent data that do not
contain the full text of each patent, and so avoid these challenges. The Annual Reports of
the Commissioner of Patents and Annual Indices of Patents (The Commissioner of Patents,
Various Years) forms the basis of the SAZ data.4 These Annual Reports list only identifying
patent information such as the inventors’ names and locations, rather than containing the
entire patent text. An example of a page from the Annual Report of the Commissioner of
Patents from 1888 is shown in Figure 3. Sarada et al. (2019) use OCR to convert these
images to text files to create the SAZ dataset.
The Jim Shaw data is built from the Subject-Matter Index of Patents for Inventions
Issued by the United States Patent Office from 1790 to 1873 (Leggett, 1874). The Index
lists every known USPTO patent granted between 1790 and 1873 alphabetically by invention
name, and was transcribed by hand by Dr. Jim Shaw of Hutchinson, KS, for all years from
1836 onward (Shaw, n.d.-b).5 An example from the Index is presented in Figure 4. Because
3

The goal of the authors of the CUSP, HistPat, and KPSS datasets is to parse key patent and inventor
information, but the body of patent text itself could be used for other forms of textual analysis; see Kelly
et al. (2020a, 2020b), Perlman (2015), Packalen and Bhattacharya (2015a), and Packalen and Bhattacharya
(2015b) for examples of this kind of work. None of these cited papers use the HistPat or KPSS data. Kelly
et al. (2020a) uses CUSP data in conjunction with other patent data scraped and processed by the authors.
Perlman (2015) uses Google Patent data collected by Tom Nicholas. The papers by Mikko Packalen and Jay
Bhattacharya use a dataset constructed by those authors. At present I do not have access to these datasets
or any detailed information regarding how they were constructed, so I do not discuss them in this paper.
4
SAZ data are available at https://www.openicpsr.org/openicpsr/project/120556/version/V1/
view. The Annual Reports were downloaded from https://catalog.hathitrust.org/Record/002138126
and https://library.si.edu/digital-library/book/annual-report-commissioner-patents-year.
5
The Jim Shaw data was downloaded from http://www.ptrca.org/history on August 5, 2020. The
Patent and Trademark Resource Center Association (PTRCA) site contains a number of other interesting
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Dr. Jim Shaw transcribed this dataset by hand, it does not suffer from the OCR issues that
occur when parsing the other raw data sources, although the index can often be difficult to
decipher even for a human reader.
There is one important difference between the raw data used for the SAZ and Jim Shaw
datasets on the one hand, and raw data used for the CUSP, HistPat, and KPSS datasets on
the other. The former contain only select pieces of relevant patent information—inventor
names, locations, etc.—and nothing else, while the latter contain the entire text of each
patent. The former have a clear syntactic structure that makes it relatively easier to parse
out the relevant inventor information. The latter are unstructured text and therefore harder
to identify particular pieces of information. To see this, consider attempting to identify the
inventor’s name from Figure 1. The patent text contains not only the name of the inventor,
William Lyman, but also names of witnesses, in this case Ratcliffe Hicks and R. H. Foster. If
the inventor’s name is not legible elsewhere, CUSP searches the end of the text for a name,
introducing the possibility that a witness’s name may be erroneously recorded (although I
should note that in the case of Lyman’s can opener, the inventor name is recorded correctly).
Likewise, some patent texts may mention other towns, counties, or states that are different
from the location of the invention, which HistPat may assign a high probability of being
the correct location. But the fact that the CUSP, HistPat, and KPSS datasets make use
of the entire patent data means they can potentially pull out many more pieces of patent
information or conduct textual analysis; SAZ and Jim Shaw are limited to the pieces of
information included in the Annual Reports and Subject Matter Index, respectively. Finally,
facts about the history of patenting in the US, and the members of the association have been very helpful
in providing details about the construction of various data sources. Details on the creation of the Jim Shaw
data come from personal communications with Jim Miller, a PTRCA member and the resident expert on
the Jim Shaw patent data. To date, I have been unable to get in contact with Dr. Jim Shaw directly.
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because the SAZ and Jim Shaw data are presented in a much more compact form, with many
entries per page, poor image quality on one page will make multiple patent records illegible;
see Appendix B. When instead using the entire patent text, key information may be recorded
at different places on the patent document; this redundancy minimizes the risk that poor
image quality on part of a page will result in lost information.
The final historical patent dataset is the USPTO Historical Patent Data File (HPDF).6
The HPDF contains administrative data created by the Patent Office to facilitate examination and prosecution of the patent, including patent classification and relevant filing,
issuance, and expiration dates. Marco et al. (2015) describe the features of the HPDF in
more detail.

3

Comparing Aggregate Patent Statistics Across the
Datasets

The previous section describes how each patent dataset is created. Here, I describe the data
that they contain. Table 1 presents the features of patents that are available in each dataset.
In general, the CUSP and SAZ datasets contain inventor and assignee names and locations;
the HistPat is focused primarily on location information and does not contain names; the
KPSS is focused on patent quality measures and assignee information and does not contain
data on inventors or locations; the HPDF only contains information on patent classes and
does not have information on inventors, assignees, or location. The CUSP also contains data
6

The HPDF is downloadable at https://www.uspto.gov/learning-and-resources/electronic-data
-products/historical-patent-data-files. The data used in this paper were downloaded on July 7,
2020.
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on patent classifications and citations. I describe each of these features in more detail below.

3.1

Patent Issue Dates

Perhaps the most basic question to ask about the historical patent datasets is what time
periods do they cover? All of these datasets contain the year in which each patent issues.
The CUSP contains information on patents issued from 1836 to 2015. The HistPat contains
patents issued from 1790 until 1975, when the USPTO began keeping digital records. The
SAZ data contains patents issued from 1870 to 1942; Annual Reports are available for other
years as well, although they are not yet incorporated into the SAZ.7 Because the Jim Shaw
data is based on the Subject-Matter Index published in 1874, it only includes patents from
1836 to 1873. The KPSS dataset is designed to match patents to firm names in the CRSPCompustat merged data, which contains names of publicly traded firms from 1926 onward.
For this reason, the KPSS data begins in 1926 and continues to 2019. Finally, the USPTO
HPDF contains information on patents issued from 1790 through 2014.
While the year of issuance is a key piece of information, it may also be useful to have
the exact date on which a patent issues.8 The CUSP, KPSS, Jim Shaw, and HPDF datasets
contain the day, month, and year of patent issuance, whereas the SAZ and HistPat datasets
only contain the year.
When visualizing the information in the patent datasets below, it is often useful to plot
aggregate patenting outcomes over time. I do this for the years 1837 to 1975, even though
some of the datasets include patents issued outside of this range. I begin in 1837 for two
7

Sarada et al. (2019) are unable to locate an Annual Report from 1874, so that year is missing in the
SAZ data.
8
Kogan et al. (2017b) is one example of an application in which the exact issue date is important, as is
Gans, Hsu, and Stern (2008) using recent patent data.
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reasons. First, 1836 marked a major change in the patent law, in which the U.S. started
examining patent applications for novelty and non-obviousness. Second, a major fire in
1836 destroyed many of the earliest patents. Thus 1837 is the first full year with the modern
patent system and complete patent records. I end in 1975 because the USPTO began keeping
digitized records the following year.

3.2

Patent Counts

The next most obvious dimension on which to compare these datasets is simply how many
unique patents they contain. When the USPTO grants a patent, it issues a unique patent
number. This patent number is included in every dataset except for the SAZ dataset, for
which it proved impossible to parse patent numbers from the Annual Reports. Instead, the
SAZ data uniquely identify patents based on the line in which they appear in the Annual
Reports.9
I plot the number of unique patents for each of the six datasets in panel (a) of Figure 5.
For most years, the HPDF contains the largest absolute number of patents, which is not
surprising since this is data provided by the USPTO and is based off of administrative
records. For many years, the difference in number of patents between the CUSP and HPDF
is small and difficult to observe in Figure 5. HistPat contains fewer patents than the CUSP
and HPDF for all years, although in early years these differences are typically only a few
9
As Figure 3 shows, each record in the Annual Reports contains a patent number, patent grant date, and
information on how to find the patent in the USPTO monthly publications for each patent. Unfortunately,
these fields are recorded in columns separated by thick printed vertical lines. These lines confuse the OCR
software, making it impossible to link, for instance patent number with the inventor name and location. The
problem is compounded by the fact that cells are often left empty, so that one cannot simply match by row
numbers. We have experimented with several different OCR software tools, and this problem is endemic to
all. Because of this, the SAZ data does not include patent numbers.
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dozen patents. The Jim Shaw data contains roughly the same number of patents as does
the HPDF in all of the years for which it has data; it actually contains a few more patents
than does the HPDF for most years and never has more than eight fewer patents than the
HPDF. The SAZ dataset typically has fewer patents than the HPDF, CUSP, HistPat, or
Jim Shaw datasets for common years. The fewest patents are in the KPSS data. This is also
not surprising because KPSS only contains patents assigned to publicly traded firms and so
is not designed to contain the universe of patents.
Across all of the datasets, the cyclicality of patenting noted by Griliches (1990) is apparent. The absolute number of issued patents tends to grow over time, but each time series
exhibits declines during economic downturns, wars, and periods of decline in the number
of patent examiners working at the USPTO. Schmookler (1966) also highlights a change in
attitudes toward patenting and a shift towards industries that relied more on trade secrecy
than patents to explain the large decline and then stagnation in the number of issued patents
observed in the CUSP, HistPat, and HPDF datasets from 1930 to about 1960 (with the large
drop in the early 1940s due to World War II).10
To put these patent counts into perspective, in panel (b) of Figure 5, I plot the share
of total U.S. patents contained in each dataset and each year. Aggregate patenting counts
in each year are provided by the USPTO.11 In most years, the HPDF contains exactly the
same number of granted patents as reported in the aggregate counts. In years where the
numbers are not exactly the same, they differ by only a few patents. Thus the HPDF is
indeed close to complete. Close to 100% of patents from 1836 to 1873 are included in the
10

The SAZ shows a large decline in patents relative to the other datasets from about 1910 to 1930; rather
than reflecting a real decrease in patenting during this period, this appears to be driven by poor image
quality in the Annual Reports for those years.
11
See https://www.uspto.gov/web/offices/ac/ido/oeip/taf/h counts.htm.
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Jim Shaw dataset as well. The CUSP is similarly complete, containing more than 99.4% of
all U.S. patents in every year. The fraction of aggregate patents contained in the HistPat is
lower than these two datasets but still impressive, ranging from a high of 95.8% in 1947 to a
low of 51.6% in 1974, with most years having more than 95% of all patents and the fraction
falling belowing 90% only for 1973-1975. In all but two years, SAZ has a smaller share of
aggregate patents than either CUSP or HistPat, with the share varying from a high of 95.1%
in 1909 to a low of 41.3% in 1915. The KPSS dataset contains a lower share of patents than
any of these other datasets, although I again emphasize that the KPSS was not constructed
to contain all patents.

3.3

Inventors

In many contexts, we want to know something about the individuals who create patents. The
CUSP, SAZ, and Jim Shaw datasets contain information on inventors’ names; the HistPat,
KPSS, and HPDF datasets do not.12
As noted in Section 2, the CUSP dataset uses the entire patent text to determine inventor
names. The CUSP first searches for the end of the patent body text, which contains the
inventors’ names in all capital letters, minimizing the chance of OCR-induced errors. If
this information cannot be located, CUSP searches each patent’s header string; here, the
inventor’s name should proceed the word “of” followed by a town and state, as in “WILLIAM
W. LYMAN, OF MERIDEN, CONNECTICUT” in Figure 1. If this cannot be located either,
CUSP finally searches the body of the patent description, which begins with a declaration
12

Even though inventor name is not included in HistPat, the authors have parsed name information.
Sergio Petralia has graciously shared their inventor name raw data with me upon request. As the inventor
names are still quite raw and are not included in the current downloadable release, I do not use them in this
analysis.
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that includes the inventors’ names and location information. For example, William Lyman’s
can opener patent begins: “Be it known that I, WILLIAM W. LYMAN, of Meriden, in
the county of New Haven and State of Connecticut, have invented a new Improvement in
Can-Opener...”
Inventor names are easier to locate in the raw data used for the SAZ and Jim Shaw
datasets. For SAZ, each row in the Annual Reports begins with the inventor’s name, followed
by their location of residence and the name of the invention (Figure 3). The SAZ dataset was
designed with the goal of linking inventor names to historical U.S. census records (see Sarada
et al. (2019) for complete details). A set of matched patent-census data is available from these
authors, providing a resource for researchers who want to study inventor demographics at
different times and places without conducting the computationally intensive linking exercise
themselves.13
In the Subject-Matter Index used to construct the Jim Shaw dataset, the inventor’s name
for each patent is listed in the second column (Figure 4). The Subject-Matter Index, and
therefore the Jim Shaw dataset, does have one key drawback relative to the Annual Reports
and the full patent text: only the first letter of each inventor’s first and middle name is
provided. This renders the Jim Shaw data unusable when name-matching is required, for
instance to match patentees to the census as in Sarada et al. (2019).
While the CUSP, SAZ, and Jim Shaw datasets contain inventor names, they have not
been disambiguated. That is, the data do not contain unique individual identifiers that would
allow one to easily count how many patents a given individual has obtained over their life.
13

These census matched data are available at https://www.openicpsr.org/openicpsr/project/
109970/version/V1/view.
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Numerous studies present different approaches to disambiguating modern patent records,
typically relying on machine learning algorithms to assess the probability that two records
belong to the same inventor; see, for instance, Trajtenberg, Shiff, and Melamed (2006), Li et
al. (2014), and Monath and McCallum (2015). In some cases, the information used to train
these algorithms is not available in historical patents (see a discussion of this in Section 6
below). The fact that historical patents can be linked to other historical records (like the
U.S. census in Sarada et al. (2019)) provides an interesting alternative for disambiguation
of historical patent records: once a patent has been linked to a census record, the same
individual can be located in prior or subsequent censuses. Babina et al. (2020) adopt a
similar approach for inventors during the Great Depression, and work is underway using
these methods on the entirety of the CUSP and SAZ datasets.
Patents may have more than one inventor, and collaboration patterns may be particularly
interesting to investigate. All of the datasets that record inventor names attempt to find
names for all listed inventors. Even the HistPat data, which does not record inventor names,
can be used to identify cases when a patent has more than one inventor: in the HistPat
data, each inventor’s location is listed as a separate row in the data file, and so patents with
multiple rows have multiple inventors.
But just because a particular patent dataset records inventor information does not mean
that it successfully records information for all inventors; for instance, inventor names that
do not appear first may be harder to parse and more error prone. This issue is especially
prevalent in the Annual Reports and Subject-Matter Index used to build the SAZ and Jim
Shaw datasets. Because page space is at a premium in these reports, multiple inventors
with the same surname are often listed together, for instance as “Smith, John and Mark,
16

Chicago, IL”. This makes it difficult to both successfully identify and parse the second
inventor’s name.14
Figure 6 plots changes in inventor collaborations in each dataset over time. Panel (a)
plots the share of patents that list more than one inventor. Prior to about 1920, the vast
majority of patents had only one inventor, regardless of which dataset is used. In the CUSP
and SAZ datasets, about 90% of patents had a single inventor in early years. HistPat reports
that almost 100% of patents had only one inventor prior to the twentieth century, which is
likely a result of a failure to record names of all but the first listed inventor in the early
years. The Jim Shaw data reports rates of collaboration in between HistPat and the CUSP.
The pattern changes in 1920, with both the CUSP and HistPat datasets showing fairly steep
increases in the fraction of patents with more than one inventor.15
Panel (b) plots changes in the average number of inventors per patent. Together with the
results in panel (a), the data for CUSP suggest that not only were collaborations becoming
more common, but team sizes were growing larger as well. By the early 1970s, the CUSP
data reports that the average patent had more than two inventors; since about 60% of
patents still had only one inventor, many patents involved collaborations of more than two
inventors. These findings are consistent with research on team size and the complexity
of inventions (Jones, 2009; Wuchty, Jones, & Uzzi, 2007). In the other datasets, and in
particular in HistPat, the number of inventors does not appear to increase by as much.
From spot-checking patents, it appears exceedingly rare that any of the historical patent
14

This formatting also makes it difficult to differentiate second inventor information from assignee and
location information. I present results on these features of the patent data below.
15
The SAZ data also shows a dramatic increase beginning around 1920, although this is preceded by a
drop in the share of patents with more than one inventor around 1910. This is likely driven by the difficulty
of separating out second inventor names in the Annual Reports mentioned above. A change in formatting
and a substantial drop in image quality in the Annual Reports around 1910 exacerbated these issues.
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datasets record more inventors than are actually present on a patent; it is far more common
to omit an inventor. Thus, the number of inventors in the HistPat and Jim Shaw datasets are
likely under-counted. For investigating collaborations between inventors, the CUSP likely
provides the most complete picture.

3.4

Assignees

Prior research suggests that the same factors that were driving greater collaboration among
inventors—increasing technological complexity and larger fixed capital costs to inventing—
were also driving inventive activity inside firms (Babina et al., 2020; Chandler, 1990; Lamoreaux & Sokoloff, 2005; Mowery, 1990; Nicholas, 2010). Researchers typically proxy invention
that occurs inside the firm by patents that are assigned to a firm at the time the patent
issues. Panel (a) of Figure 7 plots the number of patents that list an assignee in the CUSP,
HistPat, SAZ, and KPSS datasets; the Jim Shaw and HPDF datasets do not record patent
assignment. All four datasets show increases over time, although the SAZ data is highly
variable from year to year. The HistPat data does a poor job of recording assignments prior
to 1900, but by 1920 reports numbers very similar to the CUSP.
Panel (b) plots the share of patents in each dataset that are assigned. The share in the
CUSP and HistPat datasets are likewise very similar after 1920. The SAZ data does not
show as dramatic an increase in the share of assigned patents. Both the CUSP and HistPat
data show that the modal patent was assigned around 1930, consistent with Nicholas (2010).
The KPSS dataset only contains patents that are assigned to publicly traded firms, so
the share of assigned patents is equal to one in the KPSS for all years. The linking between
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patents and publicly traded firms is the key benefits of the KPSS dataset. The assignee names
in KPSS have been disambiguated, in contrast to the inventor names in the CUSP, SAZ,
and Jim Shaw data, as well as the assignee names in the CUSP and SAZ data. Determining
when a reported assignee name refers to a particular firm is not trivial. Large firms such as
General Electric, which owns more than 43,000 patents in the KPSS data, may report their
name numerous different ways on a patent, in addition to spelling and OCR errors (Kogan,
Papanikolaou, Seru, & Stoffman, 2017a, p. 2). The authors harmonize assignee names and
then link them to firm names in CRSP-Compustat.16 These linked data have proven very
useful to researchers, with the KPSS data cited more than 750 times as of this writing.

3.5

Location

Where invention takes place may be as important as who is doing it (Moretti, 2012). The
KPSS and HPDF datasets do not contain inventor location information, but the other four
datasets do.
CUSP finds inventor location information in the same way it finds the inventor names.
But even once the inventor location string has been identified in the patent text, it often
contains errors due to the OCR. CUSP therefore proceeds in three more steps to assign a
final inventor location. First, if the town-state pair string matches exactly to known townstate names, this is assumed to be the correct location. Second, if the inventor’s town-state
is similar, but not identical to existing town-state pairs, the pair with the most other patents
attributed to it is assumed to be correct. Third, if the inventor’s town-state pair still does
16

The CRSP-Compustat data can be accessed at http://www.crsp.org/products/research-products/
crspcompustat-merged-database. The name matching builds on an algorithm by Bessen (2008).
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not match to any known town-state, CUSP searches for the same inventor’s name on other
patents and finds the most likely patent location from that set. In addition to the inventor’s
town and state, the patent text also often lists each inventor’s county of residence. Regardless
of whether the county appears in the patent text, the CUSP data assigns each inventor to
its current county based on the latitude and longitude of the town.
HistPat uses complementary approaches to infer inventor locations. HistPat first assembles a list of “candidate location” names within the body of the patent text based on known
town, county, and state names. After manually assigning correct locations to a subset of
patents to act as a training set, the HistPat authors implement neural network, probit, and
k-th nearest neighbor algorithms to determine which of the candidate locations is most likely
to be the correct location. For any remaining patents for which location cannot be inferred,
HistPat searches for other patents with the same inventor name and nearby year and patent
class, similar to the final step of the CUSP procedure. Similarly to the CUSP data, the
HistPat data records inventors’ town, county, and state of residence.17
For the SAZ and Jim Shaw datasets, inventors’ locations can be parsed from each row
similarly to the inventor names. Both the Annual Reports and the Subject-Matter Index list
inventor towns and states; unlike the CUSP and HistPat data, they do not contain counties.
This omission is unfortunate, since much geographic data from U.S. history is recorded at
the county level.18 While the Subject-Matter Index on which the Jim Shaw data is based
lists names of multiple inventors, the Index typically only lists one location. For instance,
17

The “baseline” HistPat dataset contains information only for inventors residing in the U.S. To this I
append information from inventors residing outside the U.S. from a separate dataset published March, 2019,
and available for download at https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:10
.7910/DVN/QT4OJS. See also Petralia (2019).
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For instance, see the National Historical Geographic Information System (Manson, Schroeder, Riper, &
Ruggles, 2019).
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in only one of the 7,877 patents with multiple inventors does the Jim Shaw data list more
than one state of residence.19 Over the period that the Jim Shaw data cover, the CUSP data
records 423 cases in which inventors on the same patent reside in different states .The Jim
Shaw data therefore does not appear to be ideal for analyzing inventor collaboration across
space.
One concern is that these different ways of recording and parsing inventor locations may
lead to different conclusions about where U.S. invention takes place. To assess whether this
is the case, in Figure 8 plots the geographic concentration of patenting over time for the
four datasets that include inventor location information. I calculate concentration using
a simple Herfindahl-Hirschman Index (HHI). Panel (a) plots HHI at the state level, panel
(b) plots concentration at the county level, and panel (c) plots concentration at the town
level. Because Annual Reports and the Subject-Matter Index on which the SAZ and Jim
Shaw datasets are based, respectively, do not contain inventors’ counties, panel (b) contains
results only for the CUSP and HistPat datasets. In Appendix E, I discuss different methods
to assign SAZ and Jim Shaw patents to counties, and in Appendix F I plot the county-level
concentration for the SAZ and Jim Shaw data after matching to counties.
At the state level, all four datasets paint a remarkably consistent picture, with the geographic concentration of patenting falling from 1837 to about 1910, with a jump during the
Civil War, a small rise between 1910 and 1940, and then a slight decline to 1975. Countylevel concentration results are similar, although the CUSP shows less concentration that the
HistPat for all years, with a difference that is especially pronounced prior to 1900. The
temporal pattern is again similar at the town level, and the CUSP again demonstrates less
19
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concentration than does the HistPat; in this case, the town-level concentration measures
in the Jim Shaw and SAZ data are almost identical to that in the CUSP prior to 1900.
This suggests that the HistPat data are attributing patents to too few towns relative to the
other datasets, resulting in an artificially high concentration at the town level. The temporal pattern of geographic concentration presented in all three figures and across all four
datasets—with a steep decline in concentration until the early 1900s followed by a slight
rise until about 1940 and then further declines following World War II—are consistent with
the patterns of geographic concentration of patenting documented by Andrews and Whalley
(2020), who use a different measure of concentration based on Ellison and Glaeser (1997).
Appendix F presents several other results comparing the location of patenting across
datasets. In sum, while some differences exist, these tend to be modest in magnitude.
Overall, in all of the datasets patents are distributed similarly across space throughout U.S.
history.

3.6

Application Dates

While the date on which a patent issues is no doubt important, in many contexts it may be
more useful to know when a patent was filed. Only the CUSP and HPDF data contain patent
application dates. But the HPDF appears to contain a number of errors on this dimension.
For 20,875 patents, the HPDF lists an application date that is later than the issue date;
this should be impossible. Nor is this simply the case of, say, “1800” being mis-recorded as
“1900”; I spot checked a number of records and found no relationship between the actual
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patent filing date and the application date listed in the HPDF.20 For the analysis here, I
record as missing any filing dates for which the application date is later than the issue date.
After this adjustment, the HPDF contains no filing dates before 1920. Even in the CUSP,
patent filing dates are not available for all years; prior to 1873, patent filing dates were not
printed on the patent text (Berkes, 2018, p. 4).
Figure 9 plots the mean and median difference between patent issue year and filing year
in both the CUSP and HPDF data. For both datasets and all years, the mean and median
patent grant delay track each other closely, although the mean delay is usually greater than
the median, indicating that some patents had very lengthy prosecution processes. Prior to
1920, most patents issued in the same year that they were filed or in the following year, with
the median delay growing to three years by the mid-1940s in the CUSP data. The HPDF
data records patent grant delays that are highly variable from year to year, with the median
delay for instance jumping from nine years in 1954 to zero years in 1955. In light of this, as
well as the other issues mentioned above, I do not recommend using the patent filing dates
reported in the HPDF.

3.7

Patent Classes

It is often important to understand what types of technologies a patent covers. Today, the
USPTO assigns each patent to a US Patent Classification (USPC) code when assigning a
patent application to examiners. These USPC codes have been in use since at least the
20

For example, patent 441,324 was filed on June 30, 1890 while the HPDF lists June 1, 1965 as the
application date; patent 1,307087 was filed on November 8, 1916 while the HPDF lists June 1, 1945; and
patent 3,760,914 was filed on March 24, 1972 while the HPDF lists June 1, 1975.
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late 20th century, and the system has undergone numerous revisions.21 Both the CUSP and
HPDF datasets contain information on the USPC patent classes and subclasses; the CUSP
also contains international patent classification (IPC) and Cooperative Patent Classification
(CPC) codes for each patent.
One drawback to these Patent Office-assigned classifications is that they are designed
for the benefit of patent examiners to determine the similarity of technologies. Often, researchers are interested in the industries that will use patents, which may be unrelated to
the technology class. Hall, Jaffe, and Trajtenberg (2001) constructed a classification based
on industry of use, known as the NBER patent classification, that has been heavily used by
researchers.22 In the HPDF dataset, the PTO economists developed a probability-matching
algorithm to apply the definitions of the NBER patent classes to historical patents (Marco
et al., 2015, p. 7-9). Thus, researchers looking for classifications related to the industry of
use should turn to the HPDF dataset.

3.8

Invention Names

The SAZ and Jim Shaw datasets also contain each patent’s name or title. Similar to the
patent’s classification, the title provides some information about what type of technology
the invention covers. The invention’s name may be more descriptive than the patent’s class
and may also give some hint about the invention’s intended use. At the same time, the
invention’s name is far less descriptive than an abstract or the full patent text, nor is each
title unique. For instance, the Jim Shaw data contain 30 inventions named “Can Opener”
21

https://www.uspto.gov/page/classes-g9b-49 lists USPC codes still in use and the date at which
they were established; the earliest are in 1899. US Patent and Trademark Office (2013) lists the many
revisions made to the classification system from 1947 to 2013.
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As of this writing, Hall et al. (2001) has almost 4,000 citations on Google Scholar.
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just from 1866 to 1873. The invention titles, especially in the SAZ data, are also subject to
numerous OCR errors and so should be treated with care.

3.9

Citations

Of course, not all patents are created equal; some patents are more important than others,
and many patents are not important at all. For decades, scholars have argued that the
number of citations a patent receives is correlated with the value of the patent (Hall et al.,
2001; Trajtenberg, 1990). Today, each patent lists citations to prior patents on its first page,
acting similarly to a list of references in a scholarly article.
Both the CUSP and KPSS datasets contain the number of these citations received by
each patent, giving researchers a patent-level proxy for patent quality. The mechanics of
how CUSP and KPSS capture these first-page citations are detailed in Berkes (2018, p.
7) and Kogan et al. (2017a, p. 11), respectively. In both cases, the datasets are able to
identify a larger number of forward citations than are listed in Google Patents. The CUSP
also indicates when citations are added by the patent examiner; using modern patent data,
several researchers have used examiner-added citations to investigate knowledge flows and
patent prosecution practices (Frakes & Wasserman, 2017; Kuhn, Younge, & Marco, 2019;
Thompson, 2006).
For historical patents, care should be taken when using citations. Citations were not
printed as a separate section of the patent until 1947. While a large fraction of patents
issued before 1947 were cited after 1947, these are likely the highest quality patents. In the
left tail of the quality distribution, there is no variation in citations since all patents receive
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zero. But just because citations are not listed on a patent’s first page does not mean that a
patent does not cite the prior patent literature. The CUSP parses each patent’s description
for any mentions of prior patents. CUSP is therefore the only one of these datasets that
contains citation data before 1947. For the pre-1947 years, however, citations to other patents
are rare and tend to be “self-cites,” that is, citations to other patents by the same inventor.23

3.10

Private Patent Values

While forward citations are correlated with private patent value (Trajtenberg, 1990), they
are measuring something slightly different: the extent to which a patent contributes to
future knowledge, capturing both the private and social value of a patent. In many contexts,
especially in finance and accounting, having a measure of the purely private value of a patent
is important. On this dimension, the KPSS data shines.
Building on work such as Pakes (1986), Hall, Jaffe, and Trajtenberg (2005), and Nicholas
(2008), Kogan et al. (2017b) use changes in stock prices for the firms in the CRSP-Compustat
data following patent issuance to estimate the private value of obtaining a patent. The
estimated value of each patent, constructed under multiple assumptions, is available in the
KPSS data.

4

Exploring Differences Between Datasets

The previous section shows that, over many dimensions and with few exceptions, all six
datasets present similar aggregate pictures of the history of U.S. patenting. But just because
23

Ongoing work such as Kelly et al. (2020a), which builds a novel historical patent dataset making use of
the patent text, uses the citation counts data from the CUSP.
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the datasets appear similar in aggregate does not mean they do not differ in important ways.
In this section, I explore the differences between datasets in more detail.

4.1

Do the Datasets Contain the Same Patents?

First, I ask whether the datasets contain the same patents. One might think that, so long as
the datasets appear similar in aggregate, it does not matter if they are made up of different
underlying patents. This may be true in some contexts, for instance if one is only interested
in establishing broad stylized facts. But in analyses in which leverage can come from a small
number of particular patents, small differences across datasets may matter.
Every dataset except for SAZ contains each patent’s number, making it easy to see if a
patent number appears in one dataset but not another. Table 2 lists pairwise comparisons
between the CUSP, HistPat, Jim Shaw, and HPDF datasets (I omit the KPSS dataset
because it is designed to contain only a subset of patents). Each cell lists the number and
fraction of patent numbers that are contained in the row dataset but that do not appear in
the column dataset. Because the Jim Shaw data ends in 1873, I compare Jim Shaw to the
CUSP, HistPat, and HPDF datasets only for the years 1837 to 1873; the other comparisons
are over the years 1837 through 1975.
The first thing to note from this table is how complete the Jim Shaw data are: from 1837
to 1873, neither HistPat nor HPDF contain any patent numbers that do not also appear in
the Jim Shaw data, and the CUSP contains only one. The HPDF has similarly complete
coverage over an even longer period of time: one patent number is in the CUSP but not
the HPDF, ten are in HistPat but not the HPDF, and 303 are in the Jim Shaw but not the
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HPDF. The CUSP data also has impressive coverage, with only 39 patent numbers in the
HistPat, 326 in the Jim Shaw data, and 42 in the HPDF that are not also in the CUSP. The
CUSP contains 606,124 patent numbers that do not appear in the HistPat, the HPDF has
605,795 patent numbers, and Jim Shaw 11,954 patent numbers. To put this into perspective,
about 15% of the patent numbers in both the CUSP and HPDF do not appear in the HistPat;
about 8% of patent numbers in the Jim Shaw dataset do not appear in HistPat. To a first
approximation, the HistPat dataset is a subset of the CUSP, HPDF, and (for the relevant
years) Jim Shaw datasets.
Next, I drill down into the HistPat and CUSP datasets, manually inspecting patents that
are in one dataset but not the other. I first look up the 39 patent numbers in the HistPat
data that are not in the CUSP data. For 12 of the 39 patents, I cannot locate a patent image
file in Google Patents; for these cases it is likely that the HistPat patent number was recorded
with error. For six of the 39 patents, the location information recorded in HistPat differed
from that in the Google Patents images, raising the possibility that the patent number was
recorded incorrectly for these patents as well.
Second, I draw a random sample of 150 patent numbers that are in the CUSP but not
the HistPat. I was able to locate the patent image file in Google Patents for all 150 of these
patent numbers, and in only about 3% of these patents does the location information in
the CUSP differ from the Google Patents images; hence these do not appear to be “bad”
patent numbers. In 12% of the patents in the CUSP but not the HistPat, the CUSP does
not record any inventor or location information. The sample of 150 patents overwhelmingly
contains inventors who reside outside the U.S.: 74% of the sample of patent numbers in the
CUSP but not the HistPat had a foreign inventor, compared to 12% in the entire HistPat
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and 21% in the entire CUSP for the years they overlap. Thus, the HistPat data appears to
undercount foreign inventors; see also Appendix G for more on foreign inventors.

4.2

Do the Patents Have the Same Information Across Datasets?

Even if a given patent number appears in multiple datasets, the information about that
patent may differ. In this section, I examine how often a patent number appears in multiple
datasets but other patent information differs across the datasets.
In panel (a) of Figure 10, I plot the number of patent numbers with different issue years
between the CUSP and HistPat data, the CUSP and Jim Shaw data, and the HistPat and
Jim Shaw data. Rarely does a single patent number list a different issue year in different
datasets. With the exception of patents issued in 1926 in the CUSP, when 75 patent numbers
record a different issue year in HistPat, fewer than 20 patents in each year record different
issue years. In panel (b), I plot the fraction of CUSP patents in which the HistPat or Jim
Shaw patents have different issue dates than the CUSP, and the fraction of HistPat patents
in which the Jim Shaw patents have a different issue date than the HistPat; in all cases these
amount to far less than 0.1% of patents.24
Figure 11 plots the number and fraction of patents in which the state of residence of the
first listed inventor is different between the CUSP and HistPat data, the CUSP and Jim
Shaw data, and the HistPat and Jim Shaw. In contrast to issue dates, in which only a few
patents differ across datasets in any given year, inventors’ state of residence differs more
24

In Appendix H, I compare the issue years in the HPDF to the CUSP, HistPat, and Jim Shaw data. While
application dates in the HPDF are unreliable, the HPDF issue years are very similar to those in the CUSP.
Appendix H also presents results of several other dimensions along which patents with the same patent
number can have different information, including how often datasets record different numbers of inventors,
different patent classes, or different inventor countries or counties of residence.
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frequently. Over all years in common, about 6% of the patent numbers in the CUSP report
different inventors’ states than the same patent number in the HistPat. In some years, more
than 8% of patent numbers have different inventors’ states between the CUSP and HistPat.
Given the unstructured nature of the patent text used by the CUSP and HistPat datasets
described in Section 2 and the different approaches taken to parse out location information
described in Section 3.5, it is not surprising that location data is more likely to differ across
datasets. Nevertheless, 6% is a non-trivial fraction of patents, and it is worth understanding
why these differences occur so often. I randomly sample 750 patents in which the inventors’
state of residence in the CUSP disagrees with the state of residence in the HistPat, oversampling from the two periods with exceptionally high rates of disagreement, from 1845 to
1872 and 1950 to 1970. I then manually check the patent image files for these patents to see
if the first inventor’s true location matches the location reported in the CUSP, the HistPat,
or neither. In 203 of the 750 cases (about 27%) the state in the CUSP was correct and the
HistPat was in error. In the majority of cases (477 patents or about 64%), the state in the
HistPat was correct and the CUSP was in error. Finally, for 71 patents (about 9%), the
state was incorrect in both the CUSP and HistPat. Assuming that the state is correct in
all cases for which the CUSP and HistPat report the same state, these results imply that
patents in the CUSP have an incorrect state about 4.3% of the time, while the HistPat have
an incorrect state about 2.5% of the time.25 These aggregate percentages mask substantial
change over time. For instance, among the patents that report different states between the
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Conditional on the state disagreeing between the CUSP and the HistPat, the HistPat is more likely to
be correct. However these disagreements make up a larger share of the HistPat dataset. Just under 6% of
patents in the CUSP have different states than the HistPat, and in 73% of these, the CUSP is incorrect.
6.8% of the patents in the HistPat have different states than the CUSP, and in 36% of these the HistPat is
incorrect.
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CUSP and the HistPat, the share of patents for which the CUSP state is correct increases
by about 0.15 percentage points per year; the CUSP is correct in these cases about 18% of
the time from 1845 through 1875, but about a third of the time from 1950 through 1970.
What explains these errors? At least 15% of the mistaken locations in the CUSP data
occur when an inventor resides in a town name that appears in multiple states; when this
happens, recall from Section 3.5 that the CUSP places the patent in the state with the town
that has the largest population. For example, the CUSP mis-records inventors residing in
Riverside, CT, as residing in Riverside, CA, and inventors in Springfield, VA, as residing in
Springfield, MA. In the HistPat data, the most common location errors come from reporting
the assignee’s location as the inventor’s location; this accounts for more than 36% of the
mistakes in the HistPat locations. For most errors, however, it is not clear why the state in
the CUSP or HistPat differs from the location in the patent images.
One possibility is that discrepancies are caused by errors in recording patent numbers,
rather than errors in recording inventors’ states of residence. Patent numbers are often
difficult to read, even for a human; it is especially difficult to distinguish between 3, 6, 8,
and 9, and especially for patents in early years. To lend some credence to this, in Figure 12
I compare the distribution of reported states for the patents with incorrect states to the
distribution of states for all patents. If incorrect states are the result of random OCR
errors, then the distribution of incorrect states should be approximately uniform. If, instead,
incorrect states are largely driven by errors in recording patent numbers, then the “wrong”
state is the correct state for a different patent, and hence the distribution of incorrect states
should be similar to the overall distribution of patents by state. For both the CUSP (panel
(a)) and HistPat (panel (b)), the distributions of incorrect states are similar to those of all
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patents. Of course, the distributions are not identical; Alabama and Massachusetts are listed
as incorrect states in the CUSP more often than expected based on the distribution of states
over all patents, and California, New York, and Pennsylvania are listed as incorrect states less
often than expected. Nevertheless, for both the CUSP and HistPat, Kolmogorov-Smirnov
tests fail to reject the equality of the distribution of incorrect states to the distribution of
states for all patents, while strongly rejecting the null of a uniform distribution.26 If indeed
many of these errors are caused by mistakes in patent numbers, then researchers should
be advised against merging the CUSP and HistPat datasets on patent numbers to obtain
larger sample sizes. Doing so may “double count” patents for which the patent number is
mis-recorded in at least one of the datasets.

4.3

Comparing the SAZ Data to Other Datasets

While it is relatively straightforward to compare patent information across the datasets
that contain patent numbers, the same cannot be said for comparing these datasets to the
SAZ dataset. Recall that SAZ does not contain patent numbers; while patent numbers are
recorded in the Annual Reports, they were difficult to parse and so are not included in the
SAZ data. This makes it impossible to simply check whether the SAZ contains “the same
patents” as, say, the CUSP or HistPat data.
Instead, I look for patents with a given characteristic in the SAZ data, manually record
patent numbers for these patents, and then verify whether patents with the same characteristics in the CUSP or HistPat also have the same patent numbers. In particular, I find
26

These results are available upon request. Results are similar if I limit the sample of incorrect states to
those for which I cannot identify the cause of the error.
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in the Annual Reports records for all SAZ patents with inventors residing in the states of
Vermont and Wisconsin in 1900 and 1940. I choose these two states because in both years
they account for a similar share of patents in the SAZ, CUSP, and HistPat datasets (see
Appendix F) but had few enough patents that it was possible to manually check all of them.
Using patent numbers from the Annual Reports, I see whether these same patents appear in
the CUSP and HistPat datasets in the same year. I then count how many patent numbers
are in the CUSP or HistPat datasets in these states and years that do not appear in these
states and years in the SAZ data. This procedure is essentially the reverse of the procedure in Section 4.2. Above, I see if records with the same patent numbers have the same
information; here, I check if records with the same information also have the same patent
numbers.
Results are presented in Table 3. In the first row of panel (a), I compare the number
of Wisconsin and Vermont patents in 1940 and 1900 to the CUSP dataset.27 There are
1,276 patents in the SAZ dataset in those states and years for which I can identify a patent
number. For 1,083 of these 1,276 patents, or about 85%, I am able to locate the same patent
number in the CUSP dataset; in 977 of these, or about 77%, the patent in the CUSP data
lists the same inventor’s state of residence as the SAZ patent. In 193 patents, or about 15%
of the SAZ patents from these states and years, I am unable to locate the patent number
in the CUSP dataset. Finally, in the CUSP data there are 441 patents in Wisconsin and
Vermont for which patent numbers were not found in those states in the SAZ data; this is
27

In parentheses, also present the fraction of Annual Reports patents from Wisconsin and Vermont in
1940 and 1900. Because column 4 consists of patents not in the Annual Reports, the sum of the fractions
is greater than one. There are 26 patents in Wisconsin and Vermont in 1940 and 1900 in the SAZ data for
which I was unable to locate in the Annual Reports, and hence was unable to find a patent number for these
patents. These 26 patents are not counted in the denominator in Table 3.
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about 34% as many patents as are found in these states in the SAZ dataset. Row 2 of panel
(a) lists results comparing the SAZ to the HistPat dataset. I find similar magnitudes.
For the patents that appear in both the SAZ dataset and either the CUSP or HistPat
dataset but record a different state in different datasets (column 2 in panel (a)), it is possible
to drill down to determine why these discrepancies occur. Different states could be the result
of an OCR error when reading the Annual Reports to create the SAZ data, an OCR error
when reading a patent image file to create the CUSP or HistPat data, or a typographical or
clerical error that causes the Annual Reports and the individual patent image file to report
different information. I manually inspect both the Annual Reports and each patent image
file for these patents to see which of these stories is true.
In panel (b), I divide the 106 patents that disagree between the SAZ and CUSP and the
99 patents that disagree between the SAZ and HistPat into those three categories. In 33 of
the 106 cases (31%) in which the SAZ and CUSP disagree, and 32 of the 99 cases (32%) in
which the SAZ and HistPat disagree, the reason is due to an error in reading the inventor’s
state of residence from the Annual Report when creating the SAZ data. In the vast majority
of these cases (27 out of 33 or 32, respectively, or about 82-84%), this error is caused by
erroneously reporting the assignee’s state as the inventor’s state of residence. The remaining
cases are due to mis-recognizing a character or some similar miscellaneous error.
In about 25% of the cases in which the SAZ and CUSP or HistPat disagree, the mistake
appears to be in the CUSP or HistPat, respectively. Errors in these datasets occur for the
same reasons identified in Section 4.2. For about 15% of the CUSP errors, the CUSP data
locates the inventor in a city with same name and a larger population in a different state (e.g.,
erroneously reporting “Grand Rapids, WI,” as “Grand Rapids, MI”). In 24% of the HistPat
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errors, the HistPat erroneously replaced an inventor residing in Wisconsin or Vermont with
the location of either the assignee or another inventor.
The plurality of cases in which the SAZ and either the CUSP or HistPat data disagree
is due to a disagreement between the state reported in the Annual Reports and the state
reported in the individual patent image files (this is 42% of the disagreements between both
the SAZ and CUSP and the SAZ and the HistPat). While there are likely some cases
where the Annual Reports mis-record an inventor’s state, I believe most of these come from
difficulty in reading the patent number in the Annual Report: as difficult as it is for a human
reader to decipher a patent number from scanned patent text, it is even harder to read from
the Annual Reports, especially in 1900.

5
5.1

Other Types of Historical Patent Datasets
Design Patents

The data used in this paper are for U.S. utility patents, but the USPTO also grants other
types of patents. One of these is the design patent, which protects the ornamental appearance
of an article. Or, as the USPTO puts it, “a ‘utility patent’ protects the way and article is
used and works...while a ‘design patent’ protects the way an article looks” (US Patent and
Trademark Office, 2020a). Consequently, design patents are a poor measure of new useful
inventions, but may be useful as proxies for new products or to measure changes in the rate
of creation of ornamental designs. Design patents have been relatively understudied in the
innovation, economics, and management literatures, even when using recent design patent
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data (Chan, Mihm, and Sosa (2018) is a rare exception), although they have been studied
in the legal literature (e.g., Schwartz and Giroud (2020), Lee and Sunder (2013), Ferrill and
Tanhehco (2011)).
The first design patent was issued in 1842, not long after the first utility patents studied
in this paper.28 The SAZ data includes design patents for the years 1870-1940, although the
dataset was primarily constructed to record information on utility patents and so coverage
of design patents varies widely from year to year depending on how design patents were
recorded in the Annual Reports (see Appendix I). Jim Shaw has also transcribed a list of
design patents granted between 1842 and 1873 (Shaw, n.d.-a).29

5.2

Plant Patents

Another type of patent granted by the USPTO is the plant patent. Following the passage of
the Plant Protection Act of 1930, inventors could apply for a plant patent for novel varieties
of plants that reproduce asexually.30 For more detail on what plant patents cover, see US
Patent and Trademark Office (2020b).
Relative to other types of patents, few plant patents are granted. In fact, prior to 1975,
the USPTO has granted more than 200 plant patents in a single year only once (in 1974),
and for every year before 1950 fewer than 100 were issued in any given year.31 But plant
patents do provide researchers with a rare opportunity to observe the effects of introducing
28

See Quinn (2014) for an informative overview of the history of design patents.
The Jim Shaw design patent data is available for download at https://ptrca.org/history.
30
Plants that reproduce sexually could be protected by utility patents beginning in the 1980s. For overviews
of the evolution of patent law for plants with a focus on more recent changes, see Clancy and Moschini (2017)
and Campi and Nuvolari (2015).
31
Data on aggregate plant patenting is from https://www.uspto.gov/web/offices/ac/ido/oeip/taf/
h counts.htm.
29
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a novel form of intellectual property to cover a distinct type of technology. For instance,
Moser and Rhode (2012) examine how the introduction of plant patents affected the rate of
innovations in rose varieties. The SAZ data includes plant patents, although as in the case
of design patents, coverage is limited and varies from year to year.

5.3

X-Patents

As noted above, I start the analysis in this paper with patents issued in 1836 or later. But
U.S. patents did not begin in 1836. Patents were explicitly listed as a power of the federal
government in the U.S. Constitution, written in 1787. In 1790, the U.S. passed its first
patent law, under which the Attorney General and the Secretaries of War and State would
examine patent applications. The examination process quickly became too burdensome for
these officials, especially Secretary of State Thomas Jefferson, and so in 1793 the U.S. passed
a new patent law. From 1793 through most of 1836, the U.S. had a patent registration system
rather than an examination system. This makes it difficult to trust the novelty of pre-1836
patents, which is one reason to begin the quantitative analysis of patents in 1836. A second
reasons is that an 1836 fire at the Patent Office destroyed many of the early patent records.
While copies of some of these patents have been recovered, many have not, and the earliest
patents were especially likely to be lost. For instance, only five of the 57 patents examined
and granted by Thomas Jefferson survive (Risch, 2012, p. 1282). Of those patents that
survived, many are handwritten, making them difficult to read and nearly impossible to
digitize with OCR software. Moreover, these early patents did not have claims, making it
difficult to determine what each patent covers.
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While not all of these early patents survive, several of those that did are historically
important. These include the first patent issued by the U.S. government, for a method of
making potash; Eli Whitney’s cotton gin; an early breech loading firearm; the first spring
mattress; and several patents for asbestos fire proofing and lead paint. Risch (2012) provides
an entertaining description of a number of these early patents. Thus these first patents may
be of interest to scholars of technology, as may the study of nascent patent systems.
Although the text of every pre-1836 patent is not available, several sources have compiled lists of all known issued patents; see for instance Ellsworth (1840), Burke (1847), and
MacMurray (1985). Collectively, the pre-1836 patents are known as the “X-patents,” or
sometimes as “name-and-date patents” because they were not initially issued with a patent
number (making it difficult to know if these lists of issued patents are complete) but instead
only listed inventors’ names and date of issuance. After the 1836 fire, the Patent Office
retrospectively numbered these patents with an “X” followed by a number determined by
the patents’ chronological order, hence their intriguing name.
“X-patents” data are currently available as part of the HistPat dataset; they are easily
identifiable by the patent number. Jim Shaw has also posted a list of known “X-patents”
(Shaw, n.d.-c), likely transcribed from one of the lists mentioned above.32 Several authors
have studied the “X-patents”, including Sokoloff (1988), Risch (2012), and dos Santos Nascimento, dos Santos, Almedia Alves, and Ferreira Nascimento (2018).
32

The Jim Shaw “X-patent” data is available for download at https://ptrca.org/history.
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5.4

Confederate Patents

One challenge with examining the time series of U.S. invention is that thirteen states—
Alabama, Arkansas, Florida, Georgia, Louisiana, Mississippi, North Carolina, South Carolina, Tennessee, Texas, and Virginia, along with parts of the territories that became Arizona, New Mexico, and Oklahoma—seceded from the United States and formed the Confederate States of America (CSA) from 1861 to 1865. These southern states accounted for
relatively few patents until after World War II, so this issue is unlikely to have a major effect
on aggregate patenting counts, but it does make interpreting changes in regional patenting
difficult.33
Promoting invention was seen as vital for the success of the South’s war effort, and so the
CSA established a patent office in 1861. Knight (2011) provides a detailed analysis of the
Confederate States Patent Office (CSPO), and lists of all Confederate patents are available
from US Patent and Trademark Office (n.d.).34 In Figure 13, I plot the number of patents
in the states and territories that made up the CSA from 1855 to 1870.35 The CSPO issued
a relatively small number of patents, only 266 during its entire existence, but ignoring those
patents understates the amount of patented invention in the CSA states by more than half
during the Civil War years. Knight (2011) provides a wealth of details about what those
patents contained as well as the identities of their inventors.
33

For this reason, some analyses such as Sarada et al. (2019) and Andrews and Whalley (2020) begin after
the Civil War.
34
I thank H. Jackson Knight for pointing me to this data.
35
In addition to patents by inventors who were residents of the CSA, the CSPO also issued several patents
to inventors residing in states that did not officially succeed, namely Kentucky and Missouri, as well as to
an inventor residing in Bavaria.
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6

What Historical Patents Don’t Have

If one wants counts of patent numbers or inventor and assignee names and locations, then
the historical patents are of comparable completeness to data on recent patents. But for
other features of patents, data is not available for many historical periods. I describe several
of these features here.
First, patent applications were not published prior to a change in the patent law in 2000
(US Patent and Trademark Office, 2000). While the USPTO’s aggregate patenting data lists
the aggregate number of patent applications received in each year going back to 1840, there is
no way to disaggregate these data geographically or to examine individual applications. The
reason historical patent applications have not been published is that inventors may have
abandoned patent applications and decided to protect their inventions via trade secrecy
instead; publishing the historical applications would disclose these inventions and make the
trade secrets worthless.36
Second, historical patent data lacks information related to the patent prosecution process. More specifically, to the best of my knowledge there is no information on the patent
attorney or agent and, prior to 1965, no information on the patent examiner associated with
each patent for most years; there is no equivalent to the USPTO’s Patent Application Information Retrieval (PAIR) system for historical patents.37 This makes analysis that exploits
assignment of patents to examiners, as in B. Sampat and Williams (2019), Gaulé (2018),
Righi and Simcoe (2019), or Feng and Jaravel (2020), infeasible with historical patent data.
36

I appreciate conversations with several current and former members of the USPTO Office of the Chief
Economist for clarifying the rationale for this policy decision. The HPDF dataset contains information on
the flows of publicly available utility patent applications (that is, those that are referenced by another patent
or have been voluntarily published by their owners) dating to 1981.
37
See https://portal.uspto.gov/pair/PublicPair.
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Third, patent quality is difficult to measure in traditional ways for historical patents. As
mentioned in Section 3.9 above, patent citations are not recorded on the face of a patent until
1947. Another approach to measuring patent quality is to use the construction of patent
claims. More specifically, Kuhn and Thompson (2019) and Marco, Sarnoff, and deGrazia
(2019) argue that the length of a patent’s first claim is a proxy for patent breadth, with longer
claims indicating a narrower and more circumscribed patent. Enrico Berkes has constructed
measures of the length of each patent’s first claim, available upon request along with the
CUSP data. But claim length is unlikely to be informative for many historical patents.
Prior to the late nineteenth century, most U.S. patents were written with “central claiming,”
in which the invention description defines the scope of the invention and claims are either
not precisely written or not present at all; see, e.g., Fromer (2009) and Sawicki (2018).
While a change in the patent law in 1870 required peripheral claiming, for several decades
many inventors continued to write claims that were vague and little more informative than
central claims. Until the early twentieth century, claims that read “I claim the invention as
described above,” or some similar variation, are common (Anderson & Menell, 2015). There
is very little variation in identifiable claim structure for these patents, and so claim length or
related measures do not serve as good proxies for patent scope or quality. Perhaps the most
promising approach for constructing measures of patent quality that are available for both
historical and modern patents are text-based measures; patent descriptions have always been
a part of every published patent, and while image quality and changing language may make
textual comparisons over long periods of time difficult, these concerns are not insurmountable
(Kelly et al., 2020a, 2020b).

41

7

Conclusion

What is the best historical patent dataset for a researcher to use? As the analysis above
clearly shows, the answer to this question can only be: “it depends.” The best dataset
depends on the what features of patents are most salient to the researcher as well as on
how a researcher weights completeness and accuracy. In some cases, the decision of which
dataset to use is obvious. If one wants to study patenting by publicly traded firms or wants
a measure of patent values based on the movement of stock prices, then the KPSS dataset
is the only choice. If one wants patent data linked to the U.S. census to track inventor
demographics, the SAZ dataset should be used. For in-text patent citations, the CUSP is
the answer. Often the time period of study answers the question as well: the Jim Shaw
data cannot be used for patents issued after 1873, the KPSS data cannot be used for patents
issued before 1926, and the SAZ data cannot be used for patents issued before 1870 or after
1942. But in other contexts, researchers face tradeoffs. For instance, the CUSP contains
a larger number of patents than does the HistPat, although it has a slightly higher rate of
patents with incorrect location information (4.3% in the CUSP versus 2.5% in the HistPat).
My overall impression is that, for most questions, the CUSP is currently the gold standard
both in terms of completeness and scope of the types of patent information it contains, with
any differences in error rates being immaterial in most contexts. But other researchers may
draw different conclusions based on their specific situations.
Perhaps the strongest message of this paper is that for many questions, it does not matter
which patent dataset is used; all will give similar answers. For most years and most pieces
of patent information, these six datasets paint a remarkably consistent picture of the history
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of U.S. invention. It is worth pointing out the few cases where the datasets do not agree,
especially when it is possible to determine why discrepancies occur and which dataset is more
likely to contain inaccurate information. I do not recommend using the patent application
dates reported in the HPDF data. The HistPat dataset does not appear to be a good source
for information on collaborations between multiple inventors. Finally, the SAZ dataset, as
well as the HistPat dataset for patents issued before 1900, appear to miss substantial portions
of patent assignments. But in most cases, researchers have several acceptable options.
How should researchers handle cases in which multiple datasets could plausibly do the
job? For instance, both the CUSP and HistPat are suitable in many situations that require
wide coverage and information about patent locations. In these cases, one might be tempted
to combine datasets to ensure maximal coverage. One could simply merge the CUSP and
HistPat datasets by patent number, getting “the best of both worlds.” While at first blush
this may sound like an effective strategy to minimize measurement error and missing data,
I recommend against this approach. When a patent number appears in one dataset but not
another, this often appears to be due to an error in recording that patent number. Thus, just
because a patent number is in the HistPat but not the CUSP does not mean that that patent
is omitted from the CUSP, and vice versa. By merging two datasets together, researchers
may therefore double count some patents.
Instead, I recommend simply running all analyses using multiple patent datasets. This
should be especially feasible given that most of these datasets are easy to locate online,
download, and use (especially after reading this paper). If the results are robust to using
multiple datasets, this gives confidence that errors in constructing the patent datasets are
immaterial in a researcher’s present context. If the results are not robust, I encourage users
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to figure out when and where the multiple datasets differ; doing so will aid the entire research
community in improving the quality and completeness of these data sources.
There are some features of patent data that are simply not available for historical patents,
namely those related to patent applications and to the prosecution and examination process.
But at the same time, history provides unique opportunities to examine nascent patent
systems (e.g., from the Confederate States Patent Office) or patents issued under alternative
institutional regimes (e.g., the patent registration system in place during the period of the
X-patents). These are settings that cannot be investigated using modern patent data.
Finally, it is important to note that the results in this paper represent the quality and
completeness of these historical patent datasets at a particular point in time. As work
continues to improve these datasets, future researchers will hopefully have even higher quality
data to work with. By documenting differences across the datasets and identifying some
causes of these discrepancies, my hope is that this paper will contribute to that goal.
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Tables
Table 1: Comparison of Features in Each Historical Patent Dataset

Years Covered
Issue Date
Patent Number
Inventor First Name
Inventor Last Name
Names of Multiple Inventors
Assignee Name
Inventor Town
Inventor County
Inventor State
Assignee Location
Application Date
Patent Class
Invention Name
Citations
Private Patent Values

CUSP

HistPat

SAZ

Jim Shaw

KPSS

USPTO HPDF

1836-2014
x
x
x
x
x
x
x
x
x
x
x
x

1790-1976
x
x

1870-1942
x

1836-1873
x
x

1926-2019
x
x

1790-2014
x
x

x
x
x
x
x
x
x
x

x
x
x

x
x
x
x
x
x
x

x

x

x

x
x

Notes: An “x” indicates that a given feature appears in the corresponding patent dataset. See the text for
a detailed description of each feature in each dataset and some caveats.

Table 2: Number (and Fraction) of Patent Numbers in One Dataset That Are Not in Another

Patent
#s In

CUSP

CUSP
HistPat
Jim Shaw
HPDF

Patent #s Not In
HistPat Jim Shaw
606,124
(0.1545)

39
(0.0000)
326
(0.0022)
42
(0.0000)

11,954
(0.0819)
605,795
(0.1515)

1
(0.0000)
0
(0.0000)

HPDF
1
(0.0000)
10
(0.0000)
303
(0.0021)

0
(0.0000)

Notes: Number and fraction of patent numbers that appear in the dataset listed in the row, but do not
appear in the dataset listed in the column. The analysis is for all patent numbers included in any of the
CUSP, HistPat, Jim Shaw, and HPDF datasets for years that they datasets have in common. For each row,
the number of patent numbers are listed on top and the fraction of the row patent numbers are listed on the
bottom in parentheses.
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Table 3: Comparing Patents in the SAZ Dataset to the CUSP and HistPat Datasets
(a) Number (and Fraction) of Patent Numbers in the SAZ and/or Another Dataset

Pat # In Both
Same State Different State
CUSP
HistPat

977
(0.77)
963
(0.75)

106
(0.08)
99
(0.08)

Pat # In SAZ,
Not Other

Pat # In Other,
Not SAZ

193
(0.15)
214
(0.17)

441
(0.35)
441
(0.35)

(b) Why Do Patent Numbers Record Different States between SAZ and Another Dataset?

SAZ Different
than Annual Report
CUSP
HistPat

Annual Report Different Other Different
than Patent PDF
than Patent PDF

33
(0.31)
32
(0.32)

28
(0.26)
25
(0.25)

45
(0.42)
42
(0.42)

Notes: Comparison of the number and fraction of patent numbers from inventors residing in Wisconsin and
Vermont in 1940 and 1900 in SAZ and either the CUSP or HistPat datasets. In Panel (a), Column 1 reports
the number of patent numbers that are in both the SAZ and another dataset and have the same inventor
state recorded in both datasets. Column 2 reports the number of patent numbers that are in both the SAZ
and another dataset and have a different inventor state recorded in each dataset. Column 3 reports the
number of patent numbers that are in the SAZ but not in another dataset. Column 4 reports the number of
patent numbers that are in another dataset but are not in the SAZ. Panel (b) drills down into the patents
from panel (a) that are in both datasets but report a different state. Column 1 of Panel (b) reports the
number of patents with different states for which the SAZ data records a different state than does the
corresponding record in the Annual Reports. Column 2 reports the number of patents with different states
for which the other dataset records a different state than does the corresponding record in the patent PDF
image file. Column 3 reports the number of patents with different states for which the Annual Reports
records a different state than does the patent image PDF. In both panels, the first row compares SAZ to the
CUSP and the second row compares SAZ to HistPat. For each row, the number of patents are listed on top
and the fraction of the relevant SAZ patents are listed on the bottom in parentheses.
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Graphs
Figure 1: Example of a Historical Patent

Notes: US patent 105,346 is for the first rotating wheel can opener, invented in 1870 by William Lyman.
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Figure 2: Example of a Google Patent Record

Notes: A screenshot of the Google Patent record for William Lyman’s can opener patent, https://patents
.google.com/patent/US105346A/en?oq=US105346.
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Figure 3: A Page of the 1870 Annual Report of the Commissioner of Patents

Notes: This page contains the William Lyman can opener patent.
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Figure 4: A Page of the 1874 Subject-Matter Index of Patents for Inventions

Notes: The Subject-Matter Index contains all patents issued from from 1790 to 1873. This page is from the
second volume of the index. The page contains the William Lyman can opener patent.
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Figure 5: Number of Patents
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Notes: Panel (a) plots the number of patents in each year using each patent dataset. Panel (b) plots the
fraction of the total USPTO aggregate patents in each year using each patent dataset.
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Figure 6: Multiple Inventors
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Notes: Panel (a) plots the share of patents with more than one inventor in each year using each patent
dataset. Panel (b) plots the average number of inventors per patent in each year using each patent dataset.
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Figure 7: Assigned Patents
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Notes: Panel (a) plots the number of patents that are assigned in each year using each patent dataset. Panel
(b) plots the share of each dataset’s patents that are assigned in each year using each dataset.
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Figure 8: HHI of Patents by Location
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Notes: Herfindahl-Hirschman index of patenting by location each year using each patent dataset. Panel (a)
plots HHI by town. Panel (b) plots HHI by county. Panel (c) plots HHI by state.
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Figure 9: Patent Grant Delay
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Notes: The difference between the issue year and the application year in each year using the CUSP and
HPDF datasets. The mean difference between issue year and application year is plotted in the solid line,
while the median difference is plotted in the dashed line.
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Figure 10: Patents that Have Different Issue Years in Different Datasets
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Notes: The number (panel a) and fraction (panel b) of patents that record a different issue year in one
dataset compared to another.
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Figure 11: Patents that Have Different Inventor States of Residence in Different Datasets

1840 1850 1860 1870 1880 1890 1900 1910 1920 1930 1940 1950 1960 1970
Year

1840 1850 1860 1870 1880 1890 1900 1910 1920 1930 1940 1950 1960 1970
Year

Difference States between
CUSP and HistPat
HistPat and Jim Shaw

Difference States between

CUSP and Jim Shaw

CUSP and HistPat
HistPat and Jim Shaw

(a) Number of Patents

CUSP and Jim Shaw

(b) Fraction of Patents

Notes: The number (panel a) and fraction (panel b) of patents for which the state of residence of the first
listed inventor is different in one dataset compared to another.
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Figure 12: Comparing the Distribution of Inventor States that Are Incorrect to Inventor States for All
Patents
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Notes: The distribution of inventors’ states of residence for all patents in a dataset (the wide, light bars)
and the distribution of inventors’ states of residence for patents in which the inventor state of residence is
recorded in error (thin, dark bars).
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Figure 13: Patenting in Confederate States
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Notes: The number of patents in the states and territories that made up the Confederate States of America;
see the text for list of states and territories. The blue line plots patents in these places issued by the USPTO
for the years 1855 to 1870. The gray dashed line plots patents in these places issued by the CSPO for the
years 1861 to 1864. The light blue dotted line is the sum of the USPTO and CSPO patents for these places.
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