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How well a stimulus predicts reward is correlated with the amount of attention that stimulus 
receives. However, the relationship between a cue’s predictiveness and the amount of attention it 
draws is not yet fully understood. There are two competing theories which posit distinct effects 
of a cue’s predictiveness on attention. Attentional exploitation theory states that a stimulus’s 
predictiveness will be directly proportional to the amount of attention it garners. Attentional 
exploration theory posits an inverse relationship between these two factors. In this experiment, 
we aimed to explore this relationship between attention and reward learning. Participants 
completed a modified version of a multi-armed bandit task. Their eye movements were tracked 
and used to measure the amount of attention participants allocated to reward-predictive versus 
reward-nonpredictive stimuli. We additionally measured how attentional patterns changed over 
time. This study found evidence in support of both theories of attentional processing. Future 
research is thus needed to reconcile attentional exploitation and exploration theory. 
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Introduction
 

From our mistakes, we learn what 
behaviors to avoid. From our successes, we learn 
what behaviors to pursue. This ability to deduce 
the relationship between our choices and their 
consequences is at the heart of learning—a 
process which allows us to modify our behavior 
in order to maximize our future success. 
Probabilistic reward learning (PRL) is one type 
of learning that has been studied extensively in 
the literature. 

Probabilistic reward learning requires a 
participant to repeatedly choose between several 
options, each associated with a certain probability 
of granting reward. Through trial and error, the 

participant learns the relative advantageousness 
of the given options and adjusts their actions 
accordingly (Koulouriotis and Xanthopoulos, 
2008). The study described in this paper makes 
use of a multi-armed bandit task to investigate the 
relationship between PRL and attention.  
 Attention—mediated primarily through 
the dorsal and ventral frontoparietal systems 
(Corbetta and Shulman 2002)—is the process by 
which we select certain fragments of information 
(cues) for further processing while “blocking” 
irrelevant stimuli (Gershman and Niv, 2010). The 
ventral frontoparietal system primarily mediates 
responses to alarm stimuli by allowing danger 
signals to capture our attention no matter what 
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less acute task we might be focused on at the time 
(Corbetta and Shulman 2002). The dorsal 
frontoparietal system, conversely, plays a larger 
role in mediating task-based attention, which is 
the subject of this paper (Corbetta and Shulman 
2002). In a world that bombards us with more 
cues and stimuli than we are capable of 
processing, the purpose of this system is to 
maximize the net usefulness of the reward cues 
we devote our finite processing powers to. Such 
maximization is so adaptive that several 
pathways in the brain contribute to and improve 
upon our ability to optimize our processing this 
way. Functional magnetic resonance imaging 
(fMRI) studies of the human brain have shown 
that reward associations modulate neurological 
activity even at the level of the visual cortex 
through increasing firing rates and decreasing 
spike count correlation (Spitzer et al. 1988, Ruff 
and Cohen 2014). Dopaminergic pathways in the 
midbrain, ventral tegmental area, and substantia 
nigra pars compacta have been shown to 
modulate this effect (Hickey and Peelen, 2015), 
while pathways in the lateral intraparietal cortex 
and frontal eyefields have been shown to program 
a dependency between eye-movements and 
stimuli usefulness (Corbetta and Shulman 2002).  

To summarize, several neurobiological 
pathways work in tandem to ensure that we pay 
more attention to cues that may give us 
information we need to procure reward or avoid 
punishment. One of the factors that determines a 
cue’s usefulness in such contexts is its reward 
predictiveness—a measure of how well that cue 
diminishes uncertainty surrounding reward 
outcomes. For example, cues that are succeeded 
by reward 100% of the time and cues that are 
succeeded by reward 0% of the time are both 
perfectly predictive of reward. They minimize 
uncertainty—either by confirming that a reward 
will or will not follow. Cues that are succeeded 
by reward 50% of the time are perfectly 
nonpredictive. Any other probability distribution 
is imperfectly predictive, with relative 
predictiveness decreasing as the probability 
approaches 50% from either direction.  

There are two theories that address the 
relationship between a cue’s predictiveness and 
the amount of attention it draws. The first of these 
is attentional exploitation theory, coined by 
Mackintosh in 1975. Attentional exploitation 

theory states that the amount of attention a 
participant pays to a cue is directly proportional 
to its predictiveness (Mackintosh, 1975), as 
illustrated in Figure 1B. For example, 
exploitation theory suggests that a bell that 
signals the arrival of food 100% of the time, will 
garner more attention than a whistle which 
signals the arrival of food only 70% of the time. 
The Pearce-Hall exploration model, by contrast, 
states that the amount of attention a participant 
chooses to pay to a cue will be directly 
proportional to its uncertainty, which is the 
inverse of predictiveness (Pearce and Hall, 1980) 
as illustrated in Figure 1A. Explorational 
theorists state that a bell that signals the arrival of 
food 100% of the time would garner less attention 
than a whistle which signals the arrival of food 
only 70% of the time. 
 Pearce and Hall reasoned that uncertain 
cues would be more likely to be associated with 
prediction error, and instances when the expected 
outcome of a choice differs from its actual 
outcome (Shultz, 2007)—and prior studies have 
associated the frequency of prediction errors with 
increased attention (Wills et al., 2007). Stimuli 
associated with the production of errors have 
shown higher dwell times in eye tracking 
procedures (Wills et al., 2007). This relationship 
intuitively makes sense, as the purpose of 
attention is to optimize the efficiency of 
information processing. Stimuli followed by 
prediction errors would be the stimuli for which 
it would be most valuable to gather extra data on 
and to allocate extra processing time. An 
unexpected outcome indicates the possibility of 
error in one’s schema. Correcting such an error, 
if one exists, would improve one’s ability to 
predict reward outcomes and thus maximize 
success.  

While various studies have provided 
evidence that predictive cues gain more attention 
than nonpredictive cues (LePelley, Beesley, and 
Griffiths, 2011; Rehder and Hoffman, 2005; see 
Beesley et al., 2015 for review), others have 
supported the theory that greater reward 
uncertainty correlates with greater attention 
(Hogarth et al., 2008; see Beesley et al., 2015 for 
review). Since reward uncertainty is nothing but 
the inverse of reward predictiveness, it seems 
paradoxical that both increased predictiveness 
and increased uncertainty should correlate with 
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increased attention. One possible resolution of 
this paradox, supported by Beesley et al.’s 
experiments, is that predictiveness predicts 
attention during between-trial comparisons and 
that uncertainty predicts attention during within-
trial comparisons. There is a key design 
difference between studies providing support to 
Mackintosh’s attentional exploitation theory and 
the studies providing support to the Pearce-Hall 
exploration theory. The difference lies in how the 
cues were presented: simultaneously or serially. 
Studies supporting exploitation theory—which 
found that participants spend more time on 
predictive than on nonpredictive cues—displayed 
these cues simultaneously (LePelley et al., 2011; 
Rehder and Hoffman, 2005; see Beesley et al. 
2015 for review). The studies supporting 
exploration theory—which found that 
participants spend more time on nonpredictive 
than on predictive cues—displayed a single cue 
per trial and compared rates of attention on a 
between-trials rather than a within-trial basis 
(Hogarth et al., 2008; see Beesley et al., 2015 for 
review).  
 One of the main goals of this study is to 
test a second possible resolution for the 
predictiveness-uncertainty paradox. It is possible 
that the opposing attentional effects of reward 
predictiveness and reward uncertainty interact to 
produce a camel-shaped relationship between the 
likelihood that a stimulus will be followed by a 
reward and the attention it garners. With perfectly 
predictive and perfectly nonpredictive cues both 
garnering less attention than imperfectly 
predictive cues which have the advantages of 
being predictive and of being uncertain, as 
illustrated by Figure 1C. This study will use data 
on how attentional patterns change over short 
periods of time (1 hour) to investigate the shape 
of the relationship between predictiveness and 
attention (Figure 1).   

 
 Testing how attentional patterns change 
over short periods of time is another primary goal 
of this study. To date, even studies which perform 
between-trial comparisons have aimed to 
compare the average amount of attention 
attracted by predictive versus nonpredictive cues. 
To the best of our knowledge, no study has 
investigated how the ratio of attention devoted to 
predictive versus nonpredictive cues changes 
over time. We aim to fill this gap in the literature 
by investigating whether these patterns of change 
align with exploration or exploitation theory.  
 In summary, this study has three main 
goals: 1) To identify an attentional strategy which 
correlates with high performance on PRL tasks 2) 
To fill a gap in prior research on attention and 
PRL by investigating how attentional strategies 
change over time and whether these patterns of 
change align with exploration or exploitation 
theory 3) To use these patterns of change to 
investigate whether the relationship between 
predictiveness and attention is bell-shaped.  
 
 
 
 
 

Figure 1: A) The inverse relationship between attention 
and reward predictiveness proposed by Pearce-Hall 
Attentional Exploration Theory. B) The direct 
relationship between attention and reward 
predictiveness proposed by Mackintosh Attentional 
Exploitation Theory. C) The camel-shaped relationship 
between attention and reward predictiveness that this 
study proposes. 
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Materials and Methods 
 
Participants 
 Sixteen adult participants between the 
ages of 18 and 35 were recruited through 
DukeList, an online advertising site to which all 
current Duke University employees and students 
have access. All participants were undergraduate 
or graduate/professional students at Duke 
University and consented to perform a research 
study following procedures approved by Duke 
University’s Institutional Review Board. 
Participents were compensated at a rate of 
$15/hour for their participation, with the chance 
to win an additional bonus of up to $5, 
determined by their performance on the reward-
learning task. This bonus being the “reward” the 
task required them to work towards. Participation 
consisted of two sessions, each lasting 
approximately 1 hour.  
 All participants had normal or corrected 
to normal vision and most were students enrolled 
at Duke University. Of the 16 participants tested, 
2 participants were excluded from all analyses 
due to a technical error: their data files failed to 
save. Useable eye tracking data could not be 
collected for 3 of the remaining 14 participants 
due to a malfunction of the eye tracker. These 
participants were excluded from all analyses that 
required eye tracking data, but were included in 
the learning analysis. 
 
Stimuli 
 Participants were shown a total of 400 
stimuli consisting of images from four different 
categories: 1) living organisms presented against 
a white background 2) nonliving objects 
presented against a white background 3) indoor 
scenes and 4) outdoor scenes. All images had 
neutral emotional valence. All images with 
potentially negative connotations (snakes, 
spiders, stinging insects) were removed from the 
set. 
 
Eye-tracking 
 A Tobii X2-60 eye tracker with a 
sampling rate of 60 Hz was used to collect the eye 
tracking data. Participants were asked to seat 
themselves at a comfortable distance from the 
monitor, with their heads unrestrained. They 

were asked to try to remain in the same position 
for the duration of the experiment.  
 Before presenting the stimuli, the eye 
tracker was calibrated using a nine-point 
procedure. A series of nine circles appeared on 
different areas of the screen. Participants were 
asked to direct their gaze to the center of each 
circle as it appeared and maintain their gaze until 
the shape grew too small to see.  
 
Task Description 
 Participants were instructed on how to 
complete the task. They were then seated in front 
of an eye tracker and asked to complete a brief 
practice version of the task in order to familiarize 
themselves with the format. After completing the 
practice task (which consisted of 5 trials using 
different stimuli from the main task) and verbally 
confirming their understanding of its format, 
participants began the main task.  
 On each trial, participants viewed two 
columns of images which were composed of two 
images each (stacked vertically; see Figure 2). 
One column appeared on the left side of the 
screen and the other on the right. The four images 
shown during the trial always consisted of one 
nonliving object, one living organism, one indoor 
scene, and one outdoor scene, though the 
placement of the four images was randomized 
and changed between trials. Participants were 
told beforehand that one of these four categories 
of images had been designated the “winning 
category”. They were informed that whichever 
column contained an image from the “winning 
category” would be more likely to grant them a 
reward, if chosen. The participants’ goal was to 
earn as much money as possible through the task 
by maximizing the number of trials they earned a 
reward on. We designated nonliving images as 
the “winning” category. Being the “winning” 
category does not mean that choosing the column 
with a nonliving image consistently resulted in 
reward, only that choosing that column was more 
likely to result in a reward than choosing the other 
column. The column presenting nonliving images 
granted participants a reward 75% of the time it 
was chosen. However, participants were not 
privy to the exact probabilistic breakdown of the 
task.  
 On each trial, participants used their left 
and right arrow keys to choose between the two 
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columns presented. They were given 4s to make 
this choice. Once they made their choice, a black 
box appeared around the column they chose. If 
their choice resulted in a reward, a green 
checkmark appeared at the center of the chosen 
column 4s after the images first appeared on the 
screen. If their choice did not result in a reward, 
a red X appeared instead. This feedback remained 
on screen for a further 0.7s. After participants 
received feedback on their choice, a fixation 
cross appeared on screen and remained for 0.5-
2.5s. When the fixation cross disappeared, the 
next trial began.  
 Participants completed a total of 99 trials 
and were given the option to take a self-timed 
break every 25 trials.  
 

 
Data Processing: Eye-tracking 
 The Tobi eye tracking system measured 
the location of each participant’s gaze at a rate of 
60 Hz. A fixation was defined as a period when 
the eyes moved slower than 30° of visual angle 
per second—further information can be found in 
the Tobii I-VT Fixation Filter Algorithm 
Description (Olsen, 2012).  The analysis pipeline 
compiled the number of fixations, average 
duration of fixations, and total duration of 
fixation occurring on each of the four pre-defined 
areas of interest (AOI).  The four AOIs 

corresponded to the location and size of the four 
images presented on screen for a given trial.  
 
Data Analysis: PRL Performance and 
Attention 
 One of the goals of this study was to try 
to identify an attentional strategy correlated with 
high performance on the PRL task. We 
hypothesized that participants prone to using 
exploitational strategies would perform better on 
the PRL task than participants who used more 
explorational strategies. Thus, we hypothesized 
that the amount of time participants spent 
viewing predictive nonliving images (which 
resulted in a reward 75% of the time) would be a 
better predictor of PRL performance than the 
amount of time they spent viewing nonpredictive 
living, indoor, or outdoor images. PRL 
performance was defined as the total number of 
trials a participant completed divided by the trial 
number on which they learned to identify the 
predictive category of image. For example, if a 
participant learned to identify the predictive 
category of image by trial 17, their PRL 
performance score would be calculated as 

.  
 Participants were said to have “learned” 
once they had chosen the column containing the 
winning category of image for five consecutive 
trials and failed to “relapse” in their choices 
throughout the rest of the experiment. A 
“relapse” was defined as having chosen the 
wrong column for at least three consecutive trials. 
Participants’ progress through the experiment 
was defined by 3 stages: Before, During and 
After Learning. Trials preceding onset of learning 
were included in the Before Learning stage, the 
five trials which defined the “learned” state were 
included in the During Learning stage, and the 
trials succeeding these five were included in the 
After Learning stage. Onset of learning was 
defined as the first trial number in the sequence 
of five which defined a participant’s passage 
from the Before Learning to After Learning 
stage.  
 A multiple linear regression was used to 
predict PRL performance based on the average 
amount of time spent viewing nonliving, living, 
indoor, and outdoor images per trial. 
 

Figure 2: Example trial in the PRL task. On each trial 
participants viewed 1 indoor, 1 outdoor, 1 living, and 1 
nonliving image. The placement of the images was fully 
randomized across trials. Participants’ goal was to learn 
which category of images predicted reward. To do so, 
they choose a column (left or right) and learned over time 
via feedback which image category was predictive of 
reward.  
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Attention to Predictive Versus Nonpredictive Cues 
The following questions were addressed 

by examining gaze duration (the amount of time 
per trial a participant spent fixated on a given 
image): 1) Is there a significant difference in how 
much attention predictive vs nonpredictive cues 
attract? 2) If so, do predictive cues attract more 
or less attention than nonpredictive cues? We 
hypothesized that predictive cues would attract 
more attention than nonpredictive cues, in 
keeping with the Mackintosh model (since this 
was an experiment where predictive and 
nonpredictive cues were shown simultaneously 
and not serially).  
 In order to test this hypothesis, a within-
subjects, repeated measures ANOVA was used to 
compare the average time per trial participants 
fixated on the different types of stimuli (indoor, 
outdoor, living, nonliving). Following a 
significant ANOVA, post-hoc t-tests examined 
the average time per trial individuals fixed on the 
predictive stimuli (nonliving images) compared 
to the nonpredictive stimuli (living, indoor, and 
outdoor images). 
 
Data Analysis: Amount of Attention Spent on 
Predictive Cues over Time 

In keeping with the Pearce-Hall 
explorational model, we predicted that once 
participants identified the predictive category of 
image as predictive of reward and entered the 
During Learning stage, they would spend 
progressively less time per trial fixated on the 
predictive images. To test this prediction we 
performed a Pearson’s correlation comparing 
time per trial spent fixating on predictive images 
to time since the onset of learning.  
 We used a variable called standardized 
trial number (STN) to define time since onset of 
learning, as this varied across participants. The 
trial which corresponded to onset of learning was 
given an STN value of 1, the next trial was given 
an STN value of 2, and so on.  
 This variable STN was correlated with 
time spent fixating on predictive images. 
Specifically, data for this analysis was drawn 
from the seven participants who succeeded in 
learning the identity of the predictive image 
category and for whom useable eye tracking data 
was collected. The four participants who never 
learned to distinguish predictive stimuli were 

necessarily excluded from this analysis as they 
never entered the During Learning or After 
Learning stages. Time spent fixating on 
predictive images was defined as the average 
time spent fixating on predictive images across 
all 7 participants during a given standardized 
trial.  
 
Data Analysis: Proportion of Attention Spent 
on Predictive Cues Over Time  

In keeping with Mackintosh’s attentional 
exploitation model, we predicted that once 
participants identified the predictive category of 
image as predictive of reward and entered the 
During Learning stage, the ratio of time they 
spent per trial fixating on predictive vs 
nonpredictive cues would progressively increase. 
To test this, we performed a Pearson’s correlation 
comparing ratio of time spent fixating on 
predictive images to time since onset of learning. 
Specifically, ratio of time spent fixating on 
predictive images was defined as time spent 
fixating on a predictive image for a given trial 
divided by the total time spent fixating on all 
images during that trial. As in the previous 
analysis, ratios were averaged across participants 
and time since onset of learning was defined 
using standardized trial number.   
 
 
Results 
 
PRL Performance 

 Out of the 14 participants for whom 
PRL performance data was collected, 4 failed to 
identify the predictive stimuli as predictive by 
the end of the experiment. The remaining 10 
participants identified the predictive stimuli by 
the end of the 99 trials, but there was great 
variation in their rate of learning. On average it 
took participants 39.7 trials to learn to identify 
the predictive stimuli; standard deviation for this 
measure was 30.8, with the fastest learner 
identifying the predictive category of stimuli 
after only 8 trials and the slowest learner 
identifying the predictive category after 91 
trials.  
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PRL Performance and Attention 
 We hypothesized that the amount of 

time participants spent viewing predictive 
images (nonliving) would be a better predictor 
of PRL performance than the amount of time 
they spent viewing nonpredictive images (living, 
indoor, or outdoor). A multiple linear regression 
was used to predict PRL performance based on 
the average amount of time spent viewing 
nonliving, living, indoor, and outdoor images 
per trial (Figure 3). Contrary to our initial 
hypothesis, the results of the regression 
indicated that PRL performance was not 
predicted by time spent viewing images from 
any of the four image categories (R2 = 0.473, 
F(4,5) = 1.124, p = 0.439) (Figure 3). 
 

 
Attention to Predictive Versus Nonpredictive 
Cues 
 We hypothesized that participants would 
spend more time viewing predictive cues 
(nonliving images) than nonpredictive cues 
(living, indoor, and outdoor images). A within-
subjects repeated measures ANOVA was 
conducted to compare the effect of image 
category (nonliving, living, indoor, outdoor) on 
the average time spent fixating on the images. As 
expected, there was a main effect of image 
category F(3,27)=8.54, p<0.001 (Figure 4). Post-

hoc t-tests were used to examine differences in 
fixation time between image categories.  
 Consistent with our hypothesis, post-hoc 
t-tests indicated that participants spent 
significantly more time (measured in seconds) 
fixating on predictive nonliving images (M=0.69, 
SD=0.15) compared to all other nonpredictive 
categories: indoor images (M=0.48, SD=0.07, 
t(9) = 4.24, p = 0.002), outdoor images (M=0.53 
SD=0.13, t(9) = 3.25, p = 0.01) and living images 
(M=0.58, SD=0.13, t(9) = 2.34, p = 0.04). There 
was no significant difference in the amount of 
time participants spent fixating among the 
nonpredictive categories: living versus indoor 
images (t(9) = 2.16, p = 0.06), living versus 
outdoor images (t(9) = 1.91, p = 0.09), indoor 
versus outdoor images (t(9) = 1.22, p = 0.25) 
(Figure 4). 
 

 
Attentional Patterns Over Time: 

Of the 10 participants for whom usable 
eye tracking, PRL performance, and memory 
performance data was collected, 3 failed to learn 
which category of image was predictive of 
reward by the conclusion of the experiment. They 
were thus excluded from the following four 
analyses. 

 
Attention Spent on Predictive Cues Over 
Time:  

Figure 3: Relationship between PRL performance and 
mean time spent fixating on images, measured across 
image categories (Indoor, Outdoor, Living, Nonliving). 
Each data point corresponds to a participant and the data 
from 10 participants were included in this analysis. No 
significant relationship was observed.  

Figure 4:  Mean time spent fixating on image across 
image categories (Indoor, Outdoor, Living, Nonliving). 
Participants spent significantly more time fixating on the 
reward predictive category (nonliving) than all other 
categories of images.  
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We hypothesized that once participants 
had identified the predictive image category as 
being predictive of reward, they would spend 
progressively less time per trial fixated on images 
of this category, a finding which was consistent 
with the Pearce-Hall exploration model.  To test 
this prediction we performed a Pearson’s 
correlation comparing average time per trial 
spent fixating on predictive images to 
Standardized Trial Number, which measured 
time since onset of learning.  

Contrary to our hypothesis, no 
significant relationship was found between 
average time spent fixating on predictive images 
and STN (Pearson’s correlation coefficient 
r(n=7)=-0.27, p=0.097) (Figure 5).  

 

 
Proportion of Attention Spent on Predictive 
Cues Over Time:  

We hypothesized that once participants 
had identified the predictive image category as 
being predictive of reward, the ratio of time they 
spent per trial on predictive versus nonpredictive 
images would progressively increase, as 
Mackintosh’s exploitation model predicts. We 
formed this hypothesis after reasoning that 
patterns of change in the proportion of attention 
spent on predictive cues would be unlikely to 
reflect an explorational style of attentional 
processing due to the design of the experiment. 

Participants had been informed at the start of the 
experiment that the three nonpredictive image 
categories would be perfectly nonpredictive. In 
other words, they began the experiment knowing 
that images from nonpredictive categories would 
provide them with no relevant information about 
reward outcomes. As a result, it seemed unlikely 
that, participants would choose to “explore” or 
gather more information from images in 
nonpredictive categories, as time went on and 
participants grew more confident that these 
images were nonpredictive  

To test this prediction we performed a 
Pearson’s correlation comparing proportion of 
time spent fixating on predictive images to STN. 
In direct contrast with our hypothesis but in 
keeping with Pearce-Hall exploration model, a 
significant negative correlation (Pearson’s 
correlation coefficient r(n=7)=-0.32, p=0.040) 

was found between proportion of time spent 
fixating on predictive images and STN (Figure 
6).  
 
 
Discussion 
 

The purpose of this study was 1) to 
examine if attentional strategies correlate with 
PRL performance 2) to investigate how 
attentional strategies change over time, and 
whether these patterns of change align with the 
Pearce-Hall exploration model or Mackintosh’s 

Figure 6: Relationship between mean proportion of 
time spent fixating on predictive images and 
standardized trial number after participants figured out 
the reward predictive category (After Learning). Each 
data point corresponds to a trial and the data from 40 
trials were included in this analysis. A significant 
negative relationship was observed.  

Figure 5: Relationship between mean time spent 
fixating on predictive images and standardized trial 
number after participants figured out the reward 
predictive category (After Learning). Each data point 
corresponds to a trial and the data from 40 trials were 
included in this analysis. No significant relationship was 
observed.  
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exploitation theory 3) to use these patterns of 
change to investigate whether the relationship 
between predictiveness and attention is bell-
shaped. To address these aims, we designed a 
PRL task that measured the amount of time per 
trial participants spent viewing two categories of 
image: predictive of reward or nonpredictive of 
reward.  

We hypothesized that participants who 
favored exploitational strategies of learning 
would perform better on the PRL task and thus 
expected that the amount of time participants 
spent viewing predictive cues would directly 
correlate with their PRL performance score. 
Additionally, we hypothesized that the 
proportion of time participants spent viewing 
predictive versus non-predictive images would 
increase over time, providing evidence for a bell-
shaped relationship between predictiveness and 
attention. However, we also predicted that the 
average amount of time the participants spent 
viewing predictive images would decrease over 
time—as participants would start paying less 
attention to all images, regardless of category, as 
the experiment progressed.  

We would like to acknowledge a wide 
variability in how quickly participants 
identified nonliving images as the predictive 
stimuli. While participants, on average 
identified predicitive stimuli by the 39th or 
40th trial, they did so with a  standard 
deviation of 30.8 trials. As the meat of this 
study comes from comparing attentional 
strategies before identification of predictive 
stimuli to attentional strategies following the 
identification of these stimuli participants 
who identified predictive stimuli particularly 
early or particularly late in the experiment 
naturally provided smaller datasets in one or 
the other of these categories, and thus—less 
reliable results. Future iterations of this study 
should utilize a larger participant base, so that 
results from significantly early and 
significantly late identifiers can be excluded. 
 
Whether Certain Eye-gaze Patterns 
Correlate With Learning 

Prior studies have shown that strong 
statistical learners (those who perform well on 

PRL tasks) exhibit different eye-movement 
patterns than weak statistical learners (those who 
perform poorly) (Yu and Smith, 2011) with 
strength of reward association affecting neuronal 
activity patterns at the level of the visual cortex 
(Hickey and Peelen, 2015). Correspondingly, one 
of the goals of this study was to identify an 
attentional pattern predictive of high performance 
on PRL tasks. More specifically, we investigated 
whether the amount of time participants spent 
viewing reward-predictive images (nonliving) 
would correlate with their performance on the 
PRL task. We also investigated whether the 
amount of time participants spent viewing these 
predictive images would better predict their PRL 
performance than the amount of time they spent 
viewing nonpredictive images (living, indoor, 
and outdoor). PRL performance was measured as 
the total number of trials divided by the number 
of trials the participant took to learn the identity 
of the predictive category of image. The quicker 
a participant learned, the higher their PRL 
performance score would be. Contrary to our 
hypothesis, no significant correlation was 
observed between PRL performance and the 
amount of time spent viewing any of the four 
image categories.  

This study tested one specific aspect of 
eye-gaze patterns for predictiveness of PRL 
performance: fixation duration. While fixation 
time did not prove to be predictive, it is still 
possible that some other aspect of eye-gaze 
patterns may be. Future studies should test other 
aspects of eye-gaze patterns for predictiveness of 
PRL performance. For example, subjects who 
frequently switch back and forth between the 
image they are viewing may, on average, perform 
better than subjects who view one image at a time 
and move slowly between images.  
 
How Proportion of Attention Spent on 
Predictive Cues Changes Over Time 
 Mackintosh’s attentional exploitation 
theory (Mackintosh, 1975) and Pearce-Hall’s 
exploration model (Pearce and Hall, 1980) 
explore the amount of attention predictive cues 
attract relative to nonpredictive cues. Studies like 
ours which present predictive and nonpredictive 
cues simultaneously instead of serially have 
historically supported Mackintosh’s exploitation 
model (LePelley et al. 2011; Render and 
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Hoffman, 2005; see Beesley et al., 2015 for 
review). Our findings were consistent with prior 
research: overall, predictive cues attracted more 
attention than nonpredictive cues. One of the 
main goals of this study, however, was to go 
beyond testing the proportion of attention 
attracted by predictive versus nonpredictive cues. 
We aimed to investigate how this proportion 
might change over time and to analyze whether 
these patterns of change could provide additional 
support for either exploitation or exploration 
theory.  

We found, contrary to our initial 
hypothesis, that the ratio between time spent on 
predictive versus nonpredictive cues 
progressively decreased after onset of learning. 
We had reasoned that after participants had 
“learned” or identified nonliving images as the 
predictive category of stimuli, subsequent trials 
would allow them to accumulate more data (in 
the form of choice outcomes) in support of this 
identification. As a result, we hypothesized that 
as time went on they would more strongly believe 
in the predictiveness of nonliving images and, by 
proxy, the nonpredictiveness of images from 
other categories. Nonpredictive stimuli, by 
definition, provide no useful information about 
reward outcomes. Since one purpose of attention 
is to maximize the usefulness of information 
processed, we hypothesized that as time went on 
and participants grew increasingly convinced that 
images from the living, outdoor, and indoor 
categories were nonpredictive, that they would 
spend less time viewing these images and direct 
a greater percentage of their attention to the 
predictive nonliving images. However, 
participants followed the opposite strategy. 
Instead of exploiting their knowledge of which 
image category was predictive of reward, they 
adopted an exploration approach. They spent 
more time fixating on nonpredictive cues even as 
their confidence in these cues nonpredictiveness 
increased. In other words, in our data, the 
proportion of attention spent on predictive versus 
nonpredictive cues supports the Pearce-Hall 
exploration model and not Mackintosh’s 
exploitation model of attentional processing.  

Participants took a mean of 39.7 trials to 
learn the identity of the predictive image 
category, but there was wide variation in 
participants’ learning speed. A limitation of this 

study design was the fact that time since onset of 
learning was used as a proxy for participant’s 
confidence in the predictiveness of nonliving 
images. In future iterations of this task it may be 
useful to ask participants to rate which image 
category they believe is the predictive one and to 
indicate how confident they are in their choice. 
Doing so would allow for a more direct measure 
of confidence in a cue’s predictiveness or 
nonpredictiveness. 
 
How Average Attention Spent on Predictive 
Cues Changes Over Time 
 It is generally understood that the 
purpose of attention is to maximize the usefulness 
of information the brain processes. Pearce and 
Hall explicitly state that they base their model off 
this premise, and Mackintosh’s study is implied 
to (Pearce and Hall, 1980; Mackintosh, 1975). 
From this premise, Pearce and Hall drew the 
conclusion that animals would devote more 
attention to cues whose predictivity they were 
unsure of than to cues whose predictivity were 
known (Pearce and Hall, 1980). This idea 
intuitively makes sense. There is value in 
attending to cues whose predictivity is unclear, as 
devoting processing power to these stimuli and 
their associated reward outcomes could provide 
information that clarifies their predictivity. It is 
advantageous to clarify a cue’s predictivity 
because doing so can help a participant make 
optimal choices and thus maximize their reward 
outcomes. By contrast, there is no value in 
devoting extra processing power to cues whose 
predictivity is already known because if their 
predictivity is known the participant already has 
all the information needed to take maximum 
advantage of the signals those cues provide.  
 In keeping with the Pearce-Hall model, 
we hypothesized that after learning to identify 
predictive cues, participants would pay 
progressively less attention to these cues as time 
went on and they grew more confident of the cues 
predictiveness. However, we found no significant 
correlation between average time per trial spent 
fixating on predictive cues and time since onset 
of learning. These results contradict the Pearce-
Hall model and our hypothesis and show that 
decreased uncertainty does not always lead to a 
corresponding decrease in attentional allocation. 
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People do not always use the strategy of shifting 
attention away from known values, to maximize 
the usefulness of the information they process.  

It must be noted that we drew our 
correlation from a small sample size—testing 
only 40 trials (limited by the number of trials in 
the During Learning plus After Learning 
conditions of the slowest learning participant) 
drawn from the averaged fixation data of 7 
participants. Future studies should test more 
participants to better control for outliers in the 
fixation data and consider increasing the length 
of the task in order to have more trials to test.  
  
Is the Relationship between Attention and 
Predictiveness a Bell Curve?  
 Previous studies (e.g. Beesley et al., 
2015) have shown 1) that when presented 
simultaneously, predictive cues garner more 
attention than nonpredictive cues and 2) that cues 
associated with greater uncertainty garner more 
attention. These two statements are seemingly 
contradictory since nonpredictive cues are by 
definition associated with greater uncertainty 
than predictive cues. 
 We theorized that the opposing 
attentional effects of reward predictiveness and 
reward uncertainty interact to produce a bell-
shaped relationship between predictiveness and 
attention, with perfectly predictive and perfectly 
nonpredictive cues both garnering less attention 
than imperfectly predictive cues which have the 
advantages of being predictive and of being 
uncertain.  
 During our experiment, as time went on, 
and participants accumulated choice outcome 
data from a greater number of trials, the amount 
of uncertainty associated with both predictive and 
nonpredictive cues should have decreased. 
Participants’ confidence in the nonpredictiveness 
of the nonpredictive cues should have 
correspondingly increased. We hypothesized that 
this increasing association of nonpredictiveness 
with images in the living, indoor, and outdoor 
categories would cause participants to devote 
progressively less time to images from these 
categories and direct proportionally more 
attention to images of the predictive nonliving 
category instead, which is consistent with 
attentional exploitation theory. However, in 
direct contrast to this hypothesis, participants 

spent a proportionally lower percentage of time 
on images from predictive versus nonpredictive 
categories as time went on. These results 
contradict our theory of a bell-shaped 
relationship between predictiveness and attention 
and instead support the Pearce-Hall model (see 
Table 1 for overview).  
 The results of our investigations into how 
attentional patterns change over time provide 
conflicting evidence with regards to exploration 
theory. None of our analyses provide evidence in 
support of exploitation theory, and we obtained 
some evidence which contradicted it (Table 1).   
 
Table 1: An Overview of the Investigation 
 

 

 
Neurobiological Implications 
 Our finding that predictive cues attract 
proportionally more attention than nonpredictive 
cues is in keeping with standing neurobiological 
evidence which shows that top-down signals 
identifying a stimulus as salient increase eye 
movements towards that stimulus by activating 
neurons within the lateral intraparietal cortex 
(Synder et al. 1997) and by modifying activity 
within the frontal eye fields and dorsal 
frontoparietal system which is responsible for the 

Note. Overview of our investigation into how attentional patterns 
change over time, with a focus on its significance to Mackintosh’s 
exploitation and the Pearce-Hall exploration theory.   
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generation of attentional sets (Corbetta and 
Shulman 2002). Studies have also found that not 
only do nonpredictive cues provoke less activity 
in the frontal eye fields than predictive cues, but 
that the amount of activity non-predictive cues 
stimulate is dependent on how similar they are to 
predictive cues (Corbetta and Shulman 2002).  

However, we also found that while 
participants did consistently spend more time on 
predictive than nonpredictive cues, the difference 
in time spent on predictive vs nonpredictive cues 
lessened as time went on.  In other words, while 
the ratio of time spent on predictive vs 
nonpredictive cues was always greater than 1, 
this ratio decreased as time went on. Current 
neurological evidence shows that the ‘salience 
map’ maintained by the dorsal frontoparietal 
system is influenced by two factors: the 
predictiveness of a stimulus and its sensory 
qualities (Corbetta and Shulman 2002). 
Predictive stimuli, stimuli with unique sensory 
qualities, and stimuli with sensory qualities that 
mimic those of predictive stimuli all attract 
greater attention by modulating pathways within 
this system (Corbetta and Shulman 2002).  This 
understanding of the neurobiology of attention 
cannot explain why as time went on and 
participant’s confidence in the predictiveness of 
predictive cues increased—they should have 
devoted a smaller proportion of their attention to 
these cues. Further research will need to be done 
to understand the neurobiological processes 
driving this phenomenon.  
 
Conclusion and Future Directions 

Attention has always been a much-
studied focus of neurological research, with 
several studies exploring the ways in which 
reward salience modulates attention, as well 
as the neuronal pathways implicated in these 
effects. Within this broader topic, the 
attentional strategies deployed in PRL tasks 
have come under particular scrutiny. 

The three main goals of this study were 
1) to identify an attentional strategy which 
predicted PRL performance, 2) to fill a gap in 
prior research by investigating how attentional 
strategies change over time, and whether these 
patterns of change align with exploration or 
exploitation theory, and 3) to use these patterns 

of change to investigate the shape of the 
relationship between predictiveness and 
attention. First, we were not able to identify an 
attentional strategy correlating with PRL 
performance, but have not ruled out the 
possibility that such a strategy exists. Future 
studies may be able to find a correlation between 
PRL performance and some nuance of eye-gaze 
patterns that the present analysis did not detect. 
Second, we found that, contrary to exploration 
theory, the amount of attention participants spend 
on predictive stimuli does not change 
significantly over time. Third, consistent with 
exploration theory, the proportion of attention 
participants spend on predictive versus 
nonpredictive stimuli decreases over time. This 
latter finding also contradicted our theory that the 
relationship between predictiveness and attention 
is bell-shaped.  
 Our findings were generally limited by 
our small sample size, and future iterations of this 
task should use a larger sample of participants 
and more trials within the PRL task. Additionally, 
while several studies have identified the neuronal 
pathways broadly responsible for attentional 
processing, our knowledge as to why attentional 
strategies change over time, as this study suggests 
they do, is limited. Future fMRI studies may shed 
light on how neuronal activity patterns in the 
dorsal frontoparietal system and visual cortex 
change throughout the course of a multi-step 
reward-learning task.  
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